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     This thesis applies evolutionary theories to a series of empirical investigations of the 

psychological mechanisms that produce cooperative behaviour. I pay special attention to the 

long-term social consequences of current behaviour, i.e. reputational consequences, and to the 

interdisciplinary relevance of my findings. In chapters 1 and 2, I show that invalid social cues 

have similar effects on cooperative behaviour as the corresponding genuine cues, but only for a 

short time. Cooperation increases in response to information suggesting someone is watching us 

(Chapter 1) or disapproves of our recent behavior (Chapter 2), until it becomes clear that long-

run consequences are unlikely. These studies demonstrate adaptive developmental plasticity of 

reputation mechanisms and begin to integrate evolutionary theories of social behaviour with 

classic psychological theories of learning and with recent theories about the maintenance of 

public goods in the field of Economics. Chapter 3 attempts to integrate evolutionary social 

theories with the study of risk-taking, arguing that common mechanisms underlie social 

behaviour and risky asocial behaviour. In support, I show that public—but not private—

selfishness is associated with measures of general risk preference. In Chapter 4 I argue that 

investigations of mechanisms of impression formation in the field of Social Psychology would 

benefit from increased consideration of the function of such mechanisms: they function to 

calibrate our current behavior based on the likely future behavior of others. This functional 

theory demands evidence that humans can predict the behavior of those with incentive to deceive 

us. I successfully replicate one of the few studies to provide such evidence: People can predict 

each other’s Prisoner’s Dilemma Game decisions with above-chance accuracy after a brief 

conversation. Finally, in a general discussion, I suggest future lines of study regarding learning 

about social cues, the long-run psychology of economic games, and the social psychology of the 

Internet. 
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GENERAL INTRODUCTION 

In this doctoral dissertation I present four chapters, loosely connected by their common aim of 

advancing scientific understanding of how human cooperative decisions involve reputation 

mechanisms that consider (among other things) the long-term consequences of available 

behavioural options.  

Each chapter includes a thorough introduction to the specific problem it addresses, so the 

purpose of this general introduction is simply to orient the reader to the organization of the entire 

document, introduce relevant terminology, and summarize the unifying theoretical approach. The 

strongest implications of the empirical content of my dissertation research are discussed 

thoroughly in each chapter, so the general discussion following the chapters will offer a brief 

summary of my major findings and suggest future research directions. 

Overview 

How does cooperation work? Why incur a personal cost to provide benefits to potential 

competitors? Why do people seem to genuinely care about others? These questions, in various 

forms, have been central to several traditional academic disciplines, including evolutionary 

biology, social psychology, economics, philosophy, anthropology, and political science. Like 

most researchers in the emerging interdisciplinary field of evolutionary psychology, I apply 

theory from evolutionary biology to address questions of interest from psychology and other 

social sciences. To avoid the semantic confusion that has plagued interdisciplinary research on 

social behaviour (West, Griffin & Gardner, 2007), I now define some key terms, using 

definitions common in evolutionary biology, along the way explaining some concepts that are 

critical to understanding the dissertation as a whole. 

Levels of Analysis 

Tinbergen (1963) clarified that complete biological explanations of behaviour require 

explanations at several complementary—not alternative—levels of analysis. Proximate 

explanations include hypotheses about the mechanisms involved in producing the behaviour (e.g. 

neural and cognitive processes, emotions, physiology, stimuli-response pathways, hormones) and 

their ontogeny (i.e. the developmental processes during the lifetime of the actor that produce the 

mechanisms that produce the behaviour). Ultimate explanations include hypotheses about the 

phylogeny of the behaviour (i.e. the specific historical evolutionary process that produced the 

developmental processes that produce the mechanisms that produce the behaviour) and the 

behaviour’s function (i.e. how the trait confers a fitness advantage on its bearer; how the trait 

solves a recurring problem). Functional explanations concern how the behavioural trait enhances 

inclusive fitness—the reproductive success of the trait’s bearers and/or their kin—and was 

thereby favoured by natural selection (West et al., 2011). 
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Social semantics
1
 

Social behavior has consequences for the actor and the recipient of the act. In evolutionary 

biology, these consequences are properly measured in expected lifetime residual inclusive 

fitness, i.e. reproductive success of self and kin (discounted by relatedness) after the act, or an 

equivalent measure (West, El Mouden & Gardner, 2011). Fitness is the appropriate outcome and 

lifetimes are the appropriate timeframe for evaluating functional theories because selection acts 

on lifetime fitness differences (West et al., 2011). These theoretical requirements present 

operational challenges when studying a species that lives as long and reproduces as slowly as 

humans. Often researchers can only measure a variable that can serve as a proxy for fitness (e.g. 

control of resources like money, access to mates) and can only measure short-term effects. One 

of the contributions of this dissertation is a clarification of why and how long-term consequences 

are relevant to understanding many social behaviours—including many behaviours for which 

long-term consequences have been thought to be irrelevant. 

Cooperation is social behavior that benefits the recipient, a classification that includes altruism 

(which reduces the reproductive success of the actor; Hamilton 1964; West et al. 2011) and 

mutual benefit (which increases the actor’s reproductive success; West et al., 2007). Mechanisms 

for altruistic behaviours can only be favoured by selection when the actor and recipient are 

statistically likely to be kin (e.g. West et al., 2011). This dissertation focuses on cooperation 

among non-kin, which can be favoured by selection through mutual benefit, for example in 

systems where third parties can channel reward and punishment to cooperators and non-

cooperators, respectively (e.g Trivers, 1971; Axelrod, 1984; Nowak & Sigmund, 1998.). Non-kin 

cooperation is pervasive among humans, and we engage in lots of reward and punishment 

(Alexander, 1987; Milinski, Semmann & Krambeck 2002a & 2002b; Nowak & Sigmund, 2005; 

Wedekind & Milinski, 2000).  

Reputation refers to the use of information about past behaviour to calibrate present behaviour 

(e.g. Nowak & Sigmund, 1998; Wedekind & Milinski, 2000; Barclay &Willer, 2007; for 

thorough review see Barclay, 2015 ). Reputation is thus relevant to reward and punishment, in 

that the acts of rewarding or punishing are themselves social acts predicated on past social 

behavior. Reputational considerations apply both when an actor decides how to behave towards a 

recipient on the basis of that recipient’s past behaviour (i.e. actor behaviour dependent on the 

reputation of recipient) and when an actor decide how to behave towards a recipient on the basis 

of how the decision will affect the actor’s future social interactions (i.e. actor behaviour depends 

on actor’s future reputation). Because reward and punishment are distant in time from the initial 

act, the study of reputation is relevant to the general study of how immediate and long-term 

consequences inform behavioural decision-making. 

 

                                                           
1
 From the title of West et al. (2007) on this topic. See their paper for more complete definitions of the terms 

introduced here. 
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Cues as inputs, behaviour as outputs 

Brains can be thought of as computers executing programs (Tooby & Cosmides, 1992; Pinker, 

1997). The programs are cognitive mechanisms that collect information about the actor’s 

environment and process that information to produce behavioural outputs. Natural selection will 

favour mechanisms that cost-effectively extract information of statistical relevance to adaptive 

outcomes from the environment and use those cues to adaptively calibrate social behavior. 

Natural selection will also favour developmental processes that improve the effectiveness of 

these programs in their local environment. Again, “improved effectiveness” is properly measured 

in fitness, though proxies may have to suffice (both for the organism attempting to adjust to its 

local environment and for researchers investigating the fitness consequences of behaviour). 

Lieberman, Tooby & Cosmides (2007) provide an illustrative example. Humans adaptively 

calibrate social behavior towards kin, by up-regulating trust and down-regulating sexual interest, 

based on two statistically-reliable cues of kinship: (1) observed maternal association between the 

actor’s mother and the recipient (i.e. the potential sibling) during the recipient’s infancy, and (2) 

co-residence of the actor and recipient during their childhood. The former cue is more reliable, 

so the latter cue is only used if the former is developmentally unavailable, as in the case of actors 

evaluating potential older siblings. 

This dissertation investigates the cognitive processes that use cues as input, process them, and 

produce social behaviour as outputs. 

Reputation mechanisms and the long-term consequences of cooperative behaviour 

The chapters of this thesis each seek to characterize the mechanisms by which reputational 

considerations affect cooperative behaviour, with special attention given to long-term 

consequences.  

Chapter 1: The effect of eye images on cooperation 

Chapter 1A: Eye images increase generosity, but not for long: the limited effect of a false cue 

Chapter 1B: No effect on condemnation of a short or long exposure to eye images 

When making decisions, what information do humans use to assess whether that decision can 

affect the payoffs of future interactions? A basic prerequisite for a social interaction to affect 

future interactions via reputation is that others must learn of the first act; thus cues to observation 

are cues to that the situation may affect one’s reputation. Reputation cues can be expected to 

shift decision-making in favour of behaviours that generally enhance one’s reputation, such as 

generosity. In Chapter 1, I contribute to a fast-growing literature about how exposure to an 

invalid observation cue, images of eyes, influences generosity.  Based on a taxonomically-

diverse learning phenomenon--that organisms cease responding to uninformative cues--I predict 

that eye images have less influence on the cooperativeness of people who have been exposed to 
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them longer.  Novel experimental data and a simple meta-analysis of relevant studies are 

supportive of the hypothesis. I also report and discuss a failed attempt at conceptual replication 

of the experimental finding. 

Chapter 2: Expressing disapproval maintains public goods contributions, but not for long: 

the limited effect of an empty threat 

After an actor’s behavior is observed, the reaction of any observer(s) can be informative about 

the likely reputational consequences of the behaviour, information which can in turn be used by 

the actor to improve future social decisions. In Chapter 2, I investigate how repeated exposure to 

expressions of dissatisfaction from observers influence cooperativeness. I situate this 

investigation among efforts by economists to explore if and how condemnation might offer a 

cheaper solution than costly punishment to the problem of maintaining cooperation. As in 

Chapter 1, I show that a cue—in this case condemnation by those who cannot directly punish—

has a different effect on behaviour after repeated exposures provide more information about the 

cue. In other words, reputation mechanisms are not static; they show adaptive developmental 

plasticity. 

Chapter 3: Betting your reputation: Public (but not private) Prisoner’s Dilemma defection 

is associated with behavioral risk-taking 

Some aspects of the problem of cooperation generalize beyond the social realm. How do people 

make any decisions—social or otherwise--without knowing the precise magnitude, timing, or 

reliability of the payoffs to those decisions? The study of decision-making under such 

uncertainty has been prominent in the fields of ecology, psychology, finance, and statistics.  

In Chapter 3, I argue that public non-cooperation results in more variable outcomes than does 

public cooperation or private non-cooperation. In other words, public non-cooperation is risky. 

Accordingly, we predict and observe that public (but not private) non-cooperation is correlated 

with general risk preference. This finding implicates risk preference mechanisms in the process 

of social decision-making. 

Chapter 4: Accurate predictions of Prisoner’s Dilemma decisions after a brief face-to-face 

interaction 

The first three chapters show that environmental cues (e.g. presence of eye images or unhappy 

witnesses), personal experiences (e.g. history of exposure to specific cues), and individual 

personality (e.g. risk-aversion) can affect social decisions in ways that can be scientifically 

predicted and measured. Presumably, real-world human social decision-making is based on these 

and many other statistically reliable relationships. 

Can normal humans predict each other’s social behavior? Can we do so in novel situations and 

when our social partners have incentive to deceive us? In Chapter 4, I argue that these 
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frequently-overlooked questions are important to achieving a complete understanding of social 

behaviour. I present three replications of a seminal study; the results are supportive of the 

original finding that people can predict the social decisions of partners who have incentive to 

deceive them in a novel social environment. I argue the relevance of these findings to several 

popular topics in the field of social psychology. 
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CHAPTER 1 

The effect of eye images on cooperation 

 

CHAPTER 1A 

Eye images increase generosity, but not for long: the limited effect of a false
2
 cue 

 

Abstract 

People are more cooperative when explicitly observed, and simply exposing people to images of 

eyes or faces has been shown to increase cooperation of various types and in various contexts, 

albeit with notable, if controversial, exceptions.  This ‘eyes effect’ is important both for its 

potential real-world applications and for its implications regarding the role of reputation in the 

evolution and maintenance of human cooperation.  Based on the general principle that organisms 

eventually cease responding to uninformative stimuli, we predicted that the eyes effect would be 

eliminated by prolonged exposure.  A novel experiment confirmed that participants exposed 

briefly to an eye-like image gave more money in an economic game than those in a longer 

exposure condition and those in a control condition.  There was no generosity difference between 

the long exposure and control conditions.  Furthermore, a meta-analysis of 25 eyes effects 

experiments confirmed that the effect emerges reliably after short exposures to eye images, but 

not after long exposures.  An understanding of the limits of false cues on behaviour helps resolve 

empirical discrepancies regarding the eyes effect and exonerates the importance of reputation 

even in anonymous, one-shot interactions. 

 

1. Introduction 

Theoretical models suggest that reputational mechanisms can facilitate the evolution and 

maintenance of cooperation (Pollock & Dugatkin, 1992; Nowak & Sigmund, 2005; Ohtsuki & 

Iwasa, 2006; Roberts, 2008; Barclay, 2011).  Accordingly, people are more cooperative when 

others can observe or will be informed of their actions (Bixenstine et al., 1966; Kurzban, 2001; 

Andreoni & Petrie, 2004; Barclay, 2004; Barclay & Willler, 2007; Rege & Telle, 2004; 

Wedekind & Milinski, 2000; Milinkski et al. 2002a; Milinkski et al. 2002b; Sylwester & 

Roberts, 2010).  We should expect even subtle cues of observation to affect cooperation, given 

that human decision-making is influenced not only by conscious, reasoned evaluation of explicit 

                                                           
2
 Subsequent to the publication of this chapter (Sparks & Barclay, 2013), Rob Kurzban suggested that “invalid” is a 

more appropriate word than “false.” I agree, but preserve the use of the word “false” in this chapter to be 
consistent with the published version. 
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knowledge (e.g. the rules of a game), but also by non-conscious, intuitive judgments based on 

implicit cues (Haidt, 2001; DeBruine, 2002; Hagen & Hammerstein, 2006).  Haley & Fessler 

(2005) investigated whether implicit cues of observation influence cooperative decision-making 

by exposing participants to eye-like images just before they completed a generosity task, finding 

that generosity was higher in the eyes condition relative to control conditions that did not contain 

a visual cue to observation (henceforth the ‘eyes effect.’)  A growing collection of laboratory 

experiments has since shown that the eyes effect can increase cooperation of various types, 

including generosity (Mifune et al., 2010; Oda et al., 2010; Rigdon et al., 2010; Nettle et al. 

2012), public goods contributions (Burnham & Hare, 2007), and condemnation of moral 

violations (Bourrat et al., 2011).  Supplementing these findings are several exciting experiments 

showing real-world eyes effects: enhanced (i) contributions to a voluntary payment system in an 

office coffee room (Bateson et al., 2005), (ii) clean-up of garbage in a university cafeteria 

(Ernest-Jones et al., 2011) and at bus stop benches (Francey & Bergmüller, 2012), and (iii) 

charitable donations in supermarkets, especially when there were few potential observers 

(Ekström, 2011; Powell et al., 2012).   

Images of eyes are obviously not the same as eyes attached to real people who could spread 

reputational information. That said, false social cues in other domains can elicit similar responses 

as the real thing (e.g. sexual arousal caused by pornography), and brain regions that respond 

involuntarily to faces also respond to images of faces and eyes, and even to scrambled face 

images, schematic face designs, and cartoon faces (Emery, 2000; Haxby et al., 2000; Bentin et 

al., 1996; Tong et al., 2000).  Given the mounting evidence that people behave more 

cooperatively as their actions are more likely to be known to others (Bixenstine et al., 1966; 

Kurzban, 2001; Andreoni & Petrie, 2004; Barclay, 2004; Barclay & Willler, 2007; Rege & Telle, 

2004; Wedekind & Milinski, 2000; Milinkski et al. 2002a; Milinkski et al. 2002b; Sylwester & 

Roberts, 2010), increased cooperation in response to false cues to observation can be interpreted 

as a by-product of psychological systems evolved to calibrate behaviour as a function of 

predictable reputational consequences.  Supporting this interpretation, the eyes effect is mediated 

by expectation of reward and seems to reflect an expectation for improved reputation in the eyes 

of a third party (Oda et al., 2011). Furthermore, it has been reported that eyes have no effect on 

giving to out-group members but a significant effect on giving to in-group members, among 

whom a cooperative reputation is more relevant because of the greater likelihood for future 

cooperative opportunities (Mifune et al., 2010).   

Despite a growing number of experiments demonstrating eyes effects, this phenomenon – and in 

particular any interpretations that involve reputation - have been disputed, especially in light of 

several experiments in which no eyes effect was reported (Fehr & Schneider, 2010; Lamba & 

Mace, 2010; Raihani & Bshary, 2012; Carbon & Hesslinger, 2011).   

Sorting out this controversy is important because of the significance of the eyes effect to both 

theory and real-world behaviour.  Nettle et al. (2012) performed a meta-analysis of eye effect 

experiments using dictator games that helped resolve some discrepancies by finding that mean 
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giving (the commonly-reported dependent variable) is less reliably affected by eyes than is the 

(less commonly-reported) probability of giving more than zero.   The current paper focuses on 

another potential explanation for discrepancies in the literature on eyes effects: procedural 

differences in exposure to eye images. 

As shown in Table 1, studies finding an effect of eyes tend to use methods that make the stimuli 

suddenly salient just before cooperation is measured.   Such methods include abrupt presentation 

(Haley & Fessler, 2005 - method clarified in personal communication with K. Haley) or 

modification (Burnham & Hare, 2007; Sparks, 2010) of images, and placing images directly 

above instructions (Rigdon et al., 2009; Bourrat et al., 2011).  In contrast, in experiments where 

eye images were highly visible and unchanging before and throughout the decision-making 

process, no eyes effect was observed (Fehr & Schneider, 2010 - method clarified in personal 

communication with F. Schneider; Sparks, 2010; Tane & Takezawa, 2011).  This pattern (see 

Table 1) hints that the “involuntary neural activation” (Burnham & Hare, 2007) associated with 

seeing images of eyes or faces, or the effect of that activation on behaviour, may diminish as 

exposure to the stimulus increases.  No previous research has investigated the duration of the 

eyes effect, but reduced response to uninformative stimuli is a general pattern of learning 

(Domjan, 2005).  Barclay (2011) speculated that humans would be likely to habituate to false 

cues of social presence, much as predators habituate to defensive eyespots displayed by some 

prey species (Blest, 1957; Edmunds, 1974; Stevens, 2005). More generally, we should predict 

eventual reduced responses to any particular cue of reputation that is not occasionally associated 

with real reputational consequences.   

TABLE 1 - Only Short Exposures 

Induce the Eyes Effect 

    

Study Eff

ect 

of 

eye

s
1
 

Exposure
2
 

Location Eyes Presentation Details 

Haley & Fessler 

(2005) 

yes short lab experiment window resizes, revealing eye 

images just before game 

Current Study: 

Sudden Eyespots 

yes short lab experiment window resizes, revealing eye 

images just before game 

Burnham & Hare 

(2007) 

yes short lab eye images alternate frequently 

Sparks (2010) Exp. 3 yes short lab eye images alternate frequently 
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Mifune et al. (2010) 

Exp. 1&2 

yes short lab "call button" on computer screen draws 

attention to eye images just before game 

Rigdon et al. (2009) yes short lab eye images displayed above decision 

prompt 

Bourrat et al. (2011) yes short lab eye images displayed above decision 

prompt 

Oda et al. (2011) yes short lab alone in room with eyes painting for 1 min 

before game 

Keller & Pfattheicher 

(2011) Exp. 1&2 

yes short lab eye images adorn info sheet presented just 

before decision prompt 

Francey & 

Bergmuller (2012) 

yes short bus stop images on clean-up prompt above bus 

bench, short exposure time 

Ekstrom (2011) yes short superma

rket 

images on charitable donation decision 

screen 

Powell et al. (2012) yes short superma

rket 

stickers on donation bucket 

Raihani & Bshary 

(2012) 

yes
3
 short online sudden appearance 

Carbon & Hesslinger 

(2011) 

no
4
 short lab eye images displayed above decision 

prompt 

Bateson et al (2005) yes ambiguo

us 

coffee 

room 

images (changed weekly) on instruction 

posters above honesty box 

Ernest-Jones et al. 

(2010) 

yes ambiguo

us 

cafeteria posters (changed daily) on cafeteria walls 

Nettle et al. (2012) yes ambiguo

us 

lab posters above desk - field of vision may 

shift upward during dictator game 

Sparks (2010) Exp. 1 no ambiguo

us 

lab posters above computer screen - partially 

in field of vision 

Sparks (2010) Exp. 2 no ambiguo

us 

lab posters above desk - not in field of vision 
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Fehr and Schneider 

(2010) 

no prolonge

d 

lab eye images visible on computer screen for 

several minutes prior to task 

Tane & Takezawa 

(2011) Exps 1&2 

no prolonge

d 

lab eye images visible on computer screen for 

several minutes prior to task 

Lamba & Mace 

(2010) 

no prolonge

d 

lecture 

hall 

other participants constantly visible during 

several minutes of game decisions 

Current Study: 

Constant Eyespots 

no prolonge

d 

lab eye images visible on computer screen for 

several minutes prior to task 

1: In dictator games experiments, effects of eyes may include different mean generosity and/or 

probability of giving. See Nettle et al. (2012).  Significant effects of eyes were in the direction of 

increased generosity, with the sole exception of Sparks (2010) Exp 3. 

2: We classify a method as providing  short exposure when eye stimuli are suddenly visible or 

attention is drawn to them shortly before the DV is measured.  When eye stimuli are visible and 

in the participant's line of vision for several minutes, we classify the methods as a prolonged 

exposure.  When stimuli are constantly visible but participant attention may be focused 

elsewhere, exposure length is ambiguous.  We distinguish laboratory and real-world experiments 

because these environments differ in the presence and intensity of competing stimuli. 

3: Raihani & Bshary (2012) reported no effect of eyes on mean giving.  Nettle et al. (2012) 

reanalyzed their data, finding an effect of eyes on probability of giving. 

4: Carbon & Hesslinger (2011) found no difference between pictures of eyes and pictures of eye-

like flowers that were chosen for having “similar overall structure and complexity” to eyes (p. 

206); this similarity in response to eyes and eye-like flowers is consistent with evidence that 

humans respond similarly to faces, face-like images, and vaguely face-like configurations of dots 

(Rigdon et al., 2009; Emery, 2000; Haxby et al., 2000; Bentin et al., 1996; Tong et al., 2000). 

 

In this paper, we report the results of an experiment designed to test whether a brief exposure to 

eye images has a different effect on generosity than an exposure of several minutes.  We predict 

that participants exposed to eye images for a short time only will be more generous than those 

not exposed to eyes (replicating previous results) and that those exposed to eye images for 

several minutes will be less generous than those exposed for a short time.  We also report the 

results of a meta-analysis of 25 eyes effect experiments that tested whether the eyes effect 

emerges less reliably when methods provide a prolonged exposure to the false cue.   If a longer 

exposure to eyes has less pro-social effect than a short exposure, this would advise researchers 

and would-be social engineers about using social cues for eliciting cooperation, and help clarify 

discrepant findings regarding the effects of eyes on cooperation. 
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2. Materials and Methods 

2.1 - Experiment 

 2.1.1 Participants and Procedure 

188 (47 male and 141 female) Introductory Psychology undergraduate students (average age 

18.34 years ± SD 1.11 years) participated for course credit plus game earnings; the average 

session size was 3.95 people (SD=1.26).  Sessions began with all participants gathered in a 

common area, where the experimenter delivered verbal instructions that provided an overview of 

the tasks, emphasized the anonymity of participants’ responses from each other and from the 

experimenter, and explained how any earnings would be distributed anonymously.  Participants 

were told they would participate in “at least one economic game involving a decision about how 

to allocate money between yourself and another participant” but that payment would be based on 

the results of one randomly selected game.  They were told, truthfully, that each game involved a 

different anonymous partner, none of whom would be a participant from the same session.  

Participants were asked to seat themselves in the adjacent computer room so that the 

experimenter would not know who used which computer.  Participants then seated themselves at 

computer workstations separated by vertical dividers, read and signed a paper consent form, and 

began the self-guided computer program.  After all participants finished the tasks and left the 

computer area, they were informed that they each were a part of two dictator games, one in the 

divider role and one as the recipient.  The experimenter entered the computer area, flipped a coin 

to decide which of the two games the (effectively anonymous) user of each computer would be 

paid for, and left an envelope containing the appropriate payment in front of the computer. 

Participants then re-entered the computer area, claimed their envelopes and left.  This procedure 

was approved by the University of Guelph Research Ethics Board and involved no experimental 

deception. 

2.1.2 Experimental design 

Participants were randomly assigned to one of three conditions: No eyes (n=55), Constant 

Eyespots (n=64), or Sudden Eyespots (n=69).  As depicted in Fig. 1, the computer’s desktop 

background in the No eyes condition featured a landscape image (Microsoft’s “Bliss”); in both 

eyespot conditions the background included the stylized eyespots used in previous research 

(Haley & Fessler, 2005; Mifune et al., 2010; Oda et al., 2011; Fehr & Schneider, 2010).  All 

participants first completed a demographic questionnaire and then a generosity measure known 

as a dictator game (e.g. Haley & Fessler, 2005): each participant was asked to divide $10, in any 

whole-dollar increment, between him or herself and an anonymous other participant.  In the 

Constant Eyespots condition, the program window was sized and positioned so that the eye 

images were visible at all times, whereas in the Sudden Eyespots condition the window covered 

the eye images during the demographic questionnaire phase.  In all conditions, the program 

window closed after the demographic questionnaire was submitted, fully revealing the desktop 
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images, while a message was displayed for three seconds indicating the next section was loading.  

When the dictator game screen appeared, the window in the Sudden Eyespots condition was 

slightly resized so that the eyes would be visible (see Figure 1).  Window size and position in 

other conditions was unchanged. 

 

Figure 1: Participant view during the first two phases of the experiment, by condition.   

 

2.1.3. Analysis 

We tested for effects on mean donation by conducting an ANOVA with condition, participant 

sex, and the interaction or sex and condition as predictors of mean donation amount.  Participant 

sex and the interaction of sex and condition were not significant in any analyses, and so we do 

not discuss them further.   We went on to test for differences in mean giving between the three 
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conditions using paired T tests with equal variance not assumed.  We used a one-tailed test for 

comparing No eyes and Sudden Eyespots because previous results (see Table 1) allow a strong 

directional prediction of greater generosity in the latter condition.  To address non-normal 

distribution of the data, we re-ran our analyses both with non-parametric tests and with a 

bootstrapped sample, and these alternate analyses produced similar results (see Supplementary 

Material). 

2.2 Meta-analysis 

We conducted a simple meta-analysis of eyes effect studies, including 18 published papers 

containing 21 studies, an unpublished MSc thesis with 3 studies, and the current experiment. We 

classified these studies by whether any effect of eyes was observed (yes or no) and by length of 

exposure to eye stimuli (short, prolonged, ambiguous).  Table 1 provides more information about 

these classifications.  We used Fischer’s exact tests to analyze two-by-two contingency tables in 

which the ambiguous methods were (1) omitted, (2) reclassified as “short”, or (3) reclassified as 

“prolonged.” 

3. Results 

3.1 Experiment 

Across conditions, 174 of 188 (92.6%) participants gave $1 or more, and mean giving was $4.47 

(SD = 1.84) out of $10.  This is an unusually high level of generosity for the dictator game, but 

despite the possibility of ceiling effects , mean giving differed significantly by condition (Figure 

2; F2,185=5.02, p=0.008).   Consistent with our predictions and previous results, mean giving was 

significantly higher in Sudden Eyespots than Constant Eyespots (T131=3.04, p=0.003) and No 

eyes (T122=1.67, p=0.049).  Mean giving was not significantly different in the No eyes and 

Constant Eyespots conditions (T117=1.46, p=0.146).  Similar results were produced using non-

parametric tests and by bootstrapping the sample (see Supplementary Analyses), and controlling 

for session size does not change the pattern of results. The significantly higher average donation 

in the Sudden Eyespots condition appears to be the result of trends toward greater likelihood of 

giving combined with higher average donation contingent on giving (see Supplementary 

Analyses).   
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Figure 2: Mean number of dollars (± s.e.m.) given in the Sudden Eyespots, No Eyes, and 

Constant Eyespots conditions.  Different letters represent significantly different means: only the 

short exposure was significantly different from the other conditions.  The dotted line represents a 

fair split, which is effectively the ceiling, and only the short exposure was not significantly 

different from this ceiling (Supplementary Analyses). 

 

3.2 Meta-analysis 

Of 16 studies reporting methods with short exposure to eye stimuli, 15 reported effects of eyes; 

this near-unanimity is broken only by Carbon and Hesslinger (2011), who found no difference 

between conditions involving exposures to images of eyes and images of flowers that were 

chosen for being eye-like.  Of 5 studies employing methods allowing prolonged exposure, none 

found effects of eyes.  This difference is highly significant (p<0.005) , regardless of whether the 

studies with ambiguous opportunities for habituation are omitted, classified as “short”, or 

classified as  “prolonged”. 

 

4. Discussion 

4.1 Discussion of results 

Our experiment replicates previous findings that people exposed to eyespots just before a giving 

decision tend to be more generous to anonymous partners than those exposed to a control image.  

Participants exposed to the same eye images for several minutes longer were no more generous 

than controls (and if anything were less generous), consistent with our hypothesis that people 
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would disregard the false cue after a longer exposure.  Our meta-analysis confirms that 

generosity differences reliably emerge after a short exposure to eye images, but not after a long 

exposure.  These results are important for three reasons: (1) they demonstrate that experience 

with a false cue of observation may alter or eliminate the cue’s effect on behaviour; (2) they help 

resolve discrepant findings about whether and when eyes will affect cooperation; and (3) they 

provide an important caution for those testing hypotheses about the effects of implicit 

reputational cues on cooperation. 

4.2 The eyes effect as a fleeting, unconscious response to a false social cue 

Previous literature on the eyes effect left open the possibility that increased cooperation in 

response to eye images could be a conscious choice.  If this were the case, we would expect that 

increased exposure length would enhance the effect.  Our experiment and meta-analysis show 

that the effect is eliminated, not enhanced, by increased exposure length.  This strengthens the 

argument that the eyes effect is an involuntary, subconscious response (Burnham & Hare, 2007).   

We suggest that people are almost constantly, and often subconsciously, evaluating their social 

environments for cues as to whether, and by whom, their words and deeds will be observed, and 

that the outcome of this process serves as an input into social decision-making.  The process of 

evaluating one’s environment (social or otherwise) involves detection of, interpretation of, and 

response to stimuli.  Our data are consistent with at least two mechanistic causes.  The first, 

habituation, can be defined as “a decrease in responsiveness to a stimulus when that stimulus is 

presented repeatedly or for a prolonged time” (McSweeney & Murphy, 2000, p. 348).   

Habituation is a phylogenetically-diffuse homeostatic process that evolved to filter out irrelevant 

stimuli (Eisenstein et al., 2001).   Habituation may occur in response to stimuli continually 

present during an experimental session, even a single prolonged exposure, which may account 

for within-session changes in behaviour (McSweeney et al., 1996; McSweeney & Murphy, 

2000).  Thus, we suggest that the vast literature on habituation and related learning phenomena 

may provide a useful guide for further investigation of the eyes effect or other situations where 

people eventually ignore false fitness-relevant cues.  For example, more research is needed to 

determine if other characteristics of habituation are present (e.g. spontaneous recovery, 

dishabituation, and variety effects; reviewed by McSweeney & Murphy 2000).  A second (and 

possibly non-mutually-exclusive) mechanistic interpretation is that the appearance of eyes 

triggers unconscious eye-detection mechanisms which in turn activate an appraisal of social 

scrutiny, but the appraisal is deactivated as further inspection of the cues reveals them to be false 

(e.g. they are two-dimensional and haven’t moved or changed) . This interpretation is consistent 

with the modularist cognitive models invoked by Haley and Fessler (2005), and more generally 

is consistent with dual- or multi-route decision making models in which emotionally-relevant 

stimuli exert rapid, unconscious effects on behaviour, but slower-acting conscious pathways can 

eventually override the initial response (e.g. Bechara et al., 1997).  We are agnostic about the 

mechanistic interpretation of the current results, and we look forward to future investigations of 
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this. The important point is that both processes predict that people will eventually come to ignore 

false cues of fitness-relevant stimuli. 

Reinterpreting the eyes effect as a fleeting, unconscious response to a false social cue helps 

resolve controversy generated by several anomalous findings.   

4.3 Reinterpreting previous research on the eyes effect   

Tane and Takezawa (2011) found no effect of eye images on dictator game decisions made in 

darkness; however, their experiments involved exposures of greater than 3 minutes, so their null 

effect may be due to exposure length rather than darkness.   

Fehr and Schneider (2010) reported a null effect of eyes on reciprocation of trust and argued that 

their results undermine claims that uncontrolled implicit reputational cues have much influence 

over cooperative decision-making in economic games, which in turn casts doubt on the 

hypothesis that reputational concerns contribute to non-zero levels of cooperation in anonymous 

situations (Kurzban, 2001; Haley & Fessler, 2005; Mifune et al., 2010; Oda et al., 2011; Bateson 

et al., 2005; Ernest-Jones et al., 2011).   We offer a different interpretation of their results.  Given 

the strong effect of their explicit reputation condition, reputational concerns do seem to be 

relevant to their task.  The question then becomes: Why doesn’t the particular cue to reputation 

used by Fehr and Schneider influence behaviour in their experiment? A possible answer is that 

prolonged exposure to eye stimuli in the implicit reputation condition (personal communication 

with F. Schneider) afforded participants the opportunity to learn to disregard the false 

reputational cue, and/or for slow-acting pathways to override the fast-track emotional response to 

the false cue.  

More speculatively, other reported null effects of observational cues may be explained by 

participants’ previous experience evaluating their anonymity in the experimental context. 

University students, whom we suspect have ample experience evaluating their privacy while 

making sensitive decisions in public lecture halls, showed no difference between anonymous 

bargaining offers made in a private versus in a lecture hall with roughly 15 others (i.e. no eyes 

vs. real eyes), again in contrast to a strong effect of an explicit reputation condition (Lamba & 

Mace, 2010).  Before Nettle et al. (2012) reanalyzed their data and found an effect of eyes on 

likelihood of donating, Raihani & Bshary (2012) speculated that average donations were 

unaffected by eye images because their participants were experienced completing anonymous 

surveys from their homes.  We’d further suggest that frequent Internet users’ experience with 

advertisements provides them ample experience at ignoring task irrelevant stimuli specifically 

designed to attract attention and change their behaviour.  Future research could test whether less 

familiar observational cues have (stronger) effects on cooperative behaviour in these contexts.   

Such tests would help resolve the dispute over the extent to which reputational concerns 

influence anonymous, one-shot cooperation (Haley & Fessler, 2005; Fehr & Schneider, 2010; 

Raihani & Bshary, 2012; Tane & Takezawa, 2011; Nettle et al., 20012). Overall, it appears that 
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most, if not all, of the known failures to find an effect of eyes can be attributed to either long 

exposures (present study) or to an analysis of mean donations without also analyzing the 

probability of donating at all (Nettle et al., 2012).  

4.3 Applications 

Researchers attempting to create eyes effects in the laboratory should carefully consider the 

duration of the effect.  In our Constant Eyespots condition, where no eyes effect was observed, 

eyes were visible for a mean time of 207.6 (SD=53.8) seconds before participants were 

confronted with a cooperative task, significantly longer than the 60 second exposure for which 

an eyes effect has been reported (t63=21.9, p<.001) (Oda et al., 2011).  Real-world experiments 

have shown effects of eye images on posters visible for longer than several minutes, though 

images were changed on a daily (Ernest-Jones et al., 2011) or weekly (Bateson et al., 2005) 

basis.  Nettle et al. (2012) report eyes effects using posters in the lab, but Sparks (2010) found no 

effect of eye posters in laboratory experiments.  Procedural differences may account for the 

discrepancy.  Future research could investigate whether laboratory environments promote more 

rapid habituation to false reputational cues than real-world settings, perhaps because labs are 

often devoid of competing stimuli.  Future research could also examine whether some cues of 

reputation are more quickly disregarded than others, possibly because of the realism of the cues 

(e.g. Magurran & Girling, 1986) or because the cues are associated with rare but important life 

events.  Individual differences in susceptibility to the eyes effect also deserve further 

investigation. 

For those attempting to use eye posters to promote real-world cooperation, previous research 

suggests they’ll be most effective if few real observers will be present (Ernest-Jones et al., 2011; 

Ekström, 2011, Nettle et al., 2012).  A habituation interpretation of our results suggests that eye 

images could be less effective if the same individuals will see them repeatedly, and that 

frequently changing the images may preserve their effectiveness.  
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Supplementary Analyses for: 

Chapter 1A 

Eye images increase generosity, but not for long: the limited effect of a false cue 

 

In the main text we report the result of an ANOVA that found significant differences in mean 

giving between conditions. To address the non-normal distribution of the data (Kolmogorov-

Smirnov Z=5.063, p<0.001), we conduct two different reanalyses: bootstrapping the sample, and 

non-parametric tests. Both reanalyses support the conclusions in the main text. We also 

separately analyze whether the differences in mean giving are due to higher likelihood of 

donating or due to higher amounts given by those who did donate. Finally, we compare whether 

mean donations in each condition are different from the effective ceiling of a $5 fair split. 

Bootstrapping 

We bootstrapped each sample 5000 times, and re-ran our analyses using these means, where the 

standard error of the mean is the standard deviation of the bootstrapped sample means (this is 

literally what a standard error is supposed to represent). This bootstrapping procedure produced 

results that were nearly identical to the results in the Main Text: donations were higher in the 

Sudden Eyespots condition (M = $4.95, s.e.m. = $0.223) than in the Constant Eyespots condition 

(M = $3.96, s.e.m. = $0.233, t131 = 3.07, p = .0026) or in the No Eyes condition (M = $4.43, 

s.e.m. = $0.211, one-tailed t122 = 1.662, p = .0495); the latter two conditions were not 

significantly different (t117 = 1.476, p = .1427). Once again, a one-tailed t-test is justified 

between the Sudden Eyespots and No Eyespots because previous studies give us a strong a priori 

directional prediction. 

Non-Parametric Tests 

We also tested for differences between the giving distributions in the three conditions (No eyes, 

Sudden Eyespots, Constant Eyespots) using an independent samples Kruskal-Wallis test, and 

used independent samples Mann-Whitney U test for paired comparisons.  The distributions of 

amount given were significantly different (p=0.043) among the three conditions.  Pairwise 

comparisons revealed a significant difference between the two eyes conditions (p=0.017), and a 

marginally significant difference between No Eyespots and Sudden Eyespots  (p=0.096); this 

latter difference was in the direction predicted by past results (see Table 1 of Main Text), so it 

would be significant if a one-tailed test were used.  There was no significant difference between 

No Eyespots and Constant Eyespots (p=0.431).   

Likelihood of Donating vs. Amount Given 



19 
 

We tested for effects of experimental condition on likelihood of donating (0 = nothing, 1 = 

something) and on likelihood of a fair split (0 = donated less than $5, 1 = donated $5 or more) 

using a binary logistic Generalized Linear Model.  Probability of donating anything was higher 

in the Sudden Eyespots condition (97.1%) than those in No eyes (92.7%) or Constant eyespots 

(87.5%), though these differences were not statistically significant (likely due to a ceiling effect).  

Among those who donated anything, there was a borderline significant effect of condition 

(F2,171=2.68, p=0.071) on average donation:  Sudden Eyespots participants who gave something 

donated an average of $5.10, which was significantly more than in Constant Eyespots ($4.54, 

T118=2.19, p=0.03).  The mean donation of No eyes participants who gave anything was $4.78, 

which was not significantly different than either eyespots condition.  Thus, the significant 

differences between conditions on mean giving appear to be the result of two trends: Sudden 

Eyes participants tended to give something rather than nothing, and those who gave something 

tended to give more; neither trend was significant on its own, but together they combined to a 

significant difference between conditions.  Similar results are produced if we analyze the 

likelihood of unfair splits instead of fair splits.  

 

Comparison to Ceiling 

Giving half of the $10 allocation is effectively the ceiling in Dictator Games, as participants 

rarely give more than a “fair split” of half.  We conducted post-hoc one-tailed t tests comparing 

mean giving in each condition to $5.  Giving was significantly less than this $5ceiling in No Eyes 

(T55=2.60, p=0.006) and Constant Eyespots (T64=4.40, p<0.001), but not in Sudden Eyespots 

(T69=0.19, p=0.42). As such, participants in the Sudden Eyespots condition were essentially 

giving the maximum, which means that the effects of this condition could have been even greater 

had it not been for the ceiling. This ceiling effect works against our hypotheses, so it becomes 

more impressive that contributions are significantly highest in the Sudden Eyes condition despite 

running into this ceiling. 
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CHAPTER 1B 

No effect on condemnation of a short or long exposure to eye images 

Introduction 

Sparks and Barclay (2013) [Chapter 1] presented evidence from an original experiment and a 

meta-analysis showing that the effect of eye images on cooperative behavior is fleeting. In the 

experiment, dictator game generosity was elevated after a short exposure to eye images, but not 

after a long exposure. Similarly, across 22 published and 3 unpublished studies, the effect 

reliably emerged after a short exposure but not a long exposure.  

Bourrat et al. (2011) showed that a moral condemnation of theft and deception was more intense 

following a brief exposure to eye images. We aimed to replicate their finding about moral 

condemnation, as well as replicating our previous experimental result about exposure times 

(Sparks & Barclay, 2013). Thus, we asked participants to rate the moral acceptability of theft and 

deception following a short exposure to eye images, a longer exposure, or no exposure. 

Methods 

159 student participants were recruited as in Sparks & Barclay (2013); participants from the 

previous study were excluded. The methods were nearly identical, except that instead of a 

Dictator Game, the cooperation measure were the two moral condemnation vignettes from 

Bourrat et al. (2011), which are presented below. We also included slightly different filler 

questions, which were not analyzed. 

Condemnation Vignettes 

You are walking down the street when you come across a wallet lying on the ground. You open 

the wallet and find that it contains several hundred dollars in cash as well the owner’s driver’s 

license. From the credit cards and other items in the wallet it’s very clear that the wallet’s owner 

is wealthy. You, on the other hand, have been hit by hard times recently and could really use 

some extra money. You consider sending the wallet back to the owner without the cash, keeping 

the cash for yourself. How wrong is it for you to keep the money you found in the wallet in order 

to have more money for yourself? 

 

Likert (1 = Morally acceptable... 9 = Morally Unacceptable) 

 

You have a friend who has been trying to find a job lately without much success. He figured that 

he would be more likely to get hired if he had a more impressive resume. He decided to put some 

false information on his resume in order to make it more impressive. By doing this he ultimately 

managed to get hired, beating out several candidates who were actually more qualified than he. 

How wrong was it for your friend to put false information on his resume in order to help him find 
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employment? 

 

Likert (1 = Morally acceptable... 9 = Morally Unacceptable) 

Analysis 

Experimental condition (short exposure, long exposure, no exposure), participant sex, and their 

interaction were entered as fixed factors into ANOVAs as predictors of each condemnation 

outcome. 

Results 

The two condemnation measures were significantly correlated, r(159)=.380, p<.001. 

Experimental condition and the interactive effect of condition and sex were not significant 

predictors of either condemnation variable (all ps>.4). Sex was the only significant predictor; 

women condemned theft and deception more strongly than men (theft: men mean = 5.49, 

SE=.329; women mean: 6.83, SE: .151; F[1,153]=13.6, p<.001; deception men mean = 6.08, 

SE=.30; women mean= 6.74; SE=.140; F[1,153]=3.9, p=.049). 

Discussion 

This experiment fails to replicate the findings of Bourrat et al. (2011); there was no evidence of 

an effect of a short exposure to eyes on condemnation. Since we did not observe an effect of a 

short exposure, the task is not suitable for testing our main hypothesis that the eyes effect will 

disappear after a longer exposure. 

Why did we fail to replicate Bourrat et al. (2011)? Any explanation is speculative.  

The vignettes assume that the moral infraction was committed by the participant or a friend of 

the participant. Generosity is widely considered a valued trait in a social partner, so predicting 

increased generosity in response to a cue of observation seems theoretically obvious. In contrast, 

it is not obvious, a priori, that increased condemnation of one’s self or one’s friend is an adaptive 

response to a reputation cue; a defensive reaction of decreased condemnation seems like a 

reasonable response. Specific situational cues might encourage one response or the other.  

We note that there are methodological differences between our study and theirs. We recruited 

participants to a lab for a computer-based task; they recruited students from a library for a paper-

based task. Their participants were French and read a French language version of the vignette; 

ours were Canadian and completed an English version. Differences in culture or environment 

could plausibly influence the results. There is no a priori reason to predict which methodological 

or cultural differences (if any) would influence the results, but it remains a possibility. 

It is also possible that publication bias has distorted the scientific record; the significant result 

reported by Bourrat et al. (2011) could be a Type 1 error. 
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The goal of this thesis sub-chapter is simply to record this experiment and offer tentative 

explanations in order to inform future investigations of the phenomena. 
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CHAPTER 2 

Expressing disapproval maintains public goods contributions, but not for long: the limited effect 

of an empty threat 

 

Abstract: 

Costly punishment can maintain public goods contributions, but many researchers have 

investigated whether similar maintenance can be achieved at lower cost. Communication of 

disapproval can enhance cooperation; investigation of this phenomenon has focussed on 

mechanism far more than function. We argue that the cognitive mechanisms involved in 

producing and responding to disapproval judgements will function to reduce—but not 

necessarily completely replace—the use and receipt of costly punishment. Expressions of 

disapproval or condemnation function as implicit threats that costly punishment is forthcoming. 

Threats may change the behaviour of the receiver such that the punishment is not actually 

needed. This functional perspective leads to predictions about the development of mechanisms of 

response to disapproval. In forty round public goods games, we find that the availability of a 

channel for communicating disapproval with no possibility of targeted punishment can maintain 

contributions at a similar level as when targeted costly punishment is available. But, crucially, 

the similar effect is only achieved in the early rounds. In the long run, the disapproval channel 

becomes ignored as people learn that the threat is empty. These results have implication for the 

development of social behavior and can inform real world efforts to maintain public goods. 

 

1. INTRODUCTION 

Cooperative systems can create large benefits, but such systems are vulnerable to free-riders, 

individuals who reap the benefits without paying the costs (Raihani & Hart 2010; Dawes 1980; 

Hardin 1968; Keizer et al 2008; Fischbacher, Gächter & Fehr, 2001). One solution to the free-

riding problem is the imposition of costs on free-riders.  Such punishment can maintain 

cooperation (Clutton-Brock & Parker, 1995; Fehr & Gächter, 2002; Boyd et al, 2003), although 

the substantial costs of punishment can reduce total welfare (Egas & Riedl, 2008; Fehr & 

Gächter 2002; Hermann, Thoni & Gächter, 2008). Thus, there is a great deal of interest in 

understanding less costly means of maintaining cooperation.  

This paper focuses on a means of maintaining cooperation that has been characterized in recent 

economics and psychology literature as a costless alternative to costly punishment: 

communication between interaction partners. Many researchers have empirically demonstrated 

that the ability to communicate improves collective outcomes in economic games. 

Communication in such studies has varied in richness, from face-to-face discussion (e.g. Ostrom, 
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Walker & Gardner, 1992 – and they cite numerous earlier studies) and written feedback 

(Ellingsen & Johnnesson, 2008; Xiao & Houser, 2009; Torsvik, Molander, Tjøtta & 

Kobbeltvedt, 2011) to the transmission of numerical disapproval points (Masclet, Noussair, 

Tucker & Villeval, 2003; Zylbersztejn, 2013) or smiley/frowny emoticons (Peeters & Vorsatz, 

2013).  

Here we argue that such communication is often more appropriately interpreted as a reliable 

precursor to costly punishment rather than a strict alternative, and that such communication is 

not costless, but is a costly attempt to minimize the use of more costly punishment
3
. This slight 

change of perspective helps to more fully explain why such communication can improve 

collective outcomes, and leads to specific empirical predictions about how communication 

effects cooperation, which we test. 

Why does communication improve collective outcomes? 

Tinbergen (1963) established that a complete biological explanation of any behavioural 

phenomenon requires four complementary levels of analysis or explanation. Two levels of 

proximate explanations are ontogeny, concerning how traits arise within the lifetime of 

individual, and mechanism, concerning how various physical, hormonal, neural, and cognitive 

structures and processes produce the behavior.  Two levels of ultimate explanations are 

phylogeny, concerning the evolutionary history of the trait, and function, concerning how natural 

selection favours a trait by virtue of its contribution to the reproductive success of its bearer or 

the bearer’s kin. We first focus on mechanism and function as we consider why communication 

improves collective outcomes and note that considering the functional level can improve 

understanding of the proximate level, and vice-versa (Daly, 2011; Holekamp & Sherman, 1989). 

We then consider how a developmental process—learning—can affect the way communication 

influences cooperation. 

Many efforts by psychologists and economists to explain the positive effects of communication 

have focused primarily on the psychological mechanisms underlying cooperative behaviour 

without much overt consideration of the functional level, which is common in the social sciences 

(Tooby & Cosmides, 1992). Why does communication promote cooperation? Suggested 

proximate mechanisms include disapproval avoidance (Xiao and Houser, 2009), aversion to 

awareness of disapproval and/or receiving expressions of disapproval (Lopez-Perez & Vorsatz 

2010), avoidance of blame or shame (Ellingsen & Johannesson, 2008; Andreoni &Petri, 2004), 

attention to empirical expectations and moral standards (Torsvik et al., 2011), and pursuit of 

prestige, approval, and/or pride (Ellingsen & Johannesson, 2008; Andreoni & Petri, 2004; Rege 

& Telle, 2004).  

                                                           
3
 Our argument fits well with Ostrom’s (1990) observation that successful real world sanctioning systems typically 

start with cheap punishments that escalate in severity against repeat offenders. 
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But why would natural selection favour the evolution of emotional mechanisms like shame and 

pride that cause us to avoid disapproval and blame and seek approval and prestige? Little overt 

attention has been paid to this question in the social science literature about the effects of 

communication on cooperation, and where consideration of costs and benefits has been 

considered, they have generally been only considered in the context of the immediate game. One 

specific explanatory benefit of overtly invoking the functional level of analysis is that it specifies 

(expected) lifetime inclusive fitness (in ancestral environments) as the currency that organisms 

should be expected to maximize, in contrast to maximizing a specific resource like money or 

maximizing the immediate payoff of a given interaction.  Fitness benefits can come in non-

monetary forms and can be divorced from the immediate context in which individual perform 

costly acts that may earn them prestige. Indeed, performance of costly cooperative acts in 

experimental games can lead to higher payoffs in subsequent economic games (Barclay, 2004; 

Barclay & Willer, 2007).  Prestige, status and social approval are robustly associated with fitness 

benefits outside of the lab, and high status can even be defined based on the expectation of 

greater than average socially-derived benefits (Kafashan, Sparks, Griskevicius & Barclay, 2014), 

so natural selection should favour the evolution of mechanisms that encourage behaviors that 

improve our standing within our social groups.  Similarly, condemnation by others can have dire 

fitness consequences, so we should expect natural selection to favour mechanisms to avoid 

disapproval (DeScioli & Kurzban, 2009). 

How do we know what actions will improve our status or lead to punishment?  Our estimates of 

the fitness payoffs of various actions can be informed by cues about the response tendencies of 

others who can impose costs or confer benefits upon us (Tooby et al, 2008). Some such cues are 

signals sent by those others.  Signalling mechanisms are favoured by natural selection because 

their effect on receiver behavior somehow benefits the inclusive fitness of the sender, offsetting 

the costs. As a relevant example, the emotion of anger is a proximate mechanism that signals 

willingness to punish, which can change receiver behaviour without necessarily resorting to the 

full costs of punishment (Sell, Tooby & Cosmides, 2009; Sell, 2011). Expressing anger can thus 

be thought of as a threat signal, an attempt to modify the receiver’s behaviour in ways that 

benefit the threatener by changing the receiver’s estimate of the costs of certain behaviours to 

include the possibility of punishment. The signal is kept (at least partially) honest by the costs 

associated with its inappropriate expression (Higham, 2013), such as the costs of conflict with 

the unrepentant target of the anger or the second-degree punishment associated with sending 

false signals. Similarly, verbal expressions of moralistic outrage signal intent to punish violators 

of moral norms, a signal which is kept honest by the costs of implementing punishment and the 

cost of reduced behavioural options due to the social consequences of hypocrisy (DeScioli & 

Kurzban, 2009; Frank, 1988; Sparks et al., in revision). 

Thus, we suggest that the cooperation-enhancing effect of communication opportunities is (at 

least partially) driven by the generally reliable association between the perception of emotional 

expressions of anger or moralistic outrage by others and forthcoming costly punishment (Fehr & 
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Gächter, 2002). In other words, we argue that the mechanisms which produce punishment or 

expressions of disapproval and blame (“condemnation”), regardless of whether their semantic 

content is overtly threatening (Pinker, Nowak & Lee, 2008), function as threats (Cant, 2011) that 

future use of the condemned behaviour will be punished (either by imposition of costs or 

withdrawal of benefits). Correspondingly on the receiver side, emotional mechanisms like 

shame, conscience, and disapproval avoidance serve the function of reducing costs of 

punishment (DeScioli & Kurzban, 2009).  

The gist of our explanation has been hinted at or received narrow consideration in previous 

investigations of mechanisms underlying cooperative response to communication (punishment 

avoidance: Ellingsen & Johnnesson, 2008; consideration of overtly threatening signals: Peeters 

and Vorsatz, 2013; Masclet, Noussair, and Villeval 2013). But explanations based on payoffs of 

future interactions have often been dismissed, typically because costly punishment or 

expressions of disapproval are frequently observed in one-shot or end-game situations where 

they cannot effect future interactions (e.g. Ostrom et al. 1992; but see Krasnow et al., 2012).  At 

first glance these observations might appear to undermine our suggestion: How could 

expressions of anger be effective by virtue of their association with costly punishment if costly 

punishment is impossible? How can costly punishment be effective by improving payoffs of 

future interactions if there are no future interactions? 

The seeming contradiction can be resolved by considering the development of mechanisms that 

respond to signals of intent to punish. Participants start the experimental task with an assumption 

(whether implicit or explicit, whether learned or evolved) that cues of anger are reliably 

associated with forthcoming punishment costs (for similar arguments, see Torsvik et al., 2011; 

Rand et al., 2014). However, these participants happen to be in an (experimentally-induced) 

environment where this assumption is invalid. These studies sever the assumed connection 

between condemnation and punishment, rendering condemnation an invalid cue. Organisms 

often respond to invalid cues as if they were valid, an effect that sometimes fades with 

habituation over prolonged or repeated exposure. For example, exposure to mere images of eyes 

can have cooperation-enhancing effects (Haley & Fessler, 2005; Nettle et al., 2013), and these 

effects are similar to the effects of real observation (e.g. Rege & Telle, 2004; Kurzban, 2001; 

Barclay, 2004; Barclay & Willer, 2007), but prolonged exposure to the invalid cue eliminates the 

effect (Sparks & Barclay, 2013 [thesis Chapter 1]).  Thus, naive participants in economic games 

with open communication channels may also be (implicitly) expecting punishment or reward for 

cooperative behavior (whether inside or outside the context of the game), even if experimenters 

have artificially eliminated that possibility.  This leads to the prediction that, in the unusual 

absence of targeted costly punishment opportunities, a channel to communicate disapproval or 

condemnation will enhance cooperation – but only until receivers of the signal learn that there is 

no reliable association between disapproval and tangible costly punishment. 
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The present study 

Here we test our interpretation by comparing the long- and short- run effects of real punishment 

and invalid cues of punishment (i.e. condemnation with no possibility of punishment) on 

cooperative behaviour.  The specific predictions that we test are:  

(1) Costly punishment and expressions of disapproval will similarly maintain cooperation in 

the short-run (when participants are still implicitly assuming a connection between 

condemnation and forthcoming punishment).  

(2) Costly punishment will sustain long-run cooperation but condemnation without costly 

punishment will not (as participants learn to ignore the invalid cue / disregard the empty 

threat).   

We test these predictions using contributions in the Public Goods Game (sometimes called the 

Voluntary Contributions Mechanism) as a cooperation measure, and experimentally varying 

opportunities for direct punishment and expression of disapproval. We note that our predictions 

depart from those based purely on disapproval avoidance because we expect indifference to 

disapproval to emerge in the long run when disapproval is not reinforced by costly punishment. 

Similar previous PGG investigations have been limited to fairly short interactions (i.e. 15 or 

fewer rounds per experimental condition: Masclet et al., 2003; Peeters & Vorsatz, 2013; Torsvik 

et al., 2011; Zylbersztejn, 2013), but the net benefits of costly punishment on PGG cooperation 

emerge over longer interactions (Gächter, Renner & Sefton, 2008), so it is important to 

investigate the long-run effects of putative punishment substitutes like condemnation.  Our 

design also allows us to examine trends in the use of punishment and dissatisfaction; we do not 

have strong a priori predictions about such trends, so such analyses are exploratory. 

2. METHODS 

224 participants played 40 rounds of public goods games in groups of four. They were not told 

how many rounds would be played. Players were endowed with 20 “lab dollars” (L$; convertible 

to CAD at L$120:1CAD) at the beginning of each round, and given the opportunity to contribute 

any integer amount of their endowment to the public good. The total contributed to the public 

good was multiplied by 1.6 and evenly distributed among group members regardless of their 

contribution; each L$1 contributed to the public good thus paid L$0.40 to each group member.  

After each round, players were informed of the contributions and earnings of all group members. 

At the end of the session, all players were paid their earning from all rounds (mean = $8.25, 

SD=$1.55). 
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Condition Player responds to: 

Response shared 

with other 

players? 

Costly Punishment 

You now have the opportunity to reduce others' 

earnings by applying deduction points to them. 

Each deduction point costs you $1 and reduces 

their earnings by 10%. How many deduction 

points would you like to apply to this person? yes 

Public 

Dissatisfaction 

You now have the opportunity to express your 

dissatisfaction with others by applying 

dissatisfaction points to them. These points 

have no effect on your earnings or their 

earnings. How many dissatisfaction points 

would you like to apply to this person? [0 to 10 

scale] yes 

Private 

Dissatisfaction 

You now have the opportunity to rate how 

dissatisfied you are with others, on a scale from 

0 (not at all dissatisfied) to 10 (extremely 

dissatisfied). These ratings have no effect on 

anyone's earnings. No one else will find out 

your ratings, nor will you find out others' 

ratings. How dissatisfied are you with this 

person? no 

No disapproval [No punishment or dissatisfaction opportunity] n/a 

Table 1: Summary of conditions. 

There were four experimental conditions which differed only in the options available to 

participants after learning of the other players’ contributions but before the next round started.  In 

the costly punishment condition (n=16 groups), players were given the opportunity to pay to 

reduce the earnings of each other player. Every L$1 spent on punishing a player reduced that 

player’s earnings by 10%, up to a total of 100% loss.  Punishment spending was deducted from 

the punishing player’s earnings; thus the use of punishment was constrained by the players’ 

earnings for that round.  In the public dissatisfaction condition (n=14), players were asked to rate 

their level of dissatisfaction (on a scale of 0 to 10, see Table 1) of each other player’s 

contribution, knowing that this information would be relayed to the player. In the first control 

condition, which we call private dissatisfaction (n=14), players were asked the same question, 

knowing that this information was strictly private. In the second control condition, no 
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disapproval (n=12), there was no opportunity for punishment or disapproval ratings; the game 

simply proceeded to the next round. The four conditions are summarized in Table 1. 

Before the game began, all rules were presented by a trained research assistant who thoroughly 

explained several examples of the payoffs associated with various contribution levels.  

Participants were told that “the group as a whole makes the most money when everyone donates 

their full amount to the group fund” and that “a participant who gives less money than the rest of 

her group members will finish with more money than them.”  Participants were given ample 

opportunity to ask questions about the rules and procedures (but not strategy) before being asked 

to remain silent for duration of the game “to preserve anonymity.”  Group members were 

identified only by a player number that remained constant throughout the procedure but that 

could not be linked to the players’ real life identities.  The game was administered using z-Tree 

software (Fischbacher, 1999); players sat at individual computer workstations separated by 

dividers to preserve anonymity of decisions.  

Analysis 

To compare contributions between conditions across rounds, we used linear mixed models in 

SPSS 22. Groups were the unit of analysis; groups were nested within sessions, which were 

entered as random effects. We ran this model for all rounds (1 to 40) early rounds (1 to 5 and 1 to 

10) and later rounds (21 to 40). Where significant effects of group were found, we then used 

pairwise comparisons to characterize these effects. 

To assess punishment trends, we calculated the correlations between round and total group 

punishment in each condition. 
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3. RESULTS & DISCUSSION 

 

Figure 1: Mean group contribution by round and condition. Solid line without marker: costly 

punishment; dotted line with square markers: no disapproval; dotted line with “x” marker: 

private dissatisfaction; solid line with triangle: public dissatisfaction. 

 

Replication of previous findings: Costly punishment vs. no disapproval 

Previous studies have shown that public goods contributions are stabilized by the opportunity for 

costly punishment, but tend to decline in the absence of such punishment. 

Visual inspection of Figure 1 indicates that contributions in the costly punishment and no 

disapproval conditions were similar in the first round, after which costly punishment consistently 

fostered higher contributions. Across all rounds, there is a significant difference in total 

contributions between conditions, F(3,23)=5.114, p=.007. Examining pairwise comparisons, the 

average contribution in costly punishment (mean=49.38, SE=4.49) exceeded no disapproval 

(mean=28.21, SE=5.18) significantly (difference=21.17, SE=6.85, 95% CI for difference: 7.03 to 

35.32, p=.005). Thus, our results replicate previous findings. 
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Primary Analysis: Costly punishment vs. public dissatisfaction 

Our primary hypothesis is that public goods contributions will be similarly maintained in early 

rounds by costly punishment or public dissatisfaction, but only costly punishment will maintain 

contributions in the long-run. 

Visual inspection of Figure 1 suggests that contributions in the costly punishment and public 

dissatisfaction conditions are similar until they begin to diverge around the 7
th

 round. Our 

planned analyses confirm this impression. Contributions increase linearly in costly punishment  

(F[1,639]=66.79, p<.001) but decline linearly in public dissatisfaction  (F[1,559]=15.22, 

p<.001), supporting our hypotheses. In early rounds, there is no significant difference between 

contributions in costly punishment and public dissatisfaction (first 5 rounds: costly punishment 

mean=39.30, SE=3.47; public dissatisfaction mean=34.11, SE=3.71; difference=5.19, SE=5.08, 

95% CI for difference: -5.31 to 15.68, p=.32; first 10 rounds: costly punishment mean=41.27, 

SE=4.18; public dissatisfaction mean=34.91, SE=4.47; difference=6.36, SE=6.11, 95% CI for 

difference: -6.27 to 19.00, p=.31) but in later rounds the difference is highly significant (last 20 

rounds: costly punishment mean=55.51, SE=5.07; public dissatisfaction mean=27.50, SE=5.42; 

difference=28.01, SE=7.42, 95% CI for difference: 12.70 to 43.32, p=.001). 

Other analyses  

Public dissatisfaction vs. no disapproval; public dissatisfaction vs. private 

dissatisfaction 

There were no significant differences in total contributions between the no disapproval condition 

and the public dissatisfaction condition across all rounds, nor for early or late rounds. Thus, the 

communication opportunity provided in the public dissatisfaction condition is not associated 

with increased cooperation compared to the no disapproval condition. The condemnation 

became ignored background noise. Using a within-subject design with 10 rounds per condition, 

Masclet et al. (2003) found greater contributions in a public dissatisfaction condition than in a no 

disapproval condition. We failed to replicate this effect with our (less sensitive) between-subject 

design, though our participants trended towards higher contributions in the early rounds of public 

dissatisfaction than in no disapproval (see Figure 1). Thus, our empirical findings are not 

necessarily in strong conflict with those of Masclet et al. (2003). 

Across all rounds, contributions were significantly higher in private dissatisfaction (mean = 46.4, 

SE = 4.8) than in public dissatisfaction (mean = 30.3, SE = 4.8; difference = 16.1, SE = 6.8, 95% 

CI for difference: 2.10 to 30.10 , p = 0.026). This difference remains similar among early and 

late rounds. Thus, the communication opportunity provided in public dissatisfaction is associated 

with less cooperation than the communication-free private dissatisfaction. One clear implication 

of this difference is that expressing dissatisfaction to the offending party has different effects 

than privately communicating one’s dissatisfaction to a third party (i.e. the experimenter). 
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Use of dissatisfaction ratings in the dissatisfaction conditions 

 

Figure 2: Average total group amount of punishment or dissatisfaction by condition and 

round. Solid line without marker: costly punishment; dotted line with “x” marker: private 

dissatisfaction; solid line with triangle: public dissatisfaction. 

 

We examined trends in dissatisfaction ratings in the two dissatisfaction conditions (public and 

private). There is a significant round*condition interaction on dissatisfaction ratings 

F(39,1014)=1.439, p=.041, and on linear contrast of dissatisfaction rating F(1,26)=4.773, p=.038. 

To decompose these interactions, we examined the simple main effects of round on 

dissatisfaction in each condition, and conducted linear contrast analyses. In private 

dissatisfaction, there was no effect of round on dissatisfaction, F(39,507)=.737, p=.880, and no 

linear trend, F(1, 13)=.038, p=.848.  In public dissatisfaction there was a significant effect of 

round on punishment, F(39,507)=2.153, p<.001, and a significant positive linear trend, F(1, 

13)=13.685, p=.003. 

In private dissatisfaction, contributions and dissatisfaction showed no linear trends, implying 

that dissatisfaction per amount withheld from the public good remained similar across rounds. In 

public dissatisfaction, contributions declined across rounds and dissatisfaction increased. Further 

analysis of these trends (in conjunction with theoretical work on signaller psychology) could 
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reveal whether changing dissatisfaction in the latter condition is explained by the changing 

contribution levels (i.e. showing that dissatisfaction for a given contribution level remained 

stable over time) or if dissatisfaction expressions relative to withholding increased as participants 

tried to “turn up the volume” on a failing threat signal. 

4. GENERAL DISCUSSION 

Summary and interpretation 

The availability and use of costly punishment has been shown to maintain group cooperation in 

numerous previous investigations (Ellingsen & Johnnesson, 2008; Masclet, Noussair, Tucker & 

Villeval, 2003; Ostrom, Walker & Gardner, 1992; Peeters & Vorsatz, 2013; Torsvik, Molander, 

Tjøtta & Kobbeltvedt, 2011; Xiao & Houser, 2009; Zylbersztejn, 2013).. Our study replicated 

this effect: Participants in our costly punishment condition contributed more to the public good as 

rounds increased and contributed more than participants in a control condition in which no form 

of punishment was available. 

But can group cooperation be maintained by less costly mechanisms? Previous research has 

suggested that communication opportunities—especially opportunities to express approval or 

disapproval—enhance cooperation and thus may maintain group cooperation more efficiently 

than costly punishment. We interpret specific kinds of communication—expressions of 

disapproval—as signals of willingness to punish (i.e. threats). The maintenance of such a 

signalling system requires the possibility of costly punishment so that honest signallers can (at 

least occasionally) make good on their threats, thereby demonstrating the honesty of the threat 

signal. Thus, when participants have the option to express disapproval but not the option to 

directly impose costs on others (i.e. our public disapproval condition), we expect the system to 

degrade, such that cooperation will be maintained in the short run, but not the long run. Indeed, 

there were no meaningful statistical differences between public good contributions in the early 

rounds of costly punishment and public disapproval, but significant differences emerged in the 

long run whereby only costly punishment effectively maintained cooperation.  

The results are also consistent with our interpretation of condemnation without the possibility of 

costly punishment as a invalid cue that people learn to ignore, complementing our previous work 

showing that a different invalid social cue (images of eyes) also had cooperation-enhancing 

effects in the short-run but not the long-run (Sparks & Barclay, 2013 [Chapter 1]). More 

generally, we expect that humans adaptively update the way cues are used for calibrating social 

behavior as they learn more about the statistical association between each cue and fitness-

relevant outcomes. 

Re-examining previous theories and results 

Researchers have argued or assumed that communication opportunities can enhance cooperation 

(Xiao & Houser, 2009; Lopez-Perez & Vorsatz, 2010; Masclet et al., 2003; Ellingsen & 
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Johnesson, 2008; Ostrom et al, 1992; Zylbersztejn, 2013). The communication channel provided 

to participants in our public dissatisfaction condition did not increase public goods contributions 

compared to the no disapproval condition in which no communication channels were available. 

Furthermore, public good contributions were significantly higher in private dissatisfaction, 

which offered no communication opportunities, than in public dissatisfaction, in which 

communication opportunities were available. Our results thus suggest that theories that 

communication opportunities enhance cooperation require modification.  

Xiao and Houser (2009) argue that communicating disapproval increases cooperative behaviour 

because people avoid expressions of disapproval. Participants in public dissatisfaction steadily 

decreased their contributions to the public good while receiving increasing disapproval from 

their group members. These results suggest that people do not always avoid expressions of 

disapproval. The theory that disapproval avoidance functions to avoid the costs of being tangibly 

punished (e.g. DeScioli & Kurzban, 2009) leads to the prediction that disapproval will not be 

avoided when it is clear there is no way for disapproval to escalate to costly punishment, as in 

our public disapproval condition. 

Masclet et al. (2013) recently investigated how threats influence behaviour in PGGs with costly 

punishment (rather than as a strict alternative to costly punishment). They found that the 

availability of a communication channel for explicit threats increases contributions. Future work 

could investigate whether implicit threats such as the disapproval ratings in our study and in their 

previous work (Masclet et al., 2003) have similar effects. Masclet et al. (2013) further observed 

that the contribution-enhancing effect of the explicit threat channel was eliminated when 

participants were invited to scrutinize whether threats were acted upon and given the opportunity 

to punish those who issued false threats. This observation is similar to the decline in cooperation 

after the early rounds in our public disapproval condition –threats revealed to be empty are 

ineffective. Future work might investigate the relative effectiveness of explicit and implicit 

threats towards sustaining public goods contributions, with varying options for costly 

punishment. 

Our results show meaningful changes in contributions beyond the early rounds, emphasizing the 

importance of considering long-run effects in PGG studies (Gächter, Renner & Sefton, 2008). 

We have focussed on how cooperative behaviour changes based on the availability of various 

“punishment” options. Future work can approach this issue from the perspective of the individual 

signaller, examining how punishment and/or disapproval is used in response to specific levels of 

cooperation. 

Closing thoughts 

Our results suggest that, in the long run, expressions of disapproval are not likely to serve well as 

substitutes for costly punishment. A substitute that deserves further study is rewarding 

cooperators (Trivers, 1971; Sachs et al 2004, Lehmann & Keller 2006; Nowak & Sigmund, 
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2005; Barclay, 2013; Barclay & Kiyonari, 2014). Functional thinking is likely to be of use in 

such investigations. Indeed, research on the maintenance of cooperative behaviour through 

consideration of future interactions has led to meaningful changes in contributions to real life 

public goods (Allcott, 2011; Yoeli et al. 2013). We cautiously note that the higher levels of 

contributions in our private dissatisfaction condition compared to control or public 

dissatisfaction conditions suggests that encouraging people to think about their dissatisfaction 

but keep it private may enhance cooperation. Replication of this effect and investigation of the 

underlying mechanism(s) is required. 
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CHAPTER 3 

Betting your reputation: Public (but not private) Prisoner’s Dilemma defection is associated with 

behavioral risk-taking 

Abstract 

Risk-taking—behaviors with higher outcome variance than alternatives—and selfishness—social 

behaviors that help an actor while harming others—can cause enormous societal harm and, 

accordingly, have been intensely studied. We argue that selfishness can be regarded as a form of 

risk-taking in the social domain when the possibility of reputational damage is present (i.e., when 

decisions are non-anonymous). To test this hypothesis, we conducted a series of six studies 

examining the relationship between decisions made in the Prisoner’s Dilemma Game (a 

commonly used laboratory measure of behavioral cooperation/selfishness) and behavioural risk-

taking. Selfishness and risk-taking were consistently associated when situational cues suggested 

the game decision was public and unassociated when situational cues suggested anonymity. 

These results open the door for further theoretical integration of the study of 

cooperation/selfishness and risk-taking. 

Keywords: cooperation, risk-taking, decision-making, individual differences, prisoner’s dilemma 

INTRODUCTION 

Behaviors such as violence, property crime, sexual aggression, dangerous driving, substance use, 

and gambling cause enormous societal harm. All of these behaviors have been studied as forms 

of risk-taking—acts that have higher outcome variance than alternative options (e.g., Daly & 

Wilson, 2001; Mishra, 2014). Many of these behaviors have also been studied as forms of 

selfishness—acts that result in gains for an actor while harming others (West, El Mouden & 

Gardner, 2011; West, Griffin & Gardner, 2007). In the following, we (1) briefly review empirical 

evidence suggesting that selfish behaviour should be associated with behavioural risk-taking, (2) 

present a theoretical framework that interprets selfish behavior as a form of risk-taking, and (3) 

present six studies investigating the link between risk-taking and selfishness. 

Various forms of risk-taking, including crime, dangerous driving antisocial behaviour, sexual 

aggression, and gambling co-occur within individuals (e.g., Bartusch, Lynam, Moffitt, & Silva, 

1997; Donovan & Jessor,1985; Hirschi & Gottfredson, 1994; Jones & Quisenberry, 2004; 

Leblanc & Girard, 1997; Lussier, LeBlanc, & Proulx, 2005; Mishra & Lalumière, 2009; Mishra, 

Lalumière, Morgan, & Williams, 2010; Mishra & Lalumière, 2011; Osgood, Johnston, 

O’Malley, & Bachman, 1988). These various risk-taking behaviors have also been reliably 

associated with such individual differences as low self-control, high impulsivity, and high 

sensation-seeking, all of which facilitate variance preference (e.g., Mishra & Lalumière, 2011; 

reviewed in Zuckerman, 2007). Together, these findings suggest risk-taking manifests as a 
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domain-general preference for high outcome variance (Mishra, 2014; Mishra, Sparks, & Barclay, 

in preparation).  

In this paper, we model selfish, uncooperative behaviour as a form of risk-taking. Many real 

world risky behaviours can be classified as selfish. For example, crime, dangerous driving, and 

sexual aggression threaten others’ property or person; promiscuity raises the chances of 

transmitting diseases to partners and may destabilize relationships; delinquency involves the 

transgression of social norms. Importantly, all of these selfish behaviors involve high variability 

in outcome. The payoffs of selfish behaviour can be quite large (e.g., selfishness may lead to 

financially lucrative outcomes), as can costs of unsuccessful selfishness (e.g., physical or social 

retaliation and/or punishment). In contrast, cooperative behaviour tends to result in more stable, 

less variable long-term rewards (e.g., social benefits from a long-term reciprocal relationship), 

with smaller potential one-time costs (e.g., quickly “cutting your losses” by refusing further 

interaction with a selfish social partner). Thus, selfish behavior is often risky, typically involving 

higher outcome variance than cooperative options. 

The risk-return framework posits that people make decisions based on individual assessments of 

the likely costs and benefits of any given risky behaviour (e.g., Bell, 1995; Weber, 1997; Weber, 

2001; Weber & Hsee, 1998; Weber & Milliman, 1997). Whether a social behavior can be 

observed is a key influence its costs and benefits. A large body of evidence indicates that people 

tend to behave less selfishly as privacy is reduced (Andreoni & Petrie, 2004; Barclay, 2004; 

Barclay & Willer, 2007; Bixenstine, Levitt, & Wilson, 1966; Kurzban, 2001; Milinski, 

Semmann, & Krambeck, 2002A, 2002B; Nettle, Harper, Kidson, Stone, Penton-Voak & 

Bateson, 2013; Rege & Telle, 2004; Sparks & Barclay, 2013 [thesis Chapter 1]; Sylwester & 

Roberts, 2010; Wedekind & Milinski, 2000). For example, our past work has shown that people 

behave more cooperatively when they expect their reputation to spread (Barclay, 2004; Barclay 

& Willer, 2007) and in the presence of cues that they are being watched (Sparks & Barclay, 2013 

[thesis Chapter 1]). 

These findings are consistent with the risk-return framework in that cues of privacy suggest that 

negative consequences of selfishness are less likely. Detection of selfishness is a requirement 

for—though not a guarantee of—punishment, retaliation, or ostracism. In other words, as 

anonymity increases, the costs of selfishness decrease on average, and as such selfishness 

becomes potentially less risky and more rewarding (i.e., selfish actors experience lower outcome 

variance). Thus, we generally expect public selfishness to co-occur with other forms of risk-

taking (resulting from domain-general influences that facilitate risk-taking), but we do not expect 

private selfishness to co-occur with other risk-taking (because situation-specific factors make 

such selfishness less risky). 
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The current project 

In this set of studies, we examine the link between behavioural measures of risk-taking and 

cooperation/selfishness. In experimental economics paradigms, behavioural selfishness (and 

cooperation) are commonly modeled by the Prisoner’s Dilemma Game (hereafter PDG), which 

provides players the opportunity to forgo the group-welfare-maximizing “cooperate” option in 

favour of a selfish “defect” option that provides a higher individual payoff while reducing the 

payoff of the other player (we provide more details on these methods below). Because the selfish 

behaviours modeled by the PDG typically involve higher outcome variance than cooperative 

behaviours, we expect that PDG defection will be associated with variance preference in the 

form of canonical behavioral risk-taking. We expect this association will be weakened when 

defection is less likely to be observed (i.e., in conditions of anonymity). We are not aware of any 

previous studies that have directly examined the link between PDG defection and behavioural 

risk-taking. The current project directly examines the association between PDG defection and 

behavioural risk-taking and the moderating influence of anonymity on this association. 

Importantly, it is not our claim that PDG defection has more outcome variance than cooperation 

in the currency of the game itself. Rather, we argue that real-world selfish behaviors (e.g., 

violence, theft) typically have higher outcome variance than real-world cooperation, and that the 

PDG engages the same psychological mechanisms that underlie real-world social decision-

making. PDG players likely implicitly infer punishment or reward payoffs outside the 

constrained structure of the game that renders defection a riskier choice. 

We conducted six studies examining the relationship between PDG defection, behavioural risk-

taking (i.e., behavioural preference for high variance outcomes), and risk-related individual 

differences. We expected that an association between defection and variance preference would 

be present only when conditions suggest that defection is likely to have higher outcome variance 

than cooperation. The outcome variance of selfish behavior is driven largely by the possibility of 

negative outcomes in future social interactions; defection is only “risky” when one’s reputation 

is (or appears to be) at stake. As a consequence, we expected PDG defection to be associated 

with higher levels of behavioural risk-taking only when situational cues suggest that PDG 

decisions might affect future social interactions. Accordingly, the methods of these studies varied 

along dimensions of reputational relevance: participant population (students at the same 

university versus participants from around the world—reputation matters more in local 

interactions; Mifune, Hashimoto & Yamagishi, 2010), the physical setting in which participants 

completed the PDG (face-to-face in a laboratory versus online), and the social parameters of the 

PDG game (anonymous versus public decisions; social versus asocial framing of the PDG 

choices). Variation in the strength of reputation cues in each study is summarized in Table 1. 
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Table 1: Methods summary. Our qualitative interpretation of the strength of reputation cues is 

influenced by factors including the relationship between participants (students at the same 

university vs. anonymized Amazon Mechanical Turk workers, i.e. “turkers”), familiarity of the 

study environment (unfamiliar lab vs. online and presumably familiar), whether there was face-

to-face interaction (in lab only), and whether the PDG was framed socially or asocially.  The 

payoff when a defector plays a cooperator is T (“Temptation to defect”) for the defector and S 

(“Sucker’s payoff”) for the cooperator. Mutual cooperation pays R (“Reward for mutual 

cooperation”) to each player. Mutual defection pays P (“Punishment for mutual defection”) to 

each player. Units are CAD. A Prisoners Dilemma exists whenever payoffs are such that 

T>R>P>S and 2R>T+S. 

 

STUDY 1: PDGs and RISK-TAKING 

Study 1 was an exploratory study designed to test several hypotheses about PDG behaviour 

(some of which will be reported elsewhere; Sparks & Barclay, in prep [thesis Chapter 4]). The 

PDG methods employed were based on an early investigation of the accuracy of PDG 

predictions (Frank, Gilovich & Regan, 1993). Several commonly used behavioural measures of 

risk-taking and related phenomena were included among exploratory filler tasks, allowing us to 

probe the hypothesis that PDG defectors are more risk-accepting in general. Participants also 

completed scales of personality that do not directly bear on our behavioural hypotheses but may 

be of interest; we report these ancillary results in supplementary material. 

Although the relationship between PDG defection and risk-taking has not been directly 

examined, some previous research is suggestive. Future discounting—the preference for smaller, 

immediate rewards over larger, distal rewards—has been associated with PDG defection (Curry 

et al., 2008). Future discounting has been suggested to be a form of risk-taking (e.g., Reynolds, 

2006), but future discounting and behavioural variance preference (i.e., canonical behavioural 

risk-taking) has been inconsistently associated and it has been suggested that future discounting 

and variance preference are separate phenomena (reviewed in Mishra & Lalumière, 2011). We 

sought to more directly examine the association between defection and behavioural risk-taking in 

Study 1. 

Study # Participants Setting Reputation Cues T R P S

1 students lab strong 4 2.25 1.5 0

2a turkers online absent 0.5 0.35 0.2 0.1

2b turkers online very weak 0.5 0.35 0.2 0.1

2c turkers online very weak 0.5 0.35 0.2 0.1

3a students lab very strong 4 2.25 1.5 0

3b students online weak 5 3.5 2 1

PDG payoffs

Methods

Social Context
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Methods 

Participants 

84 participants (45 males, age: M = 18.5, SD = 2.3, range 17-36) were drawn from a pool of 

Introductory Psychology students at a Canadian university. They signed up through an online 

recruitment platform, and participated in 28 single-sex groups of three. Participants received 

course credit for their participation, plus payment based on game outcome as described below.  

The Prisoner’s Dilemma Game (PDG) 

All participants were given a verbal briefing about the PDG by the experimenter. This briefing 

explained the payoff logic of the game, noting that an individual’s income is maximized by 

defecting, but the pair’s income is maximized by mutual cooperation. This briefing also 

explained how the anonymity of participants’ decisions would be secured through the use of two 

experimenters (further explained below) and by combining payment for decisions with a random 

amount so that nobody could infer game outcomes based on payment amounts (as in Frank et al., 

1993). 

Before making their PDG decisions, participants were given 30 minutes to interact with their 

group members. They were told that they could discuss anything, including the game, and that 

the interaction period might help them decide what to do in the next phase. The experimenter 

remained in the room but did not participate in the conversation except to answer questions about 

the rules of the game. 

After the interaction period, each participant played a PDG with each of the other two group 

members. They privately recorded their game decisions (and their predictions about the decisions 

of the other players) on a sheet of paper. Once participants completed these PDGs, their paper 

questionnaires were delivered to a second experimenter to calculate each participant’s total 

payment. These payments were sealed in envelopes with each participant’s number on the front, 

and returned to the first experimenter to distribute. Participants received payment and a 

debriefing sheet, and left one at a time. 

While their payments were being processed, each participant completed a questionnaire 

including several behavioural and self-report measures of risk-taking, among other measures. It 

was made clear to participants that while their PDG decisions were for real money, the monetary 

decisions in the behavioural risk tasks were hypothetical. Below we describe the risk tasks and 

measures relevant to this report; several other measures unrelated to the present report were 

included in the questionnaire, but are not analyzed or further discussed. 

Behavioral Risk-Taking Measures 

The Balloon Analogue Risk Task (BART). Participants saw a computer screen with a deflated 

balloon and a “PUMP” button. Each pump of the balloon increased participants’ earnings by one 
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cent, and increased the degree to which the balloon was inflated. The balloon was set to pop 

randomly, with 65 pumps required on average before popping. If the balloon popped, 

participants lost all money gained for that trial. Participants could end a trial at any time by 

clicking on a “COLLECT” button. Thirty trials were presented. Data from the first 5 trials were 

disregarded to allow participants to adjust to the task. For the remaining 25 trials, we computed 

the average number of pumps for all trials where the balloon did not pop (Lejuez et al., 2002). 

The BART has well-documented external validity: Higher BART scores have been associated 

with conduct disorder, substance abuse and other drug use, gambling, aggression, and other 

forms of risk-taking and risky personality traits (reviewed in Lauriola, Panno, Levin, & Lejuez, 

2014). We expected a positive association between PDG defection and BART score. 

The Choice Task (CT). Participants made six decisions, each between two monetary options 

(Mishra & Lalumière, 2010; adapted from Fessler et al., 2004). Both options had equal expected 

values but differed in variance (e.g., “Would you rather choose [A] $3 guaranteed, or [B] a 30% 

chance of earning $10?”). A total score of number of risky choices was computed. We expected 

a positive association between CT score and PDG defection. The CT has been associated with 

various forms of real-world risk-taking, including general gambling involvement, problem 

gambling, and antisocial conduct (Mishra, Lalumière, Williams, & Daly, 2012).  

Behavioral Future Discounting. The future discounting task measured preference for immediate 

versus later rewards by offering participants a series of choices between smaller monetary 

rewards available immediately, and larger rewards available in the future (Kirby & Marakovic, 

1996). Participants saw a series of 27 questions, e.g., “would you prefer $10 tomorrow or $30 in 

250 days?” The amount of money involved in each question was large, medium, or small. We 

calculated a k parameter for each of these three levels (Kirby & Marakovic, 1996). A high k 

indicates low future discounting (i.e., high valuation of future rewards). We expected a negative 

relationship between k and defection, which means a positive relationship between future 

discounting and defection. 

Anonymity  

Participants were asked to report how anonymous they felt their decisions were, on a scale from 

1 (not very anonymous) to 9 (extremely anonymous). A binary measure of perception of 

anonymity (high/low) was computed based on a mean split. We expected the association 

between risk-taking and PDG defection to be stronger among participants who felt less 

anonymous because the outcome of defection is more variable when others can detect and punish 

defectors. 

  



42 
 

Personality 

Participants completed two personality scales: Eysenck Impulsiveness Scale (Eysenck et al., 

1985) and Retrospective Behavioural Self-Control Scale (Marcus, 2003). These are discussed in 

supplementary material. 

The Experimental Condition 

The methods above describe the control condition (n = 39) of the unrelated study about PDG 

predictions. The experimental condition differed in one key regard. After the briefing and before 

the interaction period, participants randomly assigned to the experimental condition (n = 45) 

immediately played an anonymous PDG in which their partner was not specified. We see no a 

priori relevance of this experimental condition to the outcomes examined in this report. 

Results and Discussion 

As much as possible, we avoid null hypothesis testing in favour of effect size estimation 

throughout this paper. We favour the latter for many of the reasons articulated by Cumming 

(2014), most notably that effect sizes with confidence intervals allow more intuitive assessment 

of data than p-values, emphasize contextual judgement rather than arbitrary and unreliable 

significance cut-offs, and facilitate meta-analyses. Except where otherwise indicated, we report 

effect sizes (e.g., correlation coefficients, means, differences between correlations and means) 

and 95% confidence intervals calculated using Cumming’s (2011) ESCI software. Null 

hypothesis tests were conducted in SPSS version 21. 

Participants played two PDG games. Their total percentage of defection choices was used for 

statistical analyses. Defection thus had three levels: 0% (n = 48), 50% (n = 20), and 100% (n = 

16). There were no significant differences in defection or risk-taking in the BART or the CT as a 

function of the experimental conditions used for the unrelated study. As a consequence, all data 

were combined for subsequent analyses. 

We examined correlations among measures of defection, risk-taking, future discounting, 

impulsivity, and self-control. We also compared the correlations between defection and 

behavioural risk-taking between participants who felt highly anonymous and those who did not, 

expecting a stronger correlation among those who did not feel anonymous.  

Defection was correlated with behavioural risk-taking in both the BART, r(84) = .224 [.010 to 

.418], and in the CT, r(84) = .239 [.026 to .431]. In both cases, the 95% confidence intervals of 

the correlation coefficients excluded zero, suggesting a false positive association is statistically 

unlikely. These findings are consistent with our hypotheses that defection and behavioural risk-

taking are part of the same phenomenon. BART and CT scores were unexpectedly non-

correlated, r(84) = -.036 [-.248 to .180]. This result suggests that these measures might capture 

different aspects of behavioral risk-taking. 
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The three future discounting measures were significantly correlated (all rs > .34), so we 

conducted a principle components analysis on these measures. A single factor that we call future 

discounting explained 67% of the variance. Less cooperative participants tended to discount the 

future more steeply, r(84) = -.163 [-.377 to .068], but the 95% confidence interval of the 

correlation included zero.  

Overall, participants reported feeling a fairly high level of anonymity: M = 7.39 [6.98 to 7.80] 

(out of 9). We classified participants reporting anonymity of 8 or 9 (i.e., those reporting above 

average anonymity levels) as “high anonymity” and less than 8 (i.e., those reporting below 

average anonymity levels) as “low anonymity.” We compared the correlations between defection 

and behavioural risk-taking between these two groups. We expected stronger correlations among 

those who felt less anonymous. This prediction was confirmed for the BART; low anonymity: 

r(31) = .498 [.174 to .724]; high anonymity: r(53) = .061 [-.213 to .326]; difference in 

correlation = .431 [.019 to .792]. We did not find evidence for our prediction in the CT; low 

anonymity: r(31) = .262 [-.102 to .564]; high anonymity: r(53)=.226 [-.047 to .468]; difference 

in correlation = .036 [-.401 to .443]. We also did not find evidence for our prediction involving 

future discounting; low anonymity: r(27) = -.287 [-.601 to .104]; high anonymity: r(47) = -.106 

[-.382 to .187]; difference in correlation = .181 [-.298 to .611]. 

In Study 1, we assessed the direct relationship between PDG cooperation and several risk-related 

variables. Future discounting and self-reported trait impulsivity and self-control were unrelated 

to PDG cooperation (see supplementary material). Previous research has shown a link between 

future discounting and PDG defection (Curry et al., 2008). The effect we observed was in the 

same direction, but our study may have been too underpowered to decisively replicate the effect.  

The two behavioural risk measures conformed to predictions: PDG defectors made more risky 

choices in both the BART and the CT. Given the exploratory use of several risk related 

measures, our findings involving behavioural risk measures could be meaningful, or could be a 

Type I error among multiple comparisons. While the association of defection with two 

behavioural risk measures offers some convergent validity, further confirmatory evidence is 

needed. As a consequence, we focus on canonical behavioural risk-taking (i.e., preference for 

high variance outcomes) rather than future discounting in Studies 2 and 3.  

The observed relationship between behavioural risk-taking as assessed by the BART and PDG 

defection was driven by those participants who felt less anonymous. This supports our general 

hypothesis that selfish behavior is influenced by a general preference for risk-taking only in 

situations where there is high outcome variance for defection. Defection is only riskier than 

cooperation if defectors can be punished, which requires defection to be detectable (i.e., non-

anonymous). Regardless of whether defection had higher variance than cooperation in terms of 

game outcome, anticipation of opportunity for reward or punishment outside the structure of the 

game may alter the perceived payoffs.  
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While our methods ensured anonymity, the initial face-to-face encounter with fellow students 

may have provided a (invalid) cue that reputation was at stake and therefore punishment was 

possible (e.g., through loss of future cooperative opportunities with classmates they defect on). 

Invalid social cues can have significant effects on otherwise anonymous cooperative behaviour 

(e.g., Kurzban, 2001; Sparks & Barclay, 2013 [thesis Chapter 1]). Furthermore, deception is 

quite common in psychology experiments. As a consequence, many participants may have 

doubted our (truthful) promises of anonymity. Thus, although our participants’ decisions were 

actually anonymous, not all perceived themselves to be anonymous, and PDG defection was 

correlated with risk-taking among those who felt less anonymous. 

Interestingly, our two risk-taking measures were themselves uncorrelated, and the relationship 

between cooperation and risk-taking was moderated by feelings of anonymity for only one of the 

two risk measures. This hints that the two risk measures capture different facets of risk-taking 

(an argument made elsewhere; e.g., Bishara et al., 2009; Pleskac & Wershable, 2014). We revisit 

this phenomenon in later discussion sections. 

In addition to the exploratory nature of this study, another methodological limitation was that the 

behavioural risk measures involved hypothetical decisions (i.e., participants did not receive 

actual payment for their decisions). Participants may behave differently when real money is at 

stake (e.g., Ferrey & Mishra, 2014). This issue is addressed through different methodologies in 

later studies. 

Cooperation is influenced by a variety of social conditions in addition to the hypothesized risk 

mechanism. The PDG methods used here included a third party who may have influenced 

defection decisions. In future studies we either eliminate that third party (in studies 2A, 2B, 2C, 

and 3B) or attempt to control for additional variables that are likely to influence cooperative 

decisions (in study 3A). 

STUDIES 2A, 2B, 2C: PDGs IN A HIGHLY ANONYMOUS ENVIRONMENT 

The results of Study 1 suggest that PDG defection is associated with behavioural risk-taking. 

Study 1 included several variables that might moderate the relationship between risk-taking and 

selfishness. Participants had face-to-face encounters with their PDG partners, they knew their 

partners were from the same university community, a third party was present during these 

encounters, the social interaction took place in an unfamiliar laboratory setting, and real money 

was not used to incentivize behavioral risk-taking measures. 

Three iterations of Study 2 tested if the relationship between PDG defection and behavioural 

risk-taking held in a different population, in a different social environment, and with real money 

at stake in both the PDG and behavioural risk tasks. These studies eliminate potential confounds 

in order to assess the relationship between risk-taking and social defection in the absence of 

social cues. Since social defection can only be punished if detected, defection necessarily has 
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lower outcome variance in anonymous environments. Thus, we expect a weaker correlation 

between PDG defection and behavioral variance preference in Study 2. 

Study 2A 

Methods 

Study 2A was conducted online, drawing participants from the crowdsourcing website Amazon 

Mechanical Turk (AMT), which matches workers to employers to complete “Human Intelligence 

Tasks” (HITs). AMT has become a popular source of participants for social science surveys and 

experiments, and research suggests that AMT workers perform similarly to student participants 

in the lab (Rand, 2012), including on monetary tasks where the stakes are 10% of lab stakes 

(Amir, Rand & Gal, 2012). We used only one behavioural risk measure to keep the task short for 

participants. We opted to use the Choice Task (CT) rather than the BART because it was the 

quicker measure, and simplest to implement in an online setting. 

Participants were 118 AMT workers who signed up for our study, which then redirected them to 

our survey website. They read a thorough explanation (similar to Study 1) and answered a 

comprehension check question in which they had to correctly identify PDG payoffs, given the 

decisions of two players. After making their PDG and CT decisions, they were given a code to 

use to claim their earnings on AMT. Eliminating data from participants who failed the 

comprehension check and/or finished in under 30 seconds left a sample size of 94. 

Prisoner’s Dilemma Game (PDG). PDG choices were neutrally labeled Option A and Option B. 

The payoffs were roughly 10% of the payoffs in Study 1 (see table 1). 

The Choice Task (CT). The CT was identical to Study 1, except it involved 10% of the stakes 

(i.e., “Would you rather choose [A] $0.30 guaranteed, or [B] a 30% chance of earning $1.00?”). 

Results and Discussion 

The difference between CT scores of cooperators and defectors was not meaningful; cooperators: 

n = 44, M = 2.52 [1.89 to 3.15]; defectors n = 50, M = 2.06 [1.50 to 2.62]; difference: -.46 [-1.29 

to 0.37]. The association between PDG defection and risk-taking in the CT observed in the 

highly social setting of Study 1 was absent in the highly anonymous online setting of Study 2A. 

This is consistent with our general hypothesis, in that social defection is not risky if the defection 

cannot be detected. In study 2B, we introduced a subtle social cue to test if the association 

between defection and behavioural variance preference is restored. 

Study 2B 

Methods 

The only methodological differences between Studies 2A and 2B were the inclusion of a self-

report risky personality measure, the Domain-Specific Risk-Taking Scale (DOSPERT; Blais & 
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Weber, 2006; results described in supplementary material) and the labelling of PDG options, 

which were called cooperation and defection, rather than the asocial labels of Study 2A. These 

kinds of social framing differences have been shown to influence cooperative decision-making 

(Andreoni, 1995; Fleishman, 1988). Participants were 120 AMT workers, of which 96 passed the 

comprehension check as described in Study 2A. 

Results and Discussion 

Overall defection rates were nearly identical in Studies 2A and 2B; Study 2A: 53.2%; Study 2B: 

53.1%; difference = 0.1% [-14.0% to 13.9%]. As in Study 2A, the difference between Choice 

Task scores of cooperators and defectors was not meaningful; cooperators: n = 45, M = 2.51 

[1.89 to 3.13]; defectors: n = 51, M = 2.33 [1.69 to 2.97]; difference = -0.18 [-1.06 to 0.70]. 

Thus, the subtle labelling difference did not influence cooperative behaviour or the relationship 

between defection and risk-taking. Combining data from Studies 2A and 2B, cooperators (n = 

89) and defectors (n = 101) did not meaningfully differ in their risk-taking as assessed by the CT, 

difference = 0.32 [-.28 to .92].  

We suggest that the anonymity of the online methods explains the observed null association 

between defection and behavioural risk-taking in Studies 2A and 2B. AMT workers are 

presumably quite accustomed to making anonymous decisions on the internet, and socially 

salient words were likely insufficient to induce any sense of non-anonymity. When people feel 

secure in their anonymity, there is little reason to suspect that defection is a high variance 

decision (since there is no opportunity for detection and punishment). In contrast, real world 

defection is often known to others and can have severe consequences; we would expect defection 

to be more common among risk-takers in such circumstances. 

Another possible explanation for the null results of Studies 2A and 2B lies in our choice of 

behavioural risk-taking measure. In Study 1, PDG defection was associated with two behavioural 

risk-taking measures (BART and CT) that were themselves unrelated, but only one of those 

behavioural measures was used in Studies 2A and 2B (CT). The BART is by far the more 

externally valid measure (reviewed in Lauriola et al., 2014). In Study 1, only the BART showed 

the sensitivity to feelings of anonymity predicted by our hypothesis, suggesting that the BART 

may more reliably assay the facets of risk-taking most relevant to social defection. Study 2C 

examines the association between PDG defection and BART in the highly anonymous online 

environment. 

Study 2C 

Methods 

The methods of Study 2C were identical to Study 2B, except that the BART was added as the 

last task. Three hundred twelve AMT workers participated; 49 were eliminated for failed 

comprehension checks. Two questions of the DOSPERT were inadvertently repeated; 
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participants whose response to the repeated questions differed by more than 2 (out of a 7 point 

Likert scale; n = 18) were eliminated for potentially not understanding the questions or not 

taking them seriously. Responses originating from the same IP address were eliminated as 

potential repeat participants (n = 18). The final sample consisted of 228 participants. Of these 

participants, 16 did not complete the BART; their data is included in analyses of other variables. 

Results and Discussion 

BART and CT scores were not correlated, r(212) = -0.072 [-0.203 to 0.065]. Defectors took 

slightly more risks on the BART than did cooperators; cooperators: n = 117, M = 22.66 [19.94 to 

25.38]; defectors: n = 95, M = 24.42 [21.56 to 27.29]; difference = 1.76 [-2.17 to 5.69]. 

Defectors took slightly fewer risks on the CT than did cooperators; cooperators n = 129, M = 

1.91 [1.60 to 2.22]; defectors: n = 99, M = 1.85 [1.52 to 2.18]; difference = -.006 [-.51 to .39]. 

For both the BART and the CT, the 95% confidence intervals include zero.  

Study 2C replicates the null association between the CT and PDG defection observed in 2A and 

2B, and establishes a null association between the BART and PDG defection in a highly 

anonymous context. Thus, AMT workers again showed no relationship between behavioural 

measures of selfishness and risk-taking.  

Studies 2A, 2B, 2C: General Discussion 

Through Studies 2A, 2B, and 2C we have thoroughly established that PDG defection is not 

associated with general behavioural risk-taking when using highly anonymous methods with 

AMT workers. We see at least three reasonable interpretations of the collective results of Study 

2. A viable null hypothesis is that there is no reliable association between PDG defection and 

behavioural risk-taking, regardless of population and situational cues. This null hypothesis 

interprets Study 1’s associations between selfish behavior and behavioural risk-taking as Type I 

errors, which is plausible because Study 1 involved numerous exploratory risk-related measures. 

A second viable explanation is that some uncontrolled factor(s) other than anonymity 

influence(s) the relationship between risk taking and defection. We have suggested that 

anonymity is the key difference between Study 2 and Study 1, but these studies examined 

different populations completing tasks in different contexts. It is possible that one or more of the 

population and/or context differences interacts with our variables of interest in unknown ways.   

A third explanation is that a link between defection and risk-taking is only seen in circumstances 

where it is clear that selfishness might be detected and punished (i.e., in situations where social 

cues are particularly salient). This is because defection is only “risky” when there are very real 

and salient social costs, and is supported by the fact that the correlation between defection and 

risk-taking was strongest among participants who felt less anonymous. Studies 3A and 3B sought 

to distinguish between these explanations by studying the same population under varying 

conditions of anonymity.  
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STUDIES 3A AND 3B: QUASI-EXPERIMENTAL INVESTIGATIONS 

Studies 3A and 3B were designed to test the association between PDG decisions and general 

risk-taking using the same (student) population as in Study 1 but in different social contexts. In 

Study 3A, students played face-to-face PDGs with real reputation at stake. We expected 

defection to be associated with behavioural risk-taking in this highly social setting, replicating 

Study 1 and reducing concerns about Type 1 error. In Study 3B, students played the PDG 

anonymously online; we expected no relationship between defection and risk-taking in this 

anonymous setting. Results consistent with our expectations would replicate the collective results 

of Study 2 and support our interpretation of anonymity as the key driver of the risk-defection 

relationship. Studies 3A and 3B can be regarded as quasi-experimental, in that we expect 

different results due to methodological differences but assignment to conditions was not random.  

Study 3A 

Study 3A used the same general methods as Study 1, but with several methodological 

improvements. We paid participants based on their BART and Choice Task decisions; this 

improves on the methods of Study 1, in which these measures involved hypothetical choices. In 

Study 1, we concealed players’ PDG decisions from each other because the study was designed 

primarily to test a hypothesis unrelated to this report. Because we expect the relationship 

between defection and risk-taking to be strongest when current behaviour can affect future social 

interactions, we did not protect the anonymity of players’ decisions in Study 3A. We also 

included several individual differences measures that might be expected to explain additional 

variance in PDG decisions (i.e., other factors that would influence risk-return calculations). We 

expected the relationship between defection and behavioural risk-taking to remain robust—or 

perhaps be strengthened—when controlling for these additional influences on cooperation. 

Methods 

Participants were 158 students (73 males) enrolled in an introductory psychology course at a 

Canadian university. Participants earned course credit plus monetary winnings based on the 

outcome of the experimental games described below. Most participants completed two 

experimental phases in single-sex groups of three participants (n = 44 groups). If a third 

participant was unavailable, pairs were accepted (n = 13 pairs). Order of the two phases was 

counter-balanced.  

Phase 1: Prisoner’s Dilemma Game (PDG).  

The PDG Phase was conducted as in Study 1, except the interaction period was 10 to 20 minutes 

instead of 30, and participants knew their decisions would be revealed to other players. The 

paper-and-pencil PDG questionnaire also contained several questions related to other hypotheses 

about moral judgments, including strength and attractiveness judgments, and moral judgments 

about defection. These items were not analyzed for the present study. 
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Phase 2: Computer-Based Tasks.  

Participants completed two programs during the computer phase, the order of which was 

counterbalanced. One program administered the BART, as in Study 1. The other program 

presented seven measures in random order: demographic information, the International 

Personality Item Pool (IPIP) Dominance Scale, the Dominance-Prestige Scale (Cheng et al., 

2010), a General Trust and Caution Scale (Yamagishi & Yamagishi, 1994), the Domain-Specific 

Risk-Taking Scale (DOSPERT; Weber et al., 2006), several original questions on the value of 

local relationships, and the Choice Task. The items not used in previous studies are described 

below, along with their hypothesized relevance to defection decisions. Earnings from the Choice 

Task and BART were placed in a second envelope labeled with the participant numbers. Sealed 

envelopes with participants’ earnings were distributed at the end of the session.  

The Dominance-Prestige Scale is a 17-item questionnaire designed to assess the extent to which 

participants achieve status through dominance (i.e. inflicting costs upon others) or prestige (i.e. 

conferring benefits upon others; Cheng et al., 2010). We expected dominance (e.g. “I am willing 

to use aggressive tactics to get my way.”) to be associated with defection and prestige (e.g. 

“Members of my peer group respect and admire me.”) with cooperation (Barclay, 2013). 

Reliability for prestige and dominance were good (Cronbach’s alphas .749 and .797, 

respectively.) 

The IPIP dominance scale is an 11-item (e.g. “I impose my will on others.”) measure of 

dominance (http://ipip.ori.org/newCPIKey.htm#Dominance), which we expected to be 

associated with defection. 

Yamagishi and Yamagishi’s (1994) 10-item general trust and caution scale assesses individual 

differences in general trust and general caution for social interactions. We expected trust (“Most 

people are trustworthy”) to be associated with cooperation. A prediction for caution (e.g. “You 

cannot be too cautious in dealing with others”) was unclear: defection could be considered a 

caution against a sucker’s payoff in the PDG, but cooperation could also be considered a caution 

against future retaliation for defection. Reliability was good for trust but unacceptable for caution 

(Cronbach’s alphas .764 and .318, respectively).We also administered several local relationships 

questions. Students who value their campus relationships and expect to members of the campus 

community for longer can be expected to benefit more from cooperation and can expect to face 

more punishment for defection. We included five original questions designed to explain variance 

in cooperation due to differential valuation of local relationships: 

I value the relationships I have with the [named university] community. 

I’ve made important friendship on campus. 

I’ve known my closest friends since before I came to university. (reverse scored) 
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I care quite a lot about what my professors think of me. 

The respect of my classmates is important to me. 

For each item, participants indicated agreement on a scale from 1 (strongly disagree) to 7 

(strongly agree). The sum of items (reverse scored where appropriate) was expected to be 

positively associated with cooperation. The scale reliability was poor (Cronbach’s alpha = .544) 

but removing the reverse-coded item improves it to good (.743) so that item was removed for 

analyses. 

Results and Discussion 

Most participants played two PDGs, but those who participated in pairs played only one. Our 

selfish behavior variable is the percentage of times a participant defected, for which three levels 

are possible: 0% (n = 124), 50% (n = 16), and 100% (n = 18). The low rate of selfishness was 

expected (49 selfish decisions out of 290 total decisions, or a 16.9% defection rate), because 

participants knew that their decisions would be known to the other players (as shown in other 

studies; e.g., Barclay, 2004; Barclay & Willer, 2007; Milinski et al., 2002A, 2002B). 

The direct relationship between selfish behavior and behavioural risk-taking was in the predicted 

direction for both measures; however, 95% confidence intervals for both relationships include 

zero; BART: r(155) = .145 [-.013 to .296]); CT: r(158) = .062 [-.095 to .216]. Given a 

directional prediction based on both theory and previous empirical evidence (Study 1), relaxing 

the confidence intervals is appropriate. 92% CIs for the BART-PDG correlation are positive 

[.004 to .280], corresponding to a significant one-tailed p-value of 0.035 in traditional null-

hypothesis significance testing. By contrast, even the 80% CIs for the PDG-CT correlation 

include zero [-.041 to .164], suggesting that the PDG and the CT are not associated.  

The BART and the CT were statistically associated, r(155) = .177 [.02 to .326], and there was no 

meaningful difference between their correlations with defection; difference = -.083 [-.301 to 

.138]. The direct relationship between PDG defection and behavioural risk measures fall short of 

a decisive replication of the results of Study 1, although the direct BART-defection relationship 

can be interpreted as confirmatory. 

Several variables were included to potentially explain variance in PDG decisions. These 

variables, along with the Choice Task and the BART were entered as predictors in a series of 

regressions of PDG cooperativeness. We expected the association between PDG defection and 

behavioural risk-taking to remain robust in these analyses. We conducted two regression 

analyses. The first included all plausible predictors of PDG defection: CT, BART, local 

relationships index, sex, prestige, dominance, trust, caution, and age. The two dominance 

measures were highly correlated, r(158)=.729 [.646 to .795] so we used only the Cheng et al. 

(2010) measure (the more widely used of the two measures). The second regression included the 
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BART and the CT as predictors, but eliminated other predictors that explained little variance in 

the first model. 

BART score was a significant positive predictor of PDG defection in both the initial (β = .177, p 

= .03) and restricted regression model (β = .180, p = .025). The CT was not a significant 

predictor of defection in either model (both βs < .055. both ps > .5). Trust was a significant 

predictor and sex was a marginally insignificant predictor. The full regression tables for these 

analyses are shown in Table 2. These regression analyses indicate that the BART is a significant 

predictor of PDG decisions when other influences are controlled, confirming the association 

between selfish behavior and behavioural risk-taking observed in Study 1.  

  

Table 2: Regression tables for Study 3A. Ballon Analog Risk Task (BART) performance 

predicts Prisoner’s Dilemma Game defection, when other influences are controlled. 

 

Study 3B 

Study 3B replicated the online methods of Study 2C, but using a student population rather than 

AMT workers. All decisions in 3B were anonymous, and the online methods are expected to 

Model 1

Unstandardized 

Coefficients

Standardized 

Coefficients t Sig.

B Std. Error Beta

1 (Constant) 0.552 0.339 1.629 0.105

Choice Task 0.007 0.017 0.035 0.438 0.662

BART 0.004 0.002 0.177 2.198 0.03

Local Relationships -0.002 0.008 -0.023 -0.258 0.797

Sex -0.102 0.058 -0.15 -1.742 0.084

Prestige 0.002 0.005 0.041 0.467 0.641

Trust -0.02 0.006 -0.297 -3.397 0.001

Caution -0.007 0.006 -0.095 -1.117 0.266

Age -0.006 0.01 -0.048 -0.605 0.546

DominanceS.correct 0.005 0.004 0.114 1.309 0.193

Model 2

Unstandardized 

Coefficients

Standardized 

Coefficients t Sig.

B Std. Error Beta

1 (Constant) 0.421 0.136 3.099 0.002

Choice Task 0.011 0.017 0.053 0.671 0.504

BART 0.004 0.002 0.18 2.266 0.025

Sex -0.08 0.053 -0.118 -1.508 0.134

Trust -0.019 0.005 -0.278 -3.583 0
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provide fewer cues to non-anonymity than were present in Study 1 and Study 3A. In this highly 

anonymous situation, we did not expect a relationship between defection and risk-taking. 

Methods 

142 Students signed up for an online study, advertised as a “Survey about money and social 

preferences.” Participants who already participated in Study 1 or Study 3A were excluded. After 

an introduction to the PDG and a comprehension check (5 participants were eliminated for 

failing), participants made their anonymous PDG decision. PDG choices were neutrally labelled 

Option A and Option B as in Study 2A. Participants then completed the CT, DOSPERT, 

Dominance-Prestige scale and Yamagishi Trust Scale. Cronbach’s alphas indicated that 

reliability was good for DOSPERT (.802) dominance (.805), prestige (.725), and trust (.845). 

Finally, they were redirected to another site to complete the BART. Participants were asked to 

provide a code name. Earnings from the PDG, Choice Task and BART were combined and 

available for participants to pick up, using the provided code name to preserve their anonymity. 

Results and Discussion 

The CT was not correlated with the BART, r(141) = .074 [-.092 to .236]. There was no 

statistically meaningful difference between PDG cooperators and defectors on the BART; 

cooperators: n = 59, M = 31.88 [28.21 to 35.56]; defectors: n = 77, M = 34.14 [31.13 to 37.15]; 

difference = 2.26 [-2.45 to 6.96]. The same lack of difference was observed for the CT; 

cooperators: n = 59, M = 3.36 [2.86 to 3.86]; defectors: n = 78, M = 2.91 [2.51 to 3.31]; 

difference = -.45 [-1.08 to .18]. Feelings of anonymity did not mediate these relationships (using 

the same mean-split analysis technique as Study 1), which is consistent with the anonymity of 

the situation being less ambiguous than Study 1. The much higher defection rate compared to 

study 3A (56.9% versus 16.9%, difference
4
 = 40.0% [30.4% to 48.9%]) is consistent with 

participants of 3B interpreting their PDG decision as being more anonymous. A binary logistic 

regression including all available significant predictors of defection in the highly social 

environment of Study 3A (BART, Dominance & Trust) reveals that none of these predicted 

defection in the highly anonymous environment of Study 3B (all ps > 0.35).
5
  

Studies 3A and 3B: General Discussion 

The results of Studies 3A and 3B involving the BART support the hypothesis that social cues 

facilitate the association between selfish behavior and risk-taking. Among students playing the 

PDG face-to-face in the lab, defectors consistently take more risks in the BART (Study 1 and 

Study 3A). When the same population completes the same tasks in a highly anonymous online 

environment (Study 3B), defection rates increase and there is no relationship between PDG and 

BART. This suggests that the relationship between risk preference and defection is context-

                                                           
4
 This analysis makes the simplifying assumption that all decisions were independent. Analyses that treat the 

participant as the unit of analysis produce qualitatively similar results. 
5
 We did not ask for participant sex to preserve anonymity. 
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dependant, and emerges only in highly social settings. Similarly, trust was only related to 

defection in the highly social environment. 

We continue to observe no relationship between PDG and Choice Task in an online 

environment, and we observed a weak relationship between these variables among the student 

population in the lab. Only the BART is consistently strongly associated with PDG decisions in 

accordance with our theory, though the Choice Task trends in the predicted direction across all 

studies. 

GENERAL DISCUSSION (Chapter 3) 

We interpret selfish behavior—actions that bring personal gains at cost to others—as a form of 

more general risk-taking. Selfish behavior is risky because the outcome variance of selfish acts 

typically exceeds that of cooperative acts. Specifically, selfish behavior increases immediate 

payoffs and risks punishment or other costs associated with harm to reputation. A variety of risky 

and selfish behaviors co-occur among individuals in the real world, but no previous research has 

established a direct link between behavioural measures of variance preference and behavioral 

selfishness in laboratory tasks. We expected to observe an association between risk-taking and 

selfishness, especially when situational cues suggest that selfish behavior may be damaging to 

one’s reputation (and therefore the outcomes of future social interactions).  

We conducted six studies in which participants completed behavioural measures of risk-taking 

and played PDGs in varying social contexts. Consistent with our interpretation, risk-taking on 

the BART, a well-validated laboratory measure associated with a variety of risky real world 

behaviours, was associated with PDG defection in the highly social contexts, but not in more 

anonymous contexts. Furthermore, when actual anonymity was ambiguous because strong 

situational cues conflicted with promises of anonymity, naturally-occurring variation in feelings 

of anonymity moderated the relationship between BART scores and defection (in Study 1).   

We observed associations between risk-taking and selfishness in two studies conducted in the 

laboratory but not in four studies conducted online. Our interpretation of this pattern is that 

participants were more convinced of their anonymity when making decisions in an online 

environment. Anonymous decisions cannot affect one’s reputation or future interactions, 

rendering anonymous selfishness less risky, in turn eliminating the association between risk-

taking and selfishness.  

The issue of anonymity in online studies evokes an interesting set of concerns regarding future 

research. How can reputational concern be induced in online environments? Are cues of online 

non-anonymity (e.g., active web-cameras, unique identifiers like email addresses) less effective 

than more socially valid cues (e.g., real people nearby, faces looking at us)? We look forward to 

attempts to answer these questions. Such investigations would inform the study of real life online 

risky or selfish behaviours such as internet gambling, cyber-crime, cyber-bullying, and “flaming” 

on online message forums. 
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We have shown that, under certain circumstances, selfish behavior in the laboratory correlates 

with asocial behavioural risk-taking. An important next step is to determine if—and how—the 

same causal pathways produce risky and selfish behaviors. For example, if specific individual 

differences are associated with higher baseline levels of risk-taking behaviors, are they also 

associated with higher levels of selfish behaviours? As another example, economic inequality as 

an environmental variable is correlated with numerous risky and selfish behaviours (reviewed in 

Wilkinson & Pickett, 2009). Recent laboratory investigations have also begun to establish a 

causal relationship between inequality and risk-taking (Mishra, Barclay, & Lalumière, 2014; 

Mishra, Sparks, & Barclay, in preparation). In light of the present results, it would be interesting 

to examine the relationship between inequality and selfishness in future research.  

Limitations 

Despite the results of this study, several limitations must be recognized. Only the BART and was 

consistently associated with selfish behaviour in non-anonymous contexts. These findings may 

raise concerns about Type I error. Mitigating such concerns somewhat, we note that our other 

behavioral measures—the Choice Task and the Future Discounting Task—showed trends in the 

predicted directions across all studies. Studies with more power and/or additional variables to 

account for variance in cooperation may detect meaningful associations between selfishness, the 

Choice Task, and future discounting. Similarly, we used only one or two PDG decisions as the 

dependent variable in each study; future work using greater number of cooperative measures 

might produce more reliable associations. 

The Choice Task was inconsistently related to the BART, perhaps because these tasks capture 

different elements of risk-taking. These tasks might engage different learning patterns (Bishara et 

al., 2009) and/or different degrees of conscious deliberation (Pleskac & Wershable, 2014). 

Regardless, it is not surprising that the behavioral risk task that best matched our hypotheses—

the BART—has very high external validity (reviewed in Lauriola et al., 2014).  

The relationship between PDG defection and the BART was stronger in Study 1 than in the 

quasi-experimental conditions used in Study 3A. Nevertheless, Study 3A did replicate the 

qualitative pattern observed in Study 3, and produced results for the BART that are considered 

significant in two types of conventional analyses. This result may be due to the fact that the 

unpaid BART decisions in Study 1 exaggerated risk-taking tendencies (Ferrey & Mishra, 2014), 

strengthening the relationship between risk-taking and defection compared to the compensated 

BART in study 3A. Independent replications of these findings are needed. 

Conclusions 

Previous work has shown that a commonly employed laboratory measure of variance preference, 

the BART, is associated with such real world risky behaviours as violence, dangerous driving, 

and sexual aggression. The studies we report extend this research by showing that the BART is 

associated with PDG defection, and that this association is moderated by anonymity. Our results 
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support the interpretation of selfishness as a form of more general risk-taking, offering potential 

to integrate the study of cooperation/selfishness with the study of risk-taking more broadly. 
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Chapter 3 Supplement: Risky Personality, Behavioral Risk Taking, and Defection 

The hypothesis and six studies presented in the main text focus primarily on behavioral 

outcomes. Specifically, we hypothesized and presented supportive evidence that behavioral risk-

taking was associated with public—but not private—PDG defection. In five of those studies we 

also collected data on individual differences in personality that relate to risky behavior. Here we 

examine the weaker hypothesis that risky personality, as assessed by self-report, is positively 

related to punishable defection and unrelated to unpunishable defection. 

Study 1 

Participants completed the Eysenck Impulsiveness Scale (EIS), the most widely used trait 

measure of impulsivity in psychological research (Eysenck et al., 1985), and the Retrospective 

Behavioural Self-Control Scale (RBS), an instrument that assesses behaviors across one's 

lifespan associated with low trait self-control (Marcus, 2003). Representative EIS items include 

“are you an impulsive person?” and “do you mostly speak before thinking things out?” RBS 

items include “I did my homework on time” and “I have stayed out much later than arranged 

with my parents.” 

Defection was not strongly associated with self-reported impulsivity, r(84) = .068 [-.149 to .278] 

or self-control, r(84) = -.134 [-.339 to .083]. This result is somewhat surprising given that 

behavioural impulsivity in the form of future discounting is associated with defection in the PDG 

(Curry, Price, & Price, 2008). However, some research suggests that individual differences in 

personality associated with risk-taking are only relevant in situations without clear costs (Mishra 

& Lalumière, 2010)—a caveat that does not apply for decision-making involving 

cooperation/selfishness.  

Study 2B 

Participants completed the Domain-Specific Risk-Taking Scale (DOSPERT), a measure of risk-

taking in multiple different content domains (Blais & Weber, 2006; Weber et al., 2002). 

Participants are asked to rate how likely they are to engage in such activities as “passing of 

somebody else’s work as your own” and “driving a car without wearing a seatbelt.” Previous 

research has shown that DOSPERT scores are highly associated with trait impulsivity and 

sensation-seeking, and as such, the DOSPERT can be considered a measure of individual 

differences in risky personality (Mishra & Lalumière, 2011). Internal consistency of the scale 

was excellent (Cronbach’s alpha = .911). 

DOSPERT was positively associated with Choice Task risk-taking although the 95% confidence 

interval includes zero, r(96) = .185 [-0.16 to .372]. There was no relationship between 

anonymous defection and DOSPERT scores, r(96) = .033 [-.169 to .232]. These results are 

modestly supportive of the hypothesis that risky personality is not associated with private 

defection but is associated with behavioural risk-taking more generally. 
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Study 2C 

DOSPERT reliability was excellent (Cronbach’s alpha = .947) and scores were positively 

associated with both risk-taking measures, but not with PDG defection; CT: r(228) = .193 [.065 

to .315]; BART: r(212) = .107 [-.028 to .238]; PDG r(228) = -.059 [-.187 to .071]. These results 

are supportive of the hypothesis that risky personality is not associated private defection but is 

associated with behavioral risk-taking. 

Study 3A 

DOSPERT reliability was good (Cronbach’s alpha = .838) and scores were positively associated 

with behavioural risk-taking and PDG defection: CT, r(158) = .135[-.022 to .285]; BART, r(155) 

= .145 [-.013 to .296]; PDG: r(158) = .124 [-.033 to .296]. However, in all cases the 95% 

confidence intervals barely include zero. Risky personality was associated with public defection, 

and the effect was of similar magnitude to the association with behavioral risk-taking. These 

results are somewhat supportive of the hypothesis that public defection is associated with risky 

personality. 

Study 3B 

DOSPERT reliability was good (Cronbach’s alpha = .802) and scores were associated with 

private defection, but not the other risk-taking measures; CT: r(142) = -.069 [-.206 to .07]; 

BART: r(141) = .081 [-.059 to .218]; PDG r(142) = .141 [.002 to .274]. These results were 

somewhat surprising; if anything we expected that BART and CT scores would correlate with 

risky personality, as in study 3A, and private defection would not, as in Studies 2B and 2C.  

The effect size of the association between risky personality and PDG defection was similar in 

both studies involving student participants (3A and 3B), despite the difference in the anonymity 

of the PDG. We classify the methods of Study 3B as less anonymous than the methods of Study 

2 (Table 1 of the main text) because participants knew they were interacting with fellow students 

and that the study was being conducted by researchers from their university. In other words, 

despite the guarantee of procedural anonymity, conflicting situational cues may have led some 

participants to feel like their decision was not anonymous.  

To test whether feelings of anonymity mediated the relationship between risky personality and 

PDG defection, we compared the correlations of participants who reported above-average 

feelings of anonymity to those who reported below-average feelings of anonymity. Our 

hypothesis would be supported if participants who felt high levels of anonymity anonymous 

showed a lower correlation between defection and risky personality than those who felt low 

levels of anonymity, and if the difference between the high- and low-anonymity participants is 

greater for defection than for BART and CT (i.e. that the effect of anonymity is specific to 

defection). The results are reported in Personality Supplement Table 1. The relationship between 

defection and risky personality is indeed larger among those reporting below-average feelings of 
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anonymity (difference in correlation = .173) and this effect is larger than those for BART (.098) 

or CT (-.102), but large confidence intervals indicate that these trends should be interpreted 

cautiously. 

 

Table S1:  Correlations in Study 3B between DOSPERT and defection, BART and CT, by 

anonymity. Effect is Pearson's r or the difference between the two correlations. 

General Discussion 

The hypothesis we present in the main text, that punishable defection is a form of risk-taking, 

suggests that risky personality should correlate with punishable defection. None of the 

personality data we collected contradicts our hypothesis, and some of these data are equivocally 

supportive. It is worth noting that risky personality traits have been inconsistently and weakly 

associated even with canonical behavioural risk-taking (e.g., Mishra & Lalumière, 2011; Mishra, 

Daly, Lalumière, & Williams, 2012) perhaps due to lack of variance in convenience samples. 

Generally, only studies that have utilized extreme groups designs (e.g., Mishra & Lalumière, 

2011) or examined risk-persistent populations (e.g., gambling addicts, convicts; Mishra et al., 

2012) have found consistent relationships between personality and behaviour. Disentangling how 

risky personality influences risk-taking, defection, and the relationship between them is an 

interesting question for future research. In particular, future research should examine 

cooperation/selfishness and individual differences in risk-propensity and risky personality among 

risk-persistent populations.  

  

PDG BART CT

Effect n 90% CI Effect n 90% CI Effect n 90% CI

Low-anonymity 0.249 54 -.02 to .484 0.133 53 -.142 to .389 -0.13 54 -.384 to .143

High-anonymity 0.076 88 -.136 to .281 0.035 88 -.176 to .243 -0.03 88 -.238 to .181

difference 0.173 -.111 to .441 .098 -.192 to .379 -.102 -.381 to .187
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CHAPTER 4 

Accurate predictions of Prisoner’s Dilemma decisions after a brief face-to-face interaction 

Abstract: Humans make social judgements about others based on information that is quickly and 

easily available, such as facial and vocal traits. The function of such mechanisms has received 

less attention from social psychologists; we argue their function is to accurately forecast the 

behavior of others.  There is some evidence for the predictive accuracy of social judgements, but 

much of it comes from situations where there is little incentive to deceive, which limits 

applicability to questions of the function of such mechanisms. One experiment that avoids this 

problem was conducted by Frank, Gilovich & Regan [1993]; their subjects predicted each other’s 

Prisoner’s Dilemma Game decisions with above-chance accuracy after a short interaction period. 

We report three original studies that replicate the methods of Frank et al. [1993] and reanalyze 

data from another replication. Our meta-analysis of these five studies confirms the original 

report: Humans can predict each other’s Prisoner’s Dilemma decisions after a brief interaction.  

Keywords: cooperation; cheater detection; thin slices; impression formation; evolution; social 

psychology 

 

Introduction 

Humans have long been subject to selection pressures imposed by complex social ecologies, 

leading to the evolution of psychological mechanisms for assessing those with whom we interact. 

Social psychologists have studied these assessment mechanisms with such research topics as 

impression formation (Neuberg & Fiske, 1987; Albright, Kenny & Malloy, 1988; Eyal, Hoover, 

Fujita & Nussbaum, 2011; Forgas, 2011), personality judgement (Funder, 2012; Oh, Wang & 

Mount, 2011), and thin slice studies (Ambady & Rosenthal, 1992; Ambady, Conner & Hallahan, 

1999; Ambady & Gray, 2002; Borkenau, Mauer, Riemann, Spinath & Angleitner, 2004; Willis & 

Todorov, 2006). Such research has established that humans form impressions of others, that we 

do so quickly and with limited information, that our impressions match the impressions of others, 

and that these impressions can have predictive value.  

But how do we actually use these impressions? How do our assessments affect our social lives? 

What is the function
6
 of these mechanisms? These questions have received less attention from 

                                                           
6 Distinguishing between proximate causation (i.e. mechanism and development) and ultimate causation 
(i.e. function and phylogeny; see Tinbergen, 1963) has proven quite useful in the evolutionary study of 
behavior (e.g. Holkamp & Sherman, 1989; Daly, 2011). Mechanisms involved in the assessment of others 
include cognitions, emotions, neural pathways, and stimuli-response processes involved in evaluations. 
The functional question about such mechanisms is: How are they strategically useful for promoting 
inclusive fitness (i.e. enhancing the reproductive success of genes)? 
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social psychologists. “Much of impression formation research examines how people combine 

trait information to form general impressions of others” (Eyal et al., 2011, p278). “Trait 

information” includes judgements about the target’s personality traits (e.g. Oh, Wang & Mount, 

2011; Albright et al., 1988), and such information is sometimes obtained in a fairly limited 

exposure to the target—a “thin slice” (e.g. Ambady & Gray, 2002; Ambady & Rosenthal, 1993).  

For the most part, these literatures focus on elucidating mechanisms (Funder, 2012), giving less 

consideration to the function or adaptive significance of such judgments (e.g. Eyal et al 2011; 

Forgas, 2011). Even when function is considered, as when evaluating the relationship between 

judge and target (discussed further below), the discussion is often at the level of internal 

proximate mechanisms (e.g. resolving contradictory internal assessments; Neuberg & Fiske, 

1987, pp 432-433) rather than on the level of solutions to strategic problems that may be favored 

by selection (e.g. the problem of predicting a potential social partner’s behaviour).  

Function-focused research about assessing others would seek to characterize the relationship 

between a judge’s impression of a target and the target’s future behaviour. After all, predicting 

people’s future behaviour is surely an important sub-problem of the broader task of making good 

social decisions. However, “accuracy” in the study of personality judgments and thin slices is 

most often operationalized as agreement between the judge’s rating of a target and the target’s 

self-rating or as agreement between multiple judges (e.g. Albright et al., 1988; Ambady & 

Rosenthal, 1993; Ambady & Gray, 2002); rarely is the “gold standard” of accurate behavior 

prediction employed (Funder, 2012). When the gold standard is used or discussed, it often takes 

the form of personality judgements correlating with behaviours of the targets (e.g. Ozer & Benet-

Martínez, 2006; Fast & Funder, 2008; Oh, Wang & Mount, 2011, Hepler & Albarracín, 2013; 

Rule, Krendl, Ivcevic & Ambady, 2013), rather than behavioral predictions about the targets 

corresponding to behaviors of the targets. In sum, it appears that little recent social psychology 

research about how we make impressions of others explicitly considers whether we can and do 

use impressions to accurately predict people’s behavior, despite the clear functional importance 

of such predictive ability.  

Function-focused research would also approach this problem differently by considering the 

strategic interests of the judge and the target. Is it in the interests of the target to be accurately 

evaluated? How can the judge use an accurate judgement? Investigations of how judges’ 

accuracy is influenced by motivation and outcome dependency (e.g. Pelham & Neter, 1995; 

Neuberg & Fiske, 1987; de Melo, Carnevale, Read & Gratch, 2014) are a nod to the importance 

of strategic interests, but for the most part these issues have not been addressed by social 

psychologists. Efforts to situate assessment mechanisms in their social context, such as by 

considering how the relationship between the judge and the target affects the assessment, are rare 

(Fiske & Dépret, 1996). Indeed, a recent review paper on the accuracy of personality judgements 

(Funder, 2012) discusses what makes “good judges” without considering motivation or incentive 

to judge the target correctly, and what makes “good targets” without considering the target’s 

strategic interest to inform or deceive the judge.  
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A great deal of evolutionary literature on the psychology of social behavior is devoted to the 

issue of how humans use information about past behaviour—reputation—to inform social 

decision-making (reviewed by Barclay, in press). But how do people make judgements when 

reputation information is unavailable? Evolutionary social psychology research has established 

that specific information that can be obtained quickly and easily can be used to accurately predict 

incentivized social behaviour, such as vocal characteristics predicting aggresion (Sell et al. 2010; 

Puts et al. 2011) and facial features or expressions predicting cooperation and honesty (e.g. 

Brown et al. 2003; Fetchenhauer et al. 2010; Haselhuhn et al.; Little et al., 2009; Oda et al. 2010; 

Tognetti et al. 2013; Verplaetse et al. 2007; Verplaetse & Vanneste 2010; Stirrat & Perrett, 

2010). The evolutionary “thin slice” studies consider the strategic interests of the targets by 

assessing their behavior in the context of real social interactions, often operationalized as 

cooperate/defect decisions in economic games.  Much of this literature is explicitly anchored by 

theoretical consideration of the functional significance of the mechanisms being investigated, 

such as harnessing the benefits of repeated mutual cooperation and avoiding the costs of 

interacting with non-cooperators, and related problems (Cosmides & Tooby, 1989).  

However, there are at least two important shortcomings of the methods employed in these 

evolutionary studies. First, they involve presenting images or video of target individuals whose 

behaviour will be predicted, rather than making predictions in the more ecologically-valid 

context of a face-to-face encounter. Second, and more importantly, these studies fail to fully 

consider strategic interests because they involve situations in which non-cooperators had little 

incentive to present themselves as cooperative (Kiyonari, 2010). In reality, defectors benefit 

from appearing cooperative; making accurate prediction under such circumstances is much more 

important to questions of function.   

In light of the above concerns with both the mainstream social psychology literatures (on 

impression formation, personality judgement, and thin slices) and evolutionary social psychology 

literature on mechanisms for predicting social behaviour, it seems especially important to seek 

evidence for the accuracy of (1) incentivized predictions of (2) incentivized behaviour (3) when 

the target has incentive to deceive the judge. Surely such evidence is crucial to any social 

psychology argument that accurate impressions are of consequence, just as it is crucial to 

evaluating models of the evolutionary origins of cooperation (Kyonario, 2010). 

Evidence meeting the criteria above was provided by Frank, Gilovich & Regan (1993), who 

showed that previously unacquainted people can predict the decisions of others in a Prisoner’s 

Dilemma Game (henceforth “PDG”) after 30 minutes of face-to-face interaction. To be clear, our 

focus here is not on the theoretical ideas of Frank et al. (1993); our focus is on evidence that 

people can accurately predict each other’s PDG decisions. In a PDG, two players each have a 

choice of cooperating with their partner or defecting on them. Mutual cooperation results in the 

highest combined payoff, but each player does better for herself by defecting (See Table 1), 

hence the “dilemma”. Many cooperative interactions can be modeled with the PDG (Axelrod 

1984; Brembs, 1996; Klapwijk & Van Lange, 2009; Nowak & Sigmund, 1992, 1993; Boyd & 
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Lorberbaum, 1987; Dawkins, 1976/2006; Wilson, 1971). If the game is certain to be an isolated 

event, defection is the dominant strategy and is favored by natural selection. But if the outcome 

of one game can affect future social interactions, whether with the same partner or others, natural 

selection can favour the evolution of cooperative PDG strategies.  

The PDG prediction ability reported by Frank et al. (1993) has been frequently cited in the 

literature on cooperation (e.g. as of April 1, 2015 total Google Scholar citation count is 263), 

especially the literature on cheater detection (e.g. Sylwester et al. 2012; DeSteno et al. 2012; 

Little et al. 2013). Frank et al. (1993) have also been cited in studies of other topics of general 

interest to social psychologists, including sociopathy (Mealy, 1995), morality and fairness 

(Baumard et al., 2013), determinants of cooperation (Fischer, 2009), Interdependence Theory 

(Rusbult & Van Lange, 2003), and the applicability of rational choice theory to understanding 

social interactions (Colman 2003). As argued above, we think that the empirical findings of 

Frank et al. (1993) are highly relevant to studies of impression formation, personality judgement 

and thin slice judgments because they provide supportive evidence of a function of such 

mechanisms: to accurately forecast the behavior of our (potential) social partners.  

While Frank et al. (1993) allude to conducting several different versions of their study with 

varying interaction times, we are aware of only one replication conducted by another researcher 

and published in a peer-reviewed journal. Brosig (2002) confirmed the original result but did not 

analyze all data relevant to her replication; we include an analysis of her full data set in this 

paper. The work of DeSteno and colleagues (2012), including Frank, conceptually replicates and 

extends some aspects of Frank et al. (1993). However DeSteno et al. (2012) did not provide their 

participants with an interaction in which they had clear incentive to deceive their partner, and 

thus this research suffers from the shortcoming discussed above.  Independent direct replication 

and peer review are essential to the scientific process, and so here we report PDG prediction data 

from three of our own studies involving methods very similar to those of Frank et al. (1993).  

Methods 

Overview  

The first of three new studies we report here was originally designed as a pilot test of methods 

then intended to replicate and extend Frank et al. (1993). We used a slightly modified version of 

their methods as our control condition, expecting to observe similar predictive accuracy, and we 

expected to observe greater predictive accuracy in our experimental condition. In a small pilot 

sample, we found no evidence of above-chance prediction in the control or experimental 

conditions; thus there was no direct test of our prediction and no replication of the original 

results. Wondering if minor methods differences might explain the null replication, we designed 

the second study to more precisely replicate Frank et al. (1993). We found a positive effect for 

predictive accuracy, although the 95% confidence intervals for that effect included zero. A third 

study was designed to test whether PDG defection is correlated with outcomes of other tasks; we 
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report those results elsewhere (Sparks et al., in review [Ch. 3]).  We asked these participants to 

predict each other’s decisions after a brief interaction, so those data are relevant to the current 

investigation of the accuracy of PDG predictions.  

So, we conducted three studies in which participants met briefly and then tried to predict each 

other’s PDG decisions; Brosig (2002) reported a similar study. These four studies replicate the 

methods of Frank et al. (1993) fairly closely. Our goal here is to evaluate data from all five of 

these studies about the accuracy of PDG predictions. Do the collective results of these five 

studies demonstrate that people can predict each other’s PDG decisions after a brief interaction?  

Our strategy for evaluating the collective results is to pool all available predictions. We welcome 

future attempts to apply more nuanced meta-analytical techniques to these data. Meanwhile, our 

simple approach provides useful evidence confirming the original report that people can indeed 

predict each other’s PDG decisions. Pooling data from all five studies means that some 

differences between studies are ignored. The next section discusses the differences between 

studies and the implications of those differences for interpreting our analysis of pooled data. 

General Methods 

All five studies shared the following methods. Student participants came to a laboratory, 

received an overview of the PDG, spent some time talking to their PDG partner(s), then played a 

PDG with one or more partners and tried to predict the decisions of the partner(s). 

Major Methods Differences 

Full descriptions of our methods and copies of our materials are included in online supplemental 

material. Methods differences are inevitable in replication. Table 1 summarizes the most 

important differences among studies providing data on the accuracy of PDG predictions. These 

discrepancies should not obscure the fundamental similarity of these methods: participants were 

informed about the PDG, met briefly with each other, tried to predict each other’s PDG 

decisions, and then played PDGs. In the sections below, we discuss the relevance of several 

major methodological differences to our analyses and interpretation of the prediction data. 

Several minor differences are discussed in supplementary material. 
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Table 1: Methods Discrepancies. Summary of the differences in methods between studies, as 

discussed in main text and supplement. Sample size. Some predictions were disqualified (e.g. for 

defection promises) or missing, so total predictions is not always an exact multiple of 

participants and predictions per player. Interaction Structure. Participants interacted before 

predicting each other's decisions. Brosig's participants had multiple paired interactions. 

Participants in other studies had a single interaction in groups of sizes 2, 3 or 4. PDG 

Parameters. The payoff when a defector plays a cooperator is T (“Temptation to defect”) for the 

defector and S (“Sucker’s payoff”) for the cooperator. Mutual cooperation pays R (“Reward for 

mutual cooperation”) to each player. Mutual defection pays P (“Punishment for mutual 

defection”) to each player. A Prisoners Dilemma exists whenever payoffs are such that 

T>R>P>S and 2R>T+S. Units for Frank et al. are USD. Units for Brosig are "lab dollars" 

convertible to DM at 4:1. Units for our studies are CAD. 

Previous Acquaintance of Participants 

Frank et al. (1993) ensured that their participants were previously unacquainted. Brosig (2002) 

collected data on previously-acquainted participants but excluded their predictions from her 

reported analyses. Previous acquaintance was not relevant to the hypotheses our methods were 

designed to test, so we only collected acquaintance data in Study 1 (based on experimenter 

observation) and never screened participants on this basis. In Study 1, 11.9% of games were 

played between acquainted participants; Studies 2 and 3 drew from the same participant pool and 

Frank et al.  (1993) Brosig (2002) Our Study 1 Our Study 2 Our Study 3

Acquanted Ps identified? yes yes yes no no

By whom? participant participant experimenter - -

PDG decisions revealed? no no no no yes

Defection promises between participants

Identified? no yes yes yes yes

Measures of confidence in prediction

Included? yes no yes yes yes

Scale 50 to 100 - 50 to 100 50 to 100 0 to 100

Sample size

Number of participants 99 143 60 84 158

Predictions per player 2 3 2 or 3 2 1 or 2

predictions 198 394 168 167 283

Interaction structure

Time (minutes) 30 10 25 30 10 to 20

Group size 3 2 3 or 4 3 2 or 3

PDG payoff parameters

T 3 40 3 4 4

R 2 24 2 2.25 2.25

P 1 8 1 1.5 1.5

S 0 -8 0 0 0

Experimental condition no no yes yes no

Discrepancy

Previous acquaintance of participants

Anonymity of participants' decisions
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we have no reason to suspect major differences. Thus, we expect that all of our studies included 

a minority of previously-acquainted participants. 

The challenge of making decisions involving novel partners is closely related to the challenge of 

making decisions involving known partners in novel settings – reputation information is either 

unavailable or of unclear value. As it is quite unlikely that acquainted participants in our research 

experiments have ever played a formal PDG with each other, they are likely in a novel social 

context. Obviously a data set that includes predictions of previously-acquainted participants is 

inadequate for addressing the specific question investigated by Frank et al. (1993): Can people 

distinguish cooperators from defectors based only on a brief interaction? But such data do 

provide information about a related and more general question: Can people predict social 

decisions of others in the absence of information about their past behaviour in the same social 

context? Our meta-analysis suggests that the answer to the latter question is yes. The extent to 

which the latter question informs the former depends on whether previous acquaintance alters 

predictive accuracy.  

We see no clear a priori prediction on the matter. Recall the Godfather’s advice: “keep your 

friends close but your enemies closer” (Coppola, 1974). People who know each other well might 

apply that knowledge towards cooperative coordination or towards competitive deception and 

exploitation (see Sylwester et al., 2012). In an effort to shed light on how previous acquaintance 

affects predictive accuracy, we report separate analyses of acquainted participants when possible 

– for our reanalysis of Brosig’s data and for our Study 1. We found no evidence that acquainted 

participants are more or less accurate in their predictions (Figures 1 and supplement), but these 

analyses are based on small samples and must be regarded as very preliminary. 

Anonymity 

All studies except our Study 3 ensured that participants’ PDG decisions would never be known 

to other participants or to the experimenter with whom participants directly interacted. 

Experimenter guarantees of anonymity and one-shot interaction like those offered in Frank et al. 

(1993), Brosig (2002), and our 1
st
 and 2

nd
 study offer a cue that the current interaction is unlikely 

to have reputational consequence for any future interactions. However, such guarantees are not 

the only cues used to gauge reputational consequences. A growing literature shows that an 

invalid cue to observation—images of eyes— increase cooperativeness, even in effectively 

anonymous settings (Sparks & Barclay, 2013). This suggests that such cues increase the 

estimated likelihood that the current interaction may have reputation-mediated consequences for 

future interactions, even when anonymity was promised by experimenters. If exposure to images 

of eyes, or even images bearing only a crude resemblance to eyes (Rigdon et al. 2009), can make 

otherwise anonymous participants behave as if their reputation is at stake, it seems reasonable to 

suggest that several minutes of face-to-face conversation between students at the same university 

could have a similar effect. Participants in Frank et al. (1993), Brosig (2002) and our Studies 1 

and 2 are likely to have assessed (perhaps implicitly) that there was a non-zero chance that their 
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PDG decisions could influence their future interactions with their classmates and/or professors, 

despite procedural guarantees to the contrary.  

Thus, we argue that the difference between the experiences of participants in our Study 3 and the 

other studies was not one of strictly public versus strictly anonymous decisions. We suggest that 

the decision-making mechanisms of our participants don’t evaluate a strict dichotomy between 

anonymous and public, but a probabilistic continuum of likelihoods that the current social 

decision will affect future social outcomes. Compared to participants in the other studies, 

participants in Study 3 faced social decisions with greater probabilities of influencing the 

outcomes of their future interactions. We see no clear a priori reason to think that this difference 

would influence the accuracy of predictions, and thus no reason to exclude Study 3 from our 

pooled analysis. 

Interaction Structure 

Table 1 includes information about the structure of the interactions between participants, during 

which they presumably form impressions on which they base their predictions. Brosig’s (2002) 

participants interacted in pairs; each player had three consecutive paired interactions.  Frank et 

al.’s (1993) participants interacted in groups of three before each player predicted the decisions 

of the other two. In our first study, interactions occurred in groups of size three or four; our 

second study included only groups of three; our third study included groups of three and pairs. 

The amount of time for the interactions varied as well (see Table 1).  

Our design decisions reflected assumed trade-offs between the quality of interaction provided to 

participants and the quantity of prediction data that can be collected under time and cost 

constraints. A reasonable hypothesis about the relationship between interaction structure and 

predictive accuracy is that accuracy will be greater when groups are smaller and when interaction 

time is longer, i.e. when the interactions are less diluted. Indeed, this was how Frank et al. (1993) 

explained the greater predictive accuracy in their study compared to a study involving much 

larger groups. That specific hypothesis can be tested in future work. For current purposes, we 

simply assess predictive accuracy among people who interacted for 10 to 30 minutes in groups of 

four players or fewer. 

Analysis 

Effects Reported. 

Our analysis strategy uses effect size estimation rather than null hypothesis testing (Cumming 

2013). Since we are primarily interested in the analysis of pooled results, power analyses for 

each study are unnecessary; we simply calculate the effect sizes and confidence intervals for the 

effects.  We estimated three effects: (1) the overall accuracy of predictions, (2) the difference in 

defection rates between players predicted to defect and players predicted to cooperate, and (3) 

the difference in confidence between accurate and inaccurate predictions. Below we explain how 
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the first effect was calculated and how it can be interpreted. The latter two effects are described 

and reported in supplementary material. 

Overall accuracy of predictions. 

The actual accuracy of predictions must be compared to the accuracy expected by chance. As in 

Frank et al. (1993), chance accuracy is calculated using the actual prediction rates and the actual 

cooperation/defection rates from the relevant pooled sample: 

Equation 1: 

Chance accuracy = [% of cooperation predictions]*[actual cooperation rate] + [% of 

defection predictions]*[actual defection rate] 

This chance accuracy rate is subtracted from the actual accuracy rate and the 95% confidence 

intervals (CIs) of the actual accuracy rate (calculated using ESCI; Cumming, 2011) to calculate 

the estimated effect size and its 95% CIs. The units of the effect are percentage points (i.e. not 

raw percentages).  This effect can be interpreted as the difference in accuracy between actual 

participants and the expected accuracy of someone who randomly predicts cooperation at the 

same rate as the overall sample actually cooperates. Effects above zero are evidence that 

participants can accurately predict the PDG decisions of other players. 

Levels of Analysis: Round, Study, and Meta-Analysis 

Round and study. 

For each of our three studies, we estimate effect sizes at two levels of analysis. The level that we 

emphasize in our results and discussion sections pools all predictions made by participants in that 

study. Analyses at this level make the simplifying assumption that each prediction is an 

independent observation, despite most individual participants making two or more predictions 

and despite most players’ decisions being predicted by two or more other players. Concerns 

about this simplifying assumption are partially mitigated by noting that no specific pairing of 

participants was duplicated. To further address the issue of non-independence, following Frank 

et al. (1993), we also analyzed player’s “rounds” of predictions separately
7
. Analyses at the level 

of rounds have less power than the higher level analyses, but qualitatively similar results suggest 

that interpretations of higher level analyses are robust to the violations of the assumption of 

independence. 

 

 

                                                           
7
 Round 1: player 1 predicts player 2; player 2 predicts player 3; player 3 predicts player 1.   

Round 2: player 1 predicts player 3; player 2 predicts player 1; player 3 predicts player 2. 
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Meta-analysis 

We pooled data of all predictions from multiple studies to estimate two effects: overall accuracy 

and defection rate differences. We conducted pooled analyses of our 3 studies and of all 5 studies 

(i.e. Frank et al. (1993), Brosig (2002), and our three studies).  

Results 

In Figure 1, we report effect size estimates for predictive accuracy by round and study for our 

studies and our reanalysis of Brosig’s (2002) study. We include more detailed results in the 

online supplementary material. Positive values for the effect are evidence of ability to accurately 

predict PDG decisions after a brief interaction period. Below we offer our interpretation of these 

data. 

 

Figure 1: Difference between actual and chance accuracy of Prisoners Dilemma Game 

predictions. Predictive accuracy (relative to chance) in the Prisoners Dilemma Game. Each bar 

is the difference between the actual accuracy and random guessing based on the proportion of 

cooperators and defectors in each population. Error bars represent 95% confidence intervals.  

Round and Study Level 

Study 1 provides no evidence of predictive accuracy. Study 2 provides equivocal evidence of 

predictive accuracy; the study level effect is positive (5.9% [-2.0% to 12.2%]), though the 

confidence intervals of the effect includes zero. Study 3 also provides equivocal evidence of 

predictive accuracy. The effects for overall predictive accuracy were positive in both rounds but 

the 95% CIs included zero (Supplemental material); the same was true at the study level (4.5% [-
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0.4% to 8.5%]). Brosig’s (2002) study offers evidence of above-chance predictive accuracy—the 

study level effect is decisively positive (6.4% [1.6% to 11.1%]). All effects are positive at the 

round level, but with wider confidence intervals (Supplement). 

Meta-analysis 

The results of any one study or round (especially those with smaller samples) are less valuable 

than the result of meta-analysis of all available data. When the 1210 predictions from all 5 

studies are pooled, actual predictive accuracy (69.9%) exceeds chance accuracy (63.2%) by 6.7 

percentage points [4.1 to 9.2]. Correspondingly, those predicted to defect did so 44.8% of the 

time, compared to a 23.8% defection rate for those predicted to cooperate (effect = 21.0 [14.2 to 

27.8]; see supplement); in other words, players predicted to defect were 1.88 times more likely to 

actually defect than those predicted to cooperate. The confidence intervals of these effects are 

decisively above zero, indicating that across these five studies, players’ predictions were more 

accurate than chance. A corresponding meta-analysis that pools our three studies alone produces 

similar results. 

Analysis of Acquainted Participants 

Figures 1 includes effects for the acquainted participant subsamples of Brosig’s (2002) study and 

our Study 1. The combined overall predictive accuracy effect for these subsamples was 7.2% (-

8.0 to 16.0). Based on these small samples, there is no clear evidence that the predictions of 

acquainted participants are more or less accurate than those of unacquainted participants. 

Especially because acquainted participants were likely a minority of our sample, it seems 

unlikely that above-chance accuracy in our studies is due solely to the inclusion of acquainted 

participants. 

Discussion 

Much evidence shows that humans can quickly form impressions of others that align with 

consensus, and that these impressions have some predictive connection to the behaviors of their 

targets. But how are these impressions actually useful to the people who form them—what are 

the functions of these mechanisms? Evidence that people can explicitly predict the behaviour of 

others is important for functional research into the mechanisms of impression formation and 

personality judgement, meeting an elusive “gold standard” of accuracy(Funder, 2012). We 

suggest that an even higher standard can be achieved: predicting behaviors of clear adaptive 

significance, social actions that directly affect us, made by actors about whom we have little 

information and who have incentive to deceive us. 

Frank et al (1993) met this high standard, showing that, after a brief interaction, people can 

predict whether others will cooperate with them despite incentive to defect. This study has been 

widely cited in the literature on cooperation and offers evidence of broad relevance to the 

functionally-informed study of social interactions. But to our knowledge their results had only 
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been replicated once, in a report that did not fully analyze the relevant data (Brosig, 2002). We 

conducted three original studies in which participants were asked to predict the PDG decisions of 

other players following a brief interaction. The combined data from these three studies replicates 

results reported by Frank et al. (1993) and Brosig (2002): following a brief encounter, people can 

accurately predict a social decision of a person who has incentive to mislead them. There is no 

evidence that this above-chance accuracy is driven by especially accurate predictions of 

previously-acquainted participants, though this issue deserves further study. 

Predictive accuracy effects were positive in four of the five studies we analyzed. The exception, 

our Study 1, involved the only participants who were asked to predict others’ decisions after an 

interaction session involving more than three people (Table 1). This very tentatively supports the 

argument that interaction quality influences predictive accuracy. 

Evidence of accurate prediction of social decisions under conflicting interests is a small but 

important step towards understanding the function of impression formation mechanisms. How do 

predictions and impressions inform the social decisions of the predictor? A good social foraging 

strategy might be to attempt to identify non-cooperative partners and avoid interacting with them 

entirely. Reputation information can be used this way (Barclay & Willer, 2007; Sylwester & 

Roberts, 2010)—perhaps impressions from brief exposures are used similarly. Our design 

offered no partner choice to participants; future work could investigate how defection prediction 

influences partner choice.  

Our results show that predictive accuracy is better than chance, but far from perfect. In every 

round of every study, people predicted cooperation more often than it occurred (Supplement 

Table 2). This bias to over-predicted cooperation might reflect an error management problem 

whereby the costs of exposing oneself to a non-cooperative partner are (assumed to be) small 

relative to the gains of acquiring a new cooperative partner (Delton & Krasnow et al., 2011). 

Future research could investigate whether predictive accuracy and errors are influenced by these 

types of functional cost-benefit estimates. Improved understanding of when and why we can 

accurately predict behaviour can in turn inform the study of memory or other down-stream 

psychological phenomena. For example, when defectors are not initially detected or avoided, it is 

perhaps best to remember them to avoid further interaction (Barclay & Lalumière, 2006). 
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Chapter 4 Supplementary Materials 

Methods details of our studies 

Study 1 

60 University of Guelph student participants signed up through an online recruitment service, 

and participated in groups of 3 (4 groups) or 4 (12 groups). They received course credit for their 

participation, plus any earnings from the game (mean=$5.92, SD=$2.49).   

Upon arrival, participants were given a briefing (delivered verbally by the first of two 

experimenters) about the PDG. This briefing thoroughly explained the logic of the game, noting 

that an individual player can always do better by defecting, but that the best outcome for the pair 

comes from mutual cooperation.  The briefing also explained how the anonymity of participants’ 

decisions would be secured through the use of two experimenters and by combining payment for 

decisions with a random amount (as in Frank et al. 1993). A full script of the briefing is provided 

in online materials. 

Next, participants interacted in their groups for 25 minutes.  They were told that they could 

discuss anything they like, including the game, and that the interaction period might help them 

decide what to do in the next phase. Players identified each other by a player number worn on a 

name tag (although some players introduced themselves by name during the interaction, and 

some players were previously acquainted). The first experimenter remained in the room during 

the interaction period, but did not participate except to answer questions about the methods. The 

experimenter made note if any players appeared to be previously acquainted. 

After the interaction each participant was given a sheet on which to record his or her PDG 

decisions, predictions about the other player’s decision, and confidence in those predictions (on a 

scale of 50, i.e. a total guess, to 100, i.e. complete certainty). Completed forms were placed in an 

envelope and returned to the first experimenter, who delivered them to the second experimenter 

to calculate payments. (The use of the second experimenter preserved the anonymity of player 

decisions.) Payments were sealed in envelopes with each player number on the front, and 

returned to the first experimenter to distribute to participants. Before receiving their payment, 

participants completed a debriefing questionnaire.  They received payment and a debriefing 

information sheet, and left one at a time.  

Experimental condition. 

The methods described above were the control condition of the pilot study. Half of the sessions 

were assigned to the experimental condition in which an additional PDG was played after the 

briefing and prior to the interaction period. Any earnings from the additional game were included 

in the single payment issued at the end of the session.  
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Study 2 

84 participants from the same participant pool were recruited and compensated as in Study 1. 

The only differences from Study 1 were: all groups were same-sex; all groups were size 3; the 

interaction period was extended to 30 minutes; the payoffs were slightly modified (see table 1); 

and the experimenter did not make note of previous acquaintance between participants.  

Study 3 

158 participants from the same participant pool were recruited and compensated as in Studies 1 

and 2. The methods differed from Study 2 in several respects. Groups of three were recruited (44 

groups; one disqualified because all players promised defection), but pairs were accepted if a 

third player was not available (13 pairs).  No procedures were used to conceal player decisions; 

all players were aware that other players and the experimenter would know the precise result of 

their games at the end of the session.  Interaction times varied from 10 to 20 minutes for pairs 

and 15 to 20 minutes for trios. There was no experimental condition involving a PDG game prior 

to the interaction period. Confidence in predictions was based on a scale of 0 to 100. In half of 

the sessions, participants completed several tasks prior to the PDG methods; in the other half of 

sessions these tasks were completed after the PDG methods. Analyses revealed no difference in 

cooperation rates or predictive accuracy based on task order, so data from the two conditions 

were pooled. 

Discussion of Minor Methods Differences 

Major methods differences are discussed in the main text. Here we discuss minor differences. 

Defection promises 

Participants promised to defect in one of our 3-person sessions (an entire group in Study 3) and 

several of Brosig’s paired sessions. Frank et al. (1993) do not directly discuss this issue. 

Defection promises are highly credible because there is no incentive for cooperators to be 

deceptive, and in all known cases defection was accurately predicted. To be conservative, these 

predictions were eliminated from analyses. Including them would raise our estimates of 

predictive accuracy. 

Confidence measures 

Participants in Frank et al. (1993) rated their confidence in their predictions on a scale of 50 to 

100, as did participants in our Studies 1 and 2. In several cases players in our Studies 1 and 2 

instead provided qualitative confidence responses (e.g. “fairly certain”); these were discarded 

from the analyses of predictive confidence. We also discarded several responses outside the 50 to 

100 range. In study 3, we used a 0 to 100 scale, which we hoped would be less confusing for 

participants. Brosig (2002) did not collect data on predictive confidence. 



74 
 

We regard confidence in predictions as of secondary interest to the accuracy of those predictions, 

and our scales were inconsistent. So, we report confidence results when they are available, but do 

not attempt a meta-analysis of these data. 

Experimental Condition 

Our first and second studies were each designed with a control condition and an experimental 

condition. The only difference in methods was that the experimental condition included an extra 

anonymous PDG game played after the briefing and before the interaction period. For both 

studies, analyses revealed no difference in cooperation rates or predictive accuracy between 

conditions, so data from the two conditions were pooled. 

Game Payoff Parameters 

The payoff structure of the PDGs varied across studies (Table 1). But all structures met the 

definition of a PDG and we see no a priori reason that accuracy would vary with structure. Thus, 

we did not analyze these differences. 

Additional Analyses 

In the main text we emphasize the overall accuracy of predictions. Here we describe two other 

effects. 

Defection rate differences. 

Because cooperation was the majority strategy in all populations studied, it was more difficult to 

predict cooperation at above-chance rates.  So we also calculated the difference in the actual 

defection rate between players who were predicted to defect and those predicted to cooperate. 

The difference between these rates and the 95% confidence interval of the difference were 

calculated using ESCI (Cumming, 2011). Effects greater than zero are evidence that players 

predicted to defect do actually defect at a higher rate than those predicted to cooperate; in other 

words, positive effects are evidence of predictive accuracy.  

Confidence differences. 

The third effect we report (when available) is based on participants’ reported confidence in their 

predictions. The mean confidence levels of accurate and inaccurate predictions were compared 

using ESCI software (Cumming, 2011). We report the difference between these means and the 

95% confidence intervals of that difference. Effects above zero are evidence participants were 

more confident in their predictions that proved to be accurate. 
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Additional Results 

Defection rate differences 

 

Supplement Figure S1: Difference in defection rate between those predicted to defect and 

those predicted to cooperate. Error bars represent 95% confidence intervals. 

The effects by study displayed in Supplement Figure 1 are very similar to Main Text Figure 1, 

which is not surprising since the effects are mathematically related. However, defection rate 

differences are more sensitive than overall accuracy. Accordingly, in our Study 3, this effect is 

more decisively positive than the overall accuracy effect.  

Round Level Effects 

Supplement Table 1 shows the Round level effects along with the Study level and Meta-

Analysis. Supplement Table 2 shows the rates of actual and predicted cooperation at the round 

level.  Supplement Table 3 shows round-level effects for defection rate differences. 

Acquainted Participants 

Brosig shared unpublished data involving 16 predictions by previously-acquainted participants 

(i.e. 8 pairs). They cooperated in 14 of 16 games, and predicted cooperation 14 out of 16 times. 

Expected accuracy is therefore 78.1%; actual accuracy was 100% (95% CI: 80.6% to 100%).  

The observed difference in defection rate between those predicted to defect and those predicted 

to cooperate is 100% (95% CI: 30.8 to 100). 
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Our Study 1 included 20 games between acquainted participants (i.e. 10 pairs). They cooperated 

and predicted cooperation 17 times, so chance accuracy is 74.5% (See equation 1 of main text). 

Actual accuracy was 70% (95% CI: 64.0% to 94.8%). The observed difference in defection rate 

between those predicted to defect and those predicted to cooperate is -17.6% (95% CI: -39.7% to 

41.0%). If anything, the acquainted participants in our Study 1 were less accurate than chance 

and less accurate than the average of all participants. 

Combining these two populations of acquainted participants, actual accuracy was 83.3% (68.1 to 

92.1), compared to chance accuracy of 76.1%. 

 

 

  

Supplement Table 1: Effects by Round, Study, and Meta-analysis

n Effect CI low CI high Effect CI low CI high Effect CI low CI high

Frank et al (1993)

combined 198 11.4% 2.1% 16.9% 0.0% 0.0% 0.0%

Brosig (2002)

round 1 132 10.0% -6.0% 18.1% 30.7% 10.0% 48.7%

round 2 134 5.3% -13.0% 12.3% 11.8% -5.4% 28.7%

round 3 128 3.4% -7.1% 17.2% 9.9% -9.1% 29.8%

combined 394 6.4% 1.6% 11.1% 17.0% 6.0% 27.9%

Study 1

round 1 56 4.6% -8.5% 15.6% 12.9% -12.5% 41.0% 6.67 -3.37 17.04

round 2 56 -5.4% -18.2% 7.1% -14.3% -34.8% 14.8% 3.88 -5.38 13.14

round 3 56 0.5% -12.6% 11.7% 1.7% -22.2% 34.0% -0.51 -10.55 9.54

combined 168 0.0% -7.5% 7.0% 0.0% -14.8% 17.5% 3.60 -1.86 9.05

Study 2

round 1 84 11.0% 0.7% 19.4% 32.3% 8.5% 53.9% 4.36 -6.06 14.78

round 2 83 0.7% -10.7% 9.9% 0.0% -20.9% 25.1% 6.69 -1.16 14.54

combined 167 5.9% -2.0% 12.2% 16.3% 0.4% 34.3% 5.69 -0.31 11.68

Study 3

round 1 142 5.3% -1.7% 10.6% 28.2% 6.9% 52.9% 15.48 5.58 25.37

round 2 141 3.7% -3.6% 9.3% 19.8% 0.4% 45.3% 12.32 2.64 22.01

combined 283 4.5% -0.4% 8.5% 24.0% 8.5% 42.2% 13.82 6.97 20.67

Meta-analysis

Our 3 Studies 618 4.5% 0.8% 7.9% 15.9% 6.5% 26.0%

All 5 Studies 1210 6.7% 4.1% 9.2% 21.0% 14.2% 27.8%

Predictive accuracy Defection Difference Confidence

Caption: n is the number of predictions. Each of the 3 effects reported are defined in section 2.6 of the main text. 

Note the the effect for Confidence is not standardized: Study 3 used different units than Studies 1 and 2. CI low and 

CI high refer to the boundaries of the 95% confidence intervals of the effects.
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Supplement Table 2: Decisions, Predictions and Accuracy

Effect

Study 1 Rate Predicted Rate Predicted Chance Actual lower upper lower upper

1 0.714 0.768 0.286 0.232 0.615 0.661 0.530 0.771 0.046 -0.085 0.156

2 0.679 0.750 0.321 0.250 0.589 0.536 0.407 0.660 -0.054 -0.182 0.071

3 0.714 0.821 0.286 0.179 0.638 0.643 0.512 0.755 0.005 -0.126 0.117

combined 0.702 0.780 0.298 0.220 0.613 0.613 0.538 0.683 0.000 -0.075 0.070

Study 2

1 0.714 0.771 0.286 0.229 0.616 0.726 0.623 0.810 0.110 0.007 0.194

2 0.667 0.786 0.333 0.214 0.595 0.602 0.488 0.694 0.007 -0.107 0.099

combined 0.690 0.778 0.310 0.222 0.606 0.665 0.586 0.728 0.059 -0.020 0.122

Study 3

1 0.852 0.894 0.148 0.106 0.778 0.831 0.761 0.884 0.053 -0.017 0.106

2 0.845 0.894 0.155 0.106 0.772 0.809 0.736 0.865 0.037 -0.036 0.093

combined 0.849 0.894 0.151 0.106 0.775 0.820 0.771 0.860 0.045 -0.004 0.085

Brosig (2002)

1 0.652 0.795 0.348 0.205 0.590 0.689 0.530 0.771 0.100 -0.060 0.181

2 0.612 0.664 0.388 0.336 0.537 0.590 0.407 0.660 0.053 -0.130 0.123

3 0.648 0.781 0.352 0.219 0.583 0.617 0.512 0.755 0.034 -0.071 0.172

combined 0.637 0.746 0.363 0.254 0.567 0.632 0.583 0.678 0.064 0.016 0.111

Frank et al (1993)

combined 0.737 0.813 0.263 0.187 0.648 0.763 0.669 0.817 0.114 0.021 0.169

Meta Analyses

Our 3 0.766 0.832 0.234 0.168 0.677 0.722 0.685 0.756 0.045 0.008 0.079

All 5 0.719 0.801 0.281 0.199 0.632 0.699 0.673 0.724 0.067 0.041 0.092

Caption: Effect is calculated as in section 2.6.1.1 of the main text. 

Cooperation Defection Accuracy 95%CIs 95% CIs
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Table S3: Differential Defection Rate Based on Prediction

Effect 95CI low 95CI hi odds

Total Defectors Total Defectors

Study 1 round 1 43 11 25.6% 13 5 38.5% 12.9% -12.5% 41.0% 1.503

round 2 42 15 35.7% 14 3 21.4% -14.3% -34.8% 14.8% 0.600

round 3 46 13 28.3% 10 3 30.0% 1.7% -22.2% 34.0% 1.062

combined 131 39 29.8% 37 11 29.7% 0.0% -14.8% 17.5% 0.999

Study 2 round 1 64 13 20.3% 19 10 52.6% 32.3% 8.5% 53.9% 2.591

round 2 66 22 33.3% 18 6 33.3% 0.0% -20.9% 25.1% 1.000

combined 130 35 26.9% 37 16 43.2% 16.3% 0.4% 34.3% 1.606

Study 3 round 1 127 15 11.8% 15 6 40.0% 28.2% 6.9% 52.9% 3.387

round 2 126 17 13.5% 15 5 33.3% 19.8% 0.4% 45.3% 2.471

combined 253 32 12.6% 30 11 36.7% 24.0% 8.5% 42.2% 2.899

Brosig round 1 105 30 28.6% 27 16 59.3% 30.7% 10.0% 48.7% 2.074

round 2 89 31 34.8% 45 21 46.7% 11.8% -5.4% 28.7% 1.340

round 3 100 33 33.0% 28 12 42.9% 9.9% -9.1% 29.8% 1.299

combined 294 94 32.0% 100 49 49.0% 17.0% 6.0% 27.9% 1.533

Frank et al 1992

combined 161 31 19.3% 37 21 56.8% 37.5% 20.3% 53.0% 2.948

Meta-analyses

Our 3 514 106 20.6% 104 38 36.5% 15.9% 6.5% 26.0% 1.772

All 5 969 231 23.8% 241 108 44.8% 21.0% 14.2% 27.8% 1.880

Predicted to Cooperate Predicted to Defect

Caption - Effect is calculated as described in the supplementary material. CI low and CI high refer to the boundaries 

of the 95% confidence intervals of the effect. Odds are how much more likely defection is, given a prediction of 

defection compared to prediction of cooperation. 
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GENERAL DISCUSSION  

(of all thesis chapters) 

Here I briefly highlight the major contributions of this dissertation and suggest future directions 

of study. 

Contributions 

If lay humans can predict human behaviour, scientists can too! 

Many evolutionary models of the evolution and maintenance of cooperative behaviour are built 

on assumptions of assortative partnerships—cooperators selectively interacting with 

cooperators—which implies that individual behaviour exhibits detectable statistical regularity on 

which social decisions can be based. As I argue in Chapter 4, the demonstration that humans can 

predict each other’s behaviour validates many kinds of psychology research, especially research 

on how social information informs our social decision-making. Furthermore, understanding their 

specific social functions can guide the investigation of these mechanisms. 

The shadow of the future looms large 

Each chapter of this thesis suggests why current behaviour is calibrated based on forecasts of the 

future consequences of that behaviour.   Those who are likely to behave cooperatively are 

favoured as social partners (Barclay, 2010 & 2013); accordingly, behaving uncooperatively can 

result in long-term costs, such as the opportunity costs of exclusion from profitable cooperative 

opportunity and the direct imposition of costs by prosocial punishers. Some future consequences 

arise in part because other people can predict our behaviour (Chapter 4) and adjust accordingly. 

However, negative future consequences are not inevitable, making non-cooperation a risky 

decision (Chapter 3). As we become more confident that our non-cooperation cannot be detected 

and/or cannot be punished, long-term consequences can be ignored in favour of short-term gains 

(Chapters 1 and 2).  

My work here is part of a history of evolutionists pushing back against classical economic 

thinking.  The first eyes effect studies explicitly criticized the common assumption among 

economists that future consequences are impossible and therefore irrelevant in one-shot 

economic games (Haley and Fessler, 2005; Burnham & Hare, 2007; Bateson et al 2006; see also 

Hagen & Hammerstein, 2006). While an omniscient experimenter can know that an experiment 

is truly anonymous—and therefore without future consequence—participants cannot possibly 

know this. Humans cannot be certain that any decision we make is actually private – we can only 

use context-specific cues to inform our estimates of the costs and benefits of our behavioural 

options. More experience in the context leads to better decisions--“better” in the functional sense 

of avoiding costs that cannot be repaid. To some extent then, confusion is an explanation for 

maladaptive kindness (e.g. Houser & Kurzban, 2002; Andreoni, 1995; Kummerli et al 2010), in 
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that social decision-making improves as people gain experience with specific situations (Burton-

Chellew et al 2015; Burton-Chellew & West, 2013). Further, “adaptive on average” decisions 

rules can explain some anonymous cooperation under uncertainty, in that when privacy is 

uncertain, the error of behaving cooperatively when anonymous may be less costly than the error 

of behaving selfishly when non-anonymous (e.g. Delton & Krasnow, et al. 2011).  

Input cues adaptively updated 

This dissertation research contributes to a fairly sparse evolutionary empirical literature on the 

development of prosocial behaviour across human lifetimes (O’Brien, 2014) by demonstrating 

the relevance of simple learning mechanisms in the processing of input cues into behaviour 

outputs.  People’s initial responses to invalid cues are similar to the (probably adaptive) 

responses to the corresponding genuine cue; experience with the invalid cue eliminates the 

“error.” This suggests that the values of input cues are updated based on experience—an 

example of adaptive phenotypic plasticity of social behaviour (e.g. Belsky, Steinberg & Draper, 

1991). Chapter 1 shows that this process applies to simple visual stimuli. Chapter 2 shows the 

process applies to complex cues derived from social signals.  

Directions of future study 

In this section I suggest further studies of context-driven changes in the use of social cues to 

calibrate behaviour in consideration of future payoffs. 

In Chapters 1 and 2, I showed that people initially respond to invalid cues as if they were real, 

but over time they cease to respond. One way to think of these results is that, when calculating 

the appropriate level of cooperative behaviour, images of watching eyes and condemnation by 

social partners initially had a positive weight (i.e. increasing cooperation), but that weight 

dropped to zero (i.e. no effect on cooperation) as participants learned that these cues were 

irrelevant. An important next step is to assess whether cue weights can change in other ways. 

Can cues that were assigned positive values be updated to negative values? Can negative or 

neutral cues attain more positive values? Below I briefly discuss some of these possibilities, 

which are specific examples of a more general point, raised in the discussion to Chapter 1, that 

the vast literature on habituation and learning can be usefully applied to the study of reputation 

mechanisms. 

Note that in addition to the question of whether cues can change in value is the related question 

of how easily cues can change in value. In a way this is like studying prepared learning – a 

classic example being that fear of snakes and spiders is more easily learned than (the far more 

dangerous but evolutionarily novel) electrical sockets and automobiles. Asking how easily social 

cues can change value is like asking: what social cues are we “prepared” to learn?  
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Can the value of cues reverse sign? 

In several studies of the effects of watching eyes, participants showed lower levels of 

cooperation in the presence of watching eye cues (Sparks 2010; Raihani & Bshary 2012, Fehr & 

Schneider 2010), reversing the typical response to observation cues. This phenomenon deserves 

investigation. It seems to me that a likely explanation for this effect is that participants are 

“pushing back” against attempts to manipulate them through the use of false cues. This basic 

idea is commonly known as “reverse psychology:” if you want someone to do X, you should try 

transparently attempting to manipulate them into not doing X (or doing not-X). Research on 

whether the eyes effect can be reversed in this way would inform broader investigations about 

the exploitative use of—and resistance to—false social cues (e.g. Rotella, unpublished MSc 

research) and adaptations for exploitation and exploitation resistance more generally (Buss & 

Duntley, 2008). 

Can the importance of cues be up-regulated? 

To this point, I have only discussed situations where cues lose their cooperation-enhancing 

effects. Can the reverse occur? Can cues become more cooperation-enhancing, i.e. can cues that 

previously downregulated cooperation be made to up-regulate cooperation? One obvious 

situation where this might be expected to happen is when invalid cues are restored to their 

normal state. For example, after learning to disregard costless condemnation, how do people 

respond to condemnation that can once again be associated with costly punishment? How 

quickly do people learn to treat the cue as genuine? Does the extent of the exposure to the invalid 

cue restrict the recovery of the response to the real cue, i.e. is “below-zero” habituation 

(Thompson & Spencer, 1966) possible with social cues? Such questions can be investigated with 

similar methods to Chapter 2, modified such that costly punishment and costless condemnation 

are both available to the same participants. Such methods could also investigate more general 

questions: how often must costly punishment be available for condemnation to retain its effect? 

Does this change when the condemnation is “richer” – in person, verbal, etc. – such that it 

contains more social cues? Similarly, the parameters of the punishment itself – cost to the 

punisher and to the punished—can be varied to examine its effects on cooperativeness.  

Are games cues themselves, and does performance improve with experience? 

Most of my discussion so far has focussed on individual cues. Presumably, real-world decision 

making is based on integration of multiple cues (e.g. integrating cues to predict cooperativeness: 

DeSteno et al. 2012). Does the structure of economic games constitute of a set of cues that elicit 

certain patterns of decision-making?  

In Chapter 3, I suggested that Prisoner’s Dilemma Games (PDGs) constitute cues of a 

cooperation decision scenario, and that people’s lab PDG decisions are informed by their real 

world history of experience with the payoffs of similar decisions. Despite the resemblance of an 

economic game to real-life social scenarios, there are some critical differences. Do people adjust 
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their performance, specifically with respect to those critical differences, as they gain experience 

in the new paradigm? I suggest two follow-up experiments that address this question. 

First, I note the recent finding of zero giving in a “natural” dictator game (Winking & Mizer, 

2013). The implication is that most laboratory anonymous dictator games do not adequately cue 

an anonymous social scenario—many people “maladaptively” give something, which they 

wouldn’t do in a more realistic anonymous scenario like that created by Winking & Mizer 

(2013). My suggested follow-up is to examine whether dictator game giving declines over 

multiple rounds – especially using more rounds than are typically used in economic game studies 

(Gächter et al., 2008) and with more time in between rounds to allow for consolidatation of 

learning, to avoid anchoring effects, and to more realistically model real-world social 

interactions that are often diffuse—rather than concentrated—in time.  

Second, I suggest investigating whether experience with specific games increases the extent to 

which players’ choices reflect their risk preferences. Preliminary investigation of human foraging 

behaviour using lab simulations has shown that people learn to favour high- or low-variance food 

patches according to their needs (Mishra, unpublished data). Similar learning may occur as 

people “forage” for social benefits. In Chapter 3 we showed that risk-accepting individuals 

defect more often – does “training” participants on economic game outcomes increase the match 

between their outcome distributions and their payoff preferences? 

Phylogeny, risk, and cooperation 

The functional logic of certain sets of behaviours can often be neatly thought of all in one 

theoretical package (e.g. Hamilton’s [1964] rule as a functional theory of social behaviour), 

which leads to productive research programs that are organized around functionally-defined 

behaviours. But, it is necessary to keep in mind that natural selection works on pre-existing 

mechanisms—imposing its functional “goals” upon whatever mechanisms are available. Thus, 

while social behaviour may be a natural category for functional analysis
8
, human phylogeny 

hasn’t necessarily unfolded such that the mechanisms that produce social behaviour are tidily 

organized in a neat package exclusively for human social behaviour. Long before our ancestors 

resembled humans, they had to navigate through environments of uncertainty (e.g. risk-sensitive 

foraging for food), so the mechanisms that execute functional social behaviour likely co-evolved 

with mechanisms that execute(d) functionally non-social behaviour—and perhaps mechanisms 

                                                           
8 I should note that, while useful, the distinction between social and non-social behaviour is somewhat 

artificial. If social behaviour is defined as behaviour that has lifetime fitness effects on others, all 

decisions could be thought of as “social” in that our ongoing existence affects the environments in which 

others are operating. Perhaps a continuum is more appropriate, with “very social” acts being where 

there is a direct and immediate effect and “less social” acts mostly having distant and 

indirect/unpredictable effects. See Krupp (2013) for related discussion. 
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are conserved between these domains.  The evidence presented in Chapter 3 is consistent with 

this phylogenic hypothesis; stronger claims would require more research. 

Online social behaviour 

Many of the issues discussed above are relevant to understanding the psychology of the Internet. 

Understanding how and why online behaviour is different than real-world behaviour is important 

as (1) internet use becomes more pervasive and crucial to everyday life, and (2) internet research 

becomes more widespread in psychology and other disciplines. Does the absence of traditional 

social cues, for which we might have prepared learning mechanisms, fundamentally limits 

certain aspects of reputation psychology online (discussed in Chapter 3)? My impression of the 

literature is that eyes effects are observed less often using online methods (though meta-analysis 

is needed); in chapter 1 I suggest this could be attributable to a resistance to manipulation (as 

discussed in the “reverse sign” section above). Could very well-engineered reputation systems 

for online commerce nevertheless be unsuccessful because they don’t engage our evolved social 

mechanisms? 

Closing thoughts 

So, how does cooperation work? Part of the answer must involve evolved mechanisms for 

making behavioural choices based on implicit estimates of how people will behave towards us in 

the future. Such estimates are based on cues, and we appear capable of learning to use these cues 

more effectively as we gain experience with them (Chapters 1 and 2). We may estimate not only 

the expected value of future payoffs, but also the distribution of possibilities, which we can use 

to make choices that align with our risk preferences (Chapter 3). Ordinary people are capable of 

using cues to predict the behaviour of others (Chapter 4), suggesting that scientific investigation 

of reputation mechanisms will continue to be fruitful. 
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