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ABSTRACT

Computational Inference for Network-based Individual-level Models of Infectious

Disease Transmission

Jourdan C. Gold Advisor:
University of Guelph, 2015 Dr. Rob Deardon
Infectious disease data is very often only partially observed; for example, the exact
time of infection for an individual is generally missing, or it may be measured only
approximately due to effects of measurement error. We can account for such data
uncertainty in our analysis. However, doing so may cause computational problems.

In the first part of this thesis, a simulation study is performed to ascertain the con-
sequences of ignoring infection-time uncertainty. We detail results obtained on the
trade-off between model-inferential quality and computation time by using a fam-
ily of discrete-time heterogeneous infectious disease transmission models known as
individual-level models (ILMs). We focus particularly on network-based ILMs fitted
by using Markov chain Monte Carlo (MCMC) under a Bayesian framework. Model-
ing approaches undertaken vary from those under “fixed data” assumptions to those
under a “full data augmentation approach”. The impact of applying a misspecified
distribution to describe the infectious period distribution is also considered. Methods
that may help to overcome the inferential and/or computational issues involved in
the use of such models are examined.

In the second part, we quantify the ability of aggregated infectious disease trans-
mission data obtained under varying levels of clustering to produce a substantive
reduction in computation-time requirements for approximating the posterior distri-
bution while maintaining data quality. Results obtained via different clustering as-
sumptions are compared. We also examine the effect of using different model terms
to account for inter-cluster variability when fitting ILMs to aggregated data. We con-
sider the impact of linear effects on the fit as well as the impact when this assumption
is relaxed.

Finally, an investigation of the effectiveness of various MCMC algorithms in sam-
pling from a series of highly correlated, discrete target distributions is performed.
Relative effectiveness of various adaptive multistage MCMC approaches, based upon
hybrid combinations of independence samplers, is considered. Results are compared
to those obtained from traditional single-stage MCMC algorithms and a direct Monte
Carlo method (our gold standard). Root mean square error, mean absolute difference,
and effective sample size rate are used to assess and compare performance of these
algorithms.
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Chapter 1

Introduction

1.1 Introduction to Infectious Processes and In-

fectious Disease Modeling

1.1.1 Definition

An infectious disease is one that involves transmission of a pathogenic infection,

by some route from one individual to another (Vynnycky and White, 2010; Keeling

and Rohani, 2008). One can consider infection as the invasion of one organism (the

host) by another smaller (infecting) organism – an infectious agent. While many

such infections are harmless, and some are actually beneficial to the host, a subset

of infections are pathogenic (Vynnycky and White, 2010). That is, they harm their

host and cause disease.
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1.1.2 Background

To describe transmission processes of infectious diseases, we can model them. The

first recorded attempt to model one was by Daniel Bernoulli in 1760, who attempted to

model transmission of the smallpox virus and in particular to evaluate the effectiveness

of inoculation techniques against it (Dietz and Heesterbeek, 2002). One of the first

modern attempts to apply epidemiological theory was by John Snow who used it in

his investigation of an 1854 cholera epidemic in London, England. He attempted to

locate the source of a cholera epidemic in London (Matthews and Woolhouse, 2005).

In the early 20th century, mathematically and scientifically rigorous modeling at-

tempts to describe spread of infectious diseases were conducted independently by

Ross and Mckinley (Matthews and Woolhouse, 2005). Their respective research into

threshold values for infectious disease transmission led to what became known as the

basic reproduction ratio (R0) (Matthews and Woolhouse, 2005). Early mathemati-

cal models such as those presented in Bailey (1975) assumed homogeneously mixing

individuals within a population. By contrast, today much of the research into infec-

tious disease modeling allows for heterogeneity at the individual level and/or at the

population level as it more realistically describes the underlying process of disease

transmission than do models with the homogeneity assumption (O’Neil, 2010).
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1.2 Infectious Disease Modeling

In infectious disease modeling, we often assume that an infectious disease-causing

organism is somehow introduced into at least one host individual in a previously

uninfected closed population. A closed population can be defined as one in which

there is not any immigration or emigration, and no births. Host individuals in this

population may include animals, people, households, farms, or a combination thereof,

depending upon the nature of the infection under investigation. The transmission

process of the infectious agent from an infected host to an uninfected individual

(susceptible) may occur either directly or via an intermediate agent (such as an animal

or insect vector) (Bailey, 1975). Whether an uninfected individual becomes infected

by an infectious organism at a given point in time depends strongly upon the infection

status of other individuals in the population at that point in time (Andersson and

Britton, 2000).

A major reason to study infectious disease is to improve control and ultimately

eradicate infection from the population. Models are an important way to achieve

this goal in that they allow one to determine how to use limited resources in an

optimal manner or to target control measures more effectively by evaluating different

strategies (Keeling and Rohani, 2008). In so doing, they can provide quantitative

input into making and assessing health and agricultural policy decisions. Infectious

disease models can be used either proactively or retroactively (O’Neil, 2010). Legrand

et al. (2009) attempted to predict spread of an infectious disease such as Anthrax
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following a bioterror act that involves the disease’s simulated covert release, with the

goal of obtaining early estimates and a better understanding of the consequences of

such a release in terms of time, strength, and location (geographical extent).

Hospital-based (nosocomial) infections are a large threat to a hospital’s patients

(Vynnycky and White, 2010). Disease modeling can be useful in this setting by help-

ing to evaluate the effectiveness of various infection control strategies. Milazzo et al.

(2011) examined the spread of a particular infection – Methicillin-resistant Staphylo-

coccus aureus (MSRA) – within a hospital setting. They were able to do this by using

a transmission model and carrying out studies into space and personnel management

through it. Chis-Ster and Ferguson (2009) used modeling to retroactively understand

the effects on the 2001 foot-and-mouth epidemic in the UK of culling of animals with

unknown infection status. This was done by examining transmission patterns and

considering the potential of occult (hidden) infections. Their preliminary analysis of

this effect concluded that the culling was necessary since the epidemic would have

been substantively larger in size had it not taken place. Cauchemez et al. (2008) used

modeling in their investigation of influenza transmission within schools. In particular,

they attempted to quantify the role of schools in the transmission process and assess

the impact of influenza transmission of school closure.

O’Neil (2010) provides a thorough review of the state of infectious disease modeling

via statistical models as of 2010. An earlier, less technical, review of the field was

provided by Matthews and Woolhouse (2005). Vynnycky and White (2010) provide
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classifation od models of nosocomial infections.

1.2.1 Modeling Framework

One way to describe progress of an infectious disease is through an infectious

disease compartmental model. Under this framework, the host population is divided

up into discrete and disjoint subsets based upon the infection status of the individuals

within it (Matthews and Woolhouse, 2005). The type of compartmental model used

depends upon the disease which it attempts to represent. A standard compartmental

modeling framework is the SIR model. Under it, a unit (individual) can be classified

into one of three possible states: susceptible (S), infectious (I ), or removed (R).

Individuals in state S do not yet have the disease under investigation but could be

infected by it. Individuals in state I are infected and infectious; that is, individuals

in this state are capable of transmitting the infectious agent to other susceptible

individuals, even if the infectious individuals appear asymptomatic. Individuals in

state R have been removed from the infectious population. They may have died from

the disease, been quarantined, or they may have recovered from the disease, while

obtaining immunity to it. The most important common characteristic of individuals

in the removed state is that they no longer able to spread the infectious agent to

other susceptible individuals.

Over time, an individual can shift from one compartment to another. Allowable

transitions between these compartments are represented graphically as S → I → R.
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Transitions from state S to I, and from state I to R occur at a certain rate. The rate

of flow between model compartments is dependent upon parameters specific to the

natural history of the disease (Lekone and Finkenstädt, 2006). These rate parameters

can either be fixed and assumed known, or they can be estimated. Often, in infectious

disease modeling discussions, we refer to the infectious period of an individual; we

define this as the difference in time between when an individual enters the infectious

state and its time of removal from the infectious population.

Other well-known infectious disease frameworks include Susceptible Infectious Sus-

ceptible (SIS), and Susceptible Exposed Infectious Removed (SEIR). An SEIR model

framework is similar to that of an SIR framework, except that it is assumed to contain

an additional latent class (E). In this class, an individual has been exposed to the

infection such that the individual is infected by it, but is not yet able to spread the

infectious agent to other individuals. Individuals may be heterogenous with respect

to either their susceptibility to infection or to how infectious they become once they

have been infected with the infectious agent under investigation.

1.2.2 Heterogeneity in Infectious Disease Data

An infection process may exhibit either individual-level or community-level het-

erogeneity. If a model assumes homogeneity at the individual level then it does not

assume any variation in factors such as the propensity of individuals to become in-

fected, their ability to transmit infection, and the distribution of the time spent in
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their infective state1 (O’Neil, 2010). It also would ignore other potentially important

factors such as age, sex, vaccination status, and previous history of disease (Becker

and Britton, 1999). The vaccination status of an individual may lead to a differen-

tial level of susceptibility to the disease; those individuals that are vaccinated would

likely have lower susceptibility. It may also influence the transmission of the disease to

other non-vaccinated individuals. For a virus, this may occur by a reduction in virus

particles shed by an infectious individual (Van der Goot et al., 2008). By contrast, if

we assume heterogeneity at this level then we could control for these factors.

Individual-level heterogeneity implies that different individuals may have a highly

differential ability to spread the infection. To this end, for certain diseases, we may

need to account for the effect of super-spreaders – highly infectious individuals who are

able to seed large clusters of infection. According to Matthews and Woolhouse (2005),

this effect was included in attempts to model transmission of infection during the

2003 severe acute respiratory syndrome (SARS) outbreak (Matthews and Woolhouse,

2005).

We may also need to represent community-level (subpopulation) heterogeneity as

part of the model (population-mixing structure); this assumption allows for the fact

that individuals may not mix freely nor uniformly within a population. If individuals

were assumed to mix together randomly, then a given infectious individual would be

assumed to be equally likely to infect any susceptible individual within the population
1For an SEIR framework, it would also make an assumption about lack of variation about the

distribution of the time spent in the latent state.
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(O’Neil, 2010).

In reality, with a human disease, individuals will be more likely to interact on

a daily basis with and thus obtain an infection from either members of their own

household or individuals at their workplace or school than they would with members

of the community at large (Britton et al., 2011). Moreover, with an animal disease,

the infection may be transmitted through markets or through trading relationships.

To this end, information on the contact network associated with individuals may be

important to represent possible or likely disease transmission pathways.

1.2.3 Individual-Level Models

Infectious disease transmission models that allow for heterogeneity at the individual-

level are typically referred to as individual-based models (IBMs) (Deardon et al.,

2010). Deardon et al. (2010) developed a class of discrete-time IBMs that they refer

to as individual-level models (ILMs). Their ILMs are placed in an SEIR framework,

although clearly other compartmental model forms could be used with their model

to represent the infectious process. Under an ILM, time and space are represented as

discrete points for each individual.

In this thesis, we focus on ILMs in which each individual, at a discrete time point

t, for t = 1, . . . ,∞, represents a continuous time interval [t, t + 1), and is classified

into one of three discrete and disjoint sets denoted: S(t), I(t), R(t) (that is they are

placed in an SIR framework). That is, an individual that was infected during this
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interval was assumed to be infectious at t + 1. Under an ILM, the probability that

a previously uninfected (susceptible) individual i becomes infected in this interval is

given by

P (i, t) = 1− exp
−ΩS(i)

∑
j∈I(t)

ΩT (j)κ(i, j) + ε(i, t)
 , (1.1)

where ΩS(i) represents risk factors associated with susceptible individual i contracting

the disease; the term ΩT (j) represents risk factors associated with infectious individ-

ual j transmitting the disease; the term κ(i, j) is the infection kernel that represents

risk factors associated with both susceptible and infectious individuals (e.g. separa-

tion distance between individuals) and the sparks term, ε(i, t), represents “random”

infections that are not otherwise explained by the model.

Let ft(S(t), I(t), R(t) | θ) be the joint probability of all new infections occurring

in time interval [t, t + 1) and all observed susceptible individuals in the interval not

being infected, and let θ represent a vector of unknown parameters associated with

the model. We then obtain

ft (S(t), I(t), R(t) | θ) =
 ∏
i∈I(t+1)\I(t)

P (i, t)
 ∏

i∈S(t+1)
(1− P (i, t))

 . (1.2)

The likelihood function of the data given θ is the product of infection events over

observed time points, t = 1, . . . , Tp, where Tp is the maximum observed time of the
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epidemic. The likelihood function then becomes

L(θ;S, I,R) = f(S, I,R | θ) =
Tp∏
t=1

ft(S(t), I(t), R(t) | θ), (1.3)

where S = {S(t) : t = 1, . . . , Tp}, I = {I(t) : t = 1, . . . , Tp}, and R = {R(t) : t =

1, . . . , Tp}.

In order to derive (1.1), we follow the procedure of Deardon and Brooks (2007).

That is, we assume that the transition from a susceptible to an infectious state follows

a Poisson process for the infection of a individual i with rate ωit at time t and number

of infection z within the time interval [t, t+ 1). Let z ∼ Poisson(ωit). Its probability

density function is of the form

P (z) = exp(−ωit)ωzit
z

(1.4)

Let P (i, t) represent the probability that a previously uninfected (susceptible) indi-

vidual is infected within time interval [t, t+ 1). That is,

P (i, t) = 1− P (0) = 1− exp(−ωit) (1.5)

. We can incorporate spatial structure into our Poisson process in (1.5). Let

ωit = ΩS(i)
∑
j∈I(t)

ΩT (j)κ(i, j)− ε(i, t). (1.6)
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When we insert (1.6) into (1.5), we obtain (1.1).

Deardon et al. (2010) work within a Bayesian framework (see Section 1.3 for more

details on the Bayesian approach). Priors for the model parameters are assumed to

obtain a posterior distribution π(θ | S, I,R) up to a constant of proportionality,

π(θ | S, I,R) ∝ f(S, I,R | θ)π(θ), (1.7)

where π(θ) is the prior density of θ.

1.2.4 Disease Contacts

The spread of a disease has both biological and social factors. A major social factor

is the contact arrangement between individuals (Smieszek et al., 2009). The contact

matrix describes the contact relationship between individuals capable of permitting

the transfer of infection. Further, the distribution of contacts among individuals can

strongly influence disease spread patterns, particularly for droplet or contact diseases.

Strongly connected individuals are likely to become infected early in the course of an

epidemic whereas individuals that have few contacts are more likely to be infected

later, if at all (Smieszek et al., 2009).

As differing levels of interaction are required to become infected with different

diseases, the contact matrix is disease specific (Keeling and Eames, 2005). The degree

of clustering of contacts, which refers to the number of a individual’s contacts that
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have contact with each other, is also important in modeling transmission (Smieszek

et al., 2009). A high level of clustering allows for more local spread (within a clique)

and thus a more rapid decrease in the number of susceptible individuals.

Edmunds et al. (2006) classifies relationships into several groups ranging from ca-

sual (physical contact without conversation) to intimate (contact of a sexual nature).

They note that the mixing patterns are different for these distinct groups, when a

convenience sample of university students was used. Their research was defined in

order to better describe the different partnerships available. THis allowed them to

better understand transmission pathways and improve how infectious disease trans-

mission models were parameterized. IIn particular, if this information is obtained

then it could be used potentially to help formulate the weights in a weighted links

model.

Smieszek et al. (2009) performed simulations under an IBM framework to inves-

tigate conditions under which a random mixing model is appropriate for estimates of

the size of the outbreak by examining the effects of contact repetition and clustering.

While their results are only applicable to diseases for which direct contact is required

for transmissibility, Smieszek et al. (2009) conclude that a random mixing model is

appropriate when the number of daily contacts is high or the per contact transmission

probability is high especially when the length of the infection period is short. Under

conditions when either the number of contacts per day or the transmission proba-

bility is low, more complicated models that take into account potentially contagious
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contacts would be more appropriate (Smieszek et al., 2009).

1.2.5 Network-based ILMs

The ILMs applied in Deardon et al. (2010) are spatial. That is, their infection

kernel represents distance between individuals in the population. By comparison,

this thesis involves the application of network-based ILMs. Network-based ILMs

offer a flexible approach to model the spread of an infectious disease through a

heterogeneously-mixing population. In the simplest form of such models, we will

assume that potential inter-individual disease transmission occurs only between con-

tacts within the network and that there are a limited number of these contacts. A

network or graph is a set of vertices that are connected to each other through a set

of edges.

Relationships within a contact network are typically represented via an N × N

adjacency matrix denoted by C, where N is the total number of vertices in the

network, that is C = [cij]N×N . In the case of an infectious disease transmission

network, a vertex corresponds to an individual and an edge corresponds to a potential

contact pathway for the infection to spread between individuals. For a given matrix

element, cij, let cij = 1 represent a contact between distinct individuals i and j in the

population, otherwise cij = 0. Within this thesis, an undirected network is assumed

so that the adjacency matrix is symmetric (that is, the matrix element, cij = cji). In

the network-based ILM, we let the infection kernel κ(i, j) = cij. We shall define a
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contact matrix in which we have weighted links (i.e. non-binary links) as a weighted

adjacency matrix.

1.3 Bayesian Paradigm

1.3.1 Introduction to Bayesian Approach

The Bayesian approach to inference argues that the only appropriate way to de-

scribe uncertainty is via probability. In particular, one uses probability modeling

to incorporate available information about the phenomenon of interest as well as a

measure of the uncertainty of this information (Bansal, 2007).

Bayes’ theorem, also referred to as the principle of inverse probability, is an es-

sential component to the Bayesian approach to statistical inference (Bansal, 2007).

Bayes’ theorem for events is the basic rule for incorporating prior information that

the event B has occurred and affects the evaluation of the probability for the event

A.

The simplest form of Bayes’ theorem is represented by

P (A | B) = P (B | A)P (A)
P (B) , where P (B) > 0. (1.8)

This definition follows from an algebraic manipulation of the definition of conditional

probability, that is P (A)P (B | A) = P (AB) = P (B)P (A | B). By the application of
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Bayes’ theorem, we ascertain how information obtained about the occurrence of the

event B affects P (A).

1.3.2 Bayesian Approach to Parameter Estimation

Assume that a random sample x, where x = (x1, x2, . . . , xn), is obtained from

a population that has a statistical model with an unknown parameter θ associated

with it. Under a parametric modeling approach, one represents the distribution of

the observations through a probability density or mass function, f(x | θ) (Casella and

Berger, 2002). Both Bayesian and frequentist approaches to parameter estimation rely

upon the likelihood function, l(θ | x) = f(x | θ). The likelihood function represents

the conditional distribution of the data given the parameters. This function is simply

the sample density rewritten as a function of an unknown parameter θ and observed

values x.

In the frequentist approach, it is assumed that θ is a fixed but unknown quantity

(Casella and Berger, 2002). By comparison, under a Bayesian approach, θ is regarded

as a quantity whose variation is represented as a random variable with an associated

probability distribution (Casella and Berger, 2002). This approach allows for a direct

quantification of parameter uncertainty. A probability distribution, which describes

one’s beliefs about the data, is referred to as the prior distribution; these beliefs are

formulated prior to an examination of the current data (Casella and Berger, 2002).

With a prior distribution, one is able to summarize previously available informa-
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tion about the parameters; this can be any information other than the current data.

Priors can be either be subjective or objective (Chib et al., 2003). Subjective priors

are an attempt to bring prior knowledge about the phenomenon to bear. By compar-

ison, objective priors can represent a state of ignorance about the parameter; they

can be used as a base that will not reflect the internal biases of an examiner (Chib

et al., 2003). For more discussion on the relative advantages and disadvantages of

objective and subjective priors, see Chib et al. (2003).

The information within the sample x is used to update the prior distribution. The

updated prior, called the posterior distribution, is obtained through Bayes’ theorem.

Inference about θ can now be obtained from this posterior distribution, that is the

conditional distribution of θ given x (Casella and Berger, 2002). If a new set of data

becomes available then the posterior probability distribution of the old data set can

be applied as the prior probability distribution of the new data set.

One obtains

f(θ | x) = f(x | θ)f(θ)
f(x) , (1.9)

where f(x) =
∫

Θ f(x | θ)f(θ)dθ is the marginal density of x, and Θ represents the

parameter space. The quantity f(x) is also sometimes referred to as the normalizing

constant. Removing the effects of the normalizing constant, the posterior distribution

can be represented as

f(θ | x) ∝ f(θ)f(x | θ). (1.10)
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Prior distributions on parameters can also be divided up into conjugate and non-

conjugate priors. Conjugate priors are prior distributions such that the posterior

distribution is in the same distributional family as that of the prior distribution (Chib

et al., 2003). If a conjugate prior is not used as the prior distribution then the posterior

distribution that results from its application may not be of standard distributional

form. Under this condition, it may be difficult for the posterior quantities of inferential

interest to be calculated analytically. Therefore, other means to derive the posterior

distribution should be considered (see Section 1.4.2 for a discussion of one type of

alternative numerical methodology used to derive these posterior quantiles – Markov

Chain Monte Carlo).

1.3.3 Bayesian Calculations of Mean, Variance and Credible

Interval

Under a Bayesian analysis, we can compute the expectation and quantiles of the

probability distribution that result from the posterior distribution (Ghosh et al.,

2006). A standard Bayesian point estimate is the posterior mean, denoted by

E(θ | x) =
∫
θf(x | θ)dθ. (1.11)

We are also often interested in the posterior variance denoted by V (θ | x). The
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posterior variance can be considered to measure the accuracy of the posterior mean.

V (θ | x) =
(∫

θ2f(x | θ)dθ − [
∫
θf(x | θ)]2

)2
(1.12)

Other posterior quantities of interest are the various quantiles of the posterior distri-

bution. One important quantile is the posterior median which is defined by

f(θ ≤ θ̃ | x) = 0.5. (1.13)

To obtain a Bayesian credible interval (the Bayesian equivalent of a confidence

interval), quantiles of the posterior region are required (Ghosh et al., 2006). These

intervals are such that a given proportion of the mass of the posterior distribution lie

within them (Chib et al., 2003). Suppose that F (θ | x) is the posterior cumulative

distribution function. For a given significance level α, we can find an interval (a, b)

such that

1− α = p(a < θ < b | x) = F (a | x)− F (b | x). (1.14)

An interval of the form (1.14) can be interpreted for a single parameter, as meaning

that given the observed data, the probability a < θ < b is 1− α (Chib et al., 2003).
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1.3.4 Bayesian Analysis and Missing Data

Bayesian inference can easily be extended to the case of missing data. Missing

data is any data that is not directly observed or, in a general context, an augmented

component of a probabilistic system under investigation (Liu, 2001). Sometimes we

include this component so that a simpler structure and easier computation results.

Let x and y represent the observed or incomplete data and the missing or latent

data respectively, and let θ represent an unknown model parameter (Liu, 2001). The

likelihood function of the observed data for Bayesian inference under missing data is

of the form, f(x | θ) =
∫
f(x,y | θ)dy. This is similar to Bayesian inference without

missing data, the observed posterior distribution is f(θ | x,y) ∝
∫
f(x,y | θ)dyf(θ).

Sometimes, the integral in the likelihood function cannot be evaluated analytically

and methods of approximation must be used to obtain a value for it.

1.4 Monte Carlo Methods

1.4.1 Monte Carlo Sampling

The desire to obtain realistic models that adequately explain particular phenom-

ena has led to complicated model formulation in many cases. Such models often

contain multi-dimensional integrations as part of their mathematical formulation.

These integrations may be extremely difficult to solve analytically.

In some cases, it is possible to use numerical integration techniques to evaluate
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them. However, as the dimensionality of the integral that one needs to evaluate grows,

these methods become inefficient at this purpose and the error in approximation

associated with these techniques also increases (Ghosh et al., 2006). As a result,

numerical integration methods are not a preferred method for integration except for

the cases of low dimensional integrals (Ghosh et al., 2006).

An alternative way to solve such integrals is to compute them via statistical sam-

pling. Such approaches are known as Monte Carlo methods (Ghosh et al., 2006).

In the Bayesian context, these methods involve estimating features of the posterior

distribution of interest with samples drawn from this distribution or by appropri-

ately reweighted samples obtained from another distribution (Smith and Roberts,

1993). By the law of large numbers we can be assured that the estimate will be good,

assuming that the sample is large enough.

It shall be assumed that the quantity of interest is a finite expectation of the form

Ef [h(X)] =
∫
X h(x)f(x)dx or the corresponding sum in the discrete case, where

x ∈ X ⊆ Rn. If we are able to draw a sequence of values xi from f(x) such that the

values are i.i.d then

h̄n = 1
n

n∑
i=1

h(xi), (1.15)

and

Ef [h(X)] p→ h̄n. (1.16)
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Similarly, the standard deviation of h̄n can be estimated by

sn = 1√
n

(
n∑
i=1

(h(Xi)− h̄n)2) 1
2 . (1.17)

1.4.2 Markov Chain Monte Carlo Methods

Sometimes, it is not feasible to simulate directly from a posterior distribution

(Robert, 2001), (Gilks et al., 1996). For instance, the posterior distribution may be

specified either incompletely or indirectly (Ghosh et al., 2006). Thus, one needs an

alternative way to generate the required samples. An iterative approach, based upon

simulating Markov chains, has been proposed to overcome this problem. This class of

procedures, collectively referred to as Markov chain Monte Carlo methods (MCMC),

has vast applicability (Robert, 2001).

The main idea behind MCMC is reasonably simple. One wishes to obtain a

sample from a target distribution π(x) for x ∈ X ⊆ Rn. However, it is not feasible

to sample from this distribution directly. Instead, one tries to formulate a stationary

distribution which is the target distribution from which we wish to sample. If this

Markov chain is allowed to run for a long period of time then the simulated values that

result from the chain after convergence can be treated as samples from the distribution

(Smith and Roberts, 1993). The iterations of MCMC before convergence are known

as the warm-up. Under a Bayesian framework, features obtained from samples after

convergence (after removing the effects of burn-in), may be the posterior density of
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interest, but also could be marginal posterior densities of the model parameters or

functions thereof (O’Neil, 2002). MCMC can be regarded as an iterative Monte Carlo

sampling scheme.

By freeing statisticians from the need to perform complicated calculations, MCMC

algorithms allow the focus of attention to be placed upon the statistical aspects of

a problem (Chib and Greenberg, 1995). In order to utilize a MCMC strategy, one

requires algorithms that allow construction of MCMC chains that have the appro-

priate equilibrium distribution (Smith and Roberts, 1993). Common algorithms that

implement MCMC methods will be discussed below.

1.4.3 The Gibbs Sampler

Let f(x) = f(x1, . . . , xn), x ∈ Rn represent a joint (posterior) density and let

f(xi | x−i) represent the full conditional densities of each of the components xi given

values of all the other components x−i (that is excluding the i th component), where

i = 1, . . . , k and 1 < k ≤ n. Now it shall be assumed that one is interested in ob-

taining characteristics of the marginal density
∫
. . .
∫
f(x1, . . . , xk)dx1, . . . , dxk, such

as the mean or the variance. The Gibbs Sampler allows for the generation of random

variables from f(x) to be obtained sequentially from each of the conditional densi-

ties. Because of this, Gibbs Sampler is also referred to as the alternating conditional

sampling method (Gelman et al., 2004).

Thus, one iteration of the Gibbs Sampler, taking us from iteration t, (xt) to
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iteration t+ 1, (xt+1) would proceed as follows:

1. Obtain xt+1
1 from f(x1 | xt−1);

2. Obtain xt+1
2 from f(x2 | xt+1

1 , xt3, . . . , x
t
k);

3. Obtain xt+1
3 from f(x3 | xt+1

1 , xt+1
2 , xt4, . . . , x

t
k);

. . . .

k. Obtain xt+1
k from f(xk | xt+1

−k ).

The factorization of the state space performed under this method is usually sug-

gested by the statistical model and, in particular, by the correlation structure of the

joint distribution. In many cases, one works with a breakdown of x into all of its

scalar components, that is (k = n). In this algorithm, we only sample from the full

conditional distributions. Iterating full conditional distributions over many cycles of

the Gibbs sampler would produce a sequence x0,x1, . . . ,xt, . . . , (Ghosh et al., 2006;

Smith and Roberts, 1993).

Gibbs Sampler has an advantage over other MCMC methods in that it is an easy

algorithm with which to work. Full conditional densities can be derived from the

joint posterior density. In many cases, these conditional densities reduce to standard

densities from which it is easy to sample (Gelman et al., 2004). If one is unable to

obtain these densities or to sample easily from them then another MCMC algorithm

must be applied.
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1.4.4 Metropolis-Hastings Algorithm

Another MCMC algorithm is the Metropolis-Hastings algorithm. This algorithm

is actually a family of MCMC algorithms into which most MCMC simulation methods

fall. Special cases of these methods include random walk Metropolis, Gibbs Sampler,

and independence Metropolis-Hastings, which is also referred to as independence

sampler. (Chib and Greenberg, 1995).

In order to formulate a Markov chain, X1, X2, . . . , X t, . . . , with state space X ,

and a target distribution π(x), via Metropolis-Hastings, we are required to obtain the

transition probability from X t = x to the next realized state (Smith and Roberts,

1993). Let q(x, x′) represent a general transition probability function (proposal den-

sity) such that if X t = x then a value x′ generated from q(x, x′) is considered a

possible value for X t+1 and that
∫
q(x, x′) = 1. This density is not required to have

any connection to the target distribution. However, the choice of q is important in

that it will influence the efficiency of the chain (Smith and Roberts, 1993).

A further randomization takes place in that the proposed value X i+1 = x′ is only

accepted with a certain probability denoted by, α(x, x′). Similarly, with probability

1−α(x, x′), the proposed value is rejected and X i+1 = x. The acceptance probability

is defined as

α(x, x′) = min
{

1, π(x′)q(x′, x)
π(x)q(x, x′)

}
. (1.18)
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The transition probabilities are of the form

p(x, x′) =


q(x, x′)α(x, x′), if x′ 6= x

1−∑x′′ q(x, x′′)α(x, x′′), if x′ = x

. (1.19)

When one has a continuous state space for the Markov Chain then the sum is replaced

by an integral. We note that π(x)p(x, x′) = π(x′)p(x′, x), and from this it can be

demonstrated that p(x, x′) satisfies the reversibility conditions. These conditions

state that π(x) only enters p(x′, x) through the ratio π(x′)/π(x).

Different choices of q(x, x′) lead to different Metropolis-Hastings algorithms. Given

a target distribution π(x), one choice of q(x, x′) is q(| x′ − x |). This is a symmetric

random-walk process, x′ = x+ z, where z is generated from a distribution symmetric

around zero – most often either a uniform, standard normal or Student’s t distribution

(Robert and Casella, 2004). The proposal value x′ is thus equal to the current value

of the chain plus white noise. This allows for exploration of values around the current

value (Robert and Casella, 2004). Since under this algorithm, q(x, x′) = q(x′, x), the

acceptance probability is of the form

α(x, x′) = min
{

1, π(x′)
π(x)

}
. (1.20)

If q(x, x′) = q2(x′) then one has an independence sampler. In this case, the acceptance
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probability is of the form

α(x, x′) = min
{

1, π(x′)q(x)
π(x)q(x′)

}
. (1.21)

The Metropolis-Hastings algorithm can be applied in turn to sub-blocks of the

vector X instead of simultaneously applying it to all elements of the vector (Chib and

Greenberg, 1995). By allowing us to combine chains in various ways, this approach

can simplify the search for a suitable proposal density. Updating a single parameter

will be referred to as “single parameter updates”. Similarly, if we update more than

one parameter at a time, then this will be referred to as a “block update” (Chib and

Greenberg, 1995).

1.5 The Use of Bayesian Analysis in Epidemic Mod-

eling

The problem with statistically analyzing epidemic data is that the data that one

obtains is i) dependent, and ii) usually incomplete – the actual process of infection

is not observed (O’Neil, 2002). This situation may occur as a result of having unob-

served compartments, such as a latent period, under which it is difficult to separate

individuals who are susceptible to the infection from those who are exposed to it

(Gibson et al., 2004). Infection times are rarely, if ever, observed directly. Moreover,
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information on contacts between individuals is hard to obtain. The presence of unob-

served data complicates the evaluation of the likelihood – an analytical evaluation of

the likelihood would usually involve integration over all possible (unknown) infection

times. However, such an analytical evaluation is sometimes impossible to carry out

(O’Neil, 2002). Under this scenario, we require methods to facilitate the evaluation

of the likelihood equation.

In order to analyze this type of data, there is a growing trend to fit stochastic

epidemic models for infectious diseases using a Bayesian approach (O’Neil, 2010).

This approach allows us to assess biologically detailed models. This trend towards

Bayesian inference is driven by the power of modern computational techniques such as

MCMC to implement it (Matthews and Woolhouse, 2005). By allowing exploration

of the model parameter space, an MCMC approach assesses the likelihood of different

outcomes from the epidemic and identifies the most probable ranges for parameter

values (Matthews and Woolhouse, 2005).

Models of disease transmission applying these methods can better reflect the

data generating process than previously applied analytical approaches (Matthews

and Woolhouse, 2005). O’Neil (2002) provides an example of a data set on symptom-

appearance times and notes that to proceed with an analytical evaluation of the like-

lihood, a convenient distributional form for its infectious period would be necessary.

However, they note that by using MCMC, we do not face this restriction (O’Neil,

2002). Some examples of articles that apply MCMC methods under the Bayesian
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paradigm to analyze infectious disease-type data include Gibson (1997); Streftaris

and Gibson (2004); Jewell et al. (2009); Deardon et al. (2010).

1.6 Thesis Outline

This PhD thesis presents research into three topics on the subject of individual-

level infectious disease modeling using a type of discrete-time individual-based model

– a contact-network based ILM. We attempt to model this ILM in a Bayesian frame-

work using MCMC to estimate its parameters. The focus of this research is an

exploration of the time requirements for estimating parameters via MCMC. We per-

formed simulations using Intel Fortran 95 on a 8-core SMP system with Xeon CPUs

(X5365 @ 3GHz), 8GB RAM, running Ubuntu 10.04 (Lucid).

For the first topic (Chapter 2), we investigate the effects of fitting individual-

level data having misspecified times of infection. Two types of MCMC approach are

applied: a standard MCMC approach, and a data-augmented MCMC approach. A

standard MCMC approach simply estimates the parameters of interest whereas the

data-augmented MCMC algorithm expands (augments) the parameter space. Under

the data-augmented approach, infected individuals’ times of infection are regarded

as parameters and a sample of these infection-time parameters are estimated at each

MCMC iteration along with the susceptibility parameters. The accuracy of the results

under these two model forms will be compared with respect to parameter estimation

and ultimately the probability of infection. The timeliness of the resulting computa-
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tion will also be compared.

For the second topic (Chapter 3), we consider the use of various levels of aggre-

gated individual-level data with aggregation informed by the individual-level contact

network. The size of the population is reduced by grouping individuals together using

a clustering algorithm – Partitioning around Medoids (PAM) developed by Kaufman

and Rousseeuw (2005). With infectious-disease data sets of even a moderate size hav-

ing data at the individual-level, a large amount of computation time may be required

to obtain parameter estimates for an ILM. If the size of the population under inves-

tigation is reduced by aggregation then the time requirements to fit an ILM would

also be reduced. Data aggregation is performed to assess to what extent the amount

of computation time required to fit an ILM is reduced under its application.

Different levels of data reduction from 10 percent up to and including 60 percent

of the original population are applied. Various newly created data-aggregated ILMs

are presented and used to fit this aggregate-level data. Questions to be answered in

this chapter include: can sensible inference be made when the data is fit using these

data-aggregated ILMs?; Furthermore, to what extent can the original individual-level

data be clustered and still lead to good inferences with respect to the underlying

system?

In the third topic (Chapter 4), in an attempt to improve upon MCMC chain effi-

ciency, a novel adaptive multi-stage MCMC algorithm is proposed and compared to

standard one-stage MCMC algorithms (random walk, independence sampler and a
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random-walk/independence sampler hybrid). Times of infection for infected individ-

uals are typically highly correlated and may result in a multimodal posterior distri-

bution. This may lead to a slow-mixing MCMC chain, which would, in turn, require

a large number of iterations to obtain convergence, when a data-augmented MCMC

algorithm is used to fit an ILM. These algorithms’ relative efficiencies are examined

by measuring how well each of them approximate an unknown target distribution

that results from a mixture of highly correlated bivariate distributions. These dis-

tributions could represent, in the context of this investigation, the data-augmented

parameter space of two infected individuals’ times of infection.
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Chapter 2

Infection Time Uncertainty in

Individual-level Models of

Infectious Disease

2.1 Introduction

Being able to quantitatively model, and thus predict infectious disease transmis-

sion, can assist policy-makers in the development of reasonable disease control and

abatement strategies. However, disease systems have inherent uncertainties associated

with them and their data is usually only partially observed. In particular, informa-

tion upon the exact time of infection may be missing or it may only be measured

approximately. As a result, for one to obtain a representative model that suitably
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describes the underlying process can be a difficult challenge. Simplifying assumptions

are often made in the modeling process. These assumptions, while computationally

convenient, may not be reasonable to describe an infectious agent’s transmission in

real disease systems. This could lead to a poorly fitted model that provides misleading

or unreliable information to decision-makers.

When attempting to quantify the spread of an infectious disease, one can work at

the level of individuals within a population, instead of working at the population-level

itself. At the individual level, one may use heterogeneous-mixing, or individual-based

models (IBMs) to account for differential inter-individual transmission probabilities.

These models allow one to reflect more accurately the dynamics of an infectious

disease epidemic than do so-called homogeneous-mixing models which assume that a

given individual is equally likely to encounter and interact with any other individual

within the population. Some examples of heterogeneous IBMs are discussed briefly

forthwith.

Gibson (1997) describe the application of a stochastic spatio-temporal IBM un-

der a two-state infectious disease model framework with susceptible and infectious

states. This model is used to represent the spread of the Citrus tristeza virus within

a citrus orchard. The distance between an infected and a susceptible individual is

used to describe spread of this disease. Jewell et al. (2009) use a non-homogeneous

Poisson point process to describe the disease transmission process of the 2001 foot-

and-mouth disease epidemic in the two most severely infected counties of England as
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well as a simulated H5N1 influenza epidemic in poultry farms throughout England.

This model considers farms as the experimental unit within the population and uses a

four-state disease infection process that incorporates susceptible, infectious, notified,

and removed states. Britton et al. (2011) present a three-level hierarchical stochastic

epidemic model that attempts to describe the spread of a simulated influenza infection

in a human population within a small geographic area. An individual’s probability of

becoming infected under this model depends upon the specific household, the institu-

tion (that is, school or workplace) to which the individual belongs and their general

community interaction.Deardon et al. (2010) also used a spatio-temporal IBM and

attempted to model the spread of the spread of the 2001 foot-and-mouth disease

epidemic in Britain. They considered farms as individuals and used a change-point

disease transmission kernel in order to more accurately reflect long-range transmis-

sions of the disease. Some of these disease models such as those of Jewell et al. (2009)

include a distributional assumption of an explicit infectious period as part of their

structure whereas others such as Britton et al. (2011) and Deardon et al. (2010) do

not.

While many IBMs such as Deardon et al. (2010) and Gibson (1997) use a spa-

tial infection kernel to characterize infection transmission, others such as Cauchemez

et al. (2011) use an infection kernel based upon a contact network. Cauchemez et al.

(2011) examine the role of social networks in the spread of H1N1 pandemic influenza

outbreak within a population of children at a particular school. In particular, they
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are interested in studying whether transmission rates change with the type of inter-

action between two individuals – one of whom is infected. They determined that the

hierarchical structure of the school – classes and grades – had a strong impact on

transmission rates and that contact is more prevalent within students of the same

sex.

Jewell et al. (2009), in their analysis of a simulated real-time epidemic of farms

infected with the H5N1 strain of influenza, used a combined spatial and contact

network model. They applied a spatial kernel using the Euclidian distance between

any two farms but allowed for contact covariates that reflect frequency matrices for the

specific feed mill and slaughterhouse networks with which a specific farm is associated,

and a binary contact matrix was used to represent the company network for the farm.

In 1861, in Hagelloch, Germany, there was a measles epidemic in children. Several

statistical articles have been written that attempt to model the spread of this epidemic

through this population (Groendye et al., 2012). Groendye et al. (2012) used a type

of contact network, referred to as an exponential-family random graph, to describe

the contact relationship between these individuals. They also incorporated covariates

such as age, sex, household and classroom of the infected individuals into their model.

They applied reversible-jump MCMC to model the epidemic and determined that

they were able to distinguish the biological effects of the epidemic from sociological

effects of contact. Moreover, they were able to represent the contact structure of the

epidemic (who infected whom) via a transmission tree (Groendye et al., 2012).
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Data augmentation has been previously applied in the infectious disease litera-

ture to handle partially observed data. For instance, Yang et al. (2007) work with

a discrete-time model augmenting the observed symptom onset data with the unob-

served transmission outcome for each contact. Cauchemez et al. (2006) apply it to a

model that depends upon the detailed (latent) time course of pair-wise transmission

of pneumococcal strains between children in schools.

In this chapter, we will investigate effects of misspecified infection times upon the

model fitting process and discuss methods that address and attempt to compensate for

these effects. We will focus upon a particular type of heterogeneous infectious disease

model described by Deardon et al. (2010) for which they coined the term individual-

level models (ILMs). A simulation study will be presented under which ILMs of

varying levels of complexity will be fitted through the use of Markov Chain Monte

Carlo (MCMC) techniques under a Bayesian framework. This approach allows one to

obtain appropriate posterior estimates of parameters and their associated uncertainty.

In this chapter, we will present and compare results obtained under conditions when

the infection-time data is assumed known and correct and, thus, held fixed (a so called

“fixed data” approach) to those obtained under a “full data-augmented approach”

whereupon these assumptions are relaxed and the infection-times are regarded as

nuisance parameters to be estimated.

We address three key questions within this chapter. 1) How serious might the in-

ferential problems of simpler (fixed-data approach) models be for an ILM? 2) to what
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extent is the performance of a fixed-data model affected by inaccurate observations or

by missing data? 3) How serious might the computational time issue become under

a data-augmentation approach?

The rest of this chapter is organized as follows: In Section 2.2, we describe the

requisite methodology behind a simulation study designed to investigate the effects

of infection-time misspecification on posterior estimates of model parameters and an

individual’s probability of infection. In Section 2.3, we describe the performance eval-

uation methodology used to examine the results. In Section 2.4 we present results of

a study obtained under a fixed data approach, and under a data-augmented infection-

times approach under which the distribution of the infectious period is modeled ex-

plicitly. Results from these scenarios are analysed and compared. We also present

results from a study in which data-augmented approach was considered but the im-

pact of the infectious period was not modeled explicitly. We conclude, in Section 2.5,

with a discussion of results obtained and potential future work.
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2.2 Models and Methodology

2.2.1 Data Generating Model

The general form of the probability of infection under an ILM, as presented in

(1.1) is modified such that:

P (i, t) = Pαk(i, t) = 1− exp
−αki ∑

j∈I(t)
cij

 , (2.1)

where ΩS(i) = αki , ΩT (j) = 1, and cij represents the ijth element of C. A discrete

covariate having 2 levels, ki = 0 or 1, is also introduced. This represents individu-

als belonging to one of two susceptibility groups. Biologically, this covariate could

conform to the effects of a vaccination campaign (vaccinated or not vaccinated indi-

viduals). The parameter vector now becomes θ = (α0, α1).

An individual’s infectious period represents the length of time for which it is

able to actively transmit its infectious agent to other susceptible individuals – the

length of time that an infected individual remains in the state I(t). The infectious

period, τ (R)
i − τ

(I,T )
i , is simulated according to: τ

(R)
i − τ

(I,T )
i = y + 1, where τ (I,T )

i

is the true infection time, τ (R)
i is the true removal time of individual i and y ∼

geometric
(
(Λ(T ))−1

)
. The term Λ(T ) represents the mean number of time steps until

an infected individual is removed from the infectious state and its inverse represents

the conditional probability of an infected individual being removed from the infectious
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population at time t + 1, given that this individual is infectious at time t, that is

P (i ∈ R(t+ 1) | i ∈ I(t)). In our study, we set Λ(T ) = 2.5.

SIR epidemics are simulated through a population of N = 400 individuals laid out

in space on a 20× 20 grid. The contact networks used are realizations of a stochastic

small-world-like network. The network is simulated in the following manner: let

r be a specified neighbourhood radius. Let Ds(i) = {j : dij ≤ r}, where dij is the

Euclidian distance between distinct individuals i and j, and i 6= j. For each individual

i ∈ N , the maximum number of short-range edges, esi , is generated from a Poisson

distribution with mean λs. Let ẽsi = min(esi , nsi ), where nsi =| Ds(i) |. ẽs Short-range

edges are then placed between individual i and selected individuals from the set Ds(i).

Similarly, let Dl(i) = {j : dij > r}. For each individual i ∈ N , the maximum number

of long-range edges, eli is generated from a Poisson distribution with mean λl. Let

ẽl = min(eli, nli), where nli =| Dl(i) |. Long-range edges are then randomly placed

between individual i and selected individuals from the set Dl(i).

It is assumed that an individual would have more short-range links associated with

it, on average, than long-range links. In this study, parameter values of r = 2.75,

λs = 3 and λl = 0.75 are used to simulate the network structure. For both potential

short and long-range links, if there already exists a edge between individual i and

a given member of either the set Ds(i) or the set Dl(i), then we randomly select

another individual from the set under consideration to have an edge. Adding a small

number of long-range links to the network allows information to reach all parts of
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the network relatively quickly. In terms of infectious disease transmission, having

long-range links in the network allows us to account for long-distance transmissions

that are commonly found in many real examples.

A classical small-world network (SWN) can be regarded as an intermediary network-

type that combines the rigid arrangement of lattices (highly clustered) with the short

characteristic path length of random graphs (Keeling and Eames, 2005; Saramäki and

Kaski, 2005). In a local neighbourhood, a SWN is lattice-like. Globally, however, its

properties are determined by its short-cuts – long-range edges from one vertex to

another one. Our network also allows for short-cuts between long-term edges and for

more short-range edges than long-range edges. However, our stochastic small-world

network is unlikely to have the exact properties necessary to be a strict SWN.

In the network generation stage, individuals are randomly assigned with equal

probability to one of the two covariate groups. Values of α0 and α1 are chosen

so that they result in “informative” epidemic data. This is data whereby individuals

within the simulated population are infected by the infectious agent over several time-

steps, and in which the epidemic does not die out “too quickly” or fail to propagate.

The epidemic is allowed to run until there are no longer any infectious individuals

remaining in the population. At this point, the epidemic is considered to have finished.

That is, no other individual is able to transmit the infectious agent to a susceptible

one. The time points at which an individual transitioned from the susceptible to

the infectious state, and from the infectious to the removed state are recorded. Ten
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distinct epidemics simulations (replicates) are performed. Each one is based on a

different contact matrix.

Misspecified Infection-Times

We modified the simulated epidemic data in order to incorporate the effects of

various levels of misspecification of infection times. Only infection times of those

individuals who are actually infected by the simulated epidemic are altered; there are

no false positive infections introduced into the data by the misspecification process

described below. We assume that removal times are known and remain correctly

specified.

Let J = ⋃Tp
t=1 I(t) be the set of infected individuals within the population. Let

the potential observed infection time of individual i, τ̃ (I,O)
i , be defined as τ̃ (I,O)

i =

τ
(I,T )
i + (−1)bζ(I)

i , τ
(I,T )
i is the true infection time of individual i, ζ(I)

i ∼ Poisson (M),

and b ∼ Bernoulli(0.5). M represents the mean number of periods of misspecification.

Different mean levels of misspecification, M , are considered (M = 0, 1, . . . , 5). Let

τ (I,O) = {τ̃ (I,O)}. τ̃
(I,O)
i can be negative. In order to work with positive infection

times, we standardize τ (I,O) such that its minimum value(s) are assigned an infection

time of 1, and the misspecified infection times for all other infected individuals within

the population are rescaled accordingly.

Since an individual’s misspecified infection time must occur before its removal

time, the observed infection time is derived as τ (I,O)
i = min

(
τ̃

(I,O)
i , τ

(R)
i − 1

)
. As M
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increases, more and more of the misspecified values are truncated and set equal to the

value τ (R)
i − 1, which means that their infectious period is one time step. At M = 5,

almost two-thirds of the values are misspecified in the positive direction, which repre-

sents about one-third of the misspecified values overall, would be so truncated. The

epidemic is considered to start at the smallest value of τ (I,O)
i . Due to misspecification,

the individual that obtains this smallest value may not be the individual who had the

true earliest infection time. Furthermore, while it was assumed that in the original

data that there was only one initially infected individual, in the misspecified data

several infected individuals could share the same observed smallest infection time.

An approximately symmetric misspecification process could describe the misspec-

ification process of an infectious disease such as FMD whereby entry of the pathogen

to a farm was inferred by the best guess of veterinarians. These veterinarians may be

as likely to overestimate the true time of infection as to underestimate it. A larger

amount of mean misspecification would then represent inference for a scenario under

which the guesses were further away, on average, from the true time of infection.

2.2.2 Fitted Models under a Fixed Data Approach

In the data-generating process presented in (2.1), a sparks term is not used and

thus the model term ε(i, t) presented in the general ILM of equation (1.1) is assumed

to be zero. When infected individuals’ time of infection is misspecified, it may be

the case that at some time t, an individual is recorded as infected without having
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interacted with any infectious individual with whom the individual has a link, that is

∑
j∈I(t) cij = 0. Under (2.1), this would lead to a probability of infection of zero and

thus to a likelihood of zero.

To prevent this problem from occurring, a sparks term is incorporated into the

fitted model in (2.1) to account for effects of the misspecified infection-times.

P (i, t) = 1− exp
−αki

( ∑
j∈I(t)

cij

)
+ ε

 , (2.2)

This model will be referred to as the sparks effects model (SEM), wherein the sparks

effect, ε, accounts for infections not well-explained by the model susceptibility param-

eters.

A diffuse prior that consists of a negative half-normal distribution with mode 0 and

variance 105 is placed on the sparks-term parameter in the SEM (ε < 0). Similarly,

a diffuse prior that consists of a positive half-normal distribution with mode 0 and

variance 105 is placed on each of the α parameters. Prior independence between

parameters is assumed. While a half-normal with large variance was assumed since

we were interested in only the half-real line, an exponential distribution or a gamma

distribution with a large variance could also have been used as the prior distribution.

We chose a prior distribution with a large variance since we did not have strong prior

information about the value of the susceptibility parameters.

The posterior density for the SEM is estimated by a Metropolis-Hastings random-

walk algorithm via single parameter updates of α0, α1, ε. Uniform random-walk pro-
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posals are used and are manually tuned in order to achieve efficient MCMC chain

mixing.

2.2.3 Infection Time Line and DA-SEM

In an attempt to correct for potential bias in the posterior estimates of the α0

and α1 parameters, and thus improve the estimation of P (i, t) obtained under data

with misspecified infection times, a data augmentation (DA) approach to parameter

estimation is considered. We let φ = {φ1, · · · , φ|J |} represent the estimated infection

times. The φ are treated as nuisance parameters and thus, the augmented parameter

vector becomes θ = {α0, α1, ε,φ}.

The model parameters (α0, α1, ε) are updated using single parameter updates, as

described in Section 2.2.2. Similar to the fixed data approach, a positive half-normal

prior with mode zero and variance 105 is put on each of the α parameters. Similarly, a

negative half-normal prior with mode zero and variance 105 is put on the sparks-effect

term.

The φ are updated at each MCMC iteration using an independence sampler.

For each i = 1, . . . , | J |, we let a discrete uniform distribution be the prior dis-

tribution for φi, such that φi ∼ DU
[
d−i , d

+
i

]
where d−i = τ

(I,O)
i − d, and d+

i =

min
[
τ

(I,O)
i + d, τ

(R)
i − 1

]
. The value d represents the maximum potential number of

time steps either before or after the observed infection time by which it can vary.

For easy reference within this chapter, we call this modified distribution a truncated
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discrete uniform distribution and denote it by TDU(−d, d).

We explicitly model the infection’s average infectious period via a geometric distri-

bution and also by using a misspecified distribution for the infectious period – Poisson

distribution. The likelihood model, L(θ, ρ;S, I,R, χ), is now defined as the product

of the likelihood for the observed event history, L1, see (1.3), and the likelihood for

the infectious period L2. Thus, it takes the form L = L1 × L2.

When a geometric (ρ) distribution is used to model the infectious period, χi, the

component L2 has the form

L2 (ρ;χ) =


∏
i∈J ρ (1− ρ)χi , χi ≥ 0

0, χi < 0
, (2.3)

where χi = τ
(R)
i −φi−1 is the data augmented infectious period of infected individual

i. The mean infectious period is then given by ρ−1.

When a Poisson (ω) distribution is used to model the infectious period χi, the

component L2 has the form

L2 (ω;χ) =


∏
i∈J

exp(−ω)ωχi
χi! , χi ≥ 0

0, χi < 0
. (2.4)
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Estimation of the Marginal Posterior of Model Parameters under an In-

fectious Period Modeled by a Geometric Distribution

When a geometric distribution is used to model the infectious period, a beta

prior and a Jefferys’ prior of the form π(ρ) = ρ−1(1 − ρ)− 1
2 are considered as pos-

sible priors for it. Both of these priors result in one obtaining a beta distribu-

tion as their respective posterior distributions. A beta(s1, s2) prior results in a

beta(s1 + 1 +∑
i∈J 1, s2 + 1 +∑

i∈J χi) conditional posterior distribution. Similarly,

applying a Jefferys’ prior results in a beta
(∑

i∈J 1, 1
2 +∑

i∈J χi
)

conditional posterior

distribution. This enables a Gibbs sampler to be used to update ρ.

Estimation of the Marginal Posterior of Model Parameters under an In-

fectious Period Modeled by a Poisson Distribution

When a Poisson distribution is used to model the infectious period, various priors

are put on ω to assess their impact upon the marginal posterior estimates of our model

parameters. A Gamma distribution prior was used with its mean centered at the true

mean infectious period. A Jefferys’ prior of the form π(ω) = (ω)− 1
2 and a diffuse

positive half-normal prior with a mode of zero and variance 105 are also considered.

When a gamma(sh, sc) distribution is used as a prior of the Poisson distribution, a

conditional posterior distribution of the form: Γ(sh+∑i∈J χi, sc+
∑
i∈J 1) is obtained.

With both the geometric and the Poisson distributions, we used the true mean

value as the prior. However, in reality this value is not known. In this situation, an
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alternative to this would be to use an estimated value of the mean infectious period

for the disease system from the literature if such a value exists.

2.2.4 Data-Augmented MCMC Algorithm

Various MCMC updates for φ have been investigated: 1) block updates of φ with

various block sizes, 2) single parameter updates of φ, 3) single parameter updates of

φ under which only a portion of the φk ∈ φ are updated, and 4) block updates of the

model parameters combined with single parameter updates of φ.

Algorithm-type (3) has proven to be the most successful at achieving reasonable

MCMC chain mixing in a timely manner.

For a single parameter update, under random-walk algorithm, the acceptance

probability of φAk takes the following form:

min
1, π(αl+1

0 , αl+1
1 , εl+1, φl+1

1 , . . . , φl+1
k−1, φ

′
k, φ

l
k+1, . . . , φ

l
J )q(φlk)

π
(
αl+1

0 , αl+1
1 , εl+1, φl+1

1 , . . . , φl+1
k−1, φ

l
k, φ

l
k+1, . . . , φ

l
J

)
q (φ′k)

 , (2.5)

where φAk is the subset of infected individuals to be potentially updated at the lth

iteration of the algorithm. This DA-MCMC algorithm has the following steps:

1. For each i, update αl0, αl1, εl0, εl1 | φl,Λl,S, I,R

2. For each i, update Λl | αl+1
0 , αl+1

1 , εl+1,φl,S, I,R

3. Randomly select individuals with probability p to be included in the set φA,

individuals to have their φi value potentially updated
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4. Update φli

a For each i ∈ φA, examine probability, as described in (2.5) and update

using discrete uniform distribution,

b Else for i 3 φA, simply update φi, φl+1
i = φli

2.3 Performance Evaluation

In order to assess the performance of the naive fixed data MCMC and data-

augmented MCMC approaches, we consider posterior parameter estimates. Let E

be the total number of epidemics simulated and let e be the eth epidemic. Let

α̃
(0.50)(e)
0 , α̃

(0.50)(e)
1 , and ε̃(0.50)(e) be the posterior median estimates of parameters for

the eth epidemic: α̃(e)
0 , α̃(e)

1 , and ε̃(e) respectively. ki = {0, 1}, are the two levels of

the susceptibility covariate. In our results, we examine the average of these posterior

median parameter values over the ten epidemics. Let these average values be denoted

by ᾱ
(0.50)
0 , ᾱ

(0.50)
1 and ε̄(0.50). That is, ᾱ(0.50)

0 = 1
E

∑E
e α̃

(0.50)(e)
0 , ᾱ(0.50)

1 = 1
E

∑E
e α̃

(0.50)(e)
1

and ε̄(0.50) = 1
E

∑E
e ε̃

(0.50)(e).

We also derive the average of the 2.5% and the 97.5% percentile values of marginal

posterior distribution: (α̃(0.025)(e)
0 , α̃

(0.025)(e)
1 , ε̃(0.025)(e)) and (α̃(0.975)(e)

0 , α̃
(0.975)(e)
1 , ε̃(0.975)(e))

respectively to obtain an average 95 percent credible interval for these posterior pa-

rameters denoted: (ᾱ(0.025)
0 , ᾱ

(0.975)
0 ) for (ᾱ(0.025)

1 , ᾱ
(0.975)
1 ) and (ε̄(0.025), ε̄(0.975)) That is,

ᾱ
(0.025)
0 = 1

E

∑E
e α̃

(0.025)(e)
0 , ᾱ(0.025)

1 = 1
E

∑E
e α̃

(0.025)(e)
1 and ε̄(0.025) = 1

E

∑E
e ε̃

(0.025)(e).
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Further we can estimate the probability of infection of one susceptible individual

over varying number of connections/contacts between that individual and infected

individuals at the posterior median value at each of the two covariate levels for a

given epidemic. From this we obtain the average probability of infection and the

average difference in probability between the two covariate levels. When ki = 0, we

obtain the probability of infection for the eth epidemic as:

P (i, t)(e)
ki=0 = 1− exp

−α̃(0.50)(e)
0

∑
j∈I(t)

cij + ε̃(0.50)(e)

 , (2.6)

where ∑j∈I(t) cij ∈ {1, 2, 3, 4, 5} are the number of infectious contacts that a suscep-

tible individual i is assumed to have. Similarly when ki = 1, we obtain:

P (i, t)(e)
ki=1 = 1− exp

−α̃(0.50)
1

∑
j∈I(t)

cij + ε̃(0.50)

 . (2.7)

The difference in probabilities between susceptibility covariate levels is derived as:

∆P̄ (i, t) = P̄ (i, t)ki=1 − P̄ (i, t)ki=0, (2.8)

where P̄ (i, t)ki=0 = 1
E

∑E
e=1 P (i, t)(e)

ki=0, and P̄ (i, t)ki=1 = 1
E

∑E
e=1 P (i, t)(e)

ki=1, are the

estimated probabilities of infection at the ki = 0 and ki = 1 susceptibility covariate

levels, respectively, averaged over the E simulated epidemics. We also considered

using the ratio of probabilities between the two levels. However, this measure was
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found to have too much variability associated with it and thus it was not applied in

this thesis.

2.4 Results

Ten networks (replicates) are generated using the methodology described above.

For each of these ten networks, an infectious disease epidemic is simulated with the

low and high values of the two level susceptibility covariate parameter, α0 = 0.2, and

α1 = 0.3, respectively. As noted above, these values were chosen in order to obtain

an informative epidemic. Once a simulated epidemic was produced, infection times

were misspecified. A fixed data MCMC and a data-augmented MCMC approach to

parameter estimation are compared with respect to posterior parameter estimates of

the susceptibility parameters obtained. We examine the posterior median and credi-

ble interval of the parameter values and the probability of infection of one individual

under the posterior median. For the fixed data approach, infection time misspecifi-

cation from one unit up to five units (M = 1, . . . , 5) were considered as well as no

misspecification (M = 0). For the data-augmented approach with an explicit mod-

eling of the infectious period, both a geometric and Poisson distribution are applied

to model the infectious period in the fitted models. “Approximate” convergence of

the MCMC chain was assessed by inspection of the traceplot. Innitial values for one

epidemic were determined by plotting a MCMC chain for a small number of values

and then choosing this value as the starting point for a chain for a larger number
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run for a much longer number of iterations. The posterior median parmeter values

obtained from this first replicate were used as the starting point for MCMC chains

performed on the other nine replicates.

2.4.1 Results Obtained Using Fixed Data Approach

The estimated average posterior median values and 95% credible intervals, ob-

tained under the SEM with the fixed data approach, are presented in Table 2.1. We

find that posterior median estimates of α0 and α1, tend to be underestimated when

we have misspecified infection times. As the mean level of misspecification increases,

the ability of the SEM to distinguish between the two α susceptibility levels decreases.

It can also be seen that the value of the posterior median estimate of the sparks term,

ε, is large in magnitude under this model and that it increases as M increases.

Figure 2.1, Figure 2.2 and Figure 2.3 show plots of the probability of infection, for

a given individual at a ki = 0 covariate level, ki = 1 covariate level and difference in

probability between levels respectively. The probability of infection, P (i, t) is plotted

for different number of infectious contacts, ∑j cij = 0, 1, . . . , 5, under 1) the true

values of α0 and α1, 2) the posterior median estimates of α obtained from data with

correctly specified infection times when a sparks-effect term is included in the model,

and 3) estimated posterior median values of α0 and α1 obtained when the infection

times are misspecified.

With the SEM, as shown in Figure 2.1 for the ki = 0 covariate level, and in Figure
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Table 2.1: Posterior Median Estimates, and 95% Credible Intervals under a SEM for
M = 0, 1, . . . ,5 with an Infectious Period Generated by a Geometric Distribution

Parameter α0(0.2) α1(0.3) ε(0)
M = 0 0.2088 0.3251 −7.26E−05

(0.1689, 0.2546) (0.2669, 0.3917) (−3.15E−04, −6.63E−06)
M = 1 0.1379 0.1965 −3.68E−03

(0.1079, 0.1732) (0.1561, 0.2438) (−4.79E−03, −2.76E−03)
M = 2 0.1024 0.1319 −4.64E−03

(0.0792, 0.1301) (0.1031, 0.1658) (−5.86E−03, −3.60E−03)
M = 3 0.0765 0.1087 −5.05E−03

(0.0584, 0.0980) (0.0847, 0.1367) (−6.32E−03, −3.96E−03)
M = 4 0.0673 0.088 −4.86E−03

(0.0512, 0.0864) (0.0683, 0.1113) (−6.07E−03, −3.82E−03)
M = 5 0.0552 0.0693 −5.03E−03

(0.0420, 0.0709) (0.0538, 0.0874) (−6.27E−03, −3.97E−03)

2.2 for the ki = 1 covariate level, for any number of infectious contacts the probability

of infection obtained under each of the five levels of misspecification is less than the

probability of infection based upon the true value of the α parameters. It is also

less than the probability of infection that resulted from the use of posterior median

estimates of α0 and α1 values obtained from the correctly specified infection times in

the model. As the mean level of misspecification increases, the estimated probability

of infection for an individual decreases. This is likely because the infection is not

seen as being as virulent and the infectious period becomes more distorted. The rate

of decrease is smaller as the level of misspecification increases. The probabilities of

infection derived when M = 5 are consistently less than those calculated with any

of the other M values. As shown in Figure 2.1 and Figure 2.2, as the mean level

of misspecification increases, the ability of the SEM to distinguish between the two

levels of the covariate decreases.
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Figure 2.1: SEM Probability of Infection at ki = 0 Covariate level

2.4.2 Results Obtained using Data-augmented MCMC Ex-

plicitly Estimating the Infectious Period

In this section, we present and compare results obtained when a geometric and

Poisson distribution are used to describe the infectious period. It should be noted

that while the sparks term is not included in the data-generating process and, it was

found to be very small in magnitude for both data-augmented models investigated in

this section, this term was included in the model for computational purposes. It is

suspected that early iterations of the MCMC chain, it is still possible that even with

data-augmentation some of the individuals are recorded as having been infected at a

time-point at which they do not have any infectious contacts. For brevity, only results

of no misspecification, one, three and five units of misspecification are presented for
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Figure 2.2: SEM Probability of Infection at ki = 1 Covariate level

the DA-SEM approach.

Geometric Distribution Results

For a geometric distribution – a beta prior and a Jeffreys’ prior were investigated

in order to investigate the impact of different priors on the results. The form of the

beta prior used, β(0.25, 0.25), was purposely misspecified in order to see its impact on

the results. Similarly, both a gamma distribution and a Jeffreys’ prior were applied

when we used a Poisson distribution.

Posterior medians of the parameter estimates and their associated 95% credible in-

tervals are shown in Table 2.2 when a geometric distribution (2.3) is used to represent

the infectious period in the fitted model



54

P(α1) ‐ P(α0)

0.01

0.03

0.05

0.07

0.09

0.11

0.13

0.15

0.17

1 2 3 4 5

Number of Infectious Contacts

Es
ti
m
at
ed

 D
iff
er
en

ce
 in

 P
ro
ba

bi
lit
ie
s

TRUE
M=0
M=1
M=2
M=3
M=4
M=5

Figure 2.3: Difference in Probability Between Levels of Susceptibility Covariate

Table 2.2: Posterior Median Estimates, and 95% Credible Intervals under a DA-SEM
for M = 0, 1, 3, 5 with an Infectious Period Generated by a Geometric Distribution
with a β(0.25, 0.25) Prior

Parameter M = 0 M = 1 M = 3 M = 5
α0 (0.2) 0.1755 0.2035 0.2065 0.1966

(0.1368, 0.2215) (0.1619,0.2526) (0.1651,0.2554) (0.1563,0.2441)
α1 (0.3) 0.2750 0.3075 0.3125 0.3054

(0.2133, 0.3486) (0.2451,0.3807) (0.2508, 0.3850) (0.2420,0.3788)
ε (0) −8.05E−05 −2.49E−04 −2.35E−04 −1.16E−04

(−4.27E−04, −3.04E−06) (−8.25E−04, −2.53E−05) (−7.44E−04,−2.92E−05) (−4.58E−04,−1.24E−05)
ρ ( 2.5) 3.237 1.939 1.902 2.448

(2.691,3.922) (1.624,2.334) (1.589,2.295) (2.071,2.920)

We have observed a vast improvement in posterior estimates with the use of a DA-

MCMC procedure in comparison to those posterior estimates of the α0, α1 obtained

with a fixed-data approach. In particular, the average value of posterior median does

not decrease with M . This means that the data augmentation approach when a

geometric distribution is used to model the infectious period is able to successfully

correct for the effects of misspecification of time of infection. Furthermore, the 95%
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credible interval for the both susceptibility parameters covers their true values. The

sparks term, ε, is very small under this model although it is larger under M = 1, 3, 5

than under M = 0.

Figure 2.4, Figure 2.5, and Figure 2.6 present graphs of probabilities of infection

under a DA-SEM with the infectious period estimated via geometric distribution at

a ki = 0 covariate level, ki = 1 covariate level and difference in probability between

levels, respectively.
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Figure 2.4: Probability of Infection under a DA-SEM with Infectious Period estimated
via Geometric Distribution at a ki = 0 Covariate Level

When examining the probabilities of infection presented in Figure 2.4 and Figure

2.5, we can see that the values obtained are also much closer to the true probability

of infection. We observe that the difference in susceptibility parameter estimates

between levels of misspecification do not affect the value of the probability of infection
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Figure 2.5: Probability of Infection under a DA-SEM with Infectious Period estimated
via Geometric Distribution at a ki = 1 Covariate Level

that much.

Since we estimate the average infectious period at each MCMC iteration under our

data-augmentation approach, we can obtain posterior median estimates of it. The

posterior estimates of the infectious period, and to a less extent the susceptibility

parameters, differ between levels of misspecification. In fact, they differ substantively

between the same epidemic (much more than would be expected from simulation

related variation) for a given level of misspecification between different runs of the

DA-MCMC procedure. This suggests that different combination of the parameter

values could have given rise to this epidemic. That is, the posterior distribution of

the epidemic is multimodal. The different point and credible intervals seen for the

different levels of misspecification are likely due to the fact that differing runs became

stuck in each mode of the multimodal distribution at each level of misspecification.
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Figure 2.6: Difference in Probability under a DA-SEM with Infectious Period esti-
mated via Geometric Distribution Between Levels of Susceptibility Covariate

Table 2.3: Posterior Median Estimates, and 95% Credible Intervals under a DA− SEM
for M = 0, 1, 3, 5 with an Infectious Period Generated by a Geometric Distribution
with a β(0.25, 0.25) Prior for Simulation 3

Parameter M = 0 M = 1 M = 3 M = 5
α0(0.2) 0.1205 0.1672 0.1290 0.1708

(0.0845,0.1667) (0.1245,0.2199) (0.0910,0.1746) (0.1274,0.2240)
α1(0.3) 0.2449 0.3034 0.2529 0.3009

(0.1793,0.3250) (0.2339,0.3847) (0.1866,0.3344) (0.2300,0.3853)
ε(0) −6.44E−05 −6.44E−052 −6.00E−05 −1.62E−04

(−3.50E−04,−2.18E−06) (−5.64E−04,−2.46E−05) (−3.18E−04,−2.90E−06) (−5.27E−04,−2.33E−05)
ρ(2.5) 3.075 0.690 2.970 0.6902

(2.397,3.971) (0.581,0.819) (2.330,3.835) (0.581,0.818)

Table 2.3 presents results from one particular simulation out of the ten simulations

run. From it, we can see that the the values of the susceptibility parameters α0 and

α1 are at one mode for M = 0,M = 3. Similarly, M = 1,M = 5 are at the other

mode and are also close to each other in value.
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Poisson Distribution Results

Posterior medians of the parameter estimates and their associated 95% credible

intervals are shown in Table 2.4 when a Poisson distribution (2.4) is used to represent

the infectious period in the fitted model. Graphs of the median probability of infec-

tion, obtained at low (Figure 2.7) and high levels of the susceptibility (Figure 2.8),

and the difference between the two levels of infection under this model (Figure 2.9),

respectively, are presented.

When a Poisson distribution is used to model the infectious period, gamma priors

with differing shape and scale parameters but the same mean, a diffuse positive

half-normal prior and a Jefferys’ prior are used as possible prior distributions for ω.

However, again due to the similarity of the results obtained between these priors, for

brevity, only results from a gamma (sh = 2.5, sc = 1) prior is shown herein.

With this model of the infectious period, similar to the use of the geometric infec-

tious period, we observe a vast improvement in posterior model parameter estimates

with the use of a DA-MCMC procedure in comparison to those posterior estimates

obtained with a fixed-data approach. The average value of posterior median esti-

mate does not decrease with M . This means that data augmentation approach when

a Poisson distribution is used is able to correct for infection-time misspecification.

However, the value of the α parameters obtained are lower under this model than

when using the geometric model. Moreover, the 95% credible interval on posterior

median for the both levels of the susceptibility barely covers their true values for
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M = 0,M = 1,M = 3, or M = 5. However, the average of the posterior me-

dian values for the infectious period parameter is closer to the true value under this

model. When we examine one particular simulation (Table 2.5), we can also see the

consistency between the different levels of misspecification. However, in this partic-

ular simulation, the credible interval of the infectious period does not cover the true

infectious period.

Table 2.4: Posterior Median Estimates, and 95% Credible Intervals under a DA−SEM
for M = 0, 1, 3, 5 with an Infectious Period Generated by a Geometric Distribution
and Fitted using a Poisson Distribution with a Gamma (sh = 2.5, sc = 1) Prior

Parameter M = 0 M = 1 M = 3 M = 5
α0 (0.2) 0.1578 0.1579 0.1576 0.1591

(0.1230, 0.1997) (0.1230, 0.1995) (0.1228,0.1999) (0.1228,0.2030)
α1 (0.3) 0.2394 0.2400 0.2400 0.2350

(0.1868,0.3034) (0.1870,0.3043) (0.1872, 0.3038) (0.2350,0.2999)
ε(0) −9.87E−05 −9.33E−05 −9.57E−05 −8.71E−05

(−4.70E−04, −5.42E−06) (−4.59E−04,−5.24E−06) (−4.75E−04,−5.18E−06) (−4.38E−04,−4.97E−06)
ω( 2.5) 2.299 2.294 2.300 2.310

(1.860, 2.797) (1.867,2.820) (1.872, 2.839) (1.861, 2.875)

Table 2.5: Posterior Median Estimates, and 95% Credible Intervals under a SEM for
M = 0, 1, 3, 5 with an Infectious Period Generated by a Geometric Distribution
and Fitted using a Poisson Distribution with a Gamma (sh = 2.5, sc = 1) Prior for
Simulation 3

Parameter M = 0 M = 1 M = 3 M = 5
α0(0.2) 0.1239 0.1243 0.1211 0.1238

(0.0887,0.1696) (0.0890,0.1687) (0.0859,0.1665) (0.0883,0.1686)
α1(0.3) 0.2423 0.2408 0.2379 0.2400

(0.1805,0.3180) (0.1803,0.3171) (0.1746,0.3120) (0.1797,0.3122)
ε(0) −1.65E−04 −1.59E−04 −1.62E−04 −1.59E−04

(−5.33E−04,−2.40E−05) (−5.29E−04,−2.35E−05) (−5.44E−04,−2.24E−05) (−5.30E−04,−2.27E−05)
ω(2.5) 1.766 1.785 1.809 1.799

(1.339,2.328) (1.349,2.302) (1.366,2.440) (1.380,2.302)

Figure 2.7, Figure 2.8, Figure 2.9 present graphs of probabilities of infection under

a DA-SEM with Infectious Period estimated via a Poisson Distribution at a ki = 0



60

P(α0)

0.1

0.2

0.3

0.4

0.5

0.6

0.7

1 2 3 4 5

Number of Infectious Contacts

Pr
ob

ab
ili

ty
 o

f I
nf

ec
tio

n

TRUE
M=0
M=1
M=3
M=5

Figure 2.7: Probability of Infection under a DA-SEM with Infectious Period estimated
via Poisson Distribution at a ki = 0 Covariate Level

Covariate Level, ki = 1 Covariate Level and difference in probability.

When examining the graphs of the probability of infection, we can see from Fig-

ures 2.7 and 2.8, that the probability of infection under the DA-SEM using a Poisson

infectious period while much better than the SEM was consistently slightly smaller

than the true probability of infection. Moveover, the difference in probabilities be-

tween the two levels of the covariate (Figure 2.9) while very close to the true difference

slightly underestimated it for all levels of misspecification.
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Figure 2.8: Probability of Infection under a DA-SEM with Infectious Period estimated
via Poisson Distribution at a ki = 1 Covariate Level

2.4.3 Results Obtained using Data-augmented MCMC but

not Modeling Infectious Period

The author also investigated the effects of applying data augmentation with re-

spect to infection-time parameters φ, but not explicitly modeling the effects of the

infectious period. That is, while a proportion of the infection-time parameters were

updated at each iteration, we did not place any distributional assumptions on the

infectious period. This was done to determine how using this approach compares to

the fixed data approach and to an approach in which the infectious period was explic-

itly modeled in terms of parameter estimation of the susceptibility parameters and

MCMC chain mixing. We ran 75,000 MCMC iterations for a given MCMC chain and

similar to in Section 2.4.2, we proposed to update approximately 25% of the infection-
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Figure 2.9: Difference in Probability under a DA-SEM with Infectious Period esti-
mated via Geometric Distribution Between Levels of Susceptibility Covariate

times at each MCMC iteration. Similar to our earlier investigation, 10 replicates were

examined at each level of misspecification.

Table 2.6: Posterior Median Estimates, and 95% Credible Intervals under a DA−SEM
for M = 0, 1, 3, 5

Parameter M = 0 M = 1 M = 3 M = 5
α0 (0.2) 9.44E−03 9.01E−03 8.65E−03 8.27E−03

(5.35E−03,1.54E−02) (4.99E−03,1.46E−02) (4.98E−03,1.37E−02) (4.75E−03,1.33E−02)
α1 (0.3) 1.81E−02 1.74E−02 1.62E−02 1.60E−02

(1.15E−02,2.71E−02) (1.11E−02,2.65E−02) (1.06E−02,2.42E−02) (1.03E−02,2.38E−02)
ε (0) −1.19E−04 −1.18E−04 −1.12E−04 −1.15E−04

(−6.38E−04,−4.12E−06) (−6.24E−04,−4.31E−06) (−6.09E−04,−4.09E−06) (−1.15E−04,−3.94E−06)

Trace plots of the marginal posterior distribution of the parameters appeared to

show graphical convergence. Trace-plots show the value of the parameter plotted over

the iterations of the MCMC chain. We can see from the results presented in Table

2.6 that the data augmentation adjusted for the differing levels of misspecification

and that no obvious multimodality is seen in the results. Nevertheless, the marginal



63

posterior of the parameter values obtained is extremely poor. In fact, they are worse

than those obtained when we attempt to fit a model with the infection-time data

containing five units of misspecification (the most severe level of misspecification that

we investigated) using a fixed data approach. Moreover, fitting this model takes

much longer than the fixed data approach to obtain results. This demonstrates the

importance of explicitly modeling the mean infectious period when performing data-

augmentation to account for uncertainty in the infection-times when the infectious

period is believed to be variable.

2.5 Discussion

2.5.1 Summary

Simplifying assumptions are often made with respect to effects of infection time

uncertainty in the context of infectious disease modeling. However, these assumptions

may lead to the formulation of a poor or unrealistic model of the disease transmission

process, and to the derivation of inaccurate or inappropriate conclusions from the

performed analysis. One can incorporate more realistic model assumptions through

a data augmented approach to parameter estimation in a Bayesian framework. This

approach, which accounts explicitly for uncertainty through placing various forms of

prior beliefs upon the missing or uncertain data, through an observational model, can

result in models that better reflect the underlying data-generating process. However,
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it may also lead to a time-consuming analysis.

In this chapter, we have presented results that demonstrably show the effects of ig-

noring infection-time uncertainty for epidemics propagated through a heterogeneous-

mixing SIR model. Varying degrees of misspecification of an individual’s true infection

time, denoted by M , were applied to the true epidemic data. Bayesian MCMC was

used in order to obtain estimates of the posterior median of the model parameters and

to obtain estimates of the probability of infection under each level of the covariate

(ki = 0 and ki = 1) under fixed-data and data-augmented approaches.

A model that uses a fixed data approach to infection time uncertainty, the sparks

effect model (SEM), was examined. The SEM assumed a constant value of the sparks

effect parameter throughout the entire epidemic. That is, the effect of the sparks term

did not vary at different time points. Under this model, the estimates of posterior

median of α0 and α1 parameters were substantively underestimated when data on the

infection time of an infectious disease was subjected to effects of misspecification. As

M increased, the amount of underestimation increased.

The data augmentation approach used in this paper treated individuals’ infection-

times as random parameters φ. The distribution of the mean infectious period was

also accounted for explicitly in the likelihood model via a geometric distribution.

This adjustment was done in order to determine whether its inclusion affects 1) the

estimation of the posterior medians of the α0 and α1 values and ultimately the prob-

ability of infection; 2) estimates of the posterior median of the infectious period; 3)
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MCMC mixing. A beta prior, and a Jefferys’ prior were placed upon the geomet-

ric distribution to see their effect on the posterior median of the infectious period

parameter.

This model extension led to values of the posterior median of the susceptibility

parameters, for M = 0, 1, 3, 5, that were approximately equal to that obtained under

correctly specified infection time data. Furthermore, the actual form of the prior put

on the infectious period distribution did not have any substantive effect upon the

resulting posterior distributions. However, it was noted that the credible interval of

the susceptibility parameters was not always approximately the same for all MCMC

runs of the same epidemic. In fact, for the posterior estimates of the mean infectious

period, the value obtained varies varied substantially from one MCMC run to the next

around two modes implying that the posterior distribution is multimodal and that

MCMC mixing is poor. That is, different combinations of values of the parameters are

consistent with a given data set. However, the MCMC chain gets stuck at one mode

of the posterior distribution and thus does not completely explore the underlying

parameter space.

A β(0.25, 0.25) prior puts much of the distribution density at the extremes of the

parameter space. However, the form of the prior applied was not the reason for the

multimodality. When a Jefferys’ prior was applied to the parameter of the infectious

period distribution, multimodality was also observed in the posterior distribution of

the epidemic data. This is not surprising since the form of the conditional posterior
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distribution of the infectious period obtained is similar when either the conjugate prior

or the Jefferys’ prior are applied. In both cases, the updated information obtained

from the likelihood distribution appears to have dominated the effects of the prior

information.

In this chapter, we have also attempted to examine the effect of misspecifying the

distribution used to model the infectious period upon the estimates of the posterior

median of the model parameter values. To this end, a Poisson distribution was also

used to model the length of the infectious period even though the data-generating

process of the mean infectious period was created using a geometric distribution.

Under this model, the credible interval of infectious period parameter covered the

true value and the credible interval of the susceptibility parameters also covered their

true values. This suggests that the likelihood is not sensitive to the form of the

distribution placed upon it.

From our results, we have determined that data-augmented models of the proba-

bility of infection of an infectious disease that model the infectious period explicitly

perform much better in representing the underlying infectious disease process in the

context of infection time uncertainty than those models that implicitly make the im-

plicit assumption that the infection-times are correct and fixed. Nevertheless, there

is a problem with applying these data augmented models – their computational time

requirements to produce results and their propensity to poor MCMC chain mixing

with traditional approaches to MCMC.
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We determined that even when we attempt to update only 25% of infected individ-

uals’ times of infection at each MCMC iteration, several days worth of computer time

were required to obtain posterior parameter estimates when 150 thousand MCMC

iterations were performed. In our simulation study, we worked with a small popula-

tion. If the population size were much larger, for instance, if we were attempting to

model the spread of the foot-and-mouth disease in England with a ILM using a data-

augmentation approach, the time requirements of a data-augmentation approach may

become prohibitive due to limitations of current computing power. We are thus left

with a clear trade-off between model accuracy and timeliness.

2.5.2 Future Work

In this chapter, it was assumed that individuals have the same mean infectious

period regardless of their inherent susceptibility to the infectious agent. The ILM

presented in this chapter could be modified to allow for effects of covariate depen-

dent infectious periods. Biologically, this differing effect might be explainable, if for

example, a binary susceptibility covariate represented vaccinated vs. non-vaccinated

groups and the length of the mean infectious period was thought to differ between

these groups. This extension would involve an attempt to determine whether results

obtained under the assumption of a homogeneous infectious period extend to a het-

erogeneous one, in terms of the magnitude of the model parameter values obtained

and also whether the two infectious periods (if they are close in magnitude) can be
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separated out into two distinct periods when estimated. Another possible extension

would be to examine effects of parameter estimation if both of the infection and

removal times of the infection were unknown and potentially misspecified.

Here, we have also only studied the case of binary covariates, one could also

examine the effects of misspecification on the value of a quantitative covariate or

include the effects of a change-point, such as an intervention to attempt to control

the epidemic’s spread, on the covariate value. The effect of misspecification on terms

derived from the susceptibility parameters such as the basic reproduction number, Ro,

could also be considered. While we have examined the effects of a Poisson distribution

to model the mean infectious period when the geometric distribution was used to

generate the average infectious period, we could also investigate the effects of using

a discrete Weibull distribution as a model-fitting distribution. Furthermore, this

distribution, with its potential for heavy tails and its flexibility in shape, may be a

more realistic distribution to model the average infectious period of an epidemic than a

geometric distribution. We could also apply this distribution as our model generating

distribution under conditions in which we assume a geometric distribution as the

data-generating distribution. By performing this investigation, it would allow us to

see the potential bias in the probability of infection and the mean infectious period

of another misspecified infectious period compared to the true geometric infectious

period, when it is applied.

So far, even though the time of infection was misspecified, the contact matrix has



69

been assumed to be correctly specified. It would be possible to investigate the effects

of misspecifying this matrix. This might involve removing some contacts between

individuals and adding others to determine what percentage misspecification of the

network is needed before the network breaks down and then investigate to determine

how to appropriately adjust for this. This might represent the case when one contact

network has unknown links and another one, with known but possibly incorrect links,

is used in its place to replace the unknown links – a form of cold-deck imputation. We

could also examine to what extent our full data-augmentation approach augmenting

the time of infecton helps when time of infection is not what is incorrect in the data.

Achieving convergence of the MCMC chain has appeared difficult under a DA-

SEM. We settled for an “approximate” convergence obtained with a run of 150 thou-

sand iterations which could be achieved in a reasonable time frame on a single com-

puter processor. We attempted to use a formal test — Geweke’s Test — that works

by testing the MCMC chain obtained and attempting to reject the null hypothesis

of non-convergence of the MCMC chain. However, we were unable to reject this

null-hypothesis either with 150 thousand iterations or with a trial run of 1 million

iterations. It is, of course, desirable that we be able to this. In an attempt to ac-

complish this goal, multiple chains could be run on many CPUs with the effect of

increasing the total number of MCMC realizations derived within a given period of

time. Given the multimodal nature of the MCMC chain under a data-augmented

parameter space when the infectious period is modeled by a geometric distribution,
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future work will involve MCMC methods that attempt to account for this. More-

over, we will also attempt to assess why when we model the infectious period using a

Poisson infectious period, we do not find a multimodal distribution.

Finally, given the large time-requirements of data-augmented MCMC for ILMs,

more work needs to be done into methods that reduce computation-time burden and

ultimately produce results faster and at the same time retain accuracy in the results

obtained.

2.5.3 Conclusions

The results show that putting a prior, regardless of its distributional form, on the

mean infection-period parameter and using an DA-SEM approach leads to estimates

of the posterior median of the α0 and α1 parameters that are closer to their true

values than those estimates obtained under the fixed data approach or when using

an approach that just uses the observational model and ultimately results in better

(less biased) estimates of the probability of infection.

From the results in this chapter, it can be seen that if one fails to adequately

account for the effects of infection time uncertainty in infectious disease data, partic-

ularly if there is large amount of uncertainty/misspecification in the data, an incorrect

(extremely downward biased) probability of infection is obtained. Moreover, the re-

sulting inaccurate representation may lead to epidemic models that fail to reflect

properly the heterogeneous susceptibility to infection inherent in the data. This fail-
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ure may, in turn, mislead policy-makers into the mistaken belief that the spread of

the infectious agent through a population is random, and that the epidemic is not

that virile, when in fact there is a distinct pattern of infections based upon infectious

contacts and the agent may be highly virulent.

With inadequate/wrong information provided to policy-makers about the epi-

demic’s spread, they may make wrong decisions with respect to control or abatement

strategies for the epidemic. This in turn could prolong or worsen the effects of an epi-

demic and may result in greater economic loss or produce more severe health effects

from the infection than would otherwise be the case.
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Chapter 3

Effects of Data Aggregation upon

Parameter Estimation when using

Data-aggregated Network-based

Individual-Level Models of

Infection

3.1 Introduction to Data Aggregation

The goal of an infection transmission model is to represent the spread of an in-

fectious disease. Within a statistical context, we might use such a model to estimate
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epidemiological parameters of interest (Britton and Lindenstrand, 2009). Tradition-

ally, infectious disease models have been homogenous at either the individual or the

(sub)population level (O’Neil, 2010). By contrast, individual-based models tend to

represent the underlying infectious disease process more accurately as they can ac-

count for inherent heterogeneity in the population (Kwong and Deardon, 2012).

However, individual-based models face a significant drawback to their widespread

use – their computation-time requirements. Attempts to fit a complex model to

epidemic data sets of a large, or even moderately large, size can test the ability of

current computing power to provide information to investigators in a reasonable time-

frame. This challenge results from the large time cost required for calculating the full

likelihood at every step of an iterative numerical process as well as the estimation of

a large number of parameters (Deardon et al., 2010; O’Neil, 2010).

In this chapter various forms of individual-level models (ILMs), a family of discrete-

time individual-based models developed by Deardon et al. (2010), are fit to aggre-

gated data that arise from grouping individuals together based upon their individual

subject-level data characteristics. Individuals are grouped using clustering methods.

For easy referencing, herein, because ILMs applied use this aggregated data, we shall

refer to them as data-aggregated ILMs. In these data-aggregated ILMs, the effect of

cluster size on the probability of a susceptible cluster becoming infected by an infec-

tious cluster is considered. We also consider data-aggregated ILMs that model the

contact network among clusters by taking into account connections between subjects
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from one cluster to another cluster.

We use posterior parameter estimates obtained when fitting a data-aggregated

ILM to obtain estimates of the probability of infection at the individual subject-level.

Ultimately, we want to determine to what extent is accuracy lost in these results when

an ILM is fitted to aggregated data instead of to the individual subject-level data?

Data-aggregated ILMs are evaluated much faster at each Markov Chain Monte Carlo

(MCMC) iteration than ILMs which use individual-level data due to the reduced

number of observations used in fitting them. Given this decreased computation time,

it is hypothesized that by working with aggregated data, we will likely have substantial

reduction in the period of time required to obtain posterior parameter estimates.

In addition to investigating loss of accuracy, we will attempt to quantify the time

reduction achieved over different levels of data aggregation. Reduction in computation

time is very important in many situations under which obtaining estimates of the

probability of infection in a timely manner is required.

3.1.1 Review of a Network-based ILM

As in Chapter 2, we will consider the general form of individual-level models. A

subset of these ILMs are network-based ILMs. That is, the infection kernel between

individuals i and j in an ILM, denoted by κ(i, j), is a function of a contact matrix

or a dynamic series of contact matrices that depend on time. This contact network

could have weighted links that account for propensity or duration of contact in their
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elements. In this investigation, we consider the network model of (2.2) from Chapter

2, which is repeated in (3.1) for easy referencing. Under this model, the probability

of susceptible individual i being newly infected at time t is given by

P (i, t) = 1− exp
−αki ∑

j∈I(t)
cij + ε

 , (3.1)

where cij is given by

cij =


1 if there is a contact between individuals i and j

0, otherwise
. (3.2)

In (2.1), the infection kernel is given by κ(i, j) = cij. Network-based models of

infectious disease, in general and network-based ILMs in particular, assume that

in order to transmit an infectious agent (infection) to an individual that we need

1) a contact relationship between individuals; and 2) the individual to whom the

infectious agent is transferred is susceptible to it (Keeling and Eames, 2005). The

matrix C = [cij]N×N , where N is the number of individuals in the population, is the

adjacency matrix for each infectious disease data set. This model also has a binary

indicator variable ki which represents the susceptibility level for each individual. We

recall from Chapter 2 that,

ki =


0 if individual i has low level of susceptibility to infection

1 if individual i has high level of susceptibility to infection
,
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where (αki > 0) is a coefficient parameter associated with covariate ki. An SIR

framework is assumed. Due to the intractable nature of the likelihood function of

an ILM, we resort to stochastic simulation in order to obtain posterior estimates

(Deardon et al., 2010).

3.1.2 Approaches to Handle Computational Challenges of In-

fectious Disease Models

There are at least two types of approaches that have been developed to handle

the computational time challenges that result from attempts to fit individual-based

models such as ILMs to infectious disease transmission data. The first type involves

approximations based upon the linearization of the non-linear parts of the exponent

of the ILM likelihood function by partially linearizing it; the second approach, which

shall be discussed in further detail later, involves data aggregation.

Deardon et al. (2010) developed an approach wherein time-consuming summa-

tions required to evaluate the likelihood function are divided into two distinct parts:

1) a part which is computationally expensive to calculate but which only needs to

performed once, as it is independent of the model parameters; and 2) a part that is

much less computationally expensive but which is required to be performed at each

MCMC iteration. This second part depends upon the parameters but not upon the

data.

Linearization is accomplished in Deardon et al. (2010) by first linearizing the
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infection kernel through a Taylor series expansion of the distance kernel around the

centre-point (i.e. β = b0), where β is the rate of decay parameter associated with the

infectious kernel. It also expands part of the susceptibility covariate1. The resulting

equation is then algebraically manipulated to obtain the desired split of the likelihood.

By modifying the form of the likelihood in this way, Deardon et al. (2010) found that

the total amount of time required to evaluate it can be reduced dramatically.

A similar approach to that taken in Deardon et al. (2010) is proposed by Kwong

and Deardon (2012). This approach uses a piecewise linear function instead of a

Taylor series expansion in its approximation of the infection kernel. Kwong and

Deardon (2012) conclude that a piecewise linear function of a distance-based infection

kernel performs about the same as a Taylor series expansion of the kernel with respect

to an approximation of the true infection kernel under its posterior mean (Kwong

and Deardon, 2012). The posterior variance of the infection kernel obtained by this

method tends to be higher, however, than that of an infection kernel based upon

Taylor series expansion (Kwong and Deardon, 2012). Kwong and Deardon (2012)

measured the computation time required to evaluate the likelihood under the full

model and compared it to the amount of time required to evaluate it under the

linearization approach, described above. They determined that the two linearization

methods investigated produced about the same reduction in the computation time.

The actual time-savings achieved, however, in the evaluation of the likelihood under
1However, if Deardon et al. (2010) had included a transmissibility covariate as part of their data

set then their method could have been used to approximate that term as well (Deardon et al., 2010).
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such a linearization approach would depend upon 1) the size of the population to

which the linearized model is applied, and 2) the percentage of the population that is

susceptible to infection at each time point. The larger the percentage of susceptible

individuals the larger the time-savings associated with the linearization approach

(Kwong and Deardon, 2012).

Whereas procedures based upon linearizing the likelihood allow for estimation of

the parameters in a timely manner, these approaches obtain only an approximation

to ILMs that we would actually like to fit; model fit may not be demonstratively

poorer under a linearized model. Nevertheless, estimation of parameters under the

original model will generally be more interpretable. For instance, when a Taylor

series expansion is applied to the infection kernel of the ILM, as is done in Deardon

et al. (2010), Kwong and Deardon (2012) noted that the interpretability of the rate of

decay parameter of the linearized ILM may be more difficult than that of the original

model. Moreover, this type of linearized ILM is sensitive to accurate specification

of the value of its centre-point. When an optimal centre-point was provided, the

fitted 95% credible interval obtained around the posterior mean of the fitted distance

looked very similar to that obtained with the true kernel. That is, the Taylor series

expansion of the kernel is a good approximation to the true scaled kernel under these

conditions. However, loss of accuracy and poor fit to the true fitted distance kernel

was observed at small values of the distance kernel when the centre-point applied

differed from its optimal value (Kwong and Deardon, 2012). The nature of this poor
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fit (that is, underestimation or overestimation of the fitted distance kernel) depended

upon the estimated value of the centre-point. In particular, it depends upon how

close this estimate is to the true parameter value of the distance kernel and whether

this value is less than or greater than its optimal value (Kwong and Deardon, 2012).

By comparison, Kwong and Deardon (2012) showed evidence that a piecewise linear

function approach is more robust to this problem. However, parsimony is sacrificed.

More parameters have to be estimated under this particular linearization approach

which likely explains this approach’s larger posterior variance.

In the investigative study that follows, a second approach to overcome the high

computation cost associated with fitting these models is considered. This data ag-

gregation approach follows that of Deeth (2012) and involves fitting what is referred

to therein as an “exact” ILM to aggregated data. In this investigation, models that

use this approach shall henceforth be referred to as data-aggregated ILMs. It is

recognized that the term “exact” ILM is slightly nebulous in that the meaning and

interpretation of parameters obtained from fitting a data-aggregated ILM are differ-

ent from those obtained from fitting an ILM that applies to the original individual

subject-level data.

Deeth (2012) focused on the effects of spatially-aggregated data within the context

of a spatial ILM. By comparison, this investigation focuses on the effects of network-

based data-aggregation within a network-based ILM. The unknown parameters of the

model are estimated by using MCMC within a Bayesian framework.
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3.1.3 Introduction to Data Aggregation

Types of Grouped Data

According to Guthrie et al. (2002), there are several advantages to using a group

as an individual unit in the analysis for disease studies. These include an increase in

statistical power for studying rare disease risks as population size increases, and the

ability to use information on disease incidence and mortality rates for large groups

which may be found in publicly available data sets. Disease mapping involves in-

corporating geographical variation in disease incidence and mortality (Guthrie et al.,

2002). At least within the context of disease mapping, disease rates and exposures

often show more inter-cluster than intra-cluster variation. Thus, measurement error

may cause less bias in group-level studies than it does in individual-level ones.

However, one problem with the data-aggregated approach is that it draws con-

clusions about individual subject-level based on the model fitted by using aggregated

data. Moreover, lack of information of intra-group distribution of exposures and po-

tential confounders in group studies can lead to ecological bias (Guthrie et al., 2002).

Applications of Data Aggregation

Real network contact data is used by Stéhle et al. (2011) to simulate the spread of

an infectious disease. Stéhle et al. (2011) noted that there have been limited studies

on the pattern of contacts between individuals (i.e. information on the number and

duration of contacts between social groups). Data that do exist with respect to this
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area are not explicit at the individual-subject level. In particular, the dynamic nature

of contacts between individuals has been ignored. However, contact information is

very important in measuring transmission of the infectious agent between individuals.

In an attempt to rectify this gap, Stéhle et al. (2011) attempted to assess data-driven

dynamic contact patterns between individuals. This data was collected by having a

radio frequency identification device record close contacts between volunteers during

the course of an academic conference. By doing this, they were able to determine

how individuals at the conference mix and interact with each other. Results obtained

when using a SEIR model on a dynamic network (full resolution) were compared

to those obtained through the use of two aggregated types of data networks – one a

heterogeneous network and the other one a homogeneous network. They obtained this

data by aggregating contact data via the daily duration of contacts. Their purpose in

doing this was to investigate the impact of network aggregation. Their heterogeneous

aggregated network, which took into account daily duration of contacts, was found

to do well at representing the disease’s spread. By comparison, their homogeneous

network, which did not account for this duration, did poorly at this task. From

their analysis, they concluded that detailed time ordering at a very exact level is not

necessary to explain spread of an infectious agent but that representing daily duration

is important to the infection process (Stéhle et al., 2011).

Tildesley and Ryan (2012) used a different type of aggregated data, geographical

information system (GIS) data and in particular, land cover maps, in their investiga-
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tion. They used this land cover data to predict UK farm locations and epidemiological

parameters under a foot-and-mouth disease epidemic model and then compared their

results to those obtained using the observed data2. This comparison was done in

order to assess what the ramifications would be with respect to epidemic modeling

when land cover data is used instead of precise farm locations. Tildesley and Ryan

(2012) note that not every developed country collects as accurate demographic data

on their farms as does the UK. In the UK, an annual farm census is performed and

the demographic information collected from it is available to be used by epidemic

modelers. By contrast, in other developed countries such as Canada and the United

States, agricultural information is not as freely available to modelers and it is of-

ten not as up-to-date (their respective Censuses of Agriculture take place every five

years). Land cover data is likely the only spatial data about farms that would be

readily available for use in those countries wherein detailed farm information is not

easily available. When broadly classified land cover data was used to create syn-

thetic farm locations, epidemiological model predictions obtained were significantly

different from those that result when the true farm-level data was used to obtain

predictions. By comparison, when subclass data are included in the model fitting

process, the predictions obtained with respect to the number of individuals infected

(epidemic size), epidemic duration and optimal vaccination strategy were much more

similar to those found from the use of the observed data (Tildesley and Ryan, 2012).
2Epidemiological information came from the UK’s disease control system database.



83

This subclass data allows for spatial design-based clustering of the farms to be rep-

resented more accurately than the implicit random assumptions of farm distribution

included in the more coarse land cover. From their analysis, they concluded that a

geographic information approach may be useful both in predictive modeling and in

contingency planning in those situations in which individual farm-level data is not

available (Tildesley and Ryan, 2012).

The limits of having only aggregate data of infectious disease prevalence available

are seen in Del Fava et al. (2011) in their investigation of comorbidity of HIV and

hepatitis C virus prevalence amongst intravenous drug users. This type of informa-

tion allows us to investigate such factors as a time trend in prevalence, to establish

intervention scenarios, and to investigate an association between different infections

over time. However, it can only measure these associations at the population level.

This is due to a lack of connection (linking) between this prevalence data and individ-

ual data. This paucity of individual data, in turn, results from a lack of availability

of socio-demographic and behavioral risk information related to the drug users (Del

Fava et al., 2011).

Guthrie et al. (2002) developed a group-level model of rare chronic disease out-

comes that places elements of a Bayesian disease-mapping model structure into an

aggregate data model. This hierarchical aggregation allows us to adjust for poten-

tial ecological bias by taking subsamples of individual-level covariate data. It also

accounts for residual spatial dependence in the disease rates. However, their model
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is not directly applicable in the context of infectious disease transmission (Gutherie

and Sheppard, 2001). Gutherie and Sheppard (2001) noted that group-level analysis

such as aggregate level modeling that attempt to model individual-level health risks

make the assumption that each individual’s group assignment does not affect their

probability of infection except through included group-level predictors (Gutherie and

Sheppard, 2001). For infectious disease models, both group-level and individual-level

immunity to an infectious agent can affect an individual’s risk of acquiring it (Gutherie

and Sheppard, 2001).

Deeth (2012) presented results of their investigation into the effects of data aggre-

gation for spatial infectious disease data within the context of a spatial ILM. They

demonstrated that they are still able to achieve good results with respect to posterior

parameter estimation in those situations where data aggregation methodology was

applied. In particular, their method was found to be particularly useful at estimating

parameters at large distances between clusters. Their method was found to be suc-

cessful up to an aggregation which left only 10 percent of individuals remaining from

the original data; that is, there was little information loss obtained under these condi-

tions. Reducing the number of individuals in the population, and thus the amount of

available data from which to draw inferences upon parameters, may appear wasteful

of information to the reader. However, by doing this they were able to achieve large

computation-time savings with respect to parameter estimation using MCMC under

a Bayesian framework (Deeth, 2012).
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3.1.4 Chapter Overview

Building upon the work of Deeth (2012), simulated data is used herein in order

to assess the effects of using a data-aggregated network-based ILM to identify the

effect of an important covariate. The aggregated data used is obtained by applying

a clustering algorithm to group the original individual-level data.

The reminder of this chapter is structured as follows. Section 3.2 describes the

methodology used to group the data. This includes a brief overview of partitioning

around medoids (PAM) – a clustering algorithm used to aggregate the individual-level

data. It also explains how the subject dissimilarity matrices used in PAM are formed.

This includes a description of how the different definitions of dissimilarity between

individual subjects are created. Novel forms of data-aggregated ILMs proposed in

this investigation are also presented. Furthermore, the summary statistics applied to

evaluate the performance of results of fitting our data-aggregated ILMs via MCMC

are shown. Section 3.3 presents and interprets results obtained at different levels

of data aggregation for various modeling scenarios. Section 3.4 discusses the results

obtained in a broader context and provides ideas for future investigation with respect

to: 1) clustering the individual-level data and, 2) investigating the ILM parameters

under a data-aggregated ILM.
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3.2 Methods and Simulation Study

The purpose of this simulation study is to assess whether important covariates

can be properly estimated when the number of observations in the population is re-

duced via aggregation of network data. This investigation is performed by applying

extensions of a network-based ILM of (2.1) to fit aggregated data under differing con-

ditions: 1) levels of data aggregation, 2) covariates used to assist in the aggregation

process, and 3) structural formulations of a data-aggregated ILM. Within this inves-

tigation, we shall refer to an ILM in which aggregated or cluster-level data is used as

a data-aggregated ILM. Results obtained under these differing data-aggregated ILMs

are evaluated. The computation time requirements of these data-aggregated ILMs

are also examined under increasing levels of data aggregation.

3.2.1 Cluster Analysis and Partitioning around Medoids

Mathematically, the goal of cluster analysis is to divide subjects into groups (clus-

ters) such that subjects (individuals) within a given cluster have high intra-cluster

similarity and that their inter-cluster dissimilarities are as large as possible (Kauf-

man and Rousseeuw, 2005). One of the most well-known methods for clustering is

Partitioning around Medoids (PAM) (Park and Jun, 2009). PAM is applied to create

clusters for the aggregated data used in this investigation. Under it, an original set

of subjects is reduced to a smaller set of fitted ideal-subjects (Hartigan, 2001). It

is hoped that only a small loss of information occurs when analyzing this reduced
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number of data points. A medoid is a representative subject with a minimal total

dissimilarity to all the subjects in its cluster (Kaufman and Rousseeuw, 2005). We

obtain k medoids via this type of procedure (where k is the number of a priori distinct

clusters sought). After all the medoids for a given data set are found each of the re-

maining subjects within the data set are assigned to a unique cluster. This assignment

process is accomplished by determining, through the use of a valid distance metric,

the medoid to which a given object is closest (Kaufman and Rousseeuw, 2005). An

object in the context of this investigation is an individual. For more in-depth details

of how the PAM algorithm works see, for example, Kaufman and Rousseeuw (2005).

3.2.2 Epidemic Simulation and Data Aggregation

To obtain the data necessary to investigate the effects of data aggregation, a

version of the PAM function, from the cluster package implemented by Maechler

et al. (2013) in the statistical software R, is used. This function is used to group

individuals within these populations into distinct clusters. In this chapter, the same

infectious disease data sets simulated by the author and investigated in Chapter 2

are used as the baseline data sets from which to aggregate the data. These consist

of a total of 10 epidemic replicates, each of which have a population size of N = 400

subjects, and their respective adjacency matrices. These data sets contain information

on the susceptibility covariate level of each of the individuals in the population. They

also contain information on whether or not an individual is infected. Moreover, if an
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individual is infected, then information on its time of infection and its time of removal

from the infectious population is recorded.

In this investigation, clustering is accomplished under various levels of data ag-

gregation. The number of clusters obtained for a given level of data aggregation is

denoted by q. Let q = xpNy, where p is the proportion of the original population size

retained after clustering and let p ∈ {0.4, . . . , 0.9}. Since pN is not always an integer,

and as q is required to be a natural number, the greatest common integer function of

its value is used.

In order to prepare the data for use with PAM, it is necessary to convert our

adjacency matrix C into a dissimilarity matrix denoted by D; the adjacency matrix

describes similarity among subjects in the population and can be considered a similar-

ity matrix. By contrast, a dissimilarity matrix describes the lack of similarity between

these elements. Since the similarity matrix in this simulation study has binary data

(representing presence or absence of a link between two distinct individuals in the

population) so too does the dissimilarity matrix.

3.2.3 Deriving the Dissimilarity Matrix

This section presents several different forms of dissimilarity matrices used in this

investigation as inputs into PAM. These matrices should not to be confused with

the form of aggregated data adjacency matrices that will be described later in this

investigation. Those matrices are outputs derived in part, from the clustered data (see
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Section 3.2.4 for more details on that process). For a given level of data aggregation,

and the same baseline data set, the application of different structural forms of the

dissimilarity matrix will lead to different individuals within the data set grouped

together to form a cluster. Let D = [dij]N×N . By definition, the dissimilarity between

a subject and itself is zero. This means that dij = 0, if i = j. A non-diagonal element,

dij, i 6= j, is given by

dij =


0 if cij = 1

1, otherwise
. (3.3)

Dissimilarity Matrices Incorporating Effects of Infection Time

Sometimes more information is available (additional variables on the data set)

that can be used to help in the formulation of the dissimilarity matrix. It was de-

cided to investigate various forms of dissimilarity matrices that incorporate this extra

information into their construction. The use of these additional variables forces dis-

tinct individuals to have a greater affinity to each other (share more characteristics

in common) in order for them to have a dissimilarity of 0.

One such variable that can be used in the current study is an individual’s time of
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infection. With this in mind, an indicator variable, denoted by τij, is given by

τij =



1 if both individuals i and j infected at same time or

if neither infected at any observed time-point

0, otherwise

. (3.4)

This allows us to modify the form of (3.3) such that a non-diagonal element, dij,

i 6= j, of D is now given by

dij =


0 if cijτij = 1

1, otherwise
. (3.5)

If we assume that only those individuals infected at the same time point during

the course of the epidemic and who have a link between them have a dissimilarity of

0, then those individuals who are not infected will no longer have a dissimilarity of 0

to each other. With this modified set of assumptions in mind, we use a different form

of an indicator variable denoted by hij, where

hij =


1 if individuals i and j infected at same time

0, otherwise
. (3.6)
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A non-diagonal element, dij, i 6= j, of D is now given by

dij =


0 if cijhij = 1

1, otherwise
. (3.7)

Sub-dissimilarity Matrices Obtained by Splitting by Covariate Level

Since the infectious disease data sets investigated in this study contain information

about the susceptibility level of each individual within the population, it is possible to

split up the population of sizeN into sub-populations based upon an individual’s value

of this susceptibility level. Recall from Section 3.1.1, that we have the susceptibility

covariate, ki that takes on values of 0 or 1, for the low and high levels of susceptibility

respectively. Let D be the set of all individuals. Let D(0) be the set of individuals

that have the low susceptibility level. Let D(1) be the set of individuals that have the

high susceptibility level, where D(1) = D \D(0).

We also split up the population similarity matrix into two sub-dissimilarity ma-

trices. Let D(0) and D(1) be the sub-dissimilarity matrices for the low and high levels

of susceptibility respectively. Each sub-dissimilarity matrix represents only dissimi-

larities found between those individuals that share the same susceptibility covariate

level with one another. We perform this split to restrict all potential cluster group-

ings in PAM to those sets of individuals. PAM is thus performed twice under these

circumstances; once for each of its input sub-dissimilarity matrices.

As an intermediate step to obtain desired forms for D(0) and D(1), we first create
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a sub-similarity matrix for each population subset. These matrices shall be denoted

by C(0) and C(1) respectively, where C(0) = [c(0)
ij ]N0×N0 , and C(1) = [c(1)

ij ]N1×N1 , where

N0 =| D0 |, N1 =| D(1) |, and N = N0 +N1.

These sub-similarity matrices represent similarities found between individuals at

only the low and high susceptibility covariate levels respectively. To obtain a sub-

similarity matrix from a similarity matrix, we perform an intermediary step. We

create the matrices Q(0) and Q(1) that have as their elements q(0)
ij and q

(1)
ij respectively.

The element q
(0)
ij is equal to the element cij of C if the individual i is at ki = 0, and

q
(1)
ij is equal to the element cij of C, if the individual is at ki = 1. Otherwise they are

assigned a value of −1. Thus,

q
(0)
ij =


cij if ki = 0

−1 if ki = 1
, (3.8)

and

q
(1)
ij =


cij if ki = 1

−1 if ki = 0
. (3.9)

We obtain matrices Q(0) =
[
q

(0)
ij

]
N×N

, and Q(1) =
[
q

(1)
ij

]
N×N

.

Let

C(0) =
[
c

(0)
ij

]
N0×N0

= Q(0)
(
D(1)

)
, (3.10)

where Q(0)
(
D(1)

)
is the Q(0) matrix with rows and columns from the set D(1) removed.
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Similarly, let

C(1) = [c(1)
ij ]N1×N1 = Q(1)

(
D(0)

)
, (3.11)

where Q(1)
(
D(0)

)
is the Q(1) matrix with rows and columns from the set D(0) removed.

We note that C(0), and C(1) are both (0, 1) adjacency matrices and we can form a

dissimilarity matrix from each sub-similarity matrix using the procedures referenced

above. That is, the diagonal elements of the dissimilarity matrices D(0) and D(1) are

all zero and their non-diagonal elements are given by

d
(0)
ij =


0 if c(0)

ij = 1

1, otherwise
, (3.12)

and

d
(1)
ij =


0 if c(1)

ij = 1

1, otherwise
. (3.13)

PAM is performed using each sub-dissimilarity matrix separately. In this investiga-

tion, we shall refer to this form of a dissimilarity matrix as a hierarchical dissimilarity

matrix.

Dissimilarity Matrix Incorporating Time-effects after Splitting by Covari-

ate Level

We can combine information about individuals’ times of infection and their level

of the susceptibility covariate in order to create a sub-dissimilarity matrix that takes
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the effect of both of these covariates into account in its structure.

Similar to above (Section 3.2.3), going from a similarity matrix which is based on

similarities between all individuals – the full population level – to a submatrix based

on only one particular covariate level involves an intermediary step. To this end, we

create matrices Q(0) and Q(1), that have elements q
(0)
ij and q

(1)
ij , respectively. The

difference between the forms of matrices Q(0) and Q(1) posited above in (3.8) and

(3.9) respectively and the forms presented in (3.14) and (3.15), is that in this version

we incorporate the effects of a time-based covariate of the form (3.5) into formation

of elements q
(0)
ij and q

(1)
ij and thus into Q(0) and Q(1). Thus, we obtain:

q
(0)
ij =


cijτij if ki = 0

−1 if ki = 1
, (3.14)

and

q
(1)
ij =


cijτij if ki = 1

−1 if ki = 0
. (3.15)

Let

C(0) =
[
c

(0)
ij

]
N0×N0

= Q(0)
(
D(1)

)
, (3.16)

where Q(0)
(
D(1)

)
is the Q(0) matrix with rows and columns from the set D(1) removed.

Similarly, let

C(1) = [c(1)
ij ]N1×N1 = Q(1)

(
D(0)

)
, (3.17)
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where Q(1)
(
D(0)

)
is the Q(1) matrix with rows and columns from the set D(0) removed.

We note that C(0), and C(1) are (0, 1) matrices and we can form a dissimilarity matrix

from each sub-similarity matrix using the procedures referenced above. That is, the

diagonal elements of the dissimilarity matrices D(0) and D(1) are all zero and their

non-diagonal elements are given by

d
(0)
ij =


0 if c(0)

ij = 1

1, otherwise
, (3.18)

and

d
(1)
ij =


0 if c(1)

ij = 1

1, otherwise
. (3.19)

In this investigation, we shall refer to this form of a dissimilarity matrix as time-

hierarchical.

3.2.4 Converting Data Associated with Individuals to Ag-

gregated Data

Section 3.2.3 described the formulation of dissimilarity matrices that are used as

inputs into PAM to create clusters from individual-level infectious disease data. This

process, however, is only the first step in the creation of aggregated infectious disease

data.

To obtain aggregated data, we also need to convert characteristics associated with
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individuals in the population under examination to cluster-level information. This

conversion process is accomplished by: 1) modifying the form of the data adjacency

matrix; 2) determining cluster-level times of infection and removal from the infectious

population, and the infectious period of the cluster; and 3) determining the mean

susceptibility level for a given cluster.

Aggregated Data Adjacency Matrix

Let C be the set of all clusters. The newly clustered data can be represented

as q clusters. Let Cf ∈ C; f = 1, . . . , q. Each cluster has size | Cf | which will be

incorporated into the models of probability of infection in Section 3.2.5. Note we will

use dummy variables f and g to refer to cluster-level relationships in this chapter and

i and j will continue to represent individual subject-level relationships.

We modify the structure of the adjacency matrix C in order to convert it to

the level of the cluster. Under this new definition, the adjacency matrix no longer

expresses contact-relationships between individuals in a population, as it does in

Section 3.2. Instead, each element of the cluster-level adjacency matrix, which is

denoted by afg, represents the relationship (association) between clusters Cf , and Cg

in the data-aggregated population. The cluster-level adjacency matrix is denoted by

A, where A = [afg]q×q. By definition, the diagonal elements of A are zero, and a
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non-diagonal element, f 6= g, is given by

afg =


1 if (∑N

j=1cij) > 0, where individual i ∈ Cf , j ∈ Cg

0, otherwise
. (3.20)

As noted above, when we split the data based on an individual’s susceptibility

covariate level, we perform PAM separately for each susceptibility covariate level

data subset. However, we note that the information on cluster association for each

individual obtained from running PAM on each sub-population separately are put

together into one file containing associations between all individuals. Once this task

has been accomplished, similar to other cluster-level data, the methodology presented

in this section is used to construct an adjacency matrix for the aggregated data.

Defining Infection and Removal Times for Clustered Data

In order to parameterize an ILM at the level of the cluster, we construct event

history information at that level. This information is obtained by aggregating indi-

viduals’ times of infection and their times of removal from the infectious set to the

level of the cluster. This means that we need to consider a cluster’s infection time

and its subsequent time of removal. We define a susceptible cluster Cf as infected if,

sometime during the course of an epidemic, at least one susceptible individual in it

becomes infected.
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Two different definitions that could be used to describe this modified cluster-level

infection process are presented in Deeth (2012). The first definition defines the time

of infection of a cluster and its subsequent time of removal as the minimum infection

time and the maximum removal time respectively among infected individuals within

a cluster. However, it is noted that while this first definition would provide the

maximum possible infectious period for a cluster, it could overestimate the average

infectious period (Deeth, 2012). This could be a particularly problematic situation,

if we have a time interval between this minimum infection time and the maximum

removal time such that there are not any infectious individuals in a given cluster.

This would, in turn, suggest that a cluster is infectious at a time point at which none

of the individuals within it are infectious.

The second definition is formulated by taking the median infection time and re-

moval time amongst all infected individuals within a cluster and taking those times

to be the infection time and removal time of the cluster (Deeth, 2012). A modified

version of this definition is applied in the current study. In particular, the definition

of cluster-level median removal time is altered. The reason for this modification is

provided below. The median infection time is obtained as follows; given that a cluster

Cf was infected during an epidemic, let its median infection time be denoted by (tI)f .

This term is measured as the median infection time amongst all individuals in Cf

who were infected during the course of this epidemic. Since discrete-time steps are

assumed in this thesis, the greatest common integer of (tI)f is derived to convert a
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cluster’s median infection time into a discrete value. This quantity, which is denoted

by t̃If = x(tI)fy, is in turn, defined as the median integer infection time of cluster Cf

and is considered the infection time of cluster Cf .

The infectious period in this current study is not assumed to be a fixed period

for all individuals in the population, which is different from Deeth (2012). Rather,

it is assumed to be a random variable following a statistical distribution. With this

difference in mind, if we had simply derived the median removal time of cluster Cf ,

denoted by (tR)f , using the same process as was presented above for the median

infectious period, it would therefore be possible mathematically to have a situation

in which the median integer removal time for Cf , denoted by (ẗR)f , would be less

than or equal to its median integer infection time. This situation clearly does not

make sense biologically – an infectious individual is required to be infected for a finite

period of time greater than 0.

To avoid this problem, and thus to ensure that t̃If < ẗRf , for each Cf ∈ C, a

modified form of the median integer removal time, denoted by, (t̃R)f , is obtained by

using the median infectious period per cluster, denoted by tPf . The median infectious

period per cluster is, in turn, calculated from differences between individuals’ infection

and removal times for all infected individuals in cluster Cf . The integer removal time

is then calculated as follows: t̃Rf = ptIf + tPfq. We round t̃Rf upwards to again

ensure that an integer is obtained and that it is a larger integer than that of t̃If . We

work with tIf instead of t̃If in the preceding equation so that rounding of values only
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occurs once.

Once the infection and removal times for each infected individual have been mod-

ified so that they are at the level of the cluster, we also need to define the set of

susceptible, infectious, and removed clusters at each time point of the epidemic. We

call these sets: SC(t), IC(t), and RC(t) respectively. Thus, we have an SIR process

at the cluster-level for a cluster Cf given by

Cf ∈



SC(t) if t < t̃If

IC(t) if t̃If ≥ t < t̃Rf

RC(t) if t ≥ t̃Rf

. (3.21)

From the definition presented in (3.21), at a given time t, a cluster Cf would be

considered susceptible to infection (a susceptible cluster) if it was in the susceptible

set, infectious, if it was in the infectious set (an infectious cluster) and removed from

the infectious population if it was in the removed set.

Mean Susceptibility-value for Individuals within a Cluster

With a simple dissimilarity matrix of the form (3.3) or with a dissimilarity matrix

incorporating time of infection or time of infection excluding non-infected individuals,

each cluster has the potential to contain within it a mixture of elements (individuals)

at each of the two susceptibility covariate levels. Under these conditions, the propor-

tion of individuals in cluster f that have the high level of susceptibility to infection,
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denoted by z̃f , is given by

z̃f = | D
(1) ⋂Cf |
| Cf |

. (3.22)

As the reader may recall, from Section 3.1.1, ki takes on the values of ki = {0, 1}

depending upon whether individual i is at the low level or the high level of the

susceptibility covariate. By definition, clusters formed using either a hierarchical

dissimilarity matrix, or a time-based hierarchical dissimilarity matrix, will only have

subjects associated who are at that particular covariate level. Thus, when these

particular dissimilarity matrix forms are used, the form of z̃f obtained is modified

from (3.22). It is now given by

z̃f =


1 if ki = 1,∀i ∈ Cf

0 if ki = 0,∀i ∈ Cf

. (3.23)

When the susceptibility status is modified from the level of the individual-subject

to that of the cluster, we refer to the mean susceptibility level of the cluster. We then

have z̃f ∈ [0, 1]. This mean susceptibility level is the weighted mean of the proportion

of individuals in cluster f at each of the two susceptibility levels. This quantity is

denoted by α̃f , and it is given by

α̃f = α̃0(1− z̃f ) + α̃1z̃f , (3.24)

where α̃0 and α̃1 are the posterior estimates of the low and high levels respectively of
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the susceptibility covariate obtained at each MCMC iteration when we work at the

level of the cluster, α̃0 > 0 and α̃1 > 0. The larger the proportion of individuals within

a given cluster at the higher level of the susceptibility covariate, the closer that the

value of α̃f obtained is to the higher level of susceptibility at the individual-subject

level.

3.2.5 Model Fitting

For a given data aggregation methodology, several different forms of data-aggregated

ILMs are proposed, fitted and compared in this study. These models include informa-

tion about the cluster size either directly or indirectly. A form of a data-aggregated

ILM, under which we do not incorporate the effects of cluster size at all but simply

reparametrize the ILM to use the weighted mean of the susceptibility classes, is also

considered in Deeth (2012). However, it was determined that this model did not

produce as good a result in terms of its model fit when comparing it to a model in

which we include a term that represents size of each infectious cluster (Deeth, 2012).

Therefore, this probability model form is not examined in our current study.

Forms of the data-aggregated ILM proposed herein and investigated within the

simulation scenarios examined in this study can be broken down into several main

classes: 1) those that use information about the size of the susceptible cluster, 2)

those that use information about the size of infectious clusters, 3) those that use

information about both the size of the susceptible cluster and its associated infectious
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clusters, and 4) those that use information about the mean number of individual-level

links between a cluster and all its connected clusters. The effects of putting a power

parameter on the cluster size term (either susceptible or infectious cluster) and on the

mean number of individual-level links term is also explored in this investigation. All

of these ILM extensions collapse to the network-based ILM of (2.1), when we work

with individual-level (non-clustered) data. With the exception of those in class 2, all

of these form modifications are new.

In Sections 3.2.5, 3.2.5, and 3.2.5 for general readability, we refer to the proba-

bility of becoming newly infected for cluster f at time t, by P (f, t), instead of using

the notation, P (Cf , t) to represent this probability. All models that describe this

probability include a sparks term, ε, that represents the infection process for those

infections that can not be explained by the effects of the susceptibility covariate pa-

rameters. This parameter is included in the data-aggregated ILM that is used to

describe the infection transmission even though such a parameter is not included in

the data-generating process. By including it in the model, we hope to account for the

effects of noise introduced by the clustering process.

Cluster Size Models

It is assumed a priori that clusters that have a larger number of susceptible

individuals contained in them are more likely to have had contact with a cluster that

is infectious. Therefore, these susceptible clusters would have higher probability of
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infection. This assumption leads to the probability of susceptible cluster f becoming

newly infected at time t given by

P (f, t) = 1− exp
−α̃f | Cf | ∑

g:Cg∈IC(t)
afg + ε

 , (3.25)

where α̃f is defined as per (3.24) and ∑g:Cg∈IC(t) afg represents the sum of the infec-

tious cluster-level inter-cluster links for a given susceptible cluster.

We could also apply a form of the data-aggregated ILM of Deeth (2012). Deeth

(2012) refers to this form as “model 2” in her thesis. This model uses information on

the size of the infectious clusters, denoted | Cg |, associated with a given susceptible

cluster f instead of incorporating the size of the susceptible cluster f directly into the

model. It considers the probability that susceptible cluster f is infected at time t to

be a binomial random variable, with Xf,t as the number of individuals in Cf infected

at time t.

We further assume that ∀i ∈ Cf , f = 1, . . . , q, we have the same probability of

infection at time t; that is, we have p1,t = p2,t . . . = pi,t = p|Cf |,t = pt. Then pt is given

by

pt = 1− exp
−α̃f ∑

g:Cg∈IC(t)
(| Cg |) + ε

 , (3.26)

and Xf,t ∼ bin(| Cf |, pt).

This leads to a probability of susceptible cluster f becoming newly infected at
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time t:

P (f, t) = P (Xf,t ≥ 1). (3.27)

The argument to incorporate the size of infectious clusters for a given susceptible

cluster into a data-aggregated ILM is substantively similar to that of the argument

for using the size of the susceptible cluster in this data-aggregated ILM; it is believed

a priori that a susceptible cluster would have a higher probability to become infected

from a larger sized infectious cluster (one with more individuals contained in it) than

from a smaller one.

With the models from (3.25), and (3.26) and (3.27) in mind, we obtain a data-

aggregated ILM that incorporates the effects of the size of both susceptible and in-

fectious clusters into its structure. Such a model suggests that for a given size of

susceptible cluster, we would have a higher probability of becoming infected from a

larger sized infectious cluster than we would from a smaller one. However, it also

suggests that the size of the susceptible cluster plays a role in determining its prob-

ability of infection. The probability of susceptible cluster f becoming newly infected

at time t in this model is given by

P (f, t) = 1− exp
−α̃f | Cf | ∑

g:Cg∈IC(t)
(| Cg |) + ε

 . (3.28)
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Mean Number of Individual-level Links Models

Incorporating a term or terms that represents size of a cluster into a data-aggregated

ILM is an important way to adjust for differential effects of heterogeneous clusters

upon the probability of infection of cluster f at time t. Nevertheless, we hypothesize

that a data-aggregated ILM that incorporates the effects of the average number of

individual-level links between clusters into its structure might be a viable alternative

to a data-aggregated ILM that incorporates the effects of cluster size. A susceptible

cluster may be large in size, however, if it has very few inter-cluster links associ-

ated with it, then there might be a lower probability of infection associated with this

cluster than with a similar cluster that has a small number of individuals contained

within it but has more individual-level inter-cluster links.

A small number of inter-cluster links would imply that the susceptible cluster has

very little chance to obtain the infectious agent from an infectious cluster. Since the

network-based infection process requires contact between individuals in order for the

infection to spread through the population, it is hypothesized that those clusters that

contain a large mean number of inter-cluster links / contacts would be more likely to

spread the infection.

The mean number of inter-cluster links between Cf and all other clusters, denoted

by L̄f , is defined as the total number of links from individuals in cluster Cf to individ-

uals in other clusters divided by the total number of clusters to which individuals in

Cf have at least one individual-level link. This is defined mathematically as follows:
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Let lfg be the number of individual-subject level links between cluster Cf and cluster

Cg, where lfg is given by

lfg =
∑

i∈Cf ,j∈Cg ,f 6=g
cij. (3.29)

Let Ifg be an indicator variable that represents whether or not there is at least one

individual-level link between cluster Cf and cluster Cg. Ifg is given by

Ifg =


1 if lfg > 0

0, otherwise
. (3.30)

Thus, we obtain

L̄f =


∑q

g=1 lfg∑q

g=1 Ifg
+ 1 if ∑q

g=1 Ifg > 0

0, otherwise
. (3.31)

In order to avoid situations in which we do not have any individual subject-level

links between distinct clusters, a constant value of one is added on in (3.31) to the

number of mean individual subject-level links obtained between any two clusters. If

a cluster is recorded as having a mean of zero links then there is not any information

about the non-sparks terms associated with this cluster. If there are a lot of these

clusters in an aggregated data-set, then we would have identifiability problems with

the non-sparks terms of the ILM without the addition of the one.

When a links term of the form (3.31) is incorporated into the structure of the ILM,

then a data-aggregated ILM with the probability of susceptible cluster f becoming
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newly infected at time t is given by

P (f, t) = 1− exp
−α̃f L̄f ∑

g:Cg∈IC(t)
afg + ε

 . (3.32)

Incorporating a Power Parameter on Cluster Size Term(s) or Mean Num-

ber of Individual-level Links Term

In Section 3.2.5, various data-aggregated ILMs, which account for the effects of

data aggregation via an inclusion of a cluster size term or terms, or via a term that

accounts for the mean number of links between clusters respectively, were presented.

However, to relax the linear effect assumption, we also consider several variations of

ILMs that can incorporate the non-linear effects of cluster size and mean number of

links on the transmission rate of the infectious agent.

In particular, we can modify (3.25) to explicitly include a power parameter on

the susceptible cluster size | Cf |. Thus, the probability of cluster f becoming newly

infected at time t is given by

P (f, t) = 1− exp
−α̃f | Cf |βS ∑

g:Cg∈IC(t)
afg + ε

 , (3.33)

where βS is the power parameter on the size of the susceptible cluster term.

Similarly, we can modify (3.28) to include a power parameter on the size of the

susceptible cluster | Cf |. Under this parametrization of the data-aggregated ILM,
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the probability of susceptible cluster f becoming newly infected at time t is given by

P (f, t) = 1− exp
−α̃f | Cf |βS ∑

g:Cg∈IC(t)
(| Cg |) + ε

 . (3.34)

In the most general data-aggregated ILM form, we have a separate power param-

eter placed on both the infectious and susceptible cluster sizes. This leads to the

probability of cluster f becoming newly infected at time t given by

P (f, t) = 1− exp
−α̃f | Cf |βS ∑

g:Cg∈IC(t)
(| Cg |βI ) + ε

 , (3.35)

where βI is the power parameter on the size of the infectious cluster βS is the power

parameter on the susceptible cluster size term.

Finally, when we put a power parameter on the mean number of individual-level

links term in (3.32), the probability of susceptible cluster f becoming newly infected

at time t is given by

P (f, t) = 1− exp
−α̃f L̄βl

f

∑
g:Cg∈IC(t)

afg + ε

 , (3.36)

where βl is the power parameter on the mean individual-level links term.
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3.2.6 Performance Evaluation

Once we have fit a data-aggregated ILM, we need to assess the ability of the

various forms of dissimilarity matrices, and data-aggregated ILMs presented herein

to estimate the effect of a two-level susceptibility covariate. Two separate summary

statistics are examined for each model type at various levels of data aggregation in

order to accomplish this evaluation: 1) mean difference in probability of infection

between treatment groups; and 2) root mean square error of this difference. Both

point and interval estimates of these summary statistics are presented in this section.

Point Estimates

Let E be the total number of simulated epidemics. Let α̃(0.50)
0 , α̃

(0.50)
1 , and ε̃(0.50)

be the posterior median estimates of parameters: α̃0, α̃1, and ε̃ respectively, and as

before (Section 3.1.1), ki = {0, 1}, are the two levels of the susceptibility covariate.

Furthermore, recall that p is the proportion of the original population size retained

after clustering.

The mean difference in probability of infection of susceptible individual i at time

t between susceptibility covariate levels is denoted by ∆̄P (i, t)p, and it is given by

∆̄P (i, t)p =
∑∆P (i, t)(e)

p

E
, (3.37)

and the root mean square error of this difference (rMSE) is denoted by, rMSE =
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√
MSE∆d

, where ∆ represents the difference or change between the levels of the

covariate.

The difference in probability between susceptibility covariate levels at their poste-

rior median for a particular level of aggregation, is taken for each simulated epidemic

e at the level of an individual i, that is:

∆P (i, t)(e)
p = P (i, t)(e)

ki=1,p − P (i, t)(e)
ki=0,p, (3.38)

where,

P (i, t)(e)
ki=0,p = 1− exp

[
−α̃(0.50),(e)

0 + ε̃(0.50),(e)
]
, (3.39)

and,

P (i, t)(e)
ki=1,p = 1− exp

[
−α̃(0.50),(e)

1 + ε̃(0.50),(e)
]
. (3.40)

(3.39) and (3.40) are equivalent to an assumption of one infectious contact j for

susceptible individual i at time t, that is ∑j∈I(t) (cij) = 1. rMSE takes on the following

form:

rMSE∆a = 1
E

E∑
e=1

(
∆P (i, t)T −∆P (i, t)(e)

p

)2
, (3.41)

where ∆P (i, t)T is the true difference in probabilities between the levels of suscep-

tibility covariate. In the current study in which the high level of the susceptibility

covariate is set at 0.3 and the low level of it is set at 0.2 and the true value of the

error parameter is zero, the value of ∆P (i, t)T = 0.0779, and the average difference
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in the posterior mean over all ten simulations at no aggregation is 0.0889.

Confidence and Credible Intervals on Summary Statistics Point Estimates

The mean difference in probability and the rMSE obtained when the marginal

posterior median values of the susceptibility parameters are fitted are point estimates

of the differences, and the root mean square error of these differences, respectively.

We can obtain a standard error across epidemics and thus a 95% confidence interval

of them. The standard error of the differences in the probability of infection between

susceptibility covariate levels is denoted by,
s∆̄P (i,t)p√

E
, where its standard deviation,

s∆̄P (i,t)p , is given by

s∆P (i,t)p =
(

1
E − 1

E∑
e=1

(
∆̄P (i, t)p −∆P (i, t)(e)

p

)2
) 1

2

. (3.42)

Similarly, the standard error of the root mean square error is given by
srMSEp√

E
, where

its standard deviation is given by

srMSEp
=
(

1
E − 1

E∑
e=1

(
rMSE∆d

−∆P (i, t)(e)
p

)2
) 1

2

. (3.43)

The measurement of the standard errors of these quantities allows us to evaluate

inter-epidemic variability of differences in probabilities. In conjunction with its 95%

confidence interval, it also allows for us to see more clearly whether any potential

trends, as represented by the point estimates of these differences, are due to noise or
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to an actual trend. We hypothesize a priori that these trends over increasing levels of

data aggregation would be: 1) a decrease in the differences in probability of infection;

and 2) an increase in the value of the rMSE as the ability to distinguish difference

between the probability at the two levels of susceptibility covariate decreases.

Thus, a 95% confidence interval for the mean difference in probability at a partic-

ular level of data aggregation is given by

∆̄P (i, t)p ± tα/2;E−1 ∗
s∆̄P (i,t)p√

E
, (3.44)

and similarly a 95% confidence interval for the rMSE is obtained as:

rMSE∆d
± tα/2;E−1 ∗

srMSEp√
E

. (3.45)

As well as the derivation of a confidence interval on these differences, a 95% cred-

ible interval on the average differences of the probabilities is also obtained. This

interval is derived by first estimating the 2.5% and the 97.5% percentile values

of the marginal posterior of the parameters at each susceptibility level for each

simulated epidemic. These 2.5% and the 97.5% percentile values are denoted by:

(α̃(0.025)
0 , α̃

(0.025)
1 , ε̃(0.025)) and (α̃(0.975)

0 , α̃
(0.975)
1 , ε̃(0.975) ), respectively. These marginal

posterior values are then inserted into P (i, t)ki=0,p and P (i, t)ki=1,p for a particular

epidemic to obtain the marginal posterior of the probabilities at these levels, that is:

P (i, t)(0.025)
ki=0,p , P (i, t)(0.025)

ki=1,p , and P (i, t)(0.975)
ki=0,p , P (i, t)(0.975)

ki=1,p . The difference in the marginal
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posterior of the probabilities at ki = 0 and ki = 1 covariate levels for each of the 2.5%

and the 97.5% percentiles is derived as per (3.38). Thus, we obtain:

∆P (i, t)(0.025),(e)
p = P (i, t)(0.025),(e)

ki=1,p − P (i, t)(0.025),(e)
ki=0,p , (3.46)

and,

∆P (i, t)(0.975),(e)
p = P (i, t)(0.975),(e)

ki=1,p − P (i, t)(0.975),(e)
ki=0,p . (3.47)

Similar to estimates of the average median difference, the average of the differences

obtained at both the 2.5% and the 97.5% percentiles are also derived in order to

obtain their respective averages across different epidemic simulations. Thus, the 95%

credible interval of ∆P (i, t) is given by
(
∆P (i, t)(0.025),(e)

p ,∆P (i, t)(0.975),(e)
p

)
.

3.3 Results

This section presents a summary of simulation results obtained by investigating

the effects of percentage of data aggregation on the 10 epidemic data sets previously

examined in Chapter 2. Values derived from 90% of the data remaining (10% data

reduction in the population size from the original data) down to 40% of the data

remaining (60% data reduction in the population size from the original data) are

reported herein. This aggregated data is obtained via PAM using the various forms of

dissimilarity matrices presented in Section 3.2.3 as inputs and then using aggregation

methodology described in Section 3.2.4 to obtain cluster-level characteristics. The
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aggregated data is fitted using MCMC in a Bayesian context. The data-aggregated

ILM forms presented in Section 3.2.5 are used. Similar to in Chapter 2, a diffuse

prior that consists of a positive half-normal distribution with mode 0 and variance

105 is placed on each of the α parameters. Prior independence between parameters

is assumed. A negative half-normal distribution with mode 0 and variance 105 is

placed on the sparks-term parameter. Summary statistics that reflect estimates of

the differences in probability between the susceptibility levels at the level of the

individual are obtained that use the methodology presented in Section 3.2.6.

Examination of the trace-plots of results of MCMC for different model and data-

aggregation combinations was used to assess MCMC convergence. Convergence ap-

pears to have been reached for the vast majority of MCMC runs. A single exception

to this is obtained with data-aggregation of one epidemic data-set obtained by a

time-based dissimilarity matrix at the 10% data reduction level when an ILM of form

(3.33) is used. In particular, the trace-plot of the marginal posterior of the sus-

ceptibility power parameter did not converge for this simulation. Different proposal

variances were attempted in order to try and obtain convergence. However, these

attempts proved unsucessful. This particular simulation run is therefore not included

in any subsequent analysis and the results for this model scenario are based on nine

epidemics instead of ten.

The rest of this section is laid out as follows: Section 3.3.1 presents analysis on the

average amount of CPU-time used for different levels of aggregation. Section 3.3.2
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presents results obtained when a power parameter is not explicitly estimated and

Section 3.3.3 presents results that show the improvement in the estimates obtained

when a power parameter is considered to be a random variable and estimated on either

the cluster-size term(s) or the mean number of individual-level links term. Results

are averaged over simulations.

3.3.1 Effects of Data Aggregation on CPU-time

Relative CPU Time versus Percentage Data Remaining

20.00%

30.00%

40.00%

50.00%

60.00%

70.00%

80.00%

90.00%

100.00%

40 50 60 70 80 90 100

Percentage Data Remaining

Re
la
ti
ve
 C
PU

 T
im

e 
(%

)

Figure 3.1: A graph of relative amount of CPU time (%) versus percentage of data
that remains for 400 individuals in base-line population

Figure 3.1 shows the average relative amount of CPU time over 10 epidemic pop-

ulations that is required to obtain an estimate that uses MCMC for a representative

ILM scenario3. We can see from Figure 3.1 that the amount of time required to
3For a given level of data aggregation, differences in elapsed CPU time obtained between different
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fit a data-aggregated ILM is clearly reduced in comparison to that required to fit a

baseline network-based ILM of (2.1) that uses individual-level data (that has 100%

of data remaining); the relative amount of time required decreases as the percentage

of data aggregation performed on the original data-set increases. These results are

similar to those seen in Deeth (2012) for spatial ILMs4.

3.3.2 Assuming Power Parameter is a Fixed Value

Figure 3.2 and Figure 3.3 show the mean rMSE value obtained over various levels

of data aggregation for data-aggregated ILMs as given in ((3.25), (3.26), and (3.28))

(models that incorporate a cluster size term) and (3.32) (incorporating a mean number

of individual-level links term). These models do not explicitly estimate a power

parameter on their size terms. Similarly, Figure 3.4 and Figure 3.5 show similar

information for the mean difference in probability between covariate levels.

Table 3.1 and Table 3.2 present results on 95% confidence intervals on the rMSE

of ILMs for varying levels of data aggregation. Similarly, Table 3.3 and Table 3.4

present results on 95% confidence intervals on the mean differences in probability

between susceptibility covariate levels and Tables 3.6 and Table 3.7 present results on

95% credible intervals on the mean differences in probability between susceptibility

model scenarios have been found to be inconsequential.
4In her investigation, she simply refers to the amount of time elapsed. However, from personal

communication, it was learned that she measured CPU time as well.
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Figure 3.2: A graph of mean rMSE on ILMs that use cluster size term(s) under
varying levels of data aggregation

covariate levels. Table 3.5 presents results for rMSE, 95% confidence interval and

95% credible intervals for an ILM of form (3.26) and (3.28).
Table 3.1: 95% Confidence Intervals on Mean rMSE for ILMs that use a Susceptible
Cluster Size Term

Percentage Simple Time Hierarchical Time
Remaining Hierarchical
40 (6.561E−02, 8.106E−02) (5.982E−02, 7.888E−02) (6.317E−02, 7.784E−02) (5.513E−02, 8.441E−02)
50 (5.845E−02, 7.801E−02) (5.428E−02, 7.397E−02) (5.173E−02, 7.487E−02) (4.079E−02, 8.260E−02)
60 (5.033E−02, 7.141E−02) (4.188E−02, 7.012E−02) (3.699E−02, 7.256E−02) (3.701E−02, 8.570E−02)
70 (4.137E−02, 6.249E−02) (2.382E−02, 5.754E−02) (2.352E−02, 6.160E−02) (1.581E−02, 6.931E−02)
80 (1.673E−02, 4.226E−02) (1.172E−02, 4.120E−02) (1.463E−02, 4.248E−02) (1.016E−02, 3.531E−02)
90 (1.316E−02, 3.097E−02) (9.943E−03, 2.623E−02) (1.470E−02, 3.654E−02) (1.924E−02, 3.760E−02)
100 (1.248E−02, 3.571E−02) (1.248E−02, 3.571E−02) (1.248E−02, 3.571E−02) (1.248E−02, 3.571E−02)
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Figure 3.3: A graph of mean rMSE on ILMs that use a mean number of individual-
level links term under varying levels of data aggregation

Table 3.2: 95% Confidence Intervals on Mean rMSE for ILMs that use a Mean Number
of Individual-level Links Between Clusters Term

Percentage Simple Time Hierarchical Time
Remaining Hierarchical
40 (3.320E−02, 6.374E−02) (2.351E−02, 4.862E−02) (5.733E−02, 9.358E−02) (1.961E−02, 4.902E−02)
50 (1.778E−02, 5.451E−02) (1.897E−02, 5.100E−02) (2.923E−02, 7.947E−02) (2.869E−02, 7.019E−02)
60 (1.595E−02, 4.724E−02) (1.771E−02, 4.474E−02) (2.153E−02, 5.868E−02) (8.056E−02, 1.091E−01)
70 (1.337E−02, 5.505E−02) (1.577E−02, 4.202E−02) (4.626E−02, 7.731E−02) (6.585E−02, 1.170E−01)
80 (1.424E−02, 4.001E−02) (2.274E−02, 4.825E−02) (7.591E−02, 1.110E−01) (3.085E−02, 7.556E−02)
90 (1.739E−02, 3.556E−02) (2.499E−02, 3.923E−02) (5.563E−02, 8.126E−02) (3.153E−02, 6.973E−02)
100 (1.248E−02, 3.571E−02) (1.248E−02, 3.571E−02) (1.248E−02, 3.571E−02) (1.248E−02, 3.571E−02)

Table 3.3: 95% Confidence Intervals on Mean Difference in Probabilities between
Covariate Levels for ILMs that use a Susceptible Cluster Size Term

Percentage Simple Time Hierarchical Time
Remaining Hierarchical
40 (−3.143E−03,1.230E−02) (−9.698E−04,1.809E−02) (7.108E−05,1.474E−02) (−6.502E−03,2.278E−02)
50 (−9.768E−05,1.946E−02) (3.943E−03,2.363E−02) (3.047E−03,2.618E−02) (−4.686E−03,3.713E−02)
60 (6.506E−03 ,2.759E−02) (7.791E−03,3.603E−02) (5.357E−03,4.092E−02) (−7.784E−03,4.090E−02)
70 (1.543E−02,3.654E−02) (2.037E−02,5.410E−02) (1.631E−02,5.439E−02) (9.798E−03,7.194E−02)
80 (3.565E−02,6.118E−02) (3.672E−02,6.727E−02) (3.691E−02,7.769E−02) (5.589E−02,9.839E−02)
90 (4.673E−02,7.246E−02) (5.618E−02,8.633E−02) (5.671E−02,1.011E−01) (7.316E−02,1.136E−01)
100 (6.971E−02, 1.081E−01) (6.971E−02, 1.081E−01) (6.971E−02, 1.081E−01) (6.971E−02, 1.081E−01)
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Figure 3.4: A graph of mean difference in probabilities between covariate levels on
ILMs that use cluster size term(s) under varying levels of data aggregation
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Figure 3.5: A graph of mean difference in probabilities between covariate levels on
ILMs that use a mean number of individual-level links term under varying levels of
data aggregation
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Table 3.4: 95% Confidence Intervals on Mean Difference in Probabilities between
Covariate Levels for ILMs that use a Mean Number of Individual-level Links Between
Clusters Term

Percentage Simple Time Hierarchical Time
Remaining Hierarchical
40 (1.417E−02, 4.471E−02) (2.996E−02, 7.747E−02) (−1.567E−02, 2.058E−02) (2.880E−02, 6.986E−02)
50 (2.341E−02, 6.014E−02) (2.787E−02, 7.480E−02) (−1.553E−03, 4.868E−02) (7.194E−03, 6.283E−02)
60 (3.237E−02, 7.781E−02) (3.289E−02, 6.318E−02) (1.924E−02, 5.638E−02) (−3.115E−02, −2.646E−03)
70 (2.385E−02 , 7.322E−02) (3.573E−02, 6.419E−02) (6.065E−04, 3.166E−02) (−3.913E−02, 1.206E−02)
80 (4.177E−02, 8.478E−02) (2.909E−02, 5.826E−02) (−3.312E−02, 2.001E−03) (2.023E−03, 4.962E−02)
90 (4.150E−02, 6.683E−02) (3.868E−02, 5.293E−02) (−3.345E−03, 2.229E−02) (8.182E−03, 4.638E−02)
100 (6.971E−02, 1.081E−01) (6.971E−02, 1.081E−01) (6.971E−02, 1.081E−01) (6.971E−02, 1.081E−01)
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Table 3.6: 95% Credible Intervals on Mean Difference in Probabilities between Co-
variate Levels for ILMs that use a Cluster Size Term

Percentage Simple Time Hierarchical Time
Remaining Hierarchical
40 ( 3.291E−03, 4.578E−03) ( 6.938E−03, 8.563E−03) (5.312E−03, 7.405E−03) (6.027E−03, 8.141E−03)
50 (7.729E−03, 9.683E−03) (1.124E−02, 1.379E−02) (1.145E−02, 1.462E−02) (1.283E−02, 1.622E−02)
60 (1.404E−02, 1.705E−02) (1.847E−02, 2.191E−02) (1.880E−02, 2.314E−02) (1.359E−02, 1.656E−02)
70 (2.160E−02, 2.599E−02) (3.192E−02, 3.723E−02) (2.986E−02, 3.535E−02) (3.446E−02, 4.087E−02)
80 (4.128E−02, 4.842E−02) (4.509E−02, 5.200E−02) (4.857E−02, 5.730E−02) (6.606E−02, 7.714E−02)
90 (5.188E−02, 5.960E−02) (6.263E−02, 7.126E−02) (6.825E−02, 7.889E−02) (8.159E−02, 9.336E−02)
100 (7.843E−02, 9.957E−02) (7.843E−02, 9.957E−02) (7.843E−02, 9.957E−02) (7.843E−02, 9.957E−02)

Table 3.7: 95% Credible Intervals on Mean Difference in Probabilities between Co-
variate Levels for ILMs that use a Mean Number of Individual-level Links Between
Clusters

Percentage Simple Time Hierarchical Time
Remaining Hierarchical
40 (2.292E−02, 2.944E−02) (4.356E−02, 5.371E−02) (2.170E−03, 2.458E−03) (3.937E−02, 4.933E−02)
50 (3.248E−02, 4.177E−02) (4.238E−02, 5.134E−02) (1.859E−02, 2.356E−02) (2.904E−02, 3.501E−02)
60 (4.559E−02, 5.509E−02) (4.038E−02, 4.803E−02) (3.073E−02, 3.781E−02) (−1.311E−02, −1.690E−02)
70 (4.027E−02, 4.853E−02) (4.300E−02, 4.996E−02) (1.515E−02, 1.613E−02) (−1.025E−02, −1.353E−02)
80 (5.349E−02, 6.327E−02) (3.766E−02, 4.368E−02) (−1.064E−02, −1.556E−02) (2.214E−02, 2.582E−02)
90 (4.586E−02, 5.417E−02) (3.918E−02, 4.580E−02) (9.265E−03, 9.471E−03) (2.397E−02, 2.728E−02)
100 (7.843E−02, 9.957E−02) (7.843E−02, 9.957E−02) (7.843E−02, 9.957E−02) (7.843E−02, 9.957E−02)

From Figure 3.4, we can see that the mean difference in probabilities between

susceptibility covariate levels for a given percentage of data remaining decreases as

the percentage of data aggregation applied increases. Similarly, the value of the mean

rMSE obtained increases as the percentage of aggregation increases (Figure 3.2). From

this figure, we can also observe that there is a slight improvement in the rMSE with

data generated by using a hierarchical time-based dissimilarity matrix in comparison

to all other models that incorporate cluster size when there is 90% of the original

data remaining. Beyond this level of aggregation, there not much of a difference

found between the results obtained using most of various dissimilarity matrices for a

data-aggregation ILM. However, aggregated data derived using a basic dissimilarity
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matrix with an ILM structure of either (3.26) or (3.28), does give a higher value of the

mean rMSE than with other model scenarios. When we examine the mean difference

in probabilities, we see that results produced that use aggregated data obtained via

this form of dissimilarity matrix fit better than other data-aggregation and probability

models for all levels of data aggregation examined.

At 90% of the original data remaining, both the 95% credible intervals and 95%

credible intervals that use aggregated data derived via a hierarchical dissimilarity

matrices or time-based hierarchical matrices cover the true value. While the 95%

confidence interval on the mean difference in probabilities at 90 percent of the data

remaining does cover the true value for simulation results obtained with data derived

that use a time-based dissimilarity matrix, the 95% credible interval does not cover

it. For 80% of the data remaining, a 95% confidence interval on the median difference

for a model that uses aggregated data from a dissimilarity matrix that incorporates

a hierarchical clustering or a time-based hierarchical clustering also includes the true

difference. However, only aggregated data from time-based hierarchical dissimilarity

matrices had a 95% credible interval that included the true value at this level of

aggregation. Once we perform higher levels of aggregation than 80% of the data

remaining the original infectious disease data, none of the results presented in Table

3.3 or Table 3.6 cover the true difference, on average.

Figure 3.3 shows that when we use a model that uses a mean number of individual-

level links between clusters term (3.32), it does not fit as well as models of the
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probability of infection that incorporate susceptible cluster size; its mean difference

in probabilities between susceptibility covariate levels is lower and its rMSE value is

higher. The value of the rMSE does not monotonically increase under this model

as the level of aggregation increases as we would have expected. In fact, it actually

appears to go down substantively for those results obtained by using aggregated

data derived via either hierarchical dissimilarity matrices or time-based hierarchical

dissimilarity matrices. Nevertheless, given that the difference in probabilities between

susceptibility covariate levels is found to be extremely small (almost zero) or negative

for these model scenarios, the significance of this lack of monotonic increase in the

mean rMSE value for these models is questionable; that is, their model fit is extremely

poor. This difference is particularly small at higher levels of aggregation. From Table

3.4 and Table 3.7, we can also see that neither the 95% confidence interval nor the

95% credible interval covers the true value even with 90 percent of the original data

remaining.

3.3.3 Explicitly Incorporating a Power Parameter

In this section, results are shown for data-aggregated ILMs that explicitly incor-

porate estimation of a power parameter placed on the cluster size term(s) or on the

mean number of individual links term. Figures 3.6 and 3.7 show the mean rMSE

value plotted over various levels of aggregation by using parameters obtained via

forms: (3.33), (3.34) and (3.35) – (power parameter on a cluster size term), and
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(3.36) – (power parameter on the mean number of individual-level links term) respec-

tively. Figure 3.8 and Figure 3.9 show similar information for the mean difference in

probability. A diffuse prior of a normal distribution with mode zero and variance 105

was used as the prior of the power parameter(s) of these terms. Tables 3.8, 3.9 and

3.10 present 95% confidence intervals on the rMSE, 95% confidence intervals and 95%

credible intervals respectively for model scenarios that involve incorporating a power

parameter on a susceptible cluster size. Table 3.11, Table 3.12, and Table 3.13 present

rMSE, 95% confidence interval, and 95% credible intervals respectively for scenarios

that incorporate a power parameter on an infectious cluster size term. Table 3.14

presents 95% confidence intervals on the rMSE for scenarios that incorporate a power

parameter on the mean number of individual-level links term, Table 3.15 presents

95% confidence intervals and Table 3.16 presents results on the 95% credible intervals

for these scenarios.
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Figure 3.6: A graph of mean rMSE for ILMs that use a cluster size term under varying
levels of data aggregation that include a power parameter
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level links term under varying levels of data aggregation that include a power param-
eter
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Figure 3.8: A graph of mean difference in probabilities between covariate levels for
ILMs that use a cluster-size term under varying levels of data aggregation that include
a power parameter
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Table 3.11: 95% Confidence Intervals on Mean rMSE for ILMs that use a Infectious
Cluster Size Term that include a Power Parameter using Simple Dissimilarity Matrix

rMSE
Percentage Susceptible Power Susceptible Power
Remaining Infectious no Power Infectious Power
40 (3.482E−02, 6.078E−02) (9.427E−03, 3.366E−02)
50 (1.459E−02, 4.686E−02) (9.675E−03, 3.954E−02)
60 (1.466E−02, 3.876E−02) (2.258E−02, 5.308E−02)
70 (1.407E−02, 3.567E−02) (1.659E−02, 5.275E−02)
80 (9.505E−03, 4.188E−02) (2.126E−02, 6.113E−02)
90 (6.924E−03, 2.972E−02) (7.507E−03, 4.209E−02)
100 (9.24E−03, 3.47E−02) (9.24E−03, 3.47E−02)

Table 3.12: 95% Credible Intervals on Mean Difference in Probabilities Between Co-
variate Levels for ILMs that use a Infectious Cluster Size Term that include a Power
Parameter using Simple Dissimilarity Matrix

95% Credible Intervals
Percentage Susceptible Power Susceptible Power
Remaining Infectious no Power Infectious Power
40 (2.135E−02, 3.757E−02) (3.445E−02, 1.201E−01)
50 (3.783E−02, 5.577E−02) (6.439E−02, 1.417E−01)
60 (4.745E−02, 6.762E−02) (8.558E−02, 1.516E−01)
70 (5.547E−02, 7.692E−02) (8.428E−02, 1.332E−01)
80 (7.791E−02, 1.033E−01) (9.484E−02, 1.344E−01)
90 (7.439E−02, 9.587E−02) (8.526E−02, 1.139E−01)
100 (7.84E−02, 9.96E−02) (7.84E−02, 9.96E−02)

Table 3.13: 95% Confidence Intervals on Mean Difference in Probabilities Between
Covariate Levels for ILMs that use a Infectious Cluster Size Term that include a
Power Parameter using Simple Dissimilarity Matrix

95% Confidence Intervals
Percentage Susceptible Power Susceptible Power
Remaining Infectious no Power Infectious Power
40 (1.713E−02, 4.310E−02) (5.062E−02, 8.935E−02)
50 (3.105E−02, 6.332E−02) (8.066E−02, 1.166E−01)
60 (3.997E−02, 7.609E−02) (1.005E−01, 1.310E−01)
70 (4.634E−02, 8.574E−02) (8.590E−02, 1.303E−01)
80 (6.804E−02, 1.144E−01) (8.946E−02, 1.390E−01)
90 (6.787E−02, 1.021E−01) (7.892E−02, 1.188E−01)
100 (6.971E−02, 1.081E−01) (6.971E−02, 1.081E−01)

Figure 3.6 shows that the mean rMSE obtained by using aggregated data obtained

with the basic dissimilarity matrix is similar to 90% of the data remaining down to

40% of the data remaining. Likely, the difference found between these values is due
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to simulation-related noise. We also see that aggregated data obtained by applying a

time-based dissimilarity matrix form as well as aggregated data obtained by applying

a dissimilarity matrix (incorporating time excluding noninfected individuals), have

a smaller rMSE than those values obtained based upon methodology presented in

(3.5). It also does slightly better than a structural model that incorporates both a

susceptible and infectious cluster size term (3.35) and puts a power parameter on the

susceptible cluster size term for the scenario of 40% of the data remaining. Moreover,

at 40% of the data remaining, it has the lowest mean rMSE value. However, from

Table 3.8, it can be seen that this is possibly a result of noise as the confidence interval

is similar to that of other rMSE values obtained.

Table 3.9 and Table 3.10 show that the 95% confidence intervals and credible

intervals respectively for a dissimilarity matrix that incorporates time excluding non-

infected individuals or time-based hierarchical dissimilarity matrices cover the true

difference in probabilities for all levels of aggregation investigated.

Figure 3.9 shows that a data-aggregated ILM of (3.36) that uses aggregated data

obtained by applying a dissimilarity matrix that incorporates time excluding non-

infected individuals does better than results obtained with either a time-based or a

simple dissimilarity matrix. Table 3.15 shows that all three models’ 95% confidence

intervals on the median difference in probability include the true difference for 90

percent down to 40% data of the data remaining, Table 3.16 presents results on the

credible interval and Table 3.14 shows that the mean rMSE value obtained for all
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three dissimilarity matrices investigated are about the same. However, only a data-

aggregated ILM that uses a dissimilarity matrix that incorporates time excluding

noninfected individuals has 95% credible intervals that covers the true difference at

all levels of percent data aggregation explored. Table 3.12 shows that the credible

interval for the data-aggregated ILM that incorporates an infectious cluster size term

does not do as well its 95% credible interval does not cover the true difference for 90

Table 3.14: 95% Confidence Intervals on Mean rMSE for ILMs that use a Mean Num-
ber of Individual-level Links Between Clusters Term that include a Power Parameter

Percentage Simple Time Time
Remaining excluding noninfected
40 (3.120E−02, 5.913E−02) (1.987E−02, 4.350E−02) (1.491E−02, 4.316E−02)
50 (1.353E−02, 5.034E−02) (1.908E−02, 4.236E−02) (1.539E−02, 4.639E−02)
60 (1.519E−02, 3.931E−02) (1.281E−02, 3.433E−02) (7.290E−03, 3.749E−02)
70 (1.351E−02, 3.921E−02) (1.219E−02, 3.000E−02) (7.274E−03, 3.543E−02)
80 (1.062E−02, 4.253E−02) (9.827E−03, 2.724E−02) (1.183E−02, 4.271E−02)
90 (8.790E−03, 2.844E−02) (1.343E−02, 3.005E−02) (1.515E−02, 3.176E−02)
100 (9.24E−03, 3.47E−02) (9.24E−03, 3.47E−02) (9.24E−03, 3.47E−02)

Table 3.15: 95% Confidence Intervals on Mean Difference in Probabilities Between
Covariate Levels for ILMs that use a Mean Number of Individual-level Links Term
between Clusters that include a Power Parameter

Simple Time Time
Remaining excluding

noninfected
40 (1.879E−02, 4.671E−02) (3.830E−02, 8.601E−02) (4.466E−02, 9.540E−02)
50 (2.757E−02, 6.439E−02) (3.887E−02, 8.463E−02) (6.028E−02, 1.144E−01)
60 (3.998E−02, 7.833E−02) (4.836E−02, 8.691E−02) (5.905E−02, 1.040E−01)
70 (4.243E−02, 8.443E−02) (5.273E−02, 8.715E−02) (6.436E−02, 1.058E−01)
80 (6.349E−02, 1.124E−01) (5.723E−02, 8.942E−02) (5.964E−02, 1.100E−01)
90 (6.441E−02, 9.828E−02) (6.417E−02, 1.003E−01) (5.943E−02, 9.848E−02)
100 (6.971E−02, 1.081E−01) (6.971E−02, 1.081E−01) (6.971E−02, 1.081E−01)
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Table 3.16: 95% Credible Intervals on Mean Difference in Probabilities Between Co-
variate Levels for ILMs that use a Mean Number of Individual-level Links Term
between Clusters that include a Power Parameter

Simple Time Time
Remaining excluding

noninfected
40 (2.422E−02, 4.038E−02) (4.960E−02, 7.516E−02) (5.318E−02, 8.785E−02)
50 (3.675E−02, 5.459E−02) (5.207E−02, 7.119E−02) (7.057E−02, 1.040E−01)
60 (4.841E−02, 6.933E−02) (5.859E−02, 7.662E−02) (6.731E−02, 9.671E−02)
70 (5.239E−02, 7.408E−02) (6.018E−02, 7.929E−02) (6.981E−02, 9.968E−02)
80 (7.347E−02, 1.013E−01) (6.274E−02, 8.289E−02) (7.020E−02, 9.863E−02)
90 (6.916E−02, 9.301E−02) (7.093E−02, 9.295E−02) (6.729E−02, 8.999E−02)
100 (7.843E−02, 9.957E−02) (7.843E−02, 9.957E−02) (7.843E−02, 9.957E−02)

3.4 Discussion

In this study, an investigation was performed into the viability of using data-

aggregation on a contact-network based ILM of infectious disease transmission data to

reduce computation time. It was found that the relative amount of time required to fit

a model using a data-aggregated ILM was substantively reduced compared to that of a

ILM that uses individual-level data – leading to more timely results. This is important

in the midst of an epidemic where time may be of the essence. This conclusion is

similar to that obtained in Deeth (2012) in her investigation of a data aggregation

with a spatial-based ILM. This current study has also determined that it is possible

to estimate the effects of a binary covariate effect (susceptibility level). From these

results, it can be safely argued that data reduction through aggregation is a viable

alternative to linearization-based methods as applied by Deardon et al. (2010); Kwong

and Deardon (2012) under certain ILM models. However, this study has found that

the ability to distinguish clearly between the two levels of the susceptibility covariate

is dependent upon several factors:
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1. the form of the dissimilarity matrix applied (simple, time-based grouping, time-
based grouping excluding non-infected individuals);

2. whether or not hierarchical clustering is applied based upon covariate level;
3. the type of term chosen to adjust for the effects of data aggregation: a) cluster

size; b) mean number of links between clusters;
4. for cluster size terms, whether we fit a data-aggregated ILM using a term that

incorporates the size of: a) susceptible cluster; b) size of infectious cluster terms;
c) both;

5. incorporation of a power parameter on either: a) cluster size term; or b) mean
number of links term.

After a review of network-based ILM models investigated in this study that adjust

for the effects of data aggregation, it is clear from the results presented in Section

3.3.3 that those ILMs that incorporate a power parameter into their model structure

(i.e. relax the linearity assumption) do a much better job in distinguishing between

levels of the binary susceptibility covariate than those ILMs that do not incorporate

it. That is, their mean difference in probability is much less biased. This is true

both for those forms of data-aggregated ILMs that incorporate a cluster size term

into their structure and for those that incorporate a term that represents the mean

number of links between a susceptible cluster and its connected clusters.

When we attempt to fit a data-aggregated ILM with a power parameter on the

susceptible cluster size term, or with a power parameter on both the susceptible

cluster size term and the infectious cluster size term for models that incorporate a

cluster size term, an improvement is seen with respect to both the mean rMSE and

the mean posterior median difference in probability between susceptibility covariate

levels compared with those models that do not explicitly estimate this parameter.

We find similar improvement when a power parameter is placed on the mean number

of links term for models that incorporate a mean number of links term.

Specifically, we found that an ILM that incorporates a term that represents the

susceptible cluster size with a power parameter on it does better than a similar model

that incorporates an infectious cluster size with a power parameter combined with a



136

susceptible cluster size term. ILMs that incorporate mean links or mean links that

incorporate the effects of time in the formulation of the dissimilarity matrix also do

well. Their estimates of the mean difference in probabilities cover the true difference

in probabilities down to 40 percent data remaining.

3.4.1 Negative Power Parameter Value on Susceptible Clus-

ter Size Term

Results obtained when a power parameter is considered a random variable and

explicitly estimated clearly do much better than those when it is held fixed. However,

in certain situations, some surprising results were found with respect to the value of

the power parameter. In particular, the 95% credible interval of the power parameter

on the susceptible cluster size term of the ILM has a negative lower limit. By contrast,

when those ILMs that incorporate into their structure an infectious cluster size term

with a power parameter on it are fitted, the 95% credible interval on the power

parameter always included only positive values. This suggests that the potential issue

with negative values of the power parameter occurs when the clusters of individuals

are still at their susceptible stage of the infection process.

A negative value of the power parameter on the susceptible cluster term within a

data-aggregated ILM would imply that, for susceptible clusters of size greater than

one, there is less chance of such a cluster becoming infected, the larger the number of

individuals contained within it. Upon initial consideration, this conclusion does not

make sense biologically.

Investigation into Reasons for a Negative Power Parameter

In an attempt to resolve this challenge, an ILM was fit in which the potential

marginal posterior values of the power parameter on the susceptible cluster size term

are restricted to the positive domain at every MCMC iteration. This model shall
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be referred to herein as a restricted model. While a diffuse normal prior, N(0, 105),

was put on the unrestricted model, a diffuse positive half-Normal prior, hN(0, 105),

was put on the restricted version. The estimation procedure applied to all other ILM

parameters is the same for both the restricted model and its unrestricted version.

A graphical comparison of the likelihood functions of a restricted model with

that of an unrestricted one was performed in order to assess the consequences, of

constraining the marginal posterior distribution of their power parameter to have only

positive values. To accomplish this task, and thus get a full picture of behaviour of

the likelihood distributions, 10,000 log-likelihood values were derived for each model.

These points represent values from the first percentile of each likelihood distribution

all the way up to and including the ninety-ninth percentile of it. The distribution of

the log-likelihood values obtained with both sets of assumptions for a given simulation

scenario were plotted against each other. This was done separately for all levels of

data aggregation investigated in this study.

An examination of these comparison plots found that the restricted model per-

formed just as well as the unrestricted model under most model scenarios investigated

herein; the distribution of the likelihood values obtained is very similar under both

models. Given that a data-aggregated ILM with a positive power parameter value

is more intuitive biologically than one where its domain includes negative values, it

was decided to use only results from the restricted model. This leads to a positive

power parameter that has a very small magnitude value for these models. This, in

turn, implies that cluster size has little effect upon probability of infection under a

data-aggregated model.

Two notable exceptions to this small difference between the unrestricted and re-

stricted models were found. These exceptions occurred when aggregated data ob-

tained through the use of time-based dissimilarity matrices or time-based hierarchi-

cal dissimilarity matrices were used under a data-aggregated ILM of form (3.33) was

used. With these particular forms of aggregated data, the distributions of the un-
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restricted and restricted models differed substantively from each other. The values

of the log-likelihood distribution derived under the unrestricted model in these cases

is lower than that of the distribution derived under the restricted one. That is, it

is shifted left. This shift suggests that the unrestricted model has a better fit. The

differences between the two likelihood distributions obtained are particularly evident

at higher levels of data aggregation. Thus, in these two model fit scenarios, the un-

restricted model was retained and results obtained under it used to estimate mean

differences in probability of infection at the individual-level.

Upon further investigation of the actual aggregated data used to fit data-aggregated

ILMs of these particular forms, the use of a negative power parameter can, however,

be explained mathematically and justified biologically for the above dissimilarity ma-

trices. There are groups of individuals none of whom are infected grouped together

in the same cluster within data-aggregated data sets. The clustering algorithm ap-

plied (PAM) considers that these individuals have a lower dissimilarity to each other

than they do to other individuals in the population. This grouping can occur for all

formulations of the dissimilarity matrix proposed herein but it occurs most often in

time-based dissimilarity matrices and time-based hierarchical dissimilarity matrices.

In fact, we specifically encourage this grouping in these dissimilarity matrix forms

by setting non-infected individuals to have a dissimilarity of zero to each other in

the dissimilarity matrix. The estimation procedure attempts to describe the process

which includes these non-infected clusters. Since these individuals are not infected

during the epidemic, their probability of infection is zero throughout it.

The nature of a time-based dissimilarity matrix, once PAM is applied, results in

aggregated data that has one cluster that contains a large percentage of the total

number of observations in the original data set (the size of this large cluster decreases

as the percentage of data aggregation from the original data set decreases) and several

smaller sized clusters. A large proportion of clusters, in this form of aggregated data,

are comprised entirely of individuals who are not infected during the course of the
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epidemic. When we apply a time-based measure of dissimilarity but do not force those

connected individuals who are not infected to have a dissimilarity of zero to each other

when forming the dissimilarity matrix, then the number of clusters composed entirely

of uninfected individuals is most often zero. Furthermore, the average magnitude of

the negative power parameter is much reduced when clusters are formed with the

use of this type of dissimilarity matrix form. Moreover, for some simulations, the

power parameter becomes positive (its 95% credible interval is positive) and/or it has

a positive marginal posterior median value. This evidence provides support that the

explanation posited above as to why we have a large negative power parameter under

a time-based dissimilarity matrix is reasonable.

3.4.2 General Discussion and Future Avenues of Investiga-

tion

Several forms of the dissimilarities matrices used to obtain aggregated data: time-

based excluding non-infected individuals, and time-based hierarchical when combined

with an ILM of the form (3.33) – an ILM that incorporates a cluster size term with a

power parameter on the susceptible cluster size term produce satisfactory results. A

dissimilarity matrix formed using time-based excluding non-infected individuals for

an ILM of the form (3.36) – mean links model with a power parameter on the mean

links term also performs well. These model/dissimiliarity matrix combinations’ 95%

confidence intervals and their 95% credible intervals of the difference in probabilities

cover the true difference in probabilities.

When we aggregate infectious disease data, it obviously reduces variation between

individuals. By doing this, we lose information about the transmissibility of the

infectious agent between individuals. Moreover, we can no longer estimate the effects

of the levels of the covariate parameter on their own; with aggregated data, their

interpretation of the parameters will not be the same as under the original data.
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Nevertheless, we have found that while variation is reduced, we are still able to

obtain reasonable estimates of the differences between the probability of infection of

an individual-subject at the high and low covariate levels. Thus, we conclude that

data-aggregation applied to infectious disease transmission, with up to only 40% of

the original data remaining, is a sensible method to reduce the computation time

requirements of network-based ILMs fit via MCMC.

Future Avenues of Investigation

Future areas of investigation would involve an examination of the effects of differ-

ent clustering models, (for instance, using spectral clustering instead of PAM) in order

to see whether the type of partitioning cluster algorithm applied to the individual-

level data has a substantive effect upon the aggregated data obtained and ultimately

upon the estimates of the differences in probability between covariate levels. More-

over, while Deeth (2012) concluded that a model that incorporates infectious cluster

size was important for data aggregation of a spatial epidemic and describes the dif-

ference between the covariate levels well, we might investigate whether the inclusion

of a power parameter could benefit a spatial data-aggregated ILM as well and thus

bring about an even better model fit for it.

In this current study, it has been assumed that the infection and removal times of

individuals and ultimately their associated clusters are known and correct. This is also

a limitation noted in the context of linearization methods in Deardon et al. (2010).

By comparison, in Chapter 2, the effects of infection-time misspecification were in-

vestigated and successfully adjusted for by using data augmentation techniques. It

may be possible to perform an investigation that combines data augmentation with

data aggregation methodology since the period of time required to obtain estimates

using data-augmented MCMC is very long and we have shown that data-aggregation

is successful in reducing it. Applying this combination of techniques might allow

one to determine to what extent we would be able to measure the differences in the
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probability of infection under our best model when infection times of the clusters are

unknown, and possibly incorrect and when data augmentation is thereby applied to

adjust for this as in Chapter 2.

So far, we have only examined the effects of a two-level susceptibility covariate, it

would also be interesting to investigate the effects of data-aggregation with a multi-

level susceptibility covariate or with a continuous-valued covariate in order to see

whether the covariate under these conditions could still be appropriately estimated

under data-aggregation.

Another future avenue of investigation would be to determine a method to compare

those scenarios that have both a 95% confidence interval and a 95% credible interval

that contain the true difference between the probabilities of infection at the two

covariate levels, on average, in order to find which one performs the best out of these

methods and thus be able to provide a recommendation to analysts as to which form

of the dissimilarity matrix to use.
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Chapter 4

Relative Effectiveness of Adaptive

Multi-stage Markov Chain Monte

Carlo Methods in Approximating

Highly Correlated Bivariate

Discrete Target Distributions

4.1 Introduction to Problem

When we attempt to fit individual-based models of infectious disease transmission

such as the individual-level models (ILMs) developed by Deardon et al. (2010) to in-

fectious disease data, we resort to numerical methods such as Markov Chain Monte

Carlo (MCMC) to evaluate the likelihood. These numerical methods are necessary

because of the intractable nature of likelihood equations under these models (Deardon

et al., 2010). Due in part to the computation time requirements of MCMC, achieving

efficiency when fitting ILMs is a challenging process. Nevertheless, fitting models



143

and performing data analysis quickly is important in this context. During or imme-

diately after an infectious disease outbreak, policy-makers need timely and accurate

information about an infectious disease transmission process such as a susceptible

individual’s probability of infection. This information could assist them with such

tasks as understanding the infectious agent’s spread and deciding upon what action

steps to take during an epidemic to mitigate its effects (O’Neil, 2010).

In Chapter 2 of this thesis, we investigated the effects of infection-time misspec-

ification on parameter estimates and estimates of the probability of infection. This

involved fitting an ILM to simulated data sets in which individuals’ times of infection

were misspecified. Both standard and data-augmented Markov Chain Monte Carlo

methods were applied. We showed that standard approaches to model fitting these

data sets quickly obtained posterior estimates of the parameters and estimates of the

probability of infection. Unfortunately, these estimates were found to be highly down-

ward biased. Moreover, the level of inaccuracy increased as the number of units of

time-line misspecification increased. Standard approaches treat individuals’ times of

infection as fixed. By comparison, under a data-augmentation approach, times of in-

fection for infected individuals are considered to be random variables. These infection-

time parameters were estimated along with the susceptibility covariate parameters of

interest at each MCMC chain iteration. This approach led to the creation of a high

dimensional parameter-space that contains both susceptibility and infection-time pa-

rameters. Compared to standard approaches, data-augmented MCMC resulted in a

model that has substantially better posterior estimates of the model parameters, and

ultimately a much more accurate estimate of the true probability of infection for a

susceptible individual. With a data-augmentation approach, however, the number

of parameters that we are required to estimate increases as the number of infected

individuals in a data set increases. Since we also have to estimate the numerous

infection-time parameters, this approach requires a much longer amount of computa-

tion time to estimate the susceptibility covariate parameters – even in a population
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of small size.

Neither standard Markov Chain Monte Carlo methods nor data-augmented Markov

Chain Monte Carlo methods are adequate to estimate the susceptibility covariate pa-

rameters in both a timely and an accurate manner. In Chapter 2, multiple data sets,

each having a population size of 400 individuals, were examined. In these data sets,

not every individual within the population was infected. Furthermore, only a sam-

ple of the total number of infection-time parameters in the population were updated

at each MCMC iteration. Despite these simplifications, it was found to be quite a

time-consuming process to obtain a well-mixed MCMC chain when a data-augmented

MCMC procedure was applied. As the population size and thus the total number

of infected individuals increases, it is likely that the computation time required to

complete each MCMC chain iteration will become even longer. Thus, the amount of

computation time required to obtain estimates of the parameters of interest might

become prohibitive.

It is clear that more efficient methods are needed. However, research into the

exploration of complicated discrete parameter-spaces of the form described above is,

however, scarce. This investigation is a first attempt to rectify this situation by

testing our proposed new methodology (adaptive multi-stage MCMC methods) for

examining multiple simulated two-dimensional data-sets containing highly correlated

data. MCMC methods attempt to assess the unknown target distribution of the data.

We compare the effectiveness of this new methodology to that of traditional MCMC

methodology at this task. These simulated data sets represent a set of infection time

parameters of two infected individuals under a data-augmented parameter-space. The

reason for making these simulated two-dimensional data sets with such a high cor-

relation between variables is that the times of infection are assumed to be highly

correlated with one another because of the nature of the contact-relationship estab-

lished between individuals in this thesis – a contact-based network. We only work

with two individuals to demonstrate proof of concept.
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When working with this type of infectious disease transmission model, contact

between an infectious individual and a susceptible individual is required for the sus-

ceptible individual to become infected. However, only a small number of susceptible

individuals have a contact with, and could thus be infected by, a given infectious indi-

vidual. Therefore, a change in the time of infection of one individual may also change

the time of infection of another individual with whom the first individual has contact.

Increased MCMC chain efficiency means that a smaller number of iterations will likely

be required to obtain a good approximation to the target distribution and, thus, in the

case of our infectious disease model, that a shorter period of time would be required

to obtain posterior estimates of the parameters of interest. A MCMC chain produces

fewer equivalent independent observations than do independent samples (Chib et al.,

2003). The closer that we can make a MCMC chain to an independent sample, the

more efficient it will be at assessing the target distribution.

It is hypothesized that proposed adaptive multi-stage MCMC methods would

be more efficient than current methodology at assessing the target distribution. In

this study, our novel multi-stage MCMC methods will be compared to traditional

MCMC methodologies, referred to herein as “one-stage” MCMC methods. These

comparisons will allow us to evaluate how well the two types of MCMC algorithms

perform by measuring how efficiently they can assess the target distribution. This

investigation involves answering two key questions: First, does the given MCMC al-

gorithm identify all target mass locations in the finite number of iterations allocated?

That is, is the algorithm able to fully approximate the unknown target distribution?

Second, if so, what is the relative efficiency of the algorithm in approximating the

target distribution? To answer this second question and evaluate MCMC algorithm

performance, summary statistics obtained from different MCMC algorithms will be

compared to each other. In this thesis, we compare our proposed method to a direct

Monte Carlo method (the gold standard), and three one-stage MCMC algorithms:

1) Random-walk Metropolis-Hastings, 2) Independence-sampler MCMC algorithm,
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and 3) Independence-sampler / random-walk hybrid algorithm, as well as to 4) a

sequential multi-stage method.

4.1.1 Adaptive MCMC Methodology

An appropriate proposal distribution is key to the performance of an MCMC algo-

rithm and, in particular, to obtain a well-mixed MCMC chain in an efficient manner

(Bai et al., 2011). However, it is often difficult to find an appropriate proposal distri-

bution for exploring a target distribution efficiently. This is a particularly challenging

process when parameters are highly correlated. One such example of this correlation is

infection times which are treated as parameters to be estimated in a data-augmented

parameter-space. It is likely that the data-augmented parameter-space including

times of infection is multimodal. It is well-known that MCMC sampling can be dif-

ficult when dealing with multimodal target distributions as the MCMC chain gets

trapped in one region of the sample space, due to areas of low probability (Bai et al.,

2011). Often, finding efficient proposal distributions is done in an ad hoc way and

the search may be a time-consuming process especially with high dimensional data

(Roberts and Rosenthal, 2009).

Adaptive MCMC algorithms are a class of MCMC algorithms that attempt to

obtain good proposal distributions automatically. That is, with adaptive MCMC

algorithms the form of the proposal distribution used adapts for optimal scaling as

the MCMC chain converges (Roberts and Rosenthal, 2009). To accomplish this self-

adjustment of the proposal distribution, adaptive MCMC algorithms use information

from all previous iterations of a MCMC chain up to the current iteration to adjust

the parameters of the proposal distribution. By self-adjusting, an adaptive MCMC

algorithm can improve performance with respect to the efficiency and mixing prop-

erties of a MCMC chain in comparison to standard MCMC algorithms (Roberts and

Rosenthal, 2009).

Various adaptive MCMC algorithms have been proposed in the literature to ob-
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tain efficient proposal distributions. Arguably, the most well-known adaptive MCMC

algorithm is that proposed by Haario et al. (2001). This algorithm was further inves-

tigated by Roberts and Rosenthal (2009). Roberts and Rosenthal (2009) considered

a proposal distribution which is a two component mixture of multivariate Gaussians:

1) a multivariate Gaussian distribution with a fixed variance-covariance matrix de-

noted (0.1)2Id/d), where Id is a d-dimensional identity matrix; and 2) a multivariate

Gaussian distribution with the current empirical estimate of the covariance structure

of the target distribution Σi. The empirical variance-covariance matrix is based on

estimates of the MCMC iterations run up to that point.

For iteration i such that i ≤ 2d, where d is the dimensionality (number of pa-

rameters to be estimated), the proposal distribution q(x, x′), is simply based on

N(x, (0.1)2Id/d). By contrast, for iteration i such that i > 2d, the proposal distribu-

tion is of the form q(x, x′) = (1− β)N(x, (2.38)2Σi/d) + βN(x, (0.1)2Id/d), where β

is a small positive constant (Roberts and Rosenthal, 2009).

Craiu et al. (2009) and Bai et al. (2011) extended adaptive MCMC methodology

to accommodate multimodal target distributions such as those that will often occur

when we apply a finite mixture of distributions. They suggested that a multimodal

target distribution may require regional adaptation of the Metropolis-Hastings algo-

rithm in order to allow the proposal distribution to differ across regions of the sample

space (Bai et al., 2011). They called this type of adaptive algorithm a “regional adap-

tive random walk Metropolis-Hastings algorithm”. In Craiu et al. (2009), a regional

adaptive algorithm, which they refer to as regional adaptive sampler, is developed.

This algorithm assumed that we have knowledge of the regions in the space in which

the different sampling regimes are to be applied. That is, boundaries between each

of these regions are assumed known (Craiu et al., 2009). Another regional adaptive

algorithm is proposed whereby the locations of these partitions of the space can be

adapted at each MCMC chain iteration (Bai et al., 2011). This algorithm is assumed

to work under those situations where the target distribution can be approximated by
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a mixture of multivariate Gaussian distributions. That is, each mode of the mixture

is represented by a multivariate distribution. Regional adaptation works well when

each component of the mixture is a good proposal distribution in a given region of

the space. Bai et al. (2011), however, note that their algorithm cannot easily be ex-

tended to discrete multimodal distributions. Other regional adaptive algorithms that

have been used to fit multimodal distributions are developed in Andrieu and Thomas

(2008) and in Giordani and Kohn (2010). It should also be noted that other meth-

ods for developing efficient MCMC methods for multimodal distributions that do not

use adaptive MCMC have also been proposed (See Bai et al. (2011) for references).

However, these are less relevant to our proposed approach.

4.1.2 Applying Adaptive MCMC Methodology in Infectious

Disease Studies

Adaptive MCMC algorithms have been successfully applied in several studies with

respect to infectious disease modeling to automate finding a good proposal distribu-

tion. Jewell et al. (2009) attempted to fit a real-time infectious disease transmission

model, and noted that manual tuning of the proposal would be a barrier to working

with this model in real-time. They applied an adaptive MCMC algorithm developed

by Haario et al. (2001) and Roberts and Rosenthal (2009), in an attempt to automat-

ically tune their proposal distribution. Jewell and Roberts (2012) use this form of

adaptive MCMC, together with a reversible-jump MCMC algorithm, in their inves-

tigation of methodology for combining contact-tracing data with a ratebased contact

network.

Korostil et al. (2013) use a forward projection adaptive MCMC algorithm to cal-

ibrate their parameters when modeling human papillomavirus (HPV) in the context

of a ordinary differential equation (ODE) model. They automated their proposal

distribution selection because adding a ”forward projection” stage to the ODE would
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add extra challenges to the adjustment of the proposal distribution. Gubbins et al.

(2014) used a modified adaptive MCMC, proposed by Andrieu and Thomas (2008),

in order to obtain a specified mean acceptance rate of the proposed parameter values

in their investigation of the spread of Schmallenberg virus (Gubbins et al., 2014). So

far, adaptive MCMC algorithms have been used in infectious disease models when the

number of parameters considered is small, their applications over a high-dimensional

parameter space have not gained as much attention.

Previous adaptive MCMC approaches adapt the proposal distribution at each iter-

ation with the amount of adaptation decreasing as the number of iterations performed

increases. By contrast, the newly proposed adaptive multi-stage MCMC algorithm

takes a different approach to adaptation of the proposal distribution and updates the

proposal distribution at each stage of a multi-stage algorithm. In particular, our ap-

proach uses empirical estimates of the target mass (empirical distribution function) as

part of its proposal distribution. this is done in conjunction with a uniform proposal

distribution at each distinct stage of the multi-stage MCMC algorithm from Stage 2

onwards. The empirical distribution function used is derived from estimates of target

distribution obtained at the previous stage of the algorithm. The probability of us-

ing a uniform proposal distribution decreases at each stage as the algorithm “learns”

more about the underlying target distribution. The form of the proposal distribution

adapts to become more efficient and thus we have a better, more accurate representa-

tion of the target distribution. It is hypothesized that our novel multi-stage MCMC

methodology would perform better. That is, it would produce a more efficient MCMC

chain, compared to one-stage MCMC methods, as a result of this adaptation.
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4.2 Methodology

4.2.1 Direct Monte Carlo Method

The baseline method to approximate the discrete target distribution is a sim-

ple Monte Carlo simulation method. Here, we refer to it as a direct Monte Carlo

method. This method requires that the target mass function is known. The empir-

ical distribution of the target mass can be obtained by sampling directly from the

target distribution.

Let Φ1 and Φ2 be two discrete random variables, where Φ1 takes on values from

1, 2, . . . , N1 and Φ2 takes on values from 1, 2, . . . , N2, where N1 = max(Φ1), and

N2 = max(Φ2) respectively. Let π̂(φ1, φ2) be the empirical joint mass function of

(Φ1,Φ2)T at (φ1, φ2)T .

A direct Monte Carlo procedure proceeds by generating a large number of random

variable pairs (Φ1,Φ2)T according to π̂(φ1, φ2). The proportion of the total number

of iterations that occur at each value of (Φ1,Φ2)T is recorded.

In reality, the target distribution is unknown. Thus, the target mass at each loca-

tion is not known, and we can not sample from the target distribution directly. Meth-

ods that approximate the target mass at each location are needed to obtain an empir-

ical distribution function. Herein, we consider three one-stage MCMC algorithms to

accomplish this task: 1) Random-walk Metropolis-Hastings, 2) Independence-sampler

MCMC algorithm, and 3) Independence-sampler / random-walk hybrid algorithm.

We also propose three novel multistage MCMC methods to approximate the target

distribution. In Section 4.2.2 and Section 4.2.3, we describe these one-stage algo-

rithms and multi-stage algorithms respectively.
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4.2.2 One Stage MCMC Algorithms

In this section, we present a traditional strategy to approximate the unknown

target distribution of a parameter-space of the form described in Section 4.2.5. These

algorithms are referred to in this investigation as one-stage algorithms in order to

contrast them with the novel multistage algorithms developed later in this chapter.

In particular, forms of random-walk and independence sampler MCMC algorithms as

well as a hybrid combination of these two algorithms are discussed. The one-stage

MCMC algorithms used apply single parameter updates; that is, they update the

values of Φ1 and Φ2 variables sequentially. In this section, we describe the adaptation

of standard random-walk and independence algorithms to the problem at hand.

Random-Walk Algorithm

The form of the random-walk algorithm considered in this section would proceed

as follows: Suppose that we have (Φ(i)
1 ,Φ

(i)
2 ) = (φ(i)

1 , φ
(i)
2 ) at the ith iteration.

1. For the Φ1 random variable, let φ′1 = φ
(i)
1 +z, where z ∼ Discrete Uniform [−l, l]

and l ∈ Z+.

2. Generate r ∼ U(0, 1]. We update Φ1 according to

Φi+1
1 =

 φ′1 if aφ′1 > r

φ
(i)
1 , otherwise

,

where

aφ′1 = min

1,
π̂
(
φ′1, φ

(i)
2

)
π̂
(
φ

(i)
1 , φ

(i)
2

)
 .

3. For the Φ2 random variable, let φ′2 = φ
(i)
2 + z, where z ∼ Discrete Uniform

[−o, o] and o ∈ Z+.
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4. Generate r ∼ Uniform(0, 1). We update Φ2 according to

Φ(i+1)
2 =

 φ′2 if aφ′2 > r

φ
(i)
2 , otherwise

,

where

aφ′2 = min

1,
π̂
(
Φ(i+1)

1 , φ′2
)

π̂
(
Φ(i+1)

1 , φ
(i)
2

)
 .

Independence Sampler Algorithm

Suppose that we have (Φ(i)
1 ,Φ

(i)
2 ) = (φ1, φ2) at the ith iteration of an independence

sampler. When a single parameter update is applied with an independence sampler,

and we assume that its proposal distribution, (φ′d, φd)|(φ1, φ2) ∼ Uniform[1, Nd], at

proposed value φ′d at current value φd , where d ∈ {1, 2}, and Nd = max(Φd), then the

form of the acceptance probability for the independence sampler algorithm considered

is similar to that of the random walk algorithm since the probability obtained at each

point of the probability distribution is the same and thus the ratio of proposal distri-

butions at the proposed and current location , q(φd, φ′d)\q(φ′d, φd) equals 1. The form

of the independence algorithm considered in this section would proceed as follows:

1. For the Φ1 random variable, let φ′1 ∼ Discrete Uniform [1, N1]

2. Generate r ∼ Uniform(0, 1). We update Φ1 according to

Φi+1
1 =

 φ′1, aφ′1 > r

φ
(i)
1 , otherwise

,

where

aφ′1 = min

1,
π̂
(
φ′1, φ

(i)
2

)
π̂
(
φ1, φ

(i)
2

)
 .

3. For the Φ2 random variable, let φ′2 ∼ Discrete Uniform [1, N2].

4. Generate r ∼ Uniform(0, 1). We update Φ2 according to
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Φi+1
2 =


(i)φ′2 if aφ′2 > r

φ
(i)
2 , otherwise

,

where

aφ′2 = min

1,
π̂
(
Φ(i+1)

1 , φ′2
)

π̂
(
Φ(i+1)

1 , φ
(i)
2

)
 .

A Random-Walk, Independence Sampler Hybrid Algorithm

Both the random-walk and independence algorithms may face inherent challenges

in efficiently assessing complex target distributions such as those of the form created

in this study (see Section 4.2.5). By using a random-walk, independence sampler

hybrid sampler, we can combine the benefits of these two methods while addressing

some of their limitations.

The random-walk algorithm allows us to find target mass locations of (Φ1,Φ2)T

that are close to their current locations; that is, it proposes values that are in a local

neighbourhood of a current location. One limitation of a random walk procedure

is that since it focuses only upon a local neighbourhood of a target mass location,

it may be inefficient at assessing more distant regions of the target distribution. In

particular, the MCMC chain may get trapped in one area of the parameter-space for

a large number of iterations; as shown in Figure 4.1, there is very little connection

between the two components of the target distribution potentially making it hard for

a random-walk algorithm to efficiently assess the target distribution.

The independence sampler is able to assess the global nature of the target distri-

bution, because it can easily move around its entire parameter-space, since candidate

values of the chain are independent of its previous location; Nevertheless, the partic-

ular form of the independence sampler procedure examined in Section 4.2.2 is likely

to propose to move to a location with target mass of zero (no observation). A pro-

posed move to a location with no observation associated with it would be rejected

with probability 1. This rejection would, in turn, lead to potential inefficiencies in
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the MCMC chain mixing process.

This hybrid algorithm utilizes the random-walk algorithm’s local exploration qual-

ities and then combines these qualities with the independence sampler’s global explo-

ration qualities. With the hybrid algorithm framework, we simply perform a number

of random-walk iterations, denoted by rw, for every one independence sampler itera-

tion used. That is, we cycle between these two proposals.

4.2.3 Multistage MCMC Algorithms

Let π̂[x−1] be the normalized empirical joint distribution function at Stage x − 1

(see (4.1) for derivation). In an attempt to improve upon the mixing properties of

the MCMC chain while attempting to approximate complicated target distributions,

three basic types of novel π̂[x−1] based multistage MCMC algorithms are developed

herein. They are: 1) a sequential π̂[x−1] based independence algorithm; 2) hybrid

adaptive π̂[x−1] based independence / uniform independence MCMC algorithm; and

3) hybrid adaptive π̂[x−1] based independence/random-walk MCMC algorithm. These

new multistage MCMC approaches involve splitting up the total number of iterations

used under a one-stage MCMC approach and then using these iterations over several

distinct stages. It is hoped that by performing this split, we would learn more about

the nature of the target distribution at each subsequent stage of the algorithm. This

information would be used to help the MCMC procedure approximate the target

distribution more efficiently at each stage. That is, the empirical distribution function

obtained would be a better approximation to the target distribution.

The first stage of the multistage MCMC algorithm follows the same procedure

as that presented for a single-stage MCMC algorithm in Section 4.2.2. In the first

stage, we apply a random walk, independence sampler, or a hybrid random-walk

and independence MCMC sampler to approximate the target distribution. As a

result we obtain an estimate of the the joint target mass π̂[1] at the end of Stage 1.

The difference between forms of the single-stage algorithms and our novel multistage
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algorithms occurs at subsequent stages. In the second stage, π̂[1], obtained from the

first stage, will be used in part as a proposal distribution for the MCMC algorithm

at the current stage. By applying the same idea, at subsequent stages, x = 3, . . . , D,

where D is the number of stages, an updated estimate of the joint target mass from

the previous stage, π̂[x−1], will be used to inform the proposal distribution for the

MCMC algorithm in the current stage.

Calculating Relative Target-mass Proportions

Under a multistage MCMC approach, the number of iterations at the first and

subsequent stages of the procedure may be too small for the entire target distribution

to be fully assessed in that finite number of iterations; that is, some target mass

locations may not be reached. This is particularly true of those locations that have

a small amount of target mass since the probability of accepting a proposed move

to such a location would be small. In this case, the estimate of target mass at some

locations might be 0 at the current stage of the multistage algorithm. However, since

the estimate will be used as a proposal distribution at the next stage of the algorithm,

this would prevent the independence sampler from moving to a location that has a

mass of zero.

To correct for this problem, a small adjustment factor of 0.001 is added to the

estimated target mass at each location. We denote the form obtained by performing

this at stage x−1, as π̃[x−1](φ1, φ2). The normalized estimated target mass at (φ1, φ2)T

is denoted by

π̂[x−1] (φ1, φ2) = π̃[x−1] (φ1, φ2)∑
∀(φ1,φ2) π̃[x−1] (φ1, φ2) . (4.1)
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Acceptance Probability

All three newly proposed novel multistage MCMC algorithms rely, in part, on an

acceptance probability of the independence sampler of the form:

a(φ′1,φ′2) = min

1, π (φ′1, φ′2)
π
(
φ

(i)
1 , φ

(i)
2

) q
(
φ

(i)
1 , φ

(i)
2

)
q (φ′1, φ′2)

 , (4.2)

where q(φ(i)
1 , φ

(i)
2 ) = π̂[x−1]

(
φ

(i)
1 , φ

(i)
2

)
, q (φ′1, φ′2) = π̂[x−1] (φ′1, φ′2), and φ′1 and φ′2 are the

proposed values of Φ(i+1)
1 and Φ(i+1)

2 respectively. Unlike with the form of the one-stage

MCMC algorithms presented in this investigation, wherein single parameter updates

were used, with the π̂[x−1] based multistage algorithms, we perform block updates of

the Φ1 and Φ2 random variables when using the π̂[x−1] based independence sampler

part of the algorithm.

Table 4.1 presents different combinations of the number of the distinct stages and

their corresponding number of iterations performed per algorithm stage investigated

from Stage 2 onwards. These combinations are applied in order to investigate their

relative performance in assessing the target distribution.
Table 4.1: Number of Stages in the Multistage Algorithms and Iterations per Stage
Combinations

Number of distinct stages (x) 6 12 15 25 30
Iterations per stage (Ms) 50,000 25,000 20,000 12,000 10,000

These combinations of distinct stages and iteration per stage each add up to

300,000 MCMC iterations altogether. This total number of iterations was chosen

to achieve an equitable comparison between performance evaluation criteria (Section

4.2.4) obtained via the one-stage and the novel multistage MCMC methodologies

proposed herein in terms of approximating the target distribution. It also gives an

equitable comparison between the various multistage MCMC methods investigated.

Part of the goal of this multistage investigation is to determine an optimal balance

in terms of efficiency between MCMC procedures that have few distinct stages but
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have a large number of iterations per distinct stage and MCMC procedures that have

more distinct stages but have fewer iterations per distinct stage.

Sequential Multistage Algorithm

In this section, the sequential multistage algorithm is presented. For a given

Stage x, x ≥ 2, at a given iteration i, the sequential multistage algorithm proceeds

as follows: Suppose that we have (Φ(i)
1 ,Φ

(i)
2 ) = (φ(i)

1 , φ
(i)
2 ) at the ith iteration then:

1. Generate (Φ1,Φ2) according to the empirical distribution π̂(Φ1,Φ2). Let the

values generated be denoted (φ′1, φ′2).
2. Generate r ∼ Uniform(0, 1). We update Φ1 and Φ2 according to

(
Φ(i+1)

1 ,Φ(i+1)
2

)
=


(φ′1, φ′2) if a(φ′1,φ′2) > r(
φ

(i)
1 , φ

(i)
2

)
, otherwise

,

where

a(φ′1,φ′2) = min

1, π̂(φ′1,φ′2)

π̂

(
φ

(i)
1 ,φ

(i)
2

) π̂[x−1]
(
φ

(i)
1 ,φ

(i)
2

)
π̂[x−1](φ′1,φ′2)

 .

Adaptive Multistage MCMC Algorithms

When we use the adaptive multistage independence algorithm, we have a prob-

ability p[x] of using a π̂[x−1] based proposal distribution and using block updates of

Φ1,Φ2 at a given Stage x and one minus that probability of using single parameter

updates. The probability p[x] is given by:

p[x] = e(−b(x−2)), (4.3)

where x ≥ 2 and b is the rate of decay parameter.

Thus, for a given Stage x, a hybrid adaptive π̂[x−1] based independence / uni-

form independence MCMC algorithm proceeds as follows. Suppose that we have
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(Φ(i)
1 ,Φ

(i)
2 ) = (φ(i)

1 , φ
(i)
2 ) at the ith iteration then generate t ∼ Uniform(0, 1). Once

this has been performed, the procedure can follow two potential paths.

Path 1: if t ≥ p[x]

1. Generate (Φ1,Φ2) according to the empirical distribution π̂(Φ1,Φ2). Let the

values generated be denoted (φ′1, φ′2).

2. Generate r ∼ Uniform(0, 1). We update Φ1 and Φ2 according to

(
Φ(i+1)

1 ,Φ(i+1)
2

)
=

 (φ′1, φ′2) if a(φ′1,φ′2) > r(
φ

(i)
1 , φ

(i)
2

)
, otherwise

,

where

a(φ′1,φ′2) = min

1, π̂(φ′1,φ′2)
π̂

(
φ

(i)
1 ,φ

(i)
2

) π̂[x−1]
(
φ

(i)
1 ,φ

(i)
2

)
π̂[x−1](φ′1,φ′2)

 .

Path 2: if p[x] < t, we perform single parameter uniform-based proposal independence

sampler updates of Φ(i)
1 and Φ(i)

2 .

1. Let φ′1 ∼ Discrete Uniform [1, N1].

2. Generate r ∼ Uniform(0, 1). We update Φ1 according to

Φi+1
1 =

 φ′1, aφ′1 > r

φ
(i)
1 , otherwise

,

where

aφ′1 = min

1,
π̂
(
φ′1, φ

(i)
2

)
π̂(φ(i)

1 , φ
(i)
2 )

 .
3. For the Φ2 random variable, let φ′2 ∼ Discrete Uniform [1, N2], where N2 is the

size of the parameter-space for Φ2.

4. Generate r ∼ Uniform(0, 1). We update Φ2 according to

Φi+1
2 =

 φ′2 if aφ′2 > r

φ
(i)
2 , otherwise

,
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where

aφ′2 = min

1, π̂(Φ(i+1)
1 , φ′2)

π̂(Φ(i+1)
1 , φ

(i)
2 )

 .
The addition of the uniform independence component to the multistage algorithm

is an attempt to correct for the effects of potentially poor estimation of the empirical

distribution function at a previous stage of a sequential multistage MCMC algorithm

leading to a distorted representation of the empirical mass at the present stage. Such

an empirical distribution function would not approximate the true target distribution

well and may lead to missing target mass locations. With this method, a distorted

representation is more likely to be present at early stages of the algorithm since we

have not yet “learned“ as much about the target distribution — that is, we have not

yet obtained good empirical estimates of it.

The approximate ratio of uniform independence sampler steps to adaptive π̂[x−1]

based independence sampler steps applied is reduced at each stage of the algorithm.

It is hypothesized that with better knowledge about the target distribution, due to

good empirical mass estimates in later stages of the algorithm, there is less need for

a uniform independence sampler, since this portion of the proposal distribution does

not use these empirical estimates. This reduction means that at every stage from

Stage 3 onwards of an adaptive π̂[x−1] based independence and uniform independence

multistage algorithm, we have a greater probability of selecting a π̂[x−1] based inde-

pendence sampler as the proposal distribution of the algorithm. With this algorithm,

the empirical distribution function obtained is assumed to be a better representation

of the underlying target distribution at each stage; that is, π̂[x−1] is expected to be

a more accurate estimate of π; thus by applying we come closer to sampling from

the target distribution with a probability at each target mass location equal to that

obtained from the target distribution.

When a mixture of random-walk and π̂[x−1] based independence proposals is used

at each stage of the adaptive multistage algorithm instead of a mixture of uniform



160

independence and π̂[x−1] based independence proposals, we substitute random-walk

steps for a uniform-proposal distribution independence sampler steps in our multi-

stage adaptive algorithm. The same probability of random walk steps to π̂[x−1] based

independence steps shall be applied as in the adaptive independence sampler’s ratio

of uniform independence sampler to π̂[x−1] based independence sampler steps.

Thus, for a given Stage x, at a given iteration i, a hybrid adaptive π̂[x−1] based

independence / random-walk algorithm proceeds as follows:

Suppose that we have (Φ(i)
1 ,Φ

(i)
2 ) = (φ(i)

1 , φ
(i)
2 ) at the ith iteration then generate

t ∼ Uniform(0, 1). Once this has been performed, the procedure can follow two

potential paths.

Path 1: if t ≥ p[x]

1. Generate (Φ1,Φ2) according to the empirical distribution π̂(Φ1,Φ2). Let the

values generated be denoted (φ′1, φ′2).

2. Generate r ∼ Uniform(0, 1). We update Φ1 and Φ2 according to

Φ(i+1)
1 ,Φ(i+1)

2 =

 (φ′1, φ′2) if a(φ′1,φ′2) > r

φ
(i)
1 , φ

(i)
2 , otherwise

,

where

a(φ′1,φ′2) = min

1, π̂(φ′1,φ′2)

π

(
φ

(i)
1 ,φ

(i)
2

) π̂[x−1]
(
φ

(i)
1 ,φ

(i)
2

)
π̂[x−1](φ′1,φ′2)

 .

If p[x] < t, we perform random-walk updates of Φ1 and Φ2.

1. Let φ′1 = φi1 + z, where z ∼ Discrete Uniform [−l, l] and l ∈ Z+.

2. Generate r ∼ U(0, 1]. We update Φ1 according to

Φi+1
1 =

 φ′1 if aφ′1 > r

φ
(i)
1 , otherwise

,
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where

aφ′1 = min

1,
π̂
(
φ′1, φ

(i)
2

)
π̂
(
φ

(i)
1 , φ

(i)
2

)
 .

3. For the Φ2 random variable, let φ′2 = φ
(i)
2 + z, where z ∼ Discrete Uniform

[−o, o] and o ∈ Z+.
4. Generate r ∼ Uniform(0, 1). We update Φ2 according to

Φ(i+1)
2 =

 φ′2 if aφ′2 > r

φ
(i)
2 , otherwise

,

where

aφ′2 = min

1,
π̂
(
Φ(i+1)

1 , φ′2
)

π̂
(
Φ(i+1)

1 , φ
(i)
2

)
 .

4.2.4 Performance Evaluation

Measures of model fit assess the disparity between the target distribution and that

of its empirical distribution function at each target mass location. Two such measures

are applied in this investigation: 1) root mean sum of squares, and 2) mean absolute

difference. The estimated empirical mass is obtained using simulation with the various

single and multistage MCMC algorithms examined herein and by using direct Monte

Carlo method. For a multistage algorithm, assessing the disparity between the target

distribution and empirical distribution function also allows us to compare the relative

fit obtained when different values of the rate of decrease parameter b, and different

number of iterations per algorithm stage, are examined;

The root mean square error (rMSE) is of the form

rMSE =

1
l

 N1∑
φ1=1

N2∑
φ2=1

π̂ (φ1, φ2)− π (φ1, φ2)
2


1
2

, (4.4)
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and the mean absolute difference (MAD) is of the form

MAD = 1
l

N1∑
φ1=1

N2∑
φ2=1
| π̂ (φ1, φ2)− π (φ1, φ2) | . (4.5)

We recall that π (φ1, φ2) denotes the target distribution at location (φ1, φ2)T , π̂ (φ1, φ2)

is the empirical distribution function at location (φ1, φ2)T , and l =| Φ1 | × | Φ2 | is

the number of discrete target mass locations in the parameter-space.

In order to assess the relative MCMC chain efficiency of different MCMC algo-

rithms in assessing the target distribution, we can compare their effective sample size

rates. The effective sample size estimates the equivalent number of independent ob-

servations that are present in a sample that consists of autocorrelated observations

(Chib et al., 2003). This number is less, and often much less, than the total number of

MCMC iterations used, denoted by M (Chib et al., 2003). For a multistage algorithm,

we replace M with Ms which represents the number of iterations applied at the last

stage of the algorithm. A effective sample size rate measures the percentage of the

total number of independent observations that are represented by MCMC iterations.

This lack of equity from the raw effective sample size results from the fact that

we are investigating procedures to assess the target distribution that have different

numbers of total iterations at each distinct stage with multistage MCMC procedures.

By working with a effective sample size rate instead of a raw effective sample size,

we can compare more equitably results obtained from different MCMC procedures

with different numbers of iterations at a given stage and from a direct Monte Carlo

method. That is, when using the effective sample size rate, results are standardized

so that they are on the same scale for all comparisons presented herein.

The effective sample size rate, denoted by ESS, is described by the following

equation for a MCMC chain of Φ having d components, where d ∈ {1, 2}. ESSd =
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(1/ad)× 100, where ad, is the autocorrelation–time and is denoted by

ad =
{

1 + 2
M−1∑
s=1

(
1− s

M

)
ρds

}
, (4.6)

where ρds is the autocorrelation function of the component d and as such represents

its sample autocorrelation at lag s from the (M − 1) sampled draws (see for example,

Chib et al. (2003)).

Assuming that the MCMC procedures under investigation produce approximately

the same mean discrepancy, then those simulation scenarios that have a higher ef-

fective sample size rate for a given component would be expected to perform better

(more efficiently) than those that have a smaller effective sample size rate for that

component. They thus represent results from a MCMC chain that is closer to an

independent sample and can be presumed to mix more efficiently. With this result in

mind, an algorithm that results a higher effective sample size rate represents a more

efficient mixing process (Chib et al., 2003).

In order to reduce the effects of noise on the estimate of the autocorrelation-time,

and ultimately on the effective sample size rate, an approximation to (4.6) denoted

by ãd is used in (4.7). Let

ãd =

1 + 2
min(M−1,ψ)∑

s=1

(
1− s

M

)
ρds

 , (4.7)

where ψ = |S| and S = {s : ρds ≥ 0.01}; Only those lags that have values such that

ρds ≥ 0.01 are summed. This truncation was also independently suggested by Kass

et al. (1998).

For the multistage MCMC algorithms, π̂(φ1, φ2) and the effective sample size rate

are obtained using the MCMC chain obtained at the last stage of the algorithm.
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4.2.5 Simulation Study

The first step in this simulation study is to create simulated two-dimensional

data sets. These data sets will be used to examine the relative efficiency of various

MCMC algorithms under investigation. Each of these data sets consist of a series

of independent observations generated from a two component finite mixture model.

Each component in this mixture model is specified by a bivariate normal distribution.

In the first component, the two normal distributions are positively correlated with

a 0.99 correlation, and in the second component the two normal distributions are

negatively correlated with a -0.99 correlation. Suppose that an observation (x1, x2)T

is generated from this, our two-component mixture of bivariate normal distributions

can then be expressed as

(x1, x2)T ∼ 0.5×MVN((µ1, µ2)T ,Σ1) + 0.5×MVN((µ3, µ4)T ,Σ2), (4.8)

where MVN represents multivariate normal, (µ1, µ2)T is the mean vector of the first

component, and (µ3, µ4)T is the mean vector of the second component. The variance-

covariance matrix of the first component, denoted by Σ1, is given by

Σ1 =

 σ2
1 σ12

σ21 σ2
2

 , (4.9)

and the variance-covariance matrix of the second component, denoted by Σ2, is given

by

Σ2 =

 σ2
1 −σ12

−σ21 σ2
2

 , (4.10)

where σ12 = σ21 = 0.99σ1σ2.

Suppose that (x1, x2)T simulated from this mixture model are then turned into

discrete values by rounding to the nearest whole number, then we obtain the values
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denoted by (φ1, φ2)T .

We show a visual representation of a representative two-dimensional data-set via

a heat-map graph. In a heat-map graph, the intensity of the colour at a target mass

location represents the density of the target mass locations at a given location. Those

areas of the heat-map graph that have a darker hue have a larger amount of mass.
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Figure 4.1: Heat-map Graph of Representative Data Set

A sample of 20 two-dimensional data-sets were generated. For each data set,

35 different scenarios were examined (see Section 4.3.2 for a list of the scenarios).

For each of these 35 scenarios, 5 different MCMC runs were performed. These 5

MCMC replications were done in order to lessen the potential effect of simulation-

related variability upon the assessment of the target distribution. In order to obtain

baseline results for root mean sum of squares, mean absolute difference, and effective
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sample size, a direct Monte Carlo simulation that involved sampling from the target

distribution was also performed.

Results of summary statistics obtained are presented for both the traditional one-

stage MCMC algorithms (Section 4.3.1) and for the novel multistage algorithms pro-

posed herein (Section 4.3.2).

In this section, only samples from the empirical mass distribution that represent

the target distribution well were included in the subsequent result sections. That is,

their values were included in the calculations of average rMSE, MAD and average

effective sample size for each combination examined. This represents those estimates

from MCMC replications that do not have an empirical target mass of zero at too

many locations that have non-zero true mass at their final stage (which corresponds

to the first stage for a one-stage algorithm). It was decided that having a maximum

of three missing target mass locations would be acceptable. That is, these empirical

mass distributions are assumed to represent the true target distribution appropriately.

Had we included those MCMC replications that did not perform well, it was felt that

the relative effective sample size obtained would not be comparable to that derived

from those runs that did perform well.

We can consider our two-dimensional data-sets to be the infection-times of two

infected individuals under data-augmented infection-times. Infection time of individ-

uals are correlated. High positive correlation could result from the time of infection of

one infected individual increasing as the second individual’s infection-time is increases

since the first individual infected the second one. Similarly, high negative correlation

could result from an increase in the infection-time of one infected individual decreas-

ing the time of another infected individual which it had previously been recorded as

having infected. The chain of infection is modified such that the second individual is

now recorded as having been infected by another individual at an earlier time point.
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4.3 Results

Summary statistics are presented, in this investigation, for the one-stage MCMC

algorithms (Section 4.3.1) and for the novel multistage algorithms developed herein

(Section 4.3.2). Both sets of results are compared to results obtained via the direct

Monte Carlo method.

4.3.1 One-Stage Results

In order to obtain one-stage results, MCMC chains of 300,000 iterations were run

using the 3 different one-stage MCMC algorithms presented in Section 2.2. Discrete

uniform distributions (DU) with ranges from DU[-1, 1] to DU[-8, 8] were compared

for use as the symmetric proposal distribution for the random walk and random-

walk/independence hybrid algorithms for each of the Φ1, and Φ2 variables. Their

effective sample size rates were found to be approximately the same for all combina-

tions. Given these results, for brevity, only results from a discrete uniform distribu-

tion [-4,4] are presented. Starting values for the one-stage algorithms were randomly

chosen among target locations having a target mass greater than 0.

For the hybrid algorithm, ratios from one up to eight random-walk steps for every

uniform independence step used were investigated. rMSE, MAD and effective sample

size rates were examined for these ratios and the results are presented in Table 4.2 in

order to determine which provides the most efficient combination in terms of MCMC

mixing.
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As seen in Table 4.2, the use of one random walk step for every one uniform

independence sampler step was found to produce the highest effective sample size

rate for the Φ1 variable at 5.143%. Its effective sample size rate for the Φ2 variable at

0.146% was lower than other combinations. However, there was a noticeable decrease

observed in its Φ1 variable when the number of random-walk steps was increased. This

suggests that the best one-stage hybrid is one random-walk step to every independence

step.

Table 4.3 presents the average rMSE and average MAD obtained when the three

one-stage MCMC algorithms were applied. We repeat the values obtained in Table

4.2 for the best hybrid combination so that we can easily compare the results using it

to those obtained from the other two one-stage algorithms. This table also presents

the average effective sample size rate obtained for all three algorithms for both the

Φ1 and Φ2 variables. When we examine the results obtained with one-stage MCMC

procedures presented herein, it was determined that all three algorithms were able to

locate all distinct target mass locations that have a target-mass greater than 0 for all

of their simulation replicates.

When we examine their average rMSE values, it can be seen that there was not

much difference obtained between any of the MCMC algorithms. However, the dif-

ference between our gold-standard method of direct Monte Carlo and the MCMC

algorithms in terms of the value of their discrepancy measures is almost 10 fold.

An examination of the average MAD showed that in the context of this study, the

random-walk algorithm does produce larger values, having a larger error associated

with it than the other two methods examined.

The average effective sample size rate is also presented in Table 4.3. The inde-

pendence sampler was found to have the highest average effective sample size rate for

the Φ1 variable at about 5.19%. This compares to about 0.75% for the best hybrid

algorithm and 0.049% for the random walk algorithm. It appears that the random
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Table 4.3: Measures of Discrepancy and Effective Sample Size Rate (%)

Direct Monte Carlo Random Walk Independence Hybrid
Simulation Sampler Sampler

Average rMSE 2.162E−04 1.893E−03 1.366E−03 1.101E−03

Standard Error rMSE 1.783E−05 6.928E−04 3.150E−04 1.810E−05
Average MAD 1.480E−04 1.026E−03 8.357E−04 6.821E−04

Standard Error MAD 4.960E−07 5.620E−05 2.130E−05 1.259E−05
Average ESS (Φ1) 100.008% 0.049% 5.19% 5.143%
Standard Error 0.0136 0.0135 0.076 0.050
Average ESS (%) (Φ2) 99.997% 0.374% 0.147% 0.146%
Standard Error 0.0135% 0.01% 0.0049% 0.003%

walk algorithm does not approximate the target distribution efficiently. It gets stuck

in a local neighbourhood around a target mass location for a long period of time and

is not able to move easily between the two components of the distribution. Random

walk proposals that had a range from 1 unit up to 8 units were compared and there

was not any large difference between them in terms of the results obtained.

By comparison, for the Φ2 variable, the hybrid and the random walk algorithms

performed equally poorly having around the same average percentage effective size

at 0.37% and 0.34% respectively. The standard error of the effective sample size rate

values obtained over multiple simulations was also about the same magnitude for

both of these methods. The independence sampler performed even worse than this

with an average effective sample size rate of 0.14% being obtained when it is used.

4.3.2 Multistage Results

The extremely small effective sample size rate found for all three one-stage MCMC

algorithms investigated implies high autocorrelation between iterations when a one-

stage approach is used. These results buttress the need for a more efficient method

to approximate the target distribution. In an attempt to reduce this autocorrelation

between iterations of the algorithm, and thus increase the effective sample size rate

obtained from MCMC, several different novel multistage MCMC approaches were

investigated.
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Similar to the one-stage MCMC algorithms considered herein, five MCMC repli-

cates were performed for each multistage combination. In this section, we present

the results of an investigation into the effects of the 3 multistage algorithms shown

in Section 4.2.3. It was found that the sequential multistage algorithm performed

extremely poorly. Most of the replications using this algorithm failed to meet the

criteria of having three or less missing target mass locations. In fact, with many of

the data sets examined when the sequential multistage algorithm was applied, the

sequential exploration process failed to locate almost all target mass locations. Given

this failure to appropriately assess the target distribution, numerical results are not

presented for this algorithm since they can not be meaningfully interpreted. Start-

ing values for the one-stage algorithms were randomly chosen among target locations

having a target mass greater than 0.

For adaptive multistage algorithms, different values of the exponential rate of

decrease parameter, b, in the probability of using a π̂[x−1] based independence proposal

at each stage of the algorithm were investigated. We let b = (0.03125, 0.0625, 0.125,

0.25, 0.5), to study the impact of b on the rMSE, MAD and effective sample size rate

obtained. The effect of different number of iterations (5000, 10000, 15000, 20000,

30000, 40000, 50000) at the first stage upon the rMSE, MAD and effective sample

size rate was also examined. This results in 35 different combinations (scenarios) to

be examined for each data set.

Table 4.4: Percentage of MCMC Runs Retained at Different Combinations of Itera-
tions per Stage and Decay Rates

Decay Rate Iterations per Stage
10 K 15 K 20 K 25 K 50 K

0.03125 94.14 98.57 99 99.86 99.86
0.0625 84.86 99 99.43 99.71 99.86
0.125 36.71 96.14 99.71 99.71 99.71
0.25 2.43 77.29 99.14 99.71 100
0.5 0.86 45.57 96.43 98.29 99.71

Table 4.4 presents results that show the percentage of MCMC runs that met the
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retention criteria (3 or less missing target mass locations) for different combinations

of iterations per stage and decay rates.

Based upon the results of the one-stage algorithms, both a hybrid and a uni-

form independence sampler algorithm were considered for use in the first stage of

the adaptive multistage algorithm. It was found, however, that this choice did not

substantively effect the results obtained. This small effect was likely due to the small

probability, p[x], of applying a π̂[x−1]- based proposal at the second stage of the algo-

rithm.

Results for an adaptive multistage MCMC algorithm are only presented in this

section using the hybrid mixture of random-walk and π̂[x−1] based independence pro-

posal densities from Stage 2 onwards. This is because results obtained when a hybrid

mixture of uniform independence and π̂[x−1] based independence proposal distribu-

tions was applied were found to be extremely similar. That is, their measurements of

rSME, MAD and their effective sample size rate obtained were of approximately the

same magnitude as that of random-walk π̂[x−1] based independence proposal.

Figures 4.2 and 4.3 present the rMSE and MAD values, respectively, calculated

for different combinations of the rate parameter and iterations per stage under an

adaptive mixture of π̂[x−1] based independence and random-walk algorithms. Figure

4.4 and Figure 4.5 present information with respect to the effective sample size rate

for the Φ1 and Φ2 variables. Results obtained from the use of 10,000 iterations per

stage are not presented on these figures for b = (0.25, 0.5), since the discrepancy

(MAD and rMSE values) obtained when they are used were too high in comparison

to other combinations investigated; that is, the π̂[x−1] based multistage algorithm per-

formed much more poorly under these scenarios. This poor performance was because

the number of MCMC replicates removed for not meeting the criterion of having a

maximum of three missing distinct target mass locations under these scenarios is ex-

tremely high (see Table 4.4). In fact, under this scenario, there are many randomly

selected data sets for which there were not any runs of the MCMC procedure that
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met the above criteria.

root mean square error (rMSE) versus Rate Parameter
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Figure 4.2: multistage MCMC Algorithm Root Mean Square Error

From Figures 4.2 and 4.3, we can see that the smallest rMSE and MAD values oc-

curred for all combinations of number of iterations when a rate of decrease parameter

of b = 0.5 was used.

A procedure with a medium number of iterations per stage (20,000 to 25,000)

combined with a large rate of decrease in the probability of using a random-walk

algorithm at each stage generally performed the best. Their empirical estimates of

the target distribution were the closest to the true unknown target distribution and

it had the best MCMC chain mixing. That is, their average rMSE for this algorithm

(Figure 4.2), and its MAD (Figure 4.3) are the lowest amongst those investigated and

their effective sample size rate values for both the Φ1 and Φ2 variables (Figure 4.4

and 4.5 respectively) were the highest.

Table 4.5 presents results for the rMSE, MAD, and the effective sample size rate of

Φ1 and Φ2 variables as well as their respective standard errors for the best combination
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Mean Absolute Difference (MAD) versus Rate Parameter
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Figure 4.3: multistage MCMC Algorithm Mean Absolute Deviation

amongst those examined of rate of decrease parameter and number of iterations per

stage. This corresponds to an adaptive hybrid sampler with 15,000, 20,000, 30,000,

and 50,000 iterations per stage and rate of decrease parameter of b = 0.50. An adap-

tive hybrid with 10,000 iterations per stage is not shown due to its poor performance.

Table 4.5 shows that the value of average root mean square error of 6.324E-

04 for 25,000 iterations per stage and b = 0.50 rate of decrease parameter. While

approximately three times larger than the direct Monte Carlo results, this value was

still very small. Its mean absolute difference value was 4.401E-04. Its standard error of

3.431E-06 is about the same as that obtained from other multistage MCMC algorithm

combinations with this rate parameter. When we examine the effective sample size

rate obtained with 25,000 iterations per stage and b = 0.50 rate of decrease parameter,

or with 20,000 iterations per stage combined with b = 0.50, it can be seen that the

highest average effective sample size rate is about 90% of that of using a direct Monte

Carlo method for both Φ1 and Φ2 variables (Figure 4.4 and 4.5). In comparison, for

20,000 iterations per stage and 15,000 iterations per stage combined with b = 0.50,

the effective sample size rates are slightly lower at about 86% and 83% respectively.
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 Percent Effective Sample Size (φ1) versus Rate 
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Figure 4.4: Average ESS Rate (%) Φ1

Different numbers of iterations were explored for the first stage of the adaptive

multistage algorithm. The value of mean percentage effective sample obtained was

about the same for all combinations of first stage iterations investigated. That is, the

number of first stage iterations chosen did not have an obvious influence the rMSE,

MAD or effective sample size values obtained.

Table 4.5: Mixture of π̂[x−1] based Independence Sampler and Random-walk Algo-
rithm Measures of Discrepancy and ESS Rate(%) with a 0.5 Rate Parameter Value

Iterations per Stage
Direct Monte Carlo Simulation 15 K 20 K 25 K 50 K

Average rMSE 2.162E−04 1.094E−03 7.891E−04 6.324E−04 5.313E−04
Standard Error rMSE 1.783E−05 1.224E−04 4.600E−05 4.265E−06 5.584E−05
Average MAD 1.480E−04 6.321E−04 5.145E−04 4.401E−04 3.412E−04
Standard Error MAD 4.960E−07 2.184E−05 1.183E−05 3.431E−06 1.665E−05
Average ESS (Φ1) 100.008% 88.954% 90.691% 91.762% 79.823 %
Standard Error 0.0136% 0.415% 0.333% 0.080% 0.208%
Average ESS (Φ2) 99.997% 84.895% 88.437% 89.862% 78.775%
Standard Error 0.0135% 0.918% 0.335% 0.088% 0.217%

From these results, we can see that a multistage approach performs well. A small

standard error associated with the effective sample size rate suggests that effective

sample size rate are consistent throughout the sample of data sets chosen.
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Percent Effective Sample Size (φ2) versus Rate 
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Figure 4.5: Average ESS Rate (%) Φ2

4.4 Discussion

In this study, newly proposed adaptive multistage MCMC algorithms were in-

vestigated in terms of their ability to assess a target distribution and their relative

efficiency in accomplishing this task. These were compared to standard one-stage

MCMC procedures (random-walk, independence sampler and a random-walk, inde-

pendence sampler hybrid). A sequential multistage algorithm was also investigated.

It was determined that one-stage algorithms were able to fully assess the un-

known target distribution for all MCMC replications. That is, all non-zero target

mass locations were found. Nevertheless, as represented by their small effective sam-

ple size rates, they had very poor relative efficiency in doing so. By contrast, the

novel adaptive multistage algorithms proposed herein performed much better. They

were extremely effective in their ability to approximate the unknown target distribu-

tion. That is, they had a more efficient MCMC mixing properties than the one-stage

MCMC algorithms. The remainder of this discussion section is divided up into two

parts. Section 4.4.1 focuses on the interpretation of results obtained from one-stage
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MCMC algorithms examined and Section 4.4.2 focuses on the interpretation of results

obtained from multistage MCMC algorithms.

4.4.1 Single-Stage MCMC Algorithms

From the results presented in Section 4.3.1, we can conclude that all standard

one-stage algorithms investigated are very inefficient in approximating the unknown

target distribution. The random-walk algorithm did the worst for the Φ1 variable.

Its effective sample size rate was 10 times smaller than that of the hybrid and the

uniform independence sampler MCMC algorithm. This poor approximation might

be expected. It is suspected that when we use the random-walk algorithm, it gets

stuck in local neighbourhoods of some target mass locations for a large number of

iterations; it is thus not able to move efficiently between the two components of the

target distribution. Random-walk proposals that have a range from 1 up to 8 units

were compared in terms of their resulting effective sample size rate values. However,

there were not any obvious differences found between these proposals in terms of the

mixing efficiency of their MCMC chains.

However, while a random-walk MCMC algorithm has extremely poor efficiency in

the approximation of the target distribution of the Φ1 variable, none of the methods

were at all efficient in approximating the target distribution of the Φ2 variable. It

is suspected that this difference in efficiency has to do with the nature of the target

distribution with respect to the Φ2. That is, many of the locations in the underlying

parameter-space do not have an observation with respect to the Φ2 variable. Thus,

when these locations are proposed by a one-stage MCMC algorithms as potential

target mass locations, their proposed move is rejected with probability one.

For the Φ1 variable, the independence sampler performed the best. This suggests

that for this variable, local exploration of a target distribution component was not

as important to the overall investigation of the target distribution as being able to

explore completely different parts of the target distribution.
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4.4.2 Multistage MCMC Algorithms

As noted in the results section, a sequential multistage MCMC algorithm appears

to perform poorly at assessing the target distribution. The most likely reason for

this poor performance is that it is strongly affected by relatively poor empirical mass

estimates at the early stages of the algorithm; it does not have a mechanism to

appropriately compensate for a poor estimate. Instead, the algorithm just uses these

estimates as part of its proposal distribution at subsequent stages. By contrast, using

an adaptive multistage MCMC approach appears to perform much better than results

obtained by using any of the traditional single stage MCMC algorithm approaches

presented herein in terms of its efficiency at approximating the target distribution

as it does have a correction mechanism. Further, we obtain a good initial estimate

of most of the distinct target mass locations having a non-zero target mass, that is

π̂[x−1] > 0 at the first stage. In our trials about 80% of these non-zero target mass

locations are found.

The rMSE and MAD obtained were approximately the same for results produced

via the adaptive random-walk – π̂[x−1] based independence mixture MCMC algo-

rithm and the uniform independence – π̂[x−1] based independence mixture MCMC

algorithm. We can conclude from this that it does not matter what form of proposal

distribution is used for the non-π̂[x−1] based proposal distribution, merely that 1) an

adjustment is made for it, 2) the amount of this adjustment decrease at every stage

of the algorithm as the algorithm “learns” more about the target distribution from

previous stages, and 3) this decrease in the probability of using a non-π̂[x−1] based

proposal distribution takes place quickly over a medium number of stages so that the

maximum benefits of using a π̂[x−1] based proposal distribution are obtained. We

note that there is a 10 times decrease in the average rMSE and MAD obtained for an

adaptive multistage MCMC algorithm versus any of the one-stage MCMC algorithm

approaches investigated.

Whereas a small number of stages and a large number of iterations per stage,
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combined with a high rate of decrease at each stage of the procedure, also identified

all non-zero target mass locations of the target distribution in most cases, the effec-

tive sample size rates obtained for both the Φ1 and Φ2 variables were lower when

this combination was applied than those obtained from other simulation scenarios.

This effective sample size rate obtained became smaller as the parameter that rep-

resents the rate of decrease of the uniform independence proposal became smaller in

magnitude.

We can see that the effective sample size rate is much larger for a multistage adap-

tive MCMC algorithm approach than for the single-stage approach. This implies that

a multistage MCMC approach explores the target distribution much more efficiently

than does a one-stage algorithm. Using empirical mass obtained at subsequent stages

of the novel multistage algorithms, in conjunction with either the uniform indepen-

dence sampler proposal or the random-walk Metropolis-Hastings seems to allow us

to find a better approximation to the unknown target mass than does any of the

single-stage algorithms. An adaptive multistage approach does very well for both the

Φ1 and Φ2 variables. Its real advantage, in comparison to a single-stage approach, is

in updates of the Φ2 parameter, where the effective sample size rate obtained with

a multistage approach is almost 250 times larger than that obtained from the best

single-stage approaches investigated.

Future work into this area would involve extending the number of finite mixture

components and the dimensionality of Φ associated with the target distribution to

see how well the adaptive multistage algorithms performs in these situations. This

increase might correspond to a larger number of individuals’ sets of infection times

and thus would be a more realistic situation than that of the set of two individuals’

times of infection problem currently investigated.

For the adaptive multistage methods, we also plan to investigate the effect of a

linear decrease of the probability of not using a π̂[x−1] instead of an exponential at each

stage. The reason for investigating the proceeding two ideas is to see whether they
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make a difference in the effective sample rate obtained . Other work would include

investigating some of the regional adaptive MCMC methods mentioned in Section

4.1 to compare how our proposed method compares to these methods in terms of

assessing the target distribution.
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Chapter 5

Conclusions

Fitting infectious disease transmission models to data can be a time-consuming

process. This is particularly the case for individual-level data. Nevertheless, policy-

makers require information about the characteristics of an unfolding epidemic in a

timely fashion in order for them to be able to make informed decisions on whether

to implement measures to attempt to control the spread of the epidemic and, if so,

what type of abatement measures to perform to accomplish this. Naturally, it is also

important that the information provided to them be accurate and account for un-

derlying sources of uncertainty so that they are able to base their decisions on solid

foundations. However, there are often tradeoffs between timeliness and model quality

in this modeling process. Our research aimed to better understand and derive insight

into these tradeoffs and suggest future avenues to help deal with these underlying

issues.

In this thesis, we performed three related investigations into elements of this trade-

off. Our first two studies focused on network-based individual-level-models (ILMs).

Network-based ILMs are forms of ILMs in which the infection transmission kernel is

an adjacency matrix (contact-network) or series of adjacency matrices. The kernel

could also be a weighted adjacency matrix which is an extension of an adjacency

matrix to handle weighted links. In our studies, a static adjacency matrix was as-
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sumed for all time-points of our epidemics. We also assumed a two-level susceptibility

covariate. In our studies, we considered the consequences with respect to accurate

model fit of misspecifying individuals’ times of infection (Chapter 2), and the effects

of aggregating infectious disease data from the level of an individual-subject to the

level of a cluster (Chapter 3). Finally, in our last study (Chapter 4), we investigated

the potential for the use of a novel multistage adaptive MCMC algorithm for sam-

pling from highly correlated, discrete target distributions. These target distributions

may represent infection-times of infected individuals. In this chapter, we present

an overview of the work done for each research theme, Chapters 2 – 4, and draw

conclusions based upon this work.

5.1 Infection-time Misspecification

5.1.1 Summary

In Chapter 2, we explained how the form of the adjacency network used in Chapter

2 and Chapter 3 – a stochastic small-world network – was created. We then explained

how we used these networks to simulate our infectious disease transmission data sets.

Susceptible individuals were infected with an individual-level probability of infection.

At each time-point of the epidemic, this probability of infection was dependent upon

a binary susceptibility covariate level and its number of contacts with other infectious

individuals.

For those individuals that were infected in a given simulation, we modeled their

infectious period using a geometric distribution. We then misspecified times of in-

fection for these individuals within each of these data sets. Within a data set, this

process was performed independently at varying levels of misspecification. Ten dif-

ferent small-world networks and thus ten different data sets were generated in this

manner.
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We examined results derived from these data-sets when fitting an ILM using

MCMC under a Bayesian framework in terms of its marginal posterior parameter

estimates. We investigated data simulated using varying levels of infection-time mis-

specification. Both a standard MCMC approach and a data-augmented MCMC ap-

proach were applied. Under a data-augmented approach, the infection-times were

considered random-variables and allowed to vary at each MCMC iteration. For the

data-augmented MCMC, when we explicitly model the infectious period, posterior

estimates of the mean infectious period were also obtained.

Results from both of these methods, averaged over the ten data sets, were com-

pared in terms of both their timeliness and their accuracy (bias). For the data-

augmented approach, we also investigated the consequences of misspecifying the dis-

tribution of the infectious period in terms of the marginal posterior estimates of the

susceptibility parameters and the mean infectious period obtained. That is, we fit-

ted a Poisson distribution instead of a geometric distribution to model the infectious

period.

We found that results of marginal posterior estimates obtained from standard

MCMC approaches, while timely, were extremely downward biased in comparison to

the true parameter values. Moreover, the amount of bias increased as the level of

infection-time misspecification increased in magnitude. From results obtained when

a data-augmented MCMC approach was performed with a geometric distribution

modeling the infectious period, we found that the marginal posterior estimates of the

parameters and ultimately the probability of infection were much improved. Bias was

much smaller for all levels of misspecification investigated. However, timeliness was

sacrificed. Indeed, it took almost ten times as long to produce a stationary Markov

chain, even with augmenting a small portion of infection-times at each iteration, when

using data-augmented MCMC as compared with standard MCMC.

Multimodality was also observed in the data-augmented MCMC obtained pos-

terior distribution estimates. Loosely, that is, more than one combination of mean
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infectious period and susceptibility parameters appear to represent the data equally

well. This is likely due to poor MCMC mixing. When a Poisson distribution was used

to model the infectious period, we also found that data augmented MCMC produced

much better results than standard MCMC and its credible interval covered the true

mean infectious period. Further, we did not find any evidence of multimodality in the

results. However, the marginal posterior of susceptibility parameters were found to

be slightly underestimated. That is, their 95% credible interval barely covered these

parameters’ true values.

From our results, we can conclude that data augmented MCMC performed much

better when the infectious period was modeled explicitly via a statistical distribution.

That is, it substantively improved the estimates of the marginal posterior over those

results achieved by standard MCMC. Thus, it allowed for a more accurate repre-

sentation of the epidemic’s transmission process. This improvement is regardless of

whether or not the true data-generating distribution was used to model this period.

However, our research has also shown that performing data-augmented MCMC to fit

our ILMs and not modeling the infectious period explicitly does not lead to any sub-

stantive improvement in marginal posterior estimates over the fixed data approach.

Moreover, timeliness of results is sacrificed.

This research, in turn, suggests that placing a large focus on choosing the “right”

statistical distribution to describe an individual’s infectious period may not be that

important in modeling the underlying infectious process. Nevertheless, it also il-

lustrates the importance of explicitly modeling an infectious disease’s infectious pe-

riod when performing data-augmented MCMC with a infectious disease transmission

model for a system in which the infectious period is variable in length.
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5.2 Data Aggregation of Network-based ILMs

5.2.1 Summary

Previous work has looked at the impact of data aggregation on spatial-ILMs

(Deeth, 2012). In Chapter 3, the use of data aggregation as a method of data reduc-

tion for a network-based ILM was investigated in an attempt to find methodology to

reduce the computational burden of MCMC and thus produce more timely results.

A clustering algorithm was used to facilitate this aggregation process.

By clustering the data, the effects of varying levels of data reduction from 10% up

to 60% off of the original population size were investigated in terms of reduction in

computation time achieved under them and the appropriateness of results obtained

in terms of ILM fit at the subject-level. The same simulated data sets examined in

Chapter 2 were considered in this new simulation study. When the data is clustered,

we were only able to examine differences in probability of infection between covariate

levels. That is, we were no longer able to obtain estimates of probability of infection

at each susceptibility level on their own. However, this is not as much of a limitation

to analysis/interpretability of results as it first appears as we may only be interested

in studying these differences.

The specific individuals classified together for a given aggregated data set at a

specific level of reduction depended upon which covariates available on the original

data set, if any, (time of infection and/or susceptibility covariate level) were used to

help in the clustering-formation process. They assist by helping in the structuring

of the dissimilarity matrix – the type of adjacency matrix required by the clustering

algorithm. This matrix represents the dissimilarity between any two individuals in

the population. When a covariate was used, two individuals were required to have

the same value of the covariate as well as have a contact between them in order to

for their matrix element to have a dissimilarity of zero.

For the time of infection covariate, we examined two separate scenarios wherein
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non-infected individuals, were included or were not included in the grouping process.

In general, we investigated whether different ways of forming a cluster impacted the

bias obtained in estimating the difference in probabilities.

Different parameterizations of the ILM were applied to handle the effects of het-

erogeneous nature of the aggregated-data clusters on the probability of infection. We

referred to our reparameterized ILMs as data-aggregated ILMs for ease of reference.

In particular, we examined the effects of ILMs that incorporated a term for size of a

susceptible cluster, those ILMs that incorporated an infectious cluster-size term for

each susceptible cluster, as well as ILMs that incorporated both sets of terms. We

also examined reparameterized ILMs that incorporate a term that accounts for mean

number of individual-level links between clusters. This term can be regarded as a

way of representing the contact relationship between clusters and individuals. For a

given cluster, the mean number of individual-level links is defined as the total num-

ber of links from individuals in that cluster to individuals in other clusters divided

by the total number of clusters to which individuals in that cluster have at least one

individual-level link.

Finally, we examined versions of these reparameterized ILMs in which the implicit

assumption of a linear effect of the cluster-size term(s) or mean number of links term

was relaxed by explicitly incorporating a power parameter on these terms.

It was found that data reduction substantively reduced the amount of time to

perform MCMC algorithm and obtain posterior estimates. It was determined that

posterior estimates obtained via a data aggregated ILM using cluster-size term(s) were

biased; differences in probabilities estimated under data aggregation were smaller than

those obtained under the original population data. We argue that this means that the

model was not able to adequately distinguish between these probabilities. Moreover,

this difference decreased as the level of data reduction increased meaning that the

ability to distinguish between them also diminished. Similar findings were observed

when we examined results from ILMs parameterized with a mean number of links
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term.

Fortunately, much better success in estimating these differences in probability

was obtained when the assumption of linearity was relaxed. Among those models

that incorporated cluster-size, results obtained from applying an ILM parameterized

with a susceptible cluster size term with a power parameter using aggregated data

obtained through clustering methodology using the following two dissimilarity matri-

ces: a) time-based clustering excluding non-infected, or b) time hierarchical clustering

performed best. We also obtained a well-fitting model when a mean links term was

applied to data aggregated with the help of dissimilarity matrix obtained using time-

based clustering excluding non-infected individuals.

Overall, from this research, we conclude that data-aggregation appears to be a

successful method of data reduction in the context of network-based infectious disease

transmission data at up to 60% reduction in the original data. It reduces computation

time for obtaining posterior estimates of ILMs and yet still adequately estimates

differences in probabilities between susceptibility covariate levels. This occurs when

we reparameterize the ILM to include a susceptible cluster-size term or a mean number

of links term and incorporate a power parameter on these terms.

5.3 Multistage Adaptive MCMC Methods

5.3.1 Summary

In Chapter 4, an investigation was performed in order to ascertain how successfully

novel adaptive multistage MCMC approaches were able to sample from a series of

highly correlated target distributions – discretized two-component finite mixtures of

bivariate normal distributions. We compared these approaches to standard MCMC

algorithms: random-walk and independence sampler. We also examined a composite

MCMC method that cycles between the previous two MCMC algorithms. We refer
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to the standard MCMC methods as one-stage methods to distinguish them from our

multistage methods. Our data sets can represent a set of infection time parameters

of two infected individuals under a data-augmented parameter-space.

We compare results obtained by these multistage methods to results obtained via

one-stage methods as well as to results from a gold-standard method of direct Monte

Carlo sampling. Three hundred thousand iterations were performed in total for each

method. Our multistage stage methods divided up this total over all of their stages.

Our adaptive MCMC methods are based in part on an independence sampler that

uses as its proposal density estimates of proportion of the target mass at each target

mass location obtained at its previous stage of the procedure.

We refer to this form of independence sampler as a π̂[x−1] based independence

sampler, where x is the stage number and π̂ represents the empirical target mass

distribution at a given stage.

Hybrid combinations of uniform independence sampler and π̂[x−1] based indepen-

dence sampler or a hybrid combination of random-walk and an independence sampler

were explored. Different combinations of number of stages and rate of decay parame-

ter were investigated. At each stage of our algorithm, the probability of using a π̂[x−1]

based independence sampler increases. The larger the rate of decay parameter, the

larger the probability of using a π̂[x−1] based independence sampler at a given stage.

We examined these MCMC methods in order to determine whether they were

able to successfully sample from the discrete target distribution in a finite number

of iterations and if so to compare their relative efficiency at sampling from it. We

applied three summary statistics to help us with our performance evaluation: root

mean square error (rMSE), mean absolute deviation (MAD) and effective sample size

rate.

By comparing the proportion of the total target mass obtained at each target

mass location from our MCMC method to the true proportions at each location,

the first two evaluation methods allowed us to assess the amount of error associated
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with our measurement and compare it to the error associated with the direct Monte

Carlo. Clearly, the smaller the error, the better the approximation to the direct Monte

Carlo method. For the multistage methods, we applied our performance evaluation

methodology to the Markov chain produced at the last stage of the algorithm.

It was determined that one-stage algorithms were able to fully assess the unknown

target distribution for all MCMC replications. That is, they were able to locate

all target mass locations for all MCMC runs. Nevertheless, they had poor relative

efficiency. Their rMSE and their MAD values were a magnitude higher than that of

the direct Monte Carlo. Furthermore, their effective sample rate was low for both

variables.

By contrast, multistage algorithms had much better efficiency. However, the num-

ber of stages over which the algorithm was performed and the rate of decrease of

using a uniform independence sampler affected results. Best results were found with

a medium number of iterations per stage (25,000 iterations per stage) and a rate pa-

rameter of 0.5. Overall, our novel adaptive multistage algorithms show promise as a

method of gaining computational efficiency by better MCMC chain mixing. However,

more work is required in order to apply these algorithms in more realistic situations

such as when our target distribution represents more than two individuals’ infection-

times.

5.4 Future Work

Future work would be involve extending our investigation into the effects of

infection-time misspecification in several directions. The first extension would involve

examining the effects of a misspecified contact network in order to understand to what

extent data-augmentation would help in this situation and then perhaps combining

it with infection-time misspecification. We would also examine the effects of using

multi-level valued covariates or continuous valued ones to see how data-augmentation
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is able to help under these circumstances.

With respect to data aggregation, we feel that the most important areas that

need to be explored would involve determining a way to determine a best method

for obtaining aggregated data in terms of fit of differences in probability among our

successful methods discussed above. Also given the benefits of both data aggregation

and data augmentation is important to determine a method of combining them so

that we get the benefits of both methodologies. That is, we require a method that

has the time reduction of data aggregation and merges it with improved accuracy

found in the context of infection-time misspecification of data augmented MCMC.

Further, we would continue our investigation into how to properly account for

effects of multimodality in the posterior distribution estimates obtained by data-

augmented MCMC. In particular, we would attempt to extend our novel multistage

method to represent infection-times of more than two infected individuals. We would

also attempt to see if we could extend regional adaptive MCMC methods of Craiu

et al. (2009); Bai et al. (2011) to discrete multimodal distributions.
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