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Graphs or networks are ubiquitous and useful mathematical objects, but
comparing graphs can be computationally expensive and problematic for certain applications. This thesis introduces diffusion character matrices which are a way of
transforming adjacency matrices of graphs in a useful manner for graph comparison.
This thesis examines some mathematical theory behind diffusion character
matrices, and investigates some of their applications. Diffusion character matrices are
a useful way of generating graph invariants, and this thesis demonstrates that they
can be used as a witness that graphs are non-isomorphic, can drastically reducing
the number of permutations that need to be tested when computing the automorphism group of a graph, and can be used to construct useful pseudometrics on graphs.
The primary application of diffusion character matrices examined in this
thesis is the use of diffusion character based pseudometrics for distinguishing between
different distributions of graphs. Several diffusion character based pseudometrics on
graphs are used to provide statistical evidence that samples of graphs evolved to
exhibit different epidemiological properties are drawn from different distributions of
graphs. It is shown that for graph based epidemiological applications several diffusion
character based pseudometrics are quite good at distinguishing between distributions
of graphs.
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Chapter 1
Introduction
This thesis will investigate the mathematical theory and applications of diffusion character matrices, particularly their use for constructing pseudometrics on
combinatorial graphs. This thesis will also demonstrate that diffusion character derived pseudometrics are a useful tool for distinguishing between different distributions
of graphs. The main focus of the research is on Random Walk with Restart type
analysis of combinatorial graphs. The Random Walk with Restart transformation of
adjacency matrices will be referred to as diffusion character matrices.
Diffusion character matrices were introduced and investigated in three conference publications [37, 8, 9] co-authored with Dr. Daniel Ashlock and one conference publication co-authored with Dr. Ashlock and Elizabeth Shiller [12], though
they have been independently discovered in two other contexts: as Random Walk
with Restart in clustering (see [49], [51], and [52]) and as a vector space basis for
Personalized PageRank for search engines (see [16], [31] and [27]).
This thesis introduces a mapping known as the diffusion character mapping
for placing a parametrized coordinate system on a graph which is closely tied to the
random walk behaviour on the graph. The diffusion character mapping maps n × n
column stochastic matrices (transition matrices) into Rn×n , so that the entries of the
resulting matrix are related to the probability of random walks starting and ending
at given vertices/states. This thesis will investigate some theoretical results underlying diffusion character matrices, use them to construct pseudometrics on graphs and
demonstrate the use of these pseudometrics in some applied settings, with particular
emphasis on graph based Susceptible-Infected-Removed (SIR) models.

1.1

Objectives
There are two main objectives for this dissertation:

• Provide a firm theoretical background on diffusion character matrices, and explain why these matrices are useful when computing the automorphism group
of a graph, as well as when testing whether two graphs are isomorphic.
• Demonstrate that diffusion character based pseudometrics can be a useful tool
for distinguishing between different distributions of graphs.

2
In addition to these objectives this thesis will also investigate the diffusion
character based entropy pseudometric and show that it can be used to provide useful graph drawings, and demonstrate that evolutionary computation can be used to
locate graphs which exhibit particular epidemiological properties.
The theoretical results concerning diffusion character matrices will be presented via definitions, examples, propositions and mathematical proofs. In order to
show that diffusion character based pseudometrics can be used to distinguish between
different distributions of graphs evolutionary computation is used to evolve graphs
which exhibit differing epidemiological properties. These evolved graphs are considered as samples of distributions of graphs and the mean between and within group
distances of these samples are compared for various diffusion character based pseudometrics.

1.2

Contributions
The significant contributions of this thesis are as follows:

In this thesis pseudometric embeddings of graphs are constructed by mapping graphs to vectors whose entries correspond to diffusion character matrix derived
centrality measures. The idea of constructing pseudometric embeddings of graphs
based on centrality measures is itself an important contribution.
In Chapter 3 a variety of novel propositions related to diffusion character
matrices are proved, it is shown that diffusion character matrices can be used to
drastically limit the number of potential automorphisms of a graph, and that these
matrices can often be used as witnesses to show that two graphs are non-isomorphic.
In Chapter 6 a taxonomy of self organized social networks is created using
the diffusion character based entropy pseudometric which shows that the evolutionary algorithm used to locate the social networks is in fact locating different types of
social networks. This chapter also demonstrates that the entropy pseudometric can
be used to provide useful graph drawings.
Chapters 5, 7, and 8 firmly demonstrate that, in the context of graph based
epidemiology, diffusion character based pseudometrics are a useful method of distinguishing between different distributions of graphs. This indicates that the methods
employed in this dissertation should be of great interest to researchers attempting
to perform a meta-analysis of different algorithms which sample graphs from distributions of graphs. These chapters also demonstrate that the recentering-restarting
evolutionary algorithm is quite good at locating graphs with particular epidemiological properties.
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There are several novel mathematical results in Appendix A concerning pseudometrics, in particular the metric reconciliation theorem and the representation of
non-archimedean pseudometrics.

1.3

The Structure of the Dissertation
The remainder of the thesis is structured as follows:

Chapter 2 provides background information on topics which are relevant to
the dissertation.
Chapter 3 explains the mathematical theory behind diffusion character matrices, specifies several different diffusion character based pseudometrics on graphs,
and explains how diffusion character matrices can be used as a heuristic for determining the automorphism group of a graph, and can be used as witnesses to show
that graphs are non-isomorphic (though they cannot be used as an isomorphism test).
Chapter 4 makes some notes concerning methods which are employed in this
thesis.
Chapter 5 concerns experiments in which graphs are evolved to exhibit different types of extremal epidemic behaviour. Various diffusion character based pseudometrics are used to distinguish between the distributions of graph resulting from
evolution, and evidence indicates that certain of the pseudometrics are likely suitable
as a distance measure for graph based epidemiology.
Chapter 6 describes an experiment where evolved agents playing iterated
prisoner’s dilemma with choice and refusal create self organized social networks.
These social networks are taxonomized via one of the diffusion character based pseudometrics, and the taxonomy is examined to determine which key features the pseudometric stresses, and show that the evolutionary algorithm is locating different types
of graphs.
Chapter 7 concerns experiments in which graphs are evolved to match several epidemic profiles, and a diffusion character based pseudometric is used to attempt
to distinguish between the various graphs.
Chapter 8 elaborates on the experiments from the previous chapter, the epidemic profiles used are generated by using the average epidemic behaviour of graphs
evolved from the previous chapter. Several new pseudometrics are used on the evolved
graphs, their correlation is examined, and the pseudometrics are used to distinguish
between the various distributions of graphs.
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Chapter 9 provides general conclusions from the thesis and outlines future
work that is of possible interest.
Appendix A contains a variety of results concerning pseudometric and metric
spaces most of which are unrelated to the diffusion character portion of the thesis, included are the metric reconciliation theorem, results concerning the density of metrics
in the space of pseudometrics, and a canonical representation for non-archimedean
pseudometrics.
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Chapter 2
Background and Related Work
This thesis assumes the reader is familiar with elementary linear algebra, and
has some familiarity with graph theory, group theory, and evolutionary computation.
The elementary linear algebra used in this thesis does not require more than the
material covered in [38] and [36]. A good introduction to graph theory may be
found in [55], and the minimal amount of group theory used in this thesis is covered
in [36]. A good introduction to evolutionary computation is [1]. The rest of this
chapter concerns terminology and basic results in metric geometry, graph theory,
group theory, and evolutionary computation directly relevant to the thesis, followed
by a bit of background on epidemiology which is related to the main applications in
this thesis.

2.1

Metric and Pseudometric Spaces

A metric is a method of specifying some form of distance between two objects, where the notion of distance need not be the standard Euclidean distance that
most people are familiar with. Pseudometrics are a generalization of metrics which
allows the distance between distinct objects to be zero, they may be thought of as
metrics on equivalence classes of the original set.
Definition 1 An equivalence relation R on a set S is a relation (a subset of S × S)
which is reflexive, symmetric, and transitive. For x ∈ S the equivalence class of x
denoted [x]R is the subset of S consisting of elements of S which are related to x under
the relation R. The equivalence partition (or simply partition) of an equivalence
relation R is the partition of S formed by the equivalence classes of individual elements
in S.
Definition 2 Let X be a set, a function p : X × X → R is said to be a pseudometric
on X if p satisfies the following properties ∀x, y, z ∈ X:
1) p(x, y) = p(y, x) (symmetry property)
2) p(x, x) = 0 and p(x, y) ≥ 0 (positive semidefinite property)
3) p(x, y) ≤ p(x, z) + p(z, y) (the triangle inequality)
Example 1 Let p : R2 × R2 → R, be defined as :
p((x1 , y1 ), (x2 , y2 )) = |x1 − x2 |
This is a pseudometric on R2 where the equivalence relation is (a, b) ≡ (a, c) ∀ a, b,
c ∈ R.

6
Example 2 A pseudometric from functional
on the set L2 ([0, 1]) of Lebesgue
R 1 analysis
2
measurable functions f on [0, 1] such that 0 (f (t)) dt < ∞ would be the pseudometric
qR
1
p(f, g) =
(f (t) − g(t))2 dt, in this case functions f and g are considered equivalent
0
if f = g almost everywhere.
Definition 3 A function m : X × X → R is said to be a metric on a set X if it is a
pseudometric on X and satisfies the additional property :
4) ∀x, y ∈ X, m(x, y) = 0 ⇔ x = y
Definition 4 A function p : X × X → [0, ∞] is said to be an extended pseudometric
on a set X if it satisfies the three pseudometric properties ∀x, y, z ∈ X, with the
convention that for the triangle inequality ∞ + ∞ = ∞. Similarly p is said to be
an extended metric on X if it is an extended pseudometric and satisfies the metric
property.
The notion of an extended pseudometric simply relaxes the requirement that
a distance needs to be finite. The majority of this thesis will focus on pseudometrics and metrics rather than extended pseudometrics and extended metrics though
the geodesic distance on vertices of a graph (see definition 22) is (sometimes) an extended metric rather than a metric which will occasionally be used in this thesis.
Notice that a pseudometric on X is actually just a metric on the equivalence
classes of X generated by the pseudometric, where the equivalence relation is given
by a distance of zero between two elements. This is usually where most people simply
stop considering pseudometrics and switch to concerning themselves with metrics on
equivalence classes. It should however be noted that determining the equivalence
classes on which a given pseudometric is a metric can be a nontrivial task. For example testing whether two graphs are isomorphic (the Graph Isomorphism Problem) is
necessary for any metric on graphs, this test can be quite time consuming depending
on the size of the graph and the actual computational complexity of this problem is
not known (see [32]).
There are some interesting algebraic structures to be found when one considers the set of all pseudometrics on X, and there is a separate pseudometric theory
appendix A in this thesis. Most of the theory in the appendix is unrelated to the
rest of the thesis however two relevant results (whose proofs may be found in the
appendix) are presented here.
Proposition 1 Let X be a set, let p be a pseudometric on X, and let Y be a subset of
X. Suppose that there exists  > 0 such that ∀a, b ∈ Y if p(a, b) 6= 0 then p(a, b) > ,
and further suppose that ∀a, b ∈ Y , p(a, b) = 0 ⇔ a = b then there exists a metric m
on X such that ∀a, b ∈ Y , m(a, b) = p(a, b). For proof see A.3.
Noting that if p is a pseudometric on a finite set X, there is always an
 > 0 such that ∀a, b ∈ X, if p(a, b) 6= 0 then p(a, b) > , it follows that if p is a
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pseudometric on a finite set X such that p is a metric on a subset Y ⊆ X then there
is a metric on X that is equivalent to p on Y . This means that in any application
where a pseudometric on X is actually a metric on a sample of X we can treat the
pseudometric as a metric on the entire set X if need be. This result can be used
in applied settings to justify the use of methods which require metric (rather than
pseudometric) distances as input.
Proposition 2 Let X and Y be sets and let m be a metric on Y . Let f : X → Y
be a function from X to Y . Then the function p : X × X → R given by ∀a, b ∈ X
p(a, b) = m(f (a), f (b)) is a pseudometric on X, and if f is an injective function then
p is a metric on X. For proof see A.1.
Proposition 2 indicates a very simple method for constructing pseudometrics
on sets, simply define a function from the set to another set which already has a
natural metric associated with it. When the set X is mapped to a vector space Y ,
the result is called a vector space embedding of X, (this is not necessarily the standard
use of the term embedding found in metric geometry), the book [40] deals extensively
with vector space embeddings of graphs. This thesis will also deal with vector space
embeddings of graphs, though the embeddings defined in this thesis differ from those
treated in [40] in a fundamental manner (which will be explained in Section 3.4 once
the relevant material has been presented).

2.2

Graph Theory Terminology

Definition 5 A Graph G consists of a set of vertices V (or V (G)), and a set of
edges E (or E(G)) where each edge in E is an unordered pair of vertices in V × V .
A graph G with vertex set V and edge set E is sometimes denoted as G = (V, E).
Definition 6 When {u, v} is an edge in a graph, u and v are said to be adjacent and
u is a neighbour of v.
Definition 7 A vertex is said to be incident on (or with) an edge if it is one of the
two vertices of the edge. An edge also said to be incident on (or with) the two vertices
which make up the edge.
Definition 8 Let G = (V, E) be a graph. The set of all vertices which are adjacent
to a vertex u is called the neighbourhood of u and is denoted as Γ(u). The degree of
a vertex u is the size of the neighbourhood of u, it is denoted as deg(u).
Definition 9 Let G = (V, E) be a graph. The degree sequence of G is the sequence
of degrees of the vertices in G listed in descending order.
Definition 10 A loop is an edge of the form {a, a} (i.e. the vertex a is adjacent to
itself ).
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Definition 11 A graph G = (V, E) is finite when the vertex set V is a finite set, and
simple if the edge set E contains no edges which are loops.
Note that by Definition 5 it is implicitly stated that edges are a set, so
multiple edges between a pair of vertices are not possible. In a simple graph there
are neither loops nor multiple edges between a pair of vertices.
Definition 12 A vertex v in a graph G = (V, E) is said to be isolated when v is not
incident on any edge in E. A vertex is said to be pendant when its neighbourhood is
a singleton set.
Definition 13 Two graphs G1 and G2 are equal if and only if they both have the
same vertex set and same edge set (i.e V (G1 ) = V (G2 ) and E(G1 ) = E(G2 )).
While the preceding definition may be reasonable, in most applications the
labelling of the vertices is not really important and it is the structure of the symmetric
binary relation that is the edge set that is of interest. Hence the following definition
describes what it means for two graphs to be equivalent when the labelling of the
vertex set is not important.
Definition 14 Two graphs G1 and G2 are said to be isomorphic if and only if there
exists a bijection φ : V (G1 ) → V (G2 ) s.t. ∀u, v ∈ V (G1 ), {u, v} ∈ E(G1 ) ⇔
{φ(u), φ(v)} ∈ E(G2 ). Such a bijection φ is called an isomorphism (or graph isomorphism).
Definition 15 A graph invariant is a property of a graph common to all graphs which
are isomorphic to the graph.
Example 3 Let G = (V, E) be a graph. The size of the edge set, the size of the vertex
set, and the degree sequence of a graph are all graph invariants. The vertex set V ,
and edge set E are not themselves graph invariants.
Definition 16 Let G = (V, E) be a graph. A permutation φ : V → V that is a graph
isomorphism is called an automorphism of G. The set of all automorphism of a graph
G is denoted Aut(G), and is a group under functional composition.
Definition 17 Let G = (V, E) be a graph where V = {1, 2, . . . , n}. The adjacency
matrix of G is the matrix A ∈ Rn×n where [A]i,j = 1 if vertices i and j are adjacent
and 0 otherwise.
Definition 18 Let G = (V, E) be a graph. A walk of length k is a sequence {ai }ki=0
of vertices such that for 0 ≤ i < k, {ai , ai+1 } ∈ E. The walk {ai }ki=0 is said to start
at vertex ao and end at vertex ak .
Definition 19 Let G = (V, E) be a graph. When the sequence of vertices in a walk
of length k does not contain any repeated vertices the walk is said to be a path of
length k.
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Definition 20 A random walk of length k starting at vertex ao , is a walk {ai }ki=0 of
length k such that ai+1 is a neighbour of vertex ai selected uniformly at random from
the deg(ai ) neighbours.
Since every walk in a graph could be the result of a random walk, it only
really makes sense to refer to random walks when discussing how a walk is generated
or when discussing the probability that a random walk has a certain property.
Definition 21 Let G = (V, E) be a graph and let u, v ∈ V . If there is a walk which
starts with vertex u and ends with vertex v, then u and v are said to be in the same
connected component of the graph G. If all vertices of the graph are in the same
connected component the graph is said to be connected.
Definition 22 Let G = (V, E) be a graph. If vertices u, v ∈ V are in the same
connected component of G, then the geodesic distance between u and v is the length of
a minimum length walk (or equivalently a minimum length path) which starts at vertex
u and ends at vertex v. If vertices u, v ∈ V are in different connected components of
G, then the geodesic distance between them is defined to be ∞. Geodesic distance is
also referred to simply as the distance between vertices.
Geodesic distance is a metric on the vertex set of a graph when the graph
is connected (otherwise it is an extended metric).

2.3

Some Relevant Background on Group Theory

Definition 23 A group is a set A along with a binary operation · (called the group
operation) which maps (ordered) pairs of elements a, b ∈ A to an element a · b ∈ A
which satisfies the following 4 properties:
1) (closure) ∀a, b ∈ A, a · b ∈ A
2) (associativity) ∀a, b, c ∈ A, a · (b · c) = (a · b) · c
3) (identity element) ∃ e ∈ A s.t. ∀a ∈ A, e · a = a · e = a
4) (inverse elements) ∀a ∈ A ∃b ∈ A such that a · b = b · a = e where e is the identity
element.
Note that in the preceding definition closure is strictly speaking already covered by the definition of operation, the identity element e is unique and referred to
as the identity, and for the inverse elements property b is said to be the inverse of a
and is usually denoted as a−1 .
Definition 24 If (A, ·) is a group and B ⊆ A, (B, ·) is said to be a subgroup of A
(denoted B ≤ A) when the following holds:
1) (closure) ∀b, c ∈ B, b · c ∈ B
2) (inverse elements) ∀b ∈ B ∃c ∈ B such that b · c = c · b = e where e is the identity.
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Definition 25 Let X be a set. The symmetric group of X is the set of all bijections
from X to X using the group operation of functional composition, this group is denoted
Sym(X).
In order to avoid discussing group actions, and more group theory than is
needed for this thesis, some of the following definitions have been modified from their
standard form.
Definition 26 Let A be a subgroup of a symmetric group Sym(X). For any u ∈ X
the orbit of u in the subgroup A is Au = {v ∈ X : v = f (u) for some f ∈ A}.
Definition 27 Let A be a subgroup of a symmetric group Sym(X). For any u ∈ X
the stabilizer subgroup of u is the subgroup of A given by {a ∈ A : a(u) = u}. It is
denoted as Au .
The stabilizer subgroup of u ∈ A is the set of all elements in A which fix
u. An important result of the Orbit-Stabilizer Theorem (see [24]) is that when A is
a finite subgroup of a symmetric group Sym(X) and u ∈ X |A| = |Au||Au | (i.e. the
size of A is the size of the stabilizer subgroup of u multiplied by the size of the orbit
of u for any u).
Recall that Aut(G) (the set of all automorphisms of a graph G) is a group
under functional composition, it is called the automorphism group of G. Note that the
automorphism group of a graph G is a subgroup of the symmetric group Sym(V (G)).
The automorphism groups of graphs are often examined in graph theory so the following definition though a bit of an abuse of terminology is used.
Definition 28 Let G = (V, E) be a graph, and let v ∈ V . The orbit of v is the orbit
of v in the automorphism group of G. The stabilizer of v is the stabilizer subgroup of
v in the automorphism group of G.

2.4

Evolutionary Computation

Evolutionary computation uses the theory of evolution as inspiration for a
variety of algorithms. A standard evolutionary algorithm has the following form:
Algorithm 1 A Standard Evolutionary Algorithm
Create a population of structures
Repeat
Evaluate the quality of the structures.
Select structures to reproduce with a bias towards structures of higher quality.
Create variations of the selected structures.
Replace older structures with newer structures with a quality bias
Until termination criteria is met.
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The evolutionary algorithm described above is quite general. In particular, what the structures are, how the structures are selected in both the choice for
reproduction and replacement phases, how the variations of the new structures are
constructed, what the termination criteria is (generally this is either based on the
number of times structures have been replaced or the quality of the structures in the
population) and very importantly how the quality of structures are evaluated, are all
unspecified. Due to the very general nature of the algorithm it can be used for a wide
variety of applications, however the flip side of this is that in any particular implementation a great deal of application specific parameters, representations, and other
choices must be made which can have a tremendous influence on the performance of
the algorithm.
Definition 29 The fitness function in an evolutionary algorithm is the function used
to evaluate the quality of members of the population of structures.
Definition 30 The representation in an evolutionary algorithm is the format in
which the population members are encoded.
The representation determines the structure of the chromosome associated
with each population member.
Definition 31 Variation operators are operators on population members. The two
common types of variation operators are the binary crossover operators and the unary
mutation operators.
It is important to note that the representation and choice of variation operators in an evolutionary algorithm are intertwined. While a set specifies a collection of
elements, it is the choice of metric on the set which specifies how similar or dissimilar
two elements are. In a similar manner the representation specifies individuals in the
population but the variation operators truly determines how similar or different two
population members are for the purposes of the evolutionary algorithm.
This thesis uses several different algorithm specific mutation operators, and
so all mutation operators that are used will be defined when specifying the individual
evolutionary algorithms.
Definition 32 Two-point crossover is a binary crossover operator which takes two
parent genes (population members), and produces two child genes (the new population
members) in the following fashion:
Two random positions in the gene (loci) are generated uniformly at random.
The first child’s gene is equivalent to the first parent’s gene before and after the two
randomly chosen positions, and equivalent to the second parent’s gene between the two
randomly chosen positions.
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The second child’s gene is equivalent to the second parent’s gene before and after the
two randomly chosen positions, and equivalent to the first parent’s gene between the
two randomly chosen positions.
An example of two-point crossover on binary strings can be seen in Figure
2.1.
Parent 1 Parent 2
111111
000000
Child 1
Child 2
100011
011100
Figure 2.1: An example of two-point crossover on binary strings. The loci used are
between the first and second bit and between the fourth and fifth bit.

Definition 33 A mating event is a single instance of reproduction between population
members.
For the purposes of this thesis a mating event includes the selection of parents and the replacement of population members by children of the selected parents.
Definition 34 If the fittest members of the population in an evolutionary algorithm
are guaranteed to survive, the algorithm is said to exhibit elitism or be elitist. The
members of the population which are guaranteed to survive are called the elite.
Definition 35 Single tournament selection of size k, is a selection (and replacement)
method for evolutionary algorithms. In this selection method k population members
are randomly selected, the two most fit population members are copied, the copies are
modified by the variation operators, and the modified copies replace the two least fit
of the k selected population members.
Definition 36 A steady state evolutionary algorithm is one in which reproduction
proceeds by mating events. The population is updated each time a mating event occurs, and evolutionary time is measured in mating events rather than, for example,
by generations. Generational evolutionary algorithms create an entirely new population from the population in the previous time step. In generational evolutionary
algorithms the replacement is done simultaneously for the entire population in the
current generation.
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2.5

Epidemiology

This thesis models the spread of disease using a graph based modification of
the Susceptible, Infected, Removed (SIR) compartmental model. The SIR model was
originally proposed by Kermack and Mckendrick in 1927 [35] to model how infectious
diseases spread through a population. Vertices of the graph correspond to individuals
in a population which can be in one of three states: susceptible, infected, or removed
(alternately referred to as recovered). Individuals that have not contracted the disease are termed susceptible (S), individuals that have contracted the disease and are
currently able to infect others are termed infected (I), and those who contracted the
disease previously but are no longer able to infect others are removed or recovered
(R). Note that the removed compartment represents permanent immunity, death and
those who still have the disease but are no longer infectious.
Graphs can and often are used to model contact between individuals, such
graphs are usually called contact networks or social networks. When a disease spreads
through a social network, the connectivity of the social network can influence the
prevalence and duration of disease in the population. An excellent survey of graph
based epidemiology is [34], which indicates that for the most part previous work in
graph based epidemiology has focused on four directions: finding ‘real’ networks, analyzing the epidemiological behaviour of idealized graphs, pairwise approximations,
and simulating epidemics on graphs designed to match available data.
The main methods examined for finding ‘real’ contact networks are infection
tracing [23] (which only aims to find the subgraph consisting of edges along which
the disease actually spread), complete contact tracing [56] (which aims to find the
complete contact network, but suffers from issues related to the definition of contact,
and individuals providing accurate and truthful information about personal relationships), and diary based studies [22] (where individuals record data on contacts in an
ongoing fashion, this method suffers from issues related to how the data is coordinated into a network, and again suffers from issues related to the definition of contact).
The research focused on analyzing the epidemiological behaviour of idealized graphs has focused on a variety of mixing models which are based on different
assumptions about how the population interacts and hence which contacts arise. The
main idealized graph models which have been examined are: random graphs, lattices,
small world networks, spatial networks, scale-free networks, and exponential random
graph models. See [34] for a more detailed but still accessible introduction. All of
these methods rely on assumptions about the formation of social networks incorporated as mixing rules, and their parametrization implicitly implies expected graph
invariants such as expected degree distributions. The ultimate goal of this line of
enquiry is to ascertain the expected epidemiological properties of different types of
networks.
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Rather than model and analyse an entire contact network pairwise approximations [21] are concerned with analysing various types of connected pairs in the
population. In an SIR model, pairs of the form S-I (susceptible to infected), and I-S
(infected to susceptible) are included as variables in a system of difference equations.
This method does require knowledge of the distribution of pair types in the population, but is unconcerned with individual contacts.
There has been a variety of previous work concerned with simulating epidemics on graphs designed to match available data, (again see [34]). The ways of
doing this are varied, though a common method is to construct random intersection
graphs [17, 26]. The idea of this approach is that individuals are members of various groups (schools, workplaces, families etc.) and that there is an edge between
two people if there is some group which they are both members of. Note that these
methods are using numerous simulations to ascertain either expected epidemiological
behaviour or the likelihood of particular epidemiological behaviour on specific graphs.
The graph based epidemiology in this thesis differs from all of these previous
lines of research in a very fundamental way. This thesis is not primarily concerned
with analyzing epidemic behaviour of a type of graph but rather with ways of finding distributions of graphs which exhibit specified epidemic behaviour. This line of
research appears to have only been investigated in the Ashlock lab (see [3], [4], [5],
[8], [11], [12], and [45]).
This thesis follows a line of investigation which focuses on evolving graphs to
exhibit specified epidemiological properties using a graph based SIR model which was
begun in [3], and continued in [4], [5], and [11]. In [3] 3-regular graphs were evolved
to maximize either the total number of individuals which end up in the removed compartment or maximize the duration of the epidemic, the representations used were
Iterated Simplexification and permutation-generalized Petersen graphs both of which
restrict search to a subset of 3-regular graphs on the specified number of vertices. In
[4] and [5] an edge-swap representation, and recentering-restarting algorithm (both of
which are detailed in Chapter 5) were used to evolve graphs which maximize epidemic
duration. The work in Chapter 5 is based on [8], on which I was a co-author, which
is a follow up to [4] and [5] designed to demonstrate that the distributions of graphs
evolved for different extremal epidemic properties are in fact different.
In [11] a recentering-restarting algorithm was used to locate graphs which fit
epidemic profiles. Epidemic profiles are a time indexed array which indicates the number of infected individuals in each time step. A new representation, the toggle-delete
representation, was used which, given enough editing operations, permits search of
the entire set of graphs on a specified vertex set. The work in [11] served primarily
as a parameter study, and proof of concept for the work in [12], on which I was a
co-author, which is the basis for Chapter 7.
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2.6

Background on Diffusion Character Matrices

Diffusion character matrices were first introduced in [37] and have been used
in [8], [9], and [12]. This thesis will provide a more thorough introduction and explanation behind the mathematical theory involved and reiterate and expand on the
material from these papers.
Diffusion character matrices are not as novel as was originally believed when
[37], [8], [9], and [12] were published. These matrices are equivalent to a scalar multiple of a matrix of Personalized PageRank basis vectors, and a scalar multiple of
the matrix of steady state probability distribution vectors for Random Walk with
Restart, for sake of brevity and as a personal choice they will be referred to as diffusion character matrices in this thesis. However it should be stressed that most of
the research on diffusion character matrices presented here is in fact novel, the key
factor being that their use for constructing centrality measure based pseudometrics
on graphs appears to have not been investigated by anyone else. In the context of
Random Walk with Restart for clustering, and Personalized PageRank the vertices
of the graph are the objects which are compared and clustered or ranked. This thesis
is concerned with using diffusion character matrices to compare graphs rather than
individual vertices.
Diffusion Character matrices bear a strong resemblance to certain matrices
used to define centrality measures in networks, specifically the matrices used to calculate Katz, Hubbell, and Bonacich centrality (see [33], [30],[14]) which have their roots
in input-output analysis. Again it is worth noting that these centrality measures are
more related to the Personalized PageRank type of applications which are concerned
with the relative importance of vertices of a graph.
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Chapter 3
Diffusion Character Theory
The presentation of diffusion character matrices will be in the formalism of
linear algebra. However there is a useful analogy to consider which makes the mathematical results somewhat easier to visualize, which will be explained shortly. The
remainder of the chapter is structured as follows: the diffusion character mapping
will be presented after a few useful definitions and propositions, then a few useful
results concerning the analysis, computation and interpretation of diffusion character
matrices will be presented, and the chapter will conclude with several notes concerning applications related to diffusion character matrices. Some of the work detailed in
this chapter originally appeared in a fairly rough form in [37], this chapter contains
a more polished version of the material that appeared in the paper as well as many
more previously unpublished results.

3.1

Definitions and Initial Results

Definition 37 Let G = (V, E) be a finite simple graph with no isolated vertices for
which |V | = n, and let A be anPadjacency matrix of G.
Define D ∈ Rnxn s.t. [D]i,i := nk=1 [A]k,i , and for i 6= j, [D]i,j := 0
Let M the column normalized adjacency matrix be defined as M = AD−1 .
Note that since G has no isolated vertices, the sum of any column of A
is non-zero and hence the diagonal matrix D is invertible. Also note that M is a
column stochastic matrix, specifically M is the adjacency matrix of G with columns
normalized by the degree of the vertex associated with that column. The matrix M is
sometimes referred to as a transition matrix (or the transpose of a transition matrix
(see [44])]. The (i, j)th entry of M k corresponds to the probability that a random
walk of length k starting at vj ends at vi .
Definition 38 Let X ⊂ Rn×n be the set of column stochastic matrices. The diffusion
character mapping is defined to be Y : (0, 1) × X → Rn×n , where Y is given by
Y (α, M ) := (In −αM )−1 . The matrix Y (α, M ) is referred to as the diffusion character
matrix of M (with decay parameter α).
Definition 39 Let X be the set of all n × n
normalized diffusion character mapping to be
(1 − α)(In − αM )−1 . The matrix F (α, M ) is
character matrix of M (with decay parameter

column stochastic matrices, define the
F : (0, 1) × X → X where F (α, M ) =
referred to as the normalized diffusion
α).
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Definition 40 LetPA ∈ Rm×n , the matrix 1-norm, denoted k · k1 , is given by
kAk1 = sup1≤j≤n ( m
i=1 |[A]i,j |).
The following proposition shows that Definitions 38 and 39 are well defined,
and that the diffusion character matrix may alternately be considered as a Neumann
series.
n×n
Proposition 3 Let
P∞M ∈ R k be a column stochastic matrix, 0and let 0 < α < 1.
Then Y (α, M ) = k=0 (αM ) (with the convention that (αM ) = In ), and
1
kY (α, M )k1 = 1−α
.

Proof:
Since M is column stochastic M k is column stochastic for all k ∈ N. Thus k(αM )k k1 =
k
αk , hence
P∞ (αM ) kapproaches 0 entrywise as k approaches ∞. Thus the Neumann
Series k=0 (αM ) converges.
Note that
∞
∞
X
X
k
(αM )k − (αM )k+1
(αM ) =
(In − αM )
k=0

k=0

= In +

∞
X

k

(αM ) −

k=1

∞
X
k=0

(αM )

k+1

∞
∞
X
X
k
= In +
(αM ) −
(αM )k = In
k=1

k=1

P∞

Thus (In − αM )−1 = k=0 (αM )k .
Noting that (αM )k ≥ 0 entrywise and M k is column
the
P∞valuek of
P∞ stochastic,
k
kY (α, M )k1 follows from the geometric series k=0 (αkM k1 ) = k=0 (α) . 2
Note that if M is a column normalized adjacency matrix then [M k ]i,j is
the probability that a random walk of length k starting at vertex j ends at vertex
i. Thus from the previous proposition it is apparent that all entries of Y (α, M ) are
1
non-negative, and that each column of Y (α, M ) sums to 1−α
. Note that if a walk
from vertex j to vertex i exists [Y (α, M )]i,j is positive. This means that if M is the
column normalized adjacency matrix of a simple graph [Y (α, M )]i,j is positive if and
only if vertices i and j are in the same connected component.
The following proposition is useful for understanding why certain care must
be taken in section 3.4 when constructing pseudometrics on graphs based on diffusion
character matrices, as well as being the basis for the results in section 3.5. It characterizes the relationship between graph isomorphism and permutation similarity for
diffusion character matrices.
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Proposition 4 The following are equivalent:
1) A1 and A2 are permutation similar matrices (i.e. G1 and G2 are isomorphic).
2) M1 and M2 are permutation similar matrices.
3) Y (α, M1 ) and Y (α, M2 ) are permutation similar matrices.
Proof:
First it will be shown that 1) and 2) are equivalent. Note that two graphs with
adjacency matrices A1 and A2 are isomorphic if and only if ∃ a permutation matrix
P such that P A1 P −1 = A2 . Since graph isomorphism preserves the degree of vertices
it is clear that
P A1 P −1 = A2 ⇒ P D1−1 P −1 = D2−1
and hence
P A1 P −1 = A2 ⇒ (P A1 D1−1 P −1 ) = A2 D2−1
Note that the underlying graph of a matrix B ∈ Rn×n is the directed graph with
adjacency matrix C ∈ Rn×n where Ci,j = 1 iff Bi,j 6= 0 and Ci,j = 0 iff Bi,j = 0. Since
the underlying graph of M1 is given by A1 , and the underlying graph of M2 is given
by A2 it immediately follows that P M1 P −1 = M2 ⇒ P A1 P −1 = A2 .
Therefore 1) ⇔ 2.
Now it will be shown that 2) ⇔ 3).
Suppose P M1 P −1 = M2 for some permutation matrix P , then clearly
P (In − αM1 )P −1 = P P −1 − αP M1 P −1 = In − αM2 .
Now since Y (α, M2 ) = (In − αM2 )−1 , then In = (In − αM2 )Y (α, M2 ).
Note that In = (In − αM2 )Y (α, M2 ) = P (In − αM1 )P −1 Y (α, M2 )
⇔ P −1 Y (α, M2 )−1 = (In − αM1 )P −1
⇔ (P −1 Y (α, M2 )−1 )−1 = ((In − αM1 )P −1 )−1
⇔ Y (α, M2 )P = P (In − αM1 )−1
⇔ Y (α, M2 ) = P (In − αM1 )−1 P −1 = P Y (α, M1 )P −1
By the same reasoning it is easy to see that 3) ⇒ 2). 2

3.1.1

The Parameter α.

This subsection details results relating to the choice of α, the decay parameter. It will be shown that 0 < α < 21 , α = 12 , and 21 < α < 1 behave differently.
Definition 41 A contraction mapping in a metric space (M, d), is a function f :
M → M , with the property that there exists some real number 0 < c < 1 such that
for all x, y ∈ M
d(f (x), f (y)) ≤ c · d(x, y)
If in the above 0 < c ≤ 1 then f is said to be a non-expansive mapping.
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Proposition 5 Let X be the set of all n × n column stochastic matrices, and let
F : (0, 1) × X → X be the normalized diffusion character mapping. Then F satisfies
the following norm inequality ∀M, N ∈ X.
kF (α, M ) − F (α, N )k1 ≤

α
kM − N k1
1−α

Proof:
F (α, M ) − F (α, N ) = (1 − α)((In − αM )−1 − (In − αN )−1 )
⇒ (In − αM )(F (α, M ) − F (α, N ))(In − αN ) = (1 − α)((In − αN ) − (In − αM ))
⇒ (In − αM )(F (α, M ) − F (α, N ))(In − αN ) = α(1 − α)(M − N )
⇒ (F (α, M ) − F (α, N )) = (α)(1 − α)(In − αM )−1 (M − N )(In − αN )−1
Thus it is clear that
kF (α, M ) − F (α, N )k1 ≤ |(α)(1 − α)|k(In − αM )−1 k1 k(M − N )k1 k(In − αN )−1 k1 .
1
Noting that kY (α, M )k1 = 1−α
from the geometric series, substitution yields
1
kF (α, M ) − F (α, N )k1 ≤ |(α)(1 − α)|( (1−α)
2 )k(M − N )k1
α
⇒ kF (α, M ) − F (α, N )k1 ≤ ( 1−α )k(M − N )k1 . 2
The previous proposition demonstrates that since α < 1 − α for 0 < α < 12 ,
F (α, M ) is a contraction mapping w.r.t. the k.k1 norm, for 0 < α < 12 , and a nonexpansive mapping for α = 12 . It is worth noting that, the α = 12 value is a tight
bound, in the sense that for any n > 1 and any 12 < α < 1, there exist column
stochastic matrices M1 ,M2 and M3 such that:
kF (α, M1 ) − F (α, M2 )k1 < kM1 − M2 k1
and
kF (α, M1 ) − F (α, M3 )k1 > kM1 − M3 k1
the following is an example of such matrices for all n > 1.
Example 4 Let M1 = In . Let M2 be given by [M2 ]i,j
With  > 0 not yet determined, let M3 be given by:

1




 0 1−
0
0
0

0
1−
0
0
 0
M3 = 
0
0
1−
0
 0
 0
0
0
0
1−
0
0
0
0
0

=

1
n

for all i, j ∈ {1, . . . , n}.

...

...
0
...
0
...
0
...
0
... 1 − 









Note that M1 and M2 are idempotent matrices, thus M1k = M1 for all k ∈ N, and
M2k = M2 for all k > 0, k ∈ N.
Hence
∞
X
F (α, M1 ) = (1 − α)
(αM1 )k
k=0
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∞
X
= (1 − α)(
αk )M1 = (1 − α)(
k=0

and
F (α, M2 ) = (1 − α)

1
)M1 = In
1−α

∞
X
(αM2 )k
k=0

∞
X

= (1 − α)In + (1 − α)(

αk )M2 = (1 − α)In + αM2 .

k=1

Thus F (α, M1 ) − F (α, M2 ) = In − ((1 − α)In + αM2 ) = α(In − M2 ) = α(M1 − M2 ).
Therefore
kF (α, M1 ) − F (α, M2 )k1 = αkM1 − M2 k1
and it follows that for any

1
2

< α < 1 there exists matrices M1 and M2 such that

kF (α, M1 ) − F (α, M2 )k1 < kM1 − M2 k1 .

Using Gaussian Elimination to solve (In − αM3 )X = In it follows that for i 6= 1 and
j 6= i:
1
[Y (α, M3 )]1,1 =
1−α
1
[Y (α, M3 )]i,i =
1 − α + α
α
[Y (α, M3 )]1,i =
(1 − α)(1 − α + α)
and
[Y (α, M3 )]i,j = 0.
Thus after column normalization it follows that for i 6= 1 and j 6= i:
[F (α, M3 )]1,1 = 1
1−α
1 − α + α
α
=
1 − α + α

[F (α, M3 )]i,i =
[F (α, M3 )]1,i
and

[F (α, M3 )]i,j = 0.
Hence for i 6= 1 and j 6= i:
[F (α, M1 ) − F (α, M3 )]1,1 = 0
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α
(1 − α)
=
(1 − α + α)
1 − α + α
α
=−
1 − α + α

[F (α, M1 ) − F (α, M3 )]i,i = [In − F (α, M3 )]i,i = 1 −
[F (α, M1 ) − F (α, M3 )]1,i
and

[F (α, M1 ) − F (α, M3 )]i,j = 0.
2α
Thus kF (α, M1 ) − F (α, M3 )k1 = 1−α+α
and it is clear that kM1 − M3 k1 = 2 (for
α
kM1 − M3 k1 .
n > 1) and thus kF (α, M1 ) − F (α, M3 )k1 = 1−α+α

Note that

α
2α − 1
> 1 ⇔ α > 1 − α + α ⇔
>
1 − α + α
α

thus for any α > 21 one can choose  such that 0 <  <
exists M1 and M3 such that for any 12 < α < 1:

2α−1
α

and it follows that there

kF (α, M1 ) − F (α, M3 )k1 > kM1 − M3 k1
This indicates that the diffusion character mapping behaves rather differently for α < 12 and α > 12 , and provides a reason to choose α = 12 as a value of
particular interest.
Given the discussion so far about 0 < α ≤ 12 as a range of values of particular interest the following proposition is also worth noting.
Proposition 6 Let G be a finite simple graph with no isolated vertices, and let M
be a column normalized adjacency matrix of G. Then for 0 < α ≤ 21 , Y (α, M ) is
diagonally dominant.
Proof:
Consider the j-th column of M . Since G contains no isolated vertices, vertex j
has a neighbour k. Therefore there exists a walk of
length 2 starting and ending
P∞
2
k
at vertex j which means
that
[M
]
>
0.
Thus
[
j,j
k=1 (αM ) ]j,j > 0, and hence
P∞
k
[Y (α, M )]j,j = [In + k=1P
(αM ) ]j,j > 1. Recall that Y (α, M ) only contains non1
1
1
negative entries and that ni=1
P[Y (α, M )]i,j = 1−α . So for 0 < α ≤ 2 , 1 < 1−α ≤ 2.
Hence since [Y (α, M )]j,j > 1, i6=j [Y (α, M )]i,j < [Y (α, M )]j,j . 2
It is worth noting that value α = 12 in the previous proposition is again a
tight bound. The following example demonstrates this.
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Example 5 Let M be the column normalized adjacency matrix for Kn (the complete
graph on n vertices). Note that any column of Y (α, M ) consists of the diagonal
element whose value is denoted x and n − 1 non-diagonal elements each with the
value denoted y. The values for x and y can be computed by noting that


−α
x + y(n − 1)
=1
n−1
and

−α
(
)x + y + y(n − 2)
n−1



−α
n−1


=0

the former of which simplifies to x = 1 + αy, so substitution and simplification
n+2α−1−αn
α
yields x = (1−α)(n+α−1)
, and y = (1−α)(n+α−1)
. Note M is diagonally dominant iff
x > (n − 1)y. Using the computed values of x and y, and substituting in α = 12 + ,
1
1
. Note that for n > 2, 2(2n−3)
< 12 .
yields x > (n − 1)y iff  < 2(2n−3)
1
Thus it is clear that for any 0 <  < 21 there exists n such that  > 2(2n−3)
indicating
that an n exists such that the diffusion character matrix of Kn is not diagonally
1
dominant. It is also clear that for any n > 2, there exists 12 >  > 2(2n−3)
, such that
the diffusion character matrix of Kn is not diagonally dominant.

3.2
3.2.1

Interpretation of Diffusion Character Matrices
Cospectral Graphs and Generating Functions

The spectrum of a graph G is the list of eigenvalues of an adjacency matrix
of G together with their multiplicities. The spectrum of a graph is a graph invariant.
Isomorphic graphs must have the same spectrum, but graphs which share the same
spectrum need not be isomorphic. The spectrum of a graph does contain some useful
information about the graph, in particular the number of vertices, edges, and triangles (triples of vertices which are all adjacent to one another) are all determined by
the spectrum of the graph [24]. Two graphs which are not isomorphic but share the
same spectrum are said to be cospectral.
P
k
A generating function is a formal power series g(x) = ∞
k=0 ck x whose co∞
efficients ck are terms in a sequence {ck }k=0 . Generating functions are a useful way
of representing sequences, especially sequences which are generated by some finite
recurrence relation representable as a polynomial.
Considering the Neumann Series of Y (α, M ) for a finite simple graph with
no isolated vertices, note that [Y (α, M )]i,j is the generating function for the probability that a random walk of length k starting at vertex vj ends at vertex vi , (the
coefficients of αk are the coefficients in the formal power series) . By considering
Cramer’s rule for the evaluation of Y (α, M ) as an inverse, it is apparent that the
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polynomial form of the recurrence relation given by det(In − αM ) governs the generating functions for the entire graph, it is obvious that this polynomial is directly
related to the characteristic equation of M .
This observation indicates that when using Cramer’s rule to compare the diffusion character matrices of two graphs as functions of α, the equality of denominators
of all entries of the matrices force the graphs to be at least cospectral (cospectral in
the sense that the spectrums of the column normalized adjacency matrices are the
same), this is equivalent to being cospectral in the usual sense (the spectrum of the
adjacency matrices) for regular graphs but it is not the same notion for graphs which
are not regular, this claim is demonstrated in the following example.
Example 6 The graphs G1 and G2 in Figure 3.1 are cospectral (with respect to
their adjacency matrices), the characteristic equation of their adjacency matrices is
f (λ) = (λ − 1)(λ + 1)2 (λ3 − λ2 − 5λ − 1).

G1

G2

Figure 3.1: Two cospectral graphs (with respect to adjacency matrices).
Any column normalized adjacency matrix of G1 has λ = 12 as an eigenvalue, while
any column normalized adjacency matrix of G2 does not, indicating that while G1 and
G2 are cospectral with respect to their adjacency matrices, they are not cospectral with
respect to their column normalized adjacency matrices.
P
k
While generating functions g(x) = ∞
k=0 ck x are generally not actually evaluated for a value of x, the summability of the series [Y (α, M )]ij for 0 < α < 1 leads to
the ability to interpret the i, j −th entry of the matrix F (α, M ) = (1−α)(In −αM )−1
as the geometrically weighted probability associated with a random walk starting at
the vertex vj and ending at the vertex vi . This observation leads to an interpretation
of the columns of a column normalized diffusion character matrix as probability distributions.
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3.2.2

Gas Analogy

The following analogy is another way of thinking of the columns of a diffusion character matrix.
Analogy: Permit a gas which is perpetually renewed (1 unit of gas per time step)
at a central vertex vc , to diffuse from vertex to vertex along graph edges so that the
amount of gas at a vertex vi is divided proportional to the edge weights of edges
incident to vi . In each time step the gas present at a vertex decays proportional to a
parameter α, 0 < α < 1, and then the next unit of gas is introduced at the central
vertex. The amount of gas present at vertex vi once the system has come to equilibrium is a measure of the connectivity from vc to vi , and is equal to the (i, c)th entry
of the diffusion character matrix for the graph.
This analogy can be converted into the following algorithm for an iterative
method for approximating a column of a diffusion character matrix which avoids
Gaussian Elimination.
Algorithm 2 Gas Diffusion Algorithm
Compute the column of the Diffusion Character matrix associated with c ∈ V (G).
Let Ynew be a vector in Rn .
Assign [Ynew ]i = δci where δci is the Kronecker delta function.
Repeat:
Yold = Ynew
For all i = 1 to n P
[Ynew ]i = α( vj ∈Γ(vi )
[Ynew ]c = [Ynew ]c + 1
Until (kYnew − Yold k < )

1
[Y ] )
deg(vj ) old j

Proof of the correctness of the algorithm:
For sake of simplicity let k · k denote the 1 − norm, let x denote the cth column of
Y (α, M ), P
and let {xn }denote the nth time step approximation of the vector x. Recall
k
th
that x = ∞
column).
k=0 [(αM ) ]∗,c (where ∗, c denotes the c
The updating rule is xn+1 = (αM )xn + ec .
Note that
kx − xn+1 k = kx − ec − (αM )xn k
∞
X
=k
[(αM )k ]∗,c − ec − (αM )xn k
k=0
∞
X
= kI∗,c − ec +
[(αM )k ]∗,c − (αM )xn k
k=1
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∞
X
= k(αM )( [(αM )k ]∗,c − xn k
k=0

= k(αM )(x − xn )k ≤ k(αM )k · kx − xn k
Recall that kM k = 1 since M is column stochastic, and we are using the 1 − norm.
Thus
kx − xn+1 k ≤ |α|kx − xn k
and since 0 < α < 1 we have that {xn } converges to the vector x as n → ∞. 2
Note that any vector in Rn may be used as the initial approximation x0 ,
the initial assignment of [Ynew ]i = δci in the algorithm itself is merely there to reduce
the number of time steps needed to get a good approximation, since for 0 < α ≤ 21
the diffusion character matrix is diagonally dominant. So the initial assignment of
[Ynew ]i = δci is a reasonable choice for an initial approximation.
It is perhaps also worth noting that the algorithm runs in the worst case in
O(n k) time where n is the number of vertices, and k is the smallest natural number
such that αk < . For large n and any reasonable , k will be substantially smaller
than n.
2

The Gas Diffusion Algorithm does perform arithmetic operations on floating
point numbers when it is implemented on an actual computer so there is some roundoff error as well as the error associated with choosing an  for the halting condition.
The Gas Diffusion Algorithm is used in this thesis to compute all diffusion character
matrices since it is easy to implement, and ensure that the columns of the diffusion
character matrix associated with vertices in the same orbit must be at least very close
to permutations of each other.
Unfortunately the gas diffusion algorithm requires a fair amount of computation since an iterative procedure is used. Note also that the Gas Diffusion Algorithm
permits the computation of single columns of the Diffusion Character matrix which
may be useful in applications where the entire Diffusion Character matrix is not actually necessary.

3.2.3

Random Walk with Restart Interpretation

Consider traversing the vertices of a graph given by the column normalized
adjacency matrix M in the following manner:
We fix a vertex c, and in each time step we move to one of the vertices adjacent to
α
the current vertex v with probability deg(v)
, and we move to vertex c with probability
(1 − α) (i.e. we restart with probability (1 − α)).
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Let x ∈ Rn such that xi is the steady state probability of being at vertex i. Then
x = (αM )x + (1 − α)ec .
Rearranging this equation gives us:
x = (αM )x + (1 − α)ec
⇔ (I − αM )x = (1 − α)ec
⇔ (I − αM )(

1
x) = ec
1−α

1
Hence 1−α
x is the cth column of the diffusion character matrix, and thus
th
x is the c column of the column normalized diffusion character matrix. Thus the
columns of the column normalized diffusion character matrix may be thought of as
the steady state probability of a random walk with restart traversal of the graph with
restart probability (1 − α).

3.3

A Note on Diffusion Characters and Orbits

With an interpretation of what the entries of the diffusion character matrix
of a graph encode, the following proposition is noted.
Proposition 7 Let G be a finite simple graph with no isolated vertices. Let M be
a column normalized adjacency matrix of G. If v, u ∈ V (G) are in the same orbit
then the columns (and rows) of Y (α, M ) corresponding to v and u are permutations
of each other.
Proof:
If v, u ∈ V (G) are in the same orbit then ∃P a permutation matrix which maps row
v to row u such that P M P T = M . By the proof of Proposition 4 it is obvious that
P Y (α, M )P T = Y (α, M ). The result follows. 2
The previous proposition implies that the multiset of values in columns (or
rows) corresponding to vertices in the same orbit must be the same. Summary quantities associated with the columns (or rows) of the diffusion character matrix (for a
particular α) are thus both orbit-invariant (constant on orbits) by themselves and
taken as a whole graph invariant.
Another consequence of the previous proposition is that diffusion characters
can be used directly to roughly partition the vertices of a graph so that vertices in
distinct partitions need be in distinct orbits. While this partition is not guaranteed to
actually be a partition of the vertices into distinct orbits it does require the vertices
to behave similarly with respect to random walks in the graph (simply consider the
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generating function interpretation of the entries of the diffusion character matrix).
The section on Automorphisms and Column embeddings expands on this, and the
section concerning strongly regular graphs indicates a case when this ‘rough’ partition
will utterly fail.

3.4

Some Centrality Measures and Pseudometrics on Graphs

The centrality of a vertex in a graph is some measure of the relative importance of the vertex in the graph as a whole. Obviously there are multiple different
types of centrality, each attempting to measure ‘relative importance’ in a different
fashion. A centrality measure is a specific measure of some form of centrality
which assigns a numerical value to each vertex in a graph. Some of the more common
examples of centrality measures are: degree centrality, closeness, betweenness and
eigenvector centrality, for a general overview of types of centrality measures see [15].
Centrality measures are of importance in the study of social networks [33, 14,
15], though their use in other types of applications should not be ignored, for example
centrality measures may be used to rank web-pages for search-engines [16, 31, 27].
Definition 42 The simplest measure of the centrality of a vertex is its degree, this
measure is called degree centrality.
Definition 43 In a finite simple connected graph G(V, E), the closeness of a vertex
v ∈ V is the sum over all vertices a ∈ V of the length of the shortest path between v
and a.
Definition 44 In a finite simple graph, the betweenness of a vertex v is the sum
over all pairs of vertices a, b of the number of shortest paths between a and b that pass
through v divided by the number of shortest paths between a and b.
There are multiple variants of eigenvector centrality, these measures are usually based on the positive eigenvector of the largest eigenvalue of the adjacency matrix
of a connected graph (whose existence is guaranteed by the Perron-Frobenius Theorem). Among these measures are a group of centrality measures which are used quite
often in social network analysis they are the influence measures of Katz and Hubbell,
and Bonacich’s beta-centrality (see [33], [30] and [14] respectively).
Presented subsequently are some novel centrality measures derived from the
Diffusion Character matrix of a graph.
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Definition 45 Let X be a discrete random variable with possible values in the set
{x1 , . . . , xn } and let p denote the probability mass function of X.
The Shannon Entropy of X denoted H(X) is defined as:
H(X) = −

n
X

p(xi )log2 (p(xi ))

i=1

where p(xj ) = 0 implies that p(xj )log2 (p(xj )) = 0.
The Shannon Entropy (simply referred to as entropy from here on) is used in
Information Theory, and is a measure of the average amount of information missing
when the value of a random variable is not known. However, the primary importance
of entropy for this thesis is that entropy is a useful measure of the ‘shape’ of a discrete
probability distribution. Some important properties of this measure is that entropy
is not susceptible to small perturbations in the probability distribution, the order
that the values of the probability mass function are presented in does not affect the
entropy, and the entropy is maximized when the distribution is uniform (all outcomes
are equally likely).
It is worth noting that the 2-norm of a stochastic column vector is also not
susceptible to small perturbations in the probability distribution, the order that the
values of the probability mass function are presented in does not affect the norm, and
the norm is minimized when when the distribution is uniform.
Definition 46 Let G be a simple graph with no isolated vertices, such that |V (G)| =
n. Let Y (α, M ) be the diffusion character matrix and let F (α, M ) be the normalized
diffusion character matrix of a column normalized adjacency matrix of G.
The column 2-norm α-centrality of vertex j is defined as:
v
u n
uX
C2centj = t ([Y (α, M )]i,j )2
i=1

and the column α-entropy of vertex j is defined as:
Centropyj =

n
X

−([F (α, M )]i,j ) log ([F (α, M )]i,j )

i=1

The column entropy and column 2-norm centrality are both measures of
the probability distribution associated with the column of the normalized diffusion
character matrix, as such they may be thought of as centrality measures.
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An embedding can mean a variety of things in different areas of math. This
thesis is only really concerned with embeddings of the form presented in the following
definition.
Definition 47 Let f : X → Y , where X is a set and (Y, d) is a metric space. If
f is injective it will be referred to as an embedding of X in to (Y, d). If f is not
necessarily injective it will be referred to as a pseudometric embedding of X in to
(Y, d).
A useful method of constructing pseudometrics on a set X is to provide a
mapping σ : X → Rn , such that σ(x) = σ(y) ⇔ x and y are equivalent for the purposes of study. The pseudometric embedding in Rn together with an appropriately
chosen metric on Rn yield a pseudometric on the set X which may be chosen so that
the resulting geometry reflects the properties of X one wishes to study.
This thesis will be considering several mappings from the set Un of all finite
simple graph with n vertices and no isolated vertices to Rn , these mappings must all
map column normalized adjacency matrices of isomorphic graphs to the same vector
in Rn . In general these mappings may map more than one graph isomorphism class
to the same vector, thus they are pseudometric embeddings rather than embeddings
proper. The section on strongly regular graphs which will be presented later provides evidence that these diffusion character derived pseudometrics are in fact strict
pseudometrics. Their primary use is that they can be used to provide a non-binary
quantifiable measure of dissimilarity between graphs which allows for a variety of applications. It should be noted that embedding graphs in a vector space is not as novel
as was originally believed when [37], [8], [9], and [12] were published, the text [40]
deals extensively with pseudometric embeddings of graphs into vector spaces. However all of the embeddings in [40] are of the form: map a graph G to a vector whose
j-th entry is the dissimilarity (using various dissimilarity measures) between G and
the j-th graph from a specified set of graphs. Most of the vector space embeddings of
graphs used in this thesis are of the form: map a graph G to a vector whose entries are
determined by various diffusion character based centrality measures of G. Note that
no measure of similarity or dissimilarity between G and other graphs is computed for
the diffusion character based embeddings themselves. It is important to note that the
idea of creating a vector space embeddings of graphs based on centrality measures is
novel and an important contribution of this thesis.
It should be noted that |Un | is finite for any n ∈ N, hence the non-zero distances of any pseudometric p ∈ P (Un ) are both bounded above and bounded below
by positive numbers. Thus by Proposition 1 it it clear that for any pseudometric
p ∈ P (Un ) which is in fact a metric on a sample S ⊆ Un one can construct metrics on
Un that are equivalent to p when restricted to the subset S. Thus in practice while
using diffusion character derived pseudometrics on samples of Un one can very often
treat them simply as metrics.
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Definition 48 DC Column Entropy and column 2-norm mappings and Pseudometrics
Let X be the set of column stochastic n × n real matrices. Let Y : (0, 1) × X → Rn×n
be the diffusion character mapping and let F : (0, 1) × X → X be the normalized
diffusion character mapping. For k = 1, 2 letPWk : (0, 1) × X → X be the mapn
pings defined as follows:
i=1 (−[F (α, M )]i,j log2 ([F (α, M )]i,j ))
pPn Let [H1 (α, M )]j =
2
Let [H2 (α, M )]j =
i=1 ([Y (α, M )]i,j ) For k = 1, 2 Wk (α, M ) is the sorted (in
decreasing order) vector of entries of Hk (α, M ).
The matrix W1 is referred to as the DC Column Entropy mapping and is denoted
CE(α, M ). The matrix W2 is referred to as the DC Column 2-norm mapping and is
denoted C2(α, M ).
For any metric d on Rn the pseudometric p : X × X → [0, ∞) such that p(M1 , M2 ) =
d(CE(α, M1 ), CE(α, M2 )), is called the d-α-Column Entropy pseudometric. Similarly for any metric d on Rn the pseudometric p : X × X → [0, ∞) such that
p(M1 , M2 ) = d(C2(α, M1 ), C2(α, M2 )), is called the d-α-Column 2-norm pseudometric.
Since the names of the pseudometrics in the previous definition are somewhat cumbersome this thesis will usually refer to them as the entropy pseudometric
and column 2-norm pseudometric when the choice of d and α are apparent. In all
of the actual applications in this thesis Euclidean distance on the vectors embedded
into Rn and α = 21 are used.
Viewing the columns of F (α, M ) as probability distributions, CE(α, M )
is the vector containing the sorted (in decreasing order) entropy of the columns of
F (α, M ). The entropy of a probability distribution can be viewed as a measure of how
uniform the distribution is, as such the entropy mapping maps matrices with similar
column distributions to vectors which are relatively close together in Rn . The column
2-norm mapping summarizes information concerning how uniformly distributed the
values in the columns of Y (α, M ) are.
When taken in the context of mapping graphs (with no isolated vertices) the
column 2-norm mapping and entropy mapping are both mappings which map a graph
to a vector which is composed of “centrality” scores for each vertex in the graph, the
centrality scores are ordered (in decreasing order) and as such the column 2-norm
vector and entropy vector of a graph, summarize the centrality or connectivity of the
graph.
Note that since both mappings take permutation similar matrices to the
same vector both will map any isomorphic graphs to the same vector (here is where
the usefulness of Proposition 4 is apparent), though these mappings may also map
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some matrices which are not permutation similar to the same vector. Since isomorphic graphs are mapped to the same vector the Euclidean distance (or any metric)
on the embedded vectors yields a pseudometric on graphs.
Note that the entropy of [F (α, M )]∗,vc can be viewed as a centrality score for
the vertex vc which captures both transient and asymptotic random walk behaviour.
The random walk with restart interpretation of F (α, M ) indicates that this is equivalent to the asymptotic behaviour of random walks with restart.
One property that the entropy based measure CE(α, M ) has which is useful
to note is a form of scale invariance related to the connected components of a graph. If
a graph G consists of several connected components H1 , . . . , Hn , then for any v ∈ Hi ,
the value of CE(α, MG ) corresponding to v equals the value of CE(α, MHi ) corresponding to v. In other words the entropy based centrality of a vertex v in a graph
does not change if other connected components of the graph are removed, nor does it
change if extra connected components are added to the graph. The same is true for
the column 2-norm measure.
The more central a vertex is the lower its column two-norm and the higher
its column entropy. Note that while both the entropy and the column 2-norm can be
viewed as centrality measures they do not necessarily agree on which vertices are the
most or least central. The following example demonstrates this.

Figure 3.2: This graph illustrates a point about the entropy and column 2-norm
centrality measures.
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Example 7
Consider the graph in Figure 3.2. Using a value of α = 12 and rounding final values
to 5 significant digits, the entropy embedding for this graph is the vector v while the
column 2-norm embedding is the vector w, both given below.
v = (2.1387, 2.1387, 2.1387, 2.1174, 2.1174, 2.1174, 2.0841, 2.0841, 2.0841)t
w = (1.1935, 1.1935, 1.1935, 1.1857, 1.1857, 1.1857, 1.1828, 1.1828, 1.1828)t
The entropy value of 2.1387 corresponds to the vertices labelled 3, 5 and 7.
The entropy value of 2.1174 corresponds to the vertices labelled 0, 1 and 2.
The entropy value of 2.0841 corresponds to the vertices labelled 4, 6 and 8.
The column 2-norm value of 1.1935 corresponds to the vertices labelled 3, 5 and 7.
The column 2-norm value of 1.1857 corresponds to the vertices labelled 4, 6 and 8.
The column 2-norm value of 1.1828 corresponds to the vertices labelled 0, 1 and 2.
According to the entropy centrality measure vertices 3, 5 and 7 are the most central
followed by vertices 0, 1 and 2, and finally vertices 4, 6 and 8. According to the column
2-norm centrality measure vertices 0, 1 and 2 are the most central followed by vertices
4, 6 and 8, and finally vertices 3, 5 and 7.
Observe that both centrality measures agree that vertices 4, 6 and 8 are not the most
central but do not agree on which vertices are the most central.
The following is a pseudometric embedding which makes use of the diffusion
character matrix of a graph but is not directly based on centrality measures.
Definition 49 Let X be the set of column stochastic n × n real matrices.
Let Y : (0, 1) × X → Rn×n be the diffusion character mapping.
For a fixed value of α, sort each column of Y (α, M ), then lexicographically sort the
columns, the resulting matrix LX(α, M ) is called the Lexicographically sorted diffusion character matrix and the mapping LX : (0, 1) × X → Rn×n the Lexicographically
sorted diffusion character mapping.
Note that LX(α, M ) = LX(α, P M P −1 ) for any permutation matrix P , as
such the Lexicographically sorted diffusion character mapping will map the column
normalized adjacency matrices of isomorphic graphs to the same matrix. The mapping LX provides slightly more information than the CE or column 2-norm mappings
in that a scalar summary of the distributions associated with the columns of the diffusion character matrices is not taken, instead the values of the distributions themselves
are compared, which vertex is associated with each value in the distribution is not
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explicitly known. Obviously one can use any matrix norm k.k to complete the pseudometric embedding of graphs.
It should be noted that if one assumes there is no round-off error then for
any metric on Rn used with the column entropy or column 2-norm vectors to create a
pseudometric p ∈ P (Un ) and any matrix norm used with the LX mapping to create
a pseudometric q ∈ P (Un ), we have that q is a refinement of p (i.e. the equivalence
classes associated with the pseudometric q are a partition of the equivalence classes
associated with p). This is immediately obvious if one notes that the mapping LX
requires the multisets of the diffusion characters associated with a column to be permutations of each other while the column 2-norm and column entropy mappings only
require the ordered vector of a scalar summary of the columns to be permutations of
each other.

3.5

Automorphisms and Column Embeddings

Definition 50 Let G = (V, E) be a graph and let m be a metric on V . We say that
m is a graph compatible metric when for any automorphism h : V → V , we have
that ∀x, y ∈ V , m(x, y) = m(h(x), h(y)).
Notice that as far as graph isomorphisms are concerned the labelling of the
vertex set of a graph is irrelevant. Graph compatible metrics capture the idea that the
labelling of the vertices is irrelevant and it is the actual graph structure which matters.
Let G be a finite simple graph with no isolated vertices and let M be a
column normalized adjacency matrix of G. The columns (or rows) of the diffusion
character matrix Y (α, M ) are points in Rn , as such one can consider the diffusion
character matrix to be a parametrized coordinate system for G in Rn . Since Y (α, M )
is an invertible matrix the columns (and rows) are linearly independent, thus each
column of the matrix and hence each vertex in the graph is assigned a unique vector
in Rn . As such any metric on Rn may be used as a metric on V (G).
Definition 51 Let G be a finite simple graph with no isolated vertices and let M be
a column normalized adjacency matrix of G. Let Φα : V → Rn be the function given
as Φα (u) = [Y (α, M )]∗,u . Φα is said to be the α-column mapping.
Recall that since Y (α, M ) is an invertible matrix its columns are linearly
independent hence no two columns are scalar multiples of each other and thus Φα is
an injective function.
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Proposition 8 Any function d : V × V → R given by d(x, y) = kΦα (x) − Φα (y)k for
any norm k · k on Rn is a metric on V , furthermore this metric is a graph compatible
metric if the norm satisfies the following: For any n × n permutation matrix P and
any vector u ∈ Rn we have that kP uk = kuk.
Proof:
Since Φα is an injective mapping the function d is obviously a metric for any norm
k · k. Assume that the norm satisfies the required property that kP uk = kuk for any
permutation matrix P . Since any automorphism of G corresponds to a permutation
matrix we have that if h is an automorphism with the corresponding permutation
matrix P then for all u ∈ V , P Φα (u) = Φα (h(u)). Thus if a, b ∈ V we have that
d(a, b) = kΦα (a) − Φα (b)k = kP (Φα (a) − Φα (b))k = kP (Φα (a)) − P (Φα (b))k
= kΦα (h(a)) − Φα (h(b))k = d(h(a), h(b))
2
Definition 52 Let f : V → V be a bijection such that for all u ∈ V , Φα (f (u)) is a
permutation of Φα (u), we call such a bijection f a pseudo-automorphism of G, and
denote the set of all pseudo-automorphisms of G as P Aut(G). If f ∈ P Aut(G) and
f (u) = u for a u ∈ V (G) then we call f a u fixing pseudo-automorphism, and denote
the set of all u fixing pseudo-automorphisms of G as P Autu (G).
Proposition 9 P Aut(G) is a group under functional composition, and Aut(G) ≤
P Aut(G).
Proof: First to show that P Aut(G) is a group, note that P Aut(G) is a subset of the
symmetric group on V , and that the identity bijection is clearly in P Aut(G). Thus
all that really needs to be proved is that the composition of elements in P Aut(G)
is an element in P Aut(G), and that the inverse of elements is in P Aut(G). Suppose f, g ∈ P Aut(G), then for all u ∈ V we have that Φα (f (g(u))) is a permutation of Φα (g(u)) which is a permutation of Φα (u) thus f ◦ g ∈ P Aut(G). Suppose
f ∈ P Aut(G), since P Aut(G) ⊆ Sym(V ) it follows that there exists h ∈ Sym(V ) such
that ∀u ∈ V , h(f (u)) = f (h(u)) = u. Since f ∈ P Aut(G) we have that Φα (f (h(u))
is a permutation of Φα (h(u)) and since f (h(u)) = u it follows that ∀u ∈ V Φα (u) is
a permutation of Φα (h(u)) so h ∈ P Aut(G). Thus P Aut(G) is a group, now since
Aut(G) is itself a group all we need to do is show that Aut(G) ⊆ P Aut(G).
Suppose h ∈ Aut(G). Since h is an automorphism of G there exists a permutation matrix P (corresponding to the automorphism) such that for all u ∈ V ,
P Φα (u) = Φα (h(u)). Thus Φα (u) is a permutation of Φα (h(u)) for all u ∈ V and
hence h ∈ P Aut(G). 2
It is a trivial corollary of the previous proposition that P Autu (G) is a group
(under functional composition) and that Autu (G) ≤ P Autu (G).
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Definition 53 Let u ∈ V and let h : V → V be a bijection such that:
i) h(u) = u
ii) ∀v ∈ V , Φα (h(v)) is a permutation of Φα (v)
iii) ∀v ∈ V , [Φα (u)]v = [Φα (u)]h(v) .
The bijection h is called a u fixing quasi-automorphism, and the set of all u fixing
quasi-automorphisms is denoted as QAutu (G).
By the definition it is obvious that QAutu (G) ⊆ P Autu (G).
Proposition 10 For any u ∈ V , QAutu (G) is a group under functional composition
and Autu (G) ≤ QAutu (G).
Proof:
Since we are dealing with compositions of bijections (which fix u) we merely need
to show that QAut(G)u contains the identity, is closed under composition and that
Aut(G)u is a subset of QAut(G)u .
It follows directly from the definition that the identity bijection is an element of
QAut(G)u .
Suppose f, g ∈ QAut(G)u , then f (g(u)) = f (u) = u, and for all v ∈ V we have that
Φα (f (g(v))) is a permutation of Φα (g(v)) which is a permutation of Φα (v), and we
have that [Φα (u)]f (g(v)) = [Φα (u)]g(v) = [Φα (u)]v , so f ◦ g ∈ QAut(G)u .
Finally suppose h ∈ Aut(G)u .
Then h fixes u (so i) holds).
For any v ∈ V , Φα (h(v)) is a permutation of Φα (v) since the column of the diffusion
character matrix associated with any vertex in the orbit of v is a permutation of the
column of the diffusion character matrix associated with v, and h(v) is in the orbit
of v. (so ii) holds)
Lastly since h is an automorphism we have that for any v ∈ V , Φα (u)v = Φα (u)h(v)
(since a permutation is a witness to the fact that the diffusion character matrix of G is
permutation equivalent to itself if and only if the permutation is an automorphism). 2
Proposition 11 Let G = (V, E) be a finite simple graph with no isolated vertices.
If there exists u ∈ V such that |QAut(G)u | = 1 and ∀v ∈ V with v 6= u we have that
Φα (u) is not a permutation of Φα (v) then |Aut(G)| = 1.
Proof:
If there exists u ∈ V such that |QAut(G)u | = 1 then (by the previous prop) |Aut(G)u |
= 1. If ∀v ∈ V with v 6= u we have that Φα (u) is not a permutation of Φα (v) then
no vertex besides u in the same orbit (w.r.t. the automorphism group of G) as u and
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hence |Orbit(u)| = 1. By the orbit-stabilizer lemma we have that |Aut(G)| = 1. 2
Example 8 Note that for any graph G and any u ∈ V (G) we have that Aut(G)u ⊆
QAut(G)u ⊆ P Aut(G)u . It is worth noting that there are graphs where these inequalities are both equalities, both strict, and where exactly one of them is an equality.
Case 1: Both inequalities are equal:
1. Diffusion Rigid example in Figure 3.3

Figure 3.3: A diffusion rigid graph.
No two columns of the diffusion character matrix for the graph G shown in Figure
3.3 are permutations of each other. Thus |Aut(G)| = 1 = |P Aut(G)|, and hence for
all vertices v, |Aut(G)v | = |QAut(G)v | = |P Aut(G)v |.
2. The complete graph Kn is vertex transitive (i.e. all vertices are in the same
orbit of the graphs automorphism group) that in and of itself does not guarantee
the equalities it only means that |P Aut(Kn )v | = (n − 1)! for any vertex v, however
since we are dealing with a complete graph |Aut(Kn )v | = (n − 1)! and it follows that
|Aut(G)v | = |QAut(G)v | = |P Aut(G)v |.
Case 2: Both inequalities are strict:
1. Cn where n ≥ 5, for any vertex choice for u.
(in the case of C5 |P Aut(C5 )x | = 24, |QAut(C5 )x | = 4, and |Aut(C5 )x | = 2.)
Note that Cn is vertex transitive (i.e. all v ∈ V (Cn ) are in the same orbit of the
automorphism group of Cn ). Pick any vertex x ∈ V (Cn ), notice |Aut(Cn )x | = 2, and
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since Cn is vertex transitive all columns of the diffusion character matrix are permutations of each other, thus |P Aut(Cn )x | = (n − 1)!. Now consider the column of the
DC matrix of Cn associated with x, it is clear that vertices at differing distances from
x will have different DC matrix values in the x column and vertices equidistant from
x have the same DC matrix values since the non-identity permutation in Aut(Cn )x
switches the equidistant vertices (except for the single most distant vertex in the case
(n−1)
when n is even). Thus when n is odd |QAut(Cn )x | = 2 2 and when n is even
n−2
|QAut(Cn )x | = 2 2 .
2. The Cn , n even, n > 5 , case can be generalized.

Figure 3.4: Cycle based generalization.
Consider Figure 3.4, as long as Graph A is inserted in the same manner in both
parts of the figure then x fixing quasi-automorphisms will include permutations which
map vertices in one copy of Graph A to both copies of Graph A forcing |Aut(G)x | <
|QAut(G)x |. If Graph A is chosen so as to connect up with the rest of the graph via
vertices which are in the same orbit of the automorphism group of Graph A (by itself )
then vertices x and y are in the same orbit which implies each of their two neighbours are as well and hence all 4 of these vertices have the same diffusion character
columns up to permutation, however since x is only adjacent to two of them there will
be exactly 2 different values for the 4 vertices in the column of the diffusion character
matrix associated with vertex x which means that there are permutations which map
the neighbours of x to the neighbours of y in P Aut(G)x which are not in QAut(G)x
so |QAut(G)x | < |P Aut(G)x |.
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Case 3: Exactly one of the inequalities is equal (both on the same graph):
Consider the graph G shown in Figure 3.5.

Figure 3.5:
Notice that the orbits in the automorphism group of this graph G are determined entirely by the distance from vertex x (i.e. two vertices are in the same orbit iff they
are the same distance from vertex x). Recall that if two vertices are in the same orbit
the columns of the diffusion character matrix associated with those vertices must be
permutations of each other. From the generating function interpretation of the diffusion character matrix it is apparent that if vertices u and v have differing numbers
of vertices at distance k from themselves then the columns of the diffusion character
matrix associated with u and v cannot be permutations of each other. Notice that x is
the only vertex that is at a distance of 2 from 4 vertices, the neighbours of x are the
only vertices that are at a distance of 1 from 3 vertices, the neighbours of y and z are
the only vertices that each have exactly 1 vertex at distance 5, and that y and z are
the only vertices which have a vertex at distance 6. Thus in this graph the columns
of the diffusion character matrix of the graph are permutations of each other iff they
are in the same orbit.
Thus |P Aut(G)x | = 2! × 4! × 2! = 96, and |P Aut(G)y | = 2! × 4! = 48.
Notice that the vertices at same distance from x all have the same value in the diffusion character matrix for the x column, thus |QAut(G)x | = 2! × 4! × 2! = |P Aut(G)x |,
however the actual group of x-fixing automorphisms Aut(G)x is only of size 8. Now
consider QAut(G)y , the vertices at the same distance from y all have the same value
in the diffusion character matrix for the y-th column. Hence the only permutations
in QAut(G)x are those that map the 2 neighbours of y to each other or map the 2
vertices at distance 5 from y to each other, which are precisely the permutations in
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Aut(G)y , thus |Aut(G)y | = |QAut(G)y | = 2! × 2! = 4.

3.6

Numerical Computation

The following proposition illustrates the importance of α with respect to
making the diffusion character matrix well-conditioned.
Proposition 12 Let M be an n × n column stochastic matrix. Then for 0 < α < 1,
1
k(In − αM )−1 k1 = 1−α
, and kIn − αM k1 ≤ 1 + α with equality for M such that
[M ]ii = 0 for all 1 ≤ i ≤ n.
Proof:
1
k(In − αM )−1 k1 = 1−α
follows immediately from the Neumann Series representation
of Y (α, M ), noting that M k is column stochastic for all k ∈ N. The latter part
of the proposition follows immediately from the definition of the k · k1 norm, since
kIn − αM k1 ≤ | kIn k1 + kαM k1 |. Note that if [M ]ii = 0 for all 1 ≤ i ≤ n then
since M is column stochastic it follows that the only positive entries in the matrix
IN − αM are the diagonal entries which are all 1 and the sum of the absolute value
of all the other entries in a column is α hence kIn − αM k1 = 1 + α. 2
The above proposition indicates that kIn −αM k1 k(In −αM )−1 k1 ≤ 1+α
, and
1−α
hence Y (α, M ) can be made to be arbitrarily well-conditioned (by choosing smaller
and smaller α) w.r.t. the 1 − norm. This combined with the fact that F (α, M ) is a
contraction mapping for 0 < α < 21 and behaves quite differently for α > 12 indicates
that choices of α such that 0 < α ≤ 12 are desirable. Unfortunately choosing extremely
small α is not particularly desirable since the diffusion character mapping approaches
the mapping which maps everything to the identity matrix as α approaches 0. Thus
α = 12 is a value of particular interest, of the values of α which do not result in a
contraction mapping it produces the smallest condition number possible.

3.6.1

Orbit Stabilizer Based Numerical Shortcut

Let G be a finite simple graph with no isolated vertices. Let x ∈ V (G) be a
distinguished vertex. Let Autx (G) be the group of all automorphism of G which fix
x (Autx (G) is called the stabilizer of x).
Note that if y, z ∈ V (G) are in the same orbit in Autx (G) then they will
necessarily have the exact same diffusion character value in column x. The orbit
stabilizer based numerical shortcut is a method for computing the ith column of the
diffusion character matrix by computing a modified transition matrix with each state
corresponding to a different orbit, and dividing the resulting DC value by the number
of vertices in that orbit.
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Assume ei ∈ Rn and e∗i ∈ Rm are the i-th standard basis vectors of their respective
spaces. Consider solving (In − αM )x = ei (i.e. x = [Y (α, M )]∗,i the i-th column of
Y (α, M )).
Let B ∈ Rm×n and C ∈ Rn×m such that Bei = e∗i , BC = Im and x = Cy for some
y ∈ Rm , (this implies that Bx = y).
Then we have the following:
(In − αM )x = ei
⇒ B(In − αM )x = Bei = e∗i
⇒ (B − αBM )x = e∗i
⇒ (B − αBM )(Cy) = e∗i
⇒ (BC − αBM C)y = e∗i
⇒ (Im − αBM C)y = e∗i
In particular if it is known in advance that:
{Aj }m
j=1 is a partition of the vertices {1, . . . , n}, such that Ai = {i}, and [Y (α, M )]k,i =
aj , for all k ∈ Aj , then B and C can be constructed in the following manner:
[B]i,i = 1 for all k 6= i, j 6= i, [B]i,k = 0 = [B]j,i for all j 6= i, and all k 6= i, Bj,k = 1 if
k ∈ Aj , and 0 otherwise.
[C]i,i = 1 for all k 6= i, j 6= i, [C]i,k = [C]j,i = 0 for all k 6= i, j 6= i, [C]k,j = |A1j | if
k ∈ Aj and 0 otherwise.
We have that BC = Im , x = Cy for a y ∈ Rm , Bei = e∗i .
This short cut implies that if we know in advance the orbits in the orbit
stabilizer of a vertex v in a graph then when computing the diffusion characters for
vertex v we can reduce the dimension of the matrices we are working with to the
number of orbits in the orbit stabilizer of vertex v plus 1 (for the vertex v itself).
The following example demonstrates a quick application of the shortcut
while simultaneously showing that it is possible for two connected graphs with nonzero entropy based distance to each have columns which are permutations of each
other.
Example 9 Let G and H be the graphs shown in Figure 3.6:
Then G and H are not isomorphic as graphs, and their diffusion character based pseudometric distance is nonzero. However the column of the diffusion character matrix
centred at 1 for G is a permutation of the column of the diffusion character matrix
centred at 1 for H.
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In both graphs consider the 1 fixing automorphisms as a group (the stabilizer group
of 1).
In both graphs: 1 is in its own orbit X, 2 and 3 are in an orbit A, 4, 5, 6 and 7 are in
an orbit B, and 8 and 9 are in an orbit C and 10 is in an orbit D.
The probability of transitioning from a vertex in orbit X to a vertex in orbit A is 1.
The probability of transitioning from a vertex in orbit A to a vertex in orbit X is 13 .
The probability of transitioning from a vertex in orbit A to a vertex in orbit B is 32 .
The probability of transitioning from a vertex in orbit B to a vertex in orbit A is 21 .
The probability of transitioning from a vertex in orbit B to a vertex in orbit C is 12 .
The probability of transitioning from a vertex in orbit C to a vertex in orbit B is 23 .
The probability of transitioning from a vertex in orbit C to a vertex in orbit D is 13 .
The probability of transitioning from a vertex in orbit D to a vertex in orbit C is 1.
By the orbit stabilizer based numerical shortcut we have that the 1 column of the
diffusion character matrices for G and H are identical.

Figure 3.6:

3.7

Strongly Regular Graphs

Definition 54 Let G be a k-regular simple graph which is neither complete nor
empty. G is said to be a strongly regular graph with parameters (n, k, a, c), if
|V (G)| = n, G is k-regular, every pair of adjacent vertices has a common neighbours,
and every pair of distinct non-adjacent vertices has c common neighbours.
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Example 10 The 5-cycle C5 is a strongly regular graph with parameters (5, 2, 0, 1).
The complete bipartite graph K4,4 is a strongly regular graph with parameters
(8, 4, 0, 4). Both are shown in Figure 3.7.

C5

K4,4

Figure 3.7: Graphs C5 and K4,4 .
It is worth noting that the value and multiplicity of the eigenvalues of the
adjacency matrix of a Strongly regular graph with parameters (n, k, a, c) are determined entirely by the parameters n, k, a, and c (see [24]). As such the characteristic
polynomial of the adjacency matrix of a strongly regular graph can be written as a
function of n, k, a, and c.
Note the following proposition appears in [24], it is not novel.
Proposition 13 Let A be an adjacency matrix of a strongly regular graph G with
parameters (n, k, a, c), and let J denote the n × n all ones matrix. Then A2 = kIn +
aA + c(J − In − A).
Proof:
Notice that [A2 ]i,j is the number of walks of length 2 between vertices vi and vj . Since
G is strongly regular it follows that if {vi , vj } ∈ E(G) then [A2 ]i,j = a, since vi and
vj share a common neighbours. Note that in this case
[kIn + aA + c(J − In − A)]i,j = [aA + c(J − A)]i,j = [aA]i,j = a
If vi and vj are distinct vertices which are not adjacent then they share c common
neighbours and [A2 ]i,j = c. In this case
[kIn + aA + c(J − In − A)]i,j = [cJ]i,j = c
Now consider the number of length 2 walks from vertex vi to itself. Since G is kregular vi has k neighbours and hence [A2 ]i,i = k. Note that since G is a simple graph
the diagonal entries of A are 0, and hence
[kIn + aA + c(J − In − A)]i,i = [kIn + c(J − In )]i,i = k + c(1 − 1) = k
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Since the only cases are that two vertices are either adjacent, the same or distinct and
not adjacent it follows that the matrix A2 is equal to the matrix kIn +aA+c(J −In −A)
entrywise. 2
Corollary 1 Let A be an adjacency matrix of a strongly regular graph G with parameters (n, k, a, c), and let J denote the n × n all ones matrix. Then ∃ polynomials a1,m (k, a, c), a2,m (k, a, c) and a3,m (k, a, c) such that Am = a1,m (k, a, c)A +
a2,m (k, a, c)J + a3,m (k, a, c)In .
Proof:
The Proof is obvious since the preceding proposition indicates that A2 can be written
as a linear combination of the matrices A, In , and J whose coefficients depend only
on the parameters k, a, and c. The result is trivially true for m ≤ 1 and after noting
that JAm = Am J = k m J it follows that by repeated multiplication of the equation
A2 = kIn + aA + c(J − In − A) by the matrix A one can write Am in terms of a linear
combination of In , J and Am−1 for any m ≥ 2, hence by induction it follows that
Am can be written as Am = a1 (k, a, c, m)A + a2 (k, a, c, m)J + a3 (k, a, c, m)In where
a1 , a2 , a3 are polynomials (in k, a, and c) for all m ∈ N. 2
The above corollary indicates that the diffusion character matrices of
strongly regular graphs can also be written as linear combinations of the matrices In ,
J and the adjacency matrix.
Corollary 2 Let A be an adjacency matrix of a strongly regular graph G with parameters (n, k, a, c), and let J denote the n × n all ones matrix. Then Y (α, k1 A) can
be written as
1
Y (α, A) = f1 (k, a, c, α)A + f2 (k, a, c, α)J + f3 (k, a, c, α)In
k
where f1 (k, a, c, α), f2 (k, a, c, α), and f3 (k, a, c, α) are all scalar real numbers for any
parameters (n, k, a, c) for which a strongly regular graph exists, and any 0 < α < 1.
Proof:
Note that since A is a k-regular graph k1 A is a column normalized adjacency matrix of G. Recall
series representation of the diffusion character matrix.
P the infinite
1
m
Y (α, k1 A) = ∞
((α)
A)
.
By
the previous corollary
m=0
k
Am = a1 (k, a, c, m)A + a2 (k, a, c, m)J + a3 (k, a, c, m)In
where a1 , a2 , a3 are polynomials (in k, a, and c) for all m ∈ N. Hence
∞ 

X
1
α
Y (α, A) =
( )m (a1 (k, a, c, m)A + a2 (k, a, c, m)J + a3 (k, a, c, m)In )
k
k
m=0

2
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3.8

Diffusion Characters are Not an Isomorphism Test

As seen in the proof of corollary 2, there are at most three distinct values
in the diffusion character matrix of a strongly regular graph, more over these values
appear an equal number of times in each column of the diffusion character matrix,
as such the column entropy and column 2-norm and other such centrality measures
cannot be used to distinguish orbits in strongly regular graphs with multiple orbits.
Such graphs do exist, for example 14 of the 15 strongly regular graphs with parameters (25,12,5,6) see [18] are examples of strongly regular graphs with multiple orbits.
Another implication of corollary 2 is that the diffusion character derived
pseudometrics outlined above cannot distinguish between two strongly regular graphs
on the same parameters which are not isomorphic. Unfortunately such pairs of graphs
do exist, for example there are two strongly regular graphs with parameters (16,6,2,2)
which are not isomorphic [24], and there are 15 strongly regular graphs with parameters (25,12,5,6) known as the 25-Paulus graphs (or the conference graphs on 25
vertices), see [18], which are not isomorphic. Four of these graphs appear in Figure
3.9.
The following example demonstrates that there are other graphs besides
strongly regular graphs on the same parameters which are non-isomorphic but cannot be distinguished via any of the diffusion character based pseudometrics mentioned.
Example 11 Consider the 2 graphs G and H in Figure 3.6. The columns of their
respective diffusion character matrices associated with the vertices labelled with 1 and
10 are permutations of each other (recall that these were the graphs used in the orbit stabilizer based numerical shortcut example). The graphs do not have a diffusion
character based distance of zero however as the other vertices columns differ. Thus
this is an example of two graphs with non-zero diffusion character distance that none
the less have DC matrix columns which are permutations of each other.
Now consider arranging copies of graphs G and H in the two different configurations
(G1 and G2) shown in Figure 3.8 by joining the copies of G and H via an edge between the vertices labelled with 1s and 10s.
The resulting graphs G1 and G2 are 40 vertex graphs which are partitioned
into 2 copies of G and H each. Clearly G1 and G2 are not isomorphic. Both of these
graphs have the property that walks between vertices in different partitions must pass
through 1 and 10 labelled vertices which by the automorphism based numerical shortcut will all have the diffusion character columns which are permutations of each other.
Thus for any vertex v in a H partition the diffusion character column of v would be
the same for any H partition connected to any 3 G or H partitions, similarly for any
vertex u in an G partition its diffusion character column would be the same for any
G partition connected to any 3 G or H partitions. Note that the actual columns of
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Figure 3.8: Configurations for placing the graphs in Figure 3.6 which will result
in non-isomorphic graphs that are indistinguishable by diffusion character based
pseudometrics.
the non 1 and 10 labelled vertices in the G and H partitions need not be able to be
mapped to each other via permutations, but since there are the same number of G and
H partitions in both the G1 and G2 graphs, the G1 and G2 graphs will have the same
diffusion character based embeddings, so lexicographic, column 2-norm and entropy
based distances between the graphs will all be zero.
This example can easily be extended to other configurations based on joining nonisomorphic graphs via a permutation similar column.

3.8.1

. . . but can be Used as Witnesses that Graphs are Non-Isomorphic

While it has been shown that there are graphs which are non-isomorphic
but which have a pseudometric distance of zero in all of the diffusion character based
pseudometrics which have been defined it should be noted that these are pathological
examples. In all of the application chapters in this thesis no pair of non-isomorphic
graphs which have a diffusion character based pseudometric distance of zero are ever
encountered.
The behaviour of random walks on two graphs must be extremely similar
for any of the diffusion character based pseudometrics to assign the graphs a distance
of zero. In applications where graphs are generated via a stochastic process which
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adds or modifies edges it is extremely unlikely that graphs will be generated which
are non-isomorphic and still have distance of zero in a diffusion character based pseudometric. Thus it is worth mentioning that diffusion character based pseudometrics
are actually quite useful as witnesses that two graphs are non-isomorphic, but cannot
be used to confirm that two graphs are isomorphic.

Figure 3.9: 4 of the 25-Paulus graphs.
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Chapter 4
Methods and Analysis Techniques
4.1

Introduction

This chapter details the methods and analysis techniques used in the application chapters of this thesis.

4.2

Unweighted Pair Group Method with Arithmetic Mean

The Unweighted Pair Group Method with Arithmetic Mean (UPGMA) algorithm is a hierarchical clustering method used to create a taxonomic tree from
distance data. This algorithm is used to Chapter 6 to create a taxonomy of graphs.
A good description of the algorithm can be found in [46, 50]. Given a collection of
taxa T and distances di,j between taxa i and j, UPGMA first links the two taxa a
and b which are closest together. The taxa a and b are then merged into a new unit c.
For all taxa i other than a, b and c the new distance di,c is computed as the arithmetic
mean of di,a and di,b . Now c, the new taxon, represents the average of the two original
taxa a and b, and from here on a and b are ignored. The procedure is repeated to
find the next pair of least distant taxa and merge them together. Note that when
taxa x and y are merged into a taxon z, the new distances di,z are the average of di,x
and di,y weighted proportional to the number of original taxa in x and the number
of original taxa in y. The algorithm ends when the last two taxa are merged together.
UPGMA is useful if the distances used have a uniform meaning. Euclidean
distance on vectors which encode categorical data is an example of non-uniform meaning. Euclidean distance on vectors where all entries encode the same type of information at the same scale is an example of a distance with uniform meaning. The
diffusion character based Entropy distance is an example of a distance with uniform
meaning and as such is appropriate to use with UPGMA.

4.3

Nonlinear Projection

Nonlinear projection (NLP) [10, 43] is a method of visualizing high dimensional distance data. It is a form of multidimensional scaling that is performed with
evolutionary computation. Multidimensional scaling is a family of methods which
analyze proximity data on pairs of objects, and attempt to map the data into a lower
dimensional embedding space such that the distances in the embedding space are a
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good approximation of the original proximity data. The textbook [25] explains many
variations on multidimensional scaling. Nonlinear projection is used to visualize distance data in Chapters 7 and 8.
The nonlinear projections used in this thesis works as follows: given a metric space (X, d) the idea is to find a set Y of |X| points in two-dimensional space
such that the Euclidean distance between points in Y corresponds as well as possible
with the d distances between points in X. The two-dimensional approximation is a
way to visualize the higher dimensional data set. In its original form [10] NLP used
an evolutionary algorithm to minimize the the squared error between the distance
matrix of the original data and the distance matrix of the two-dimensional Euclidean
distance approximation. The representation used a list of point coordinates, and the
optimization problem was treated as a standard real-valued evolutionary optimization. In this thesis Pearson correlation is maximized rather than minimizing squared
error.
Pearson correlation is given by
Pn
(xk − x)(yk − y)
ρ = k=1
(n − 1)sx sy
where for z ∈ {x, y}, sz is the sample variance, and z is the sample mean. Given an
N × N distance matrix, the Pearson correlation of the N (N2−1) upper diagonal entries
are used.
When optimizing Pearson correlation or squared error the optimizer needs
to optimize relative distances. Pearson correlation is scale invariant but squared error
is not, as such optimizing Pearson correlation avoids the unnecessary complication of
optimizing scaling.
In this thesis nonlinear projection is used to visualize the pseudometric distances between the graphs which result from different runs of evolutionary algorithms.
The standard evolutionary algorithm used to do this uses size 7 tournament selection on a population of 10 members, each tentative solutions, stored as a list of 180
points (a, b) where a and b are double precision floating point numbers each initialized to be between 0 and 1. The variation operators used are two-point crossover
with points treated as atomic objects, and two mutation operators each used half of
the time. The first mutation operator replaces a point (a, b) selected uniformly at
random with a new point selected uniformly at random to be within the unit square.
The second mutation operator replaces a point (a, b), chosen uniformly at random,
with (a + c, b + c) where c is a Gaussian random variable with standard deviation of
0.1. From 1 to 3 mutations are performed on each new population member with the
number of mutations selected uniformly at random. The algorithm is steady state
and runs for 200000 mating events.
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4.4

Mean Between and Within Group Distance

This section describes the analysis techniques used to assess whether different empirical distributions of graphs are drawn from the same or different distributions
of graphs. These techniques are employed in Chapters 5, 7, and 8.
Let X and Y be finite multisets of graphs. A multiset is similar to a set but
elements may be included multiple times with each instance of the element contributing to the cardinality of the multiset. Distinctly indexed elements of a multiset refer
to either distinct elements in the multiset or different instances of the same element
in the multiset. There are |X| × |Y | ways of picking a (distinctly indexed) graph from
X and a (distinctly indexed) graph from Y . The mean between group distance is the
arithmetic mean of the |X|×|Y | distances which result from picking an indexed graph
in X and an indexed graph in Y . There are |X|(|X|−1)
ways of picking two distinctly
2
indexed graphs from X. The mean within group distance is the arithmetic mean of
the |X|(|X|−1)
distances which result from picking distinctly indexed graphs in X.
2
In this thesis the distributions of graphs found by evolution for various
parametrized evolutionary algorithms are not known and each sample of graphs contains 30 graphs, thus to avoid any issues concerning whether the central limit theorem
applies on a sample of size 30, the non-parametric bootstrap method is used for computing 95% confidence intervals on the mean between and within group distances.
The bootstrapping method used in this thesis works as follows: A sample
distribution Z with N points is given. This distribution is resampled by randomly
sampling N points with replacement from Z, the estimator (or statistic) is calculated
from the resampling. The sample distribution Z is resampled many times, and the
estimator calculated from each resampling is saved, and sorted. The 2.5th percentile
and 97.5th percentile of the distribution of estimators are used as the lower and upper
bound of the 95% confidence intervals of the estimator.
In this chapter the estimators are the mean between group distance for X
and Y , which is calculated by sampling |X| graphs from X and |Y | graphs from Y
in each resampling, and the mean within group distance for X which is calculated
by sampling |X| graphs from X in each resampling. Unless otherwise specified the
bootstrap methods employed in this thesis use 100000 resamplings to calculate 95%
confidence intervals for each estimator.
When X and Y are samples from distributions of graphs, or finite multisets
of graphs, the mean between group distance of X and Y is an estimate of the expected
distance between a randomly chosen graph in X and a randomly chosen graph in Y .
The mean within group distance of X is an estimate of the expected distance between
two randomly chosen graphs in X.
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The mean within group distances can be compared to each other, and the
mean between group distance of groups X and Z and the mean between group distance of groups Y and Z can be compared to each other. However caution must be
taken when comparing the mean within group distance of group X with the mean
between group distance of groups X and Y. This is due to the fact that with the
bootstrap method the individual graphs are sampled with replacement. Thus with a
small sample size there is a non-negligible probability that a graph is sampled multiple times leading to one or more zero distances being included in any mean within
group distance estimate, even if the original sample of graphs contains no pairs of
graphs at zero distance. When the same graph is sampled multiple times in one of the
groups for the between group distance, the distances associated with that graph are
reused multiple times but there is no a priori bias towards whether that will increase
or decrease the estimate of the mean.
For the duration of this thesis if there is a significant difference in the mean
between group distance of groups X and Z and groups Y and Z for some Z then groups
X and Y are said to be distinguishable via a third party comparison. If there is a significant difference between the mean within group distance of group X and the mean
within group distance of group Y then groups X and Y are said to be distinguishable
via within only comparisons.
Mean within group distance comparisons and mean between group distance
comparisons, are both ways of testing whether two samples of graphs are taken from
different distributions of graphs. When two samples of graphs are distinguished via
a third party comparison this indicates that the centres of mass of the samples differ and therefore the two samples of graphs are sampled from different distributions.
When two samples of graphs have significantly different mean within group distances
this indicates that one of the samples is more tightly clustered together than the other
and thus the two samples are taken from different distributions of graphs. Mean between group comparison can distinguish between a set of points in Euclidean space
and a translation of that set of points which mean within group distance cannot.
Mean within group comparison can distinguish between a set of points in Euclidean
space and a scaled, about the centre of mass, copy of that set of points which mean
between group distance cannot. It is worth pointing out that the mean within and
between group distance comparisons cannot provide any evidence that two distributions of graphs are equal, the comparisons can only provide statistical evidence that
they differ.

4.4.1

An Important Point to Note

So far ‘distributions of graphs’ have been discussed without making an important point related to the sampling of the distributions. In applied settings (such
as those in Chapter 5, Chapter 7, and Chapter 8) only a small number of graphs are
sampled from discrete probability distributions on the set of graphs. Suppose two
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samples of size N are taken from two discrete probability distributions on graphs and
these samples combined contain 2N non-isomorphic graphs. Any method of determining whether these distributions are equal which simply takes relative (or absolute)
frequency of graphs into account will either always be unable to conclude that there
is any significant difference between these distributions or always conclude that there
are significant differences, regardless of whether or not the distributions are in fact
equal. There are two obvious ways to deal with this, namely to measure a graph
invariant of interest for the particular application and use the measures in place of
the graphs or directly use a measure of similarity or dissimilarity of interest for the
particular application on the graphs themselves. The latter method is employed in
this thesis, by using various pseudometrics on graphs.
A consequence of this is that any test to see if two distributions of graphs
are considered equal that is based on a pseudometric will have differing results dependant upon the choice of pseudometric. As such throughout the remainder of this
thesis when discussing ‘distributions of graphs’ we are always implicitly specifying a
distribution with respect to a particular pseudometric.
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Chapter 5
Distinguishing Between Extremal Epidemic
Networks
5.1

Introduction

This chapter is an expansion and correction of the paper [8]. This study
used an evolutionary algorithm to optimize regular graphs to yield either graphs on
which an SIR based epidemic is long-lasting or in which a maximal number of vertices
are infected in a given time step. These 2 different types of graph are extremal cases
of epidemic behaviour. Diffusion character based pseudometrics are then used to determine the mean distance over all pairs of graph within and between the resulting
distributions of graphs, and show that the types of graph located by the two optimizations are substantially different. The evolutionary algorithm used is non-standard,
it is an example of a recentering-restarting algorithm. A recentering-restarting algorithm is an evolutionary algorithm for searching generative representations (including
representations which consist of an string of editing operations performed on a structure).
The paper [8] contains errors related to how the diffusion character pseudometric distance were calculated and how the 95% confidence intervals for the mean
between and within group distances were calculated which have been corrected in
this chapter, furthermore the work in this chapter contains two types of epidemic
simulation: ones where the initially infected individual is fixed for all simulations and
ones where the individual is selected uniformly at random.

5.2

Graph Based SIR Model

A graph based SIR epidemic is initialized with a few individuals (vertices)
in the infected state, and all other individuals (vertices) in the susceptible state. In
the model used in this thesis there is only ever 1 individual that starts in the infected
state which is designated ‘patient zero’. In each time-step each infected individual
infects each of their susceptible neighbours with independent probability β. After
newly infected individuals are identified the infected individuals which were infected
in a previous time-step are moved to the removed state (i.e. for each individual that
contracts it, the disease is assumed to last for exactly one time-step).
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5.3

The Evolutionary Algorithm

The evolutionary algorithm used in this study is nonstandard and first appeared in [4]. It is a recentering-restarting algorithm. The basic recentering-restarting
algorithm is shown in Algorithm 3.
Algorithm 3
· Create an initial structure S, label this the centre structure.
· Save the initial centre structure S.
· Repeat:
· Create a population of lists of edits which modify the centre structure
· Repeat:
· Evaluate the quality of the population members.
· Select population members to reproduce with a bias towards
higher quality.
· Create variations of the selected population members.
· Replace older population members with newer lists with a quality
bias.
· Until (number of mating events > desired number of mating events)
· Find the best structure resulting from the population of editing moves
and label this as the new centre structure.
· Save the new centre structure
· Increment number of epoch
· Until (number of epochs > desired epoch length)
· All of the saved centre structures are compared and the highest quality structure is
reported.
In this chapter a recentering-restarting algorithm is used to search the space
of (labelled) graphs of a specified number of vertices and degree sequence for graphs
which maximize a fitness function. An initial centre graph with a specified degree
sequence is constructed, and editing operations are evolved which modify the connectivity of the centre graph while preserving the degree sequence, the list of editing
operations are the population members and the fitness of a population member is
determined by evaluating the fitness of the graph which results from applying the
editing operations to the centre graph. After a specified number of mating events
called an epoch the centre graph is replaced by the graph with the highest fitness that
results from applying the population member editing operations. After replacing the
centre graph evolution continues.
The editing operations in this chapter are edge swaps which modify the edge
relationship of the graph while maintaining the degree sequence of the graph. These
also first appeared in [4]. An edge swap operation consists of 4 integers, the first and
third integer are reduced modulo the number of vertices in the graph, and specify 2
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vertices A and C in the graph, the second and fourth integer are taken modulo the
degrees of A and C respectively and each specify a neighbour, B and D respectively,
of each of the vertices. If any of these 4 vertices are duplicates (e.g. A = B) or if there
is any other edges between these 4 vertices (e.g. {A, D} is already an edge) then the
edge swap does nothing, otherwise the edges {A, B} and {C, D} are replaced with
edges {A, D} and {B, C}, see Figure 5.1. Notice that the degrees of these vertices
remain unchanged after an edge swap.

Figure 5.1: An edge swap.
Note that if G1 and G2 are graphs on the same vertex set with the same degree sequence, it is not always possible to perform edge swap operations to transform
G1 into G2 , for an example see Figure 5.2. Thus it should be noted that the edge swap
representation cannot always actually search the entire space of graphs on a specified
vertex set with a specified degree sequence. This means that it is also not always
possible to place an edit-metric on the space of all graphs on the same vertex set with
the same degree sequence using edge swaps as edits. However it is possible to place
an edit-metric on the space of all graphs on the vertex set V = {0, . . . , 127} which
are k-regular (for k = 3, 4, 5, 6, 7) using edge swaps as editing operations, which are
the spaces of graph which will be searched in for this chapter. Thus given a sufficient
number of epochs the representation used in this chapter is capable of searching the
entire space of k-regular graphs on 128 vertices for 3 ≤ k ≤ 7. This was something
that was not mentioned in [8] because proving this claim is somewhat involved, the
proof has been included in Section 5.3.2.
The population members in the evolutionary algorithm are sequences of edge
swaps, stored as a linear chromosome of integers whose length must be a multiple of
4. The length of the edge-swap representation of a population member is the number
of quadruples stored in the linear chromosome (i.e the number of edge swaps). Note
that to avoid unintentionally biased selection of particular vertices the range of permissible values for the integers in the chromosome must be substantially larger than
the number of vertices, as well as all possible degrees in the degree sequence. In this
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Figure 5.2: There is no sequence of edge swaps that transforms G1 into G2 .

study the integers in the chromosome are between 0 and 999. The variation operators
used on the linear chromosome are two-point crossover and uniform mutation where
each integer in the chromosome is replaced with probability 0.05 by a randomly selected integer in the range [0, 999].
Two different types of fitness function are used in this study: The Maximum
Marginal Infection fitness (M M I-fitness) is the sampled mean of the largest number
of individuals which become infected in a single time-step. The Epidemic Duration
fitness (ED-fitness) is the sampled mean of the length of the epidemic. The length of
an epidemic is the number of time-steps before there are no more infected individuals.
There are also two different ways epidemic simulations are run to evaluate
fitness: The fixed patient zero (F) runs always use the same labelled vertex in each
epidemic simulation as the initial patient zero. The random patient zero (R) runs pick
a vertex uniformly at random for each epidemic simulation and use it as the initial
patient zero.
There are four distinct fitness functions used in this chapter: M M I(F ),
ED(F ), M M I(R) and ED(R) fitness.
5.3.1

A Note on the Recentering-Restarting Algorithm

A standard evolutionary algorithm which uses some k-regular starting graph
and an edge swap representation of a very long length could search the space of kregular graphs, however previous work in [4], showed that algorithms using an edge
swap representation long enough to effectively search the space for graphs which maximize fitness are exceedingly slow.
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In evolutionary optimization the normal reason to restart an algorithm is to
avoid wasting run-time. When an algorithm is unlikely to make additional progress,
detected usually via some heuristic measure of convergence, a new initial population
is generated and evolution begins anew. The only difference between the new and old
instances of evolution are the initial population. The initial graph and edit operation
based representation however provide an opportunity. In the recentering-restarting
algorithm when an algorithm restarts the current best graph can replace the initial
graph, which we call recentering, allowing search to proceed in a sequence of steps,
each using a moderate length chromosome.
After several recenterings graphs can be found which would require a long
and inefficient representation in a normal evolutionary algorithm. Furthermore recentering allows the algorithm to (usually) retain gains made between restarts. Strictly
speaking the recentering restarting algorithm will not necessarily retain all gains made
between restarts unless the population is always restarted with at least one individual whose chromosome consists of edit operations which have no net effect. However
including such an individual in the restart would likely be counter productive, as the
individual would likely have significantly higher fitness than the other randomly generated population members which would mean that search would be very localized
around the high fitness individual. Not including such an individual in the restart
allows for an exploratory phase directly after restart. It is for this reason that all
of the saved structures need to be compared at the end of the algorithm in order to
locate the highest quality structure encountered during the course of evolution.

5.3.2

A Note on Edge Swaps

As mentioned earlier given a vertex set and a specified degree sequence an
edge swap based edit metric on the space of all such graphs is not always possible. However for the vertex set V = {0, 1, . . . , 127}, and all k-regular graphs for
k = 3, 4, 5, 6, 7, it is possible to transform any k-regular graph on V into any other
k-regular graph on V with a finite sequence of edge swaps. This section will prove
this claim, which is necessary to show that the edge swap representation used in the
evolutionary algorithm is able to search the entire space of graphs on 128 vertices
which are k-regular, for k = 3, 4, 5, 6, 7, as long as the representation contains enough
edge swaps.
Lemma 1 Let V = {0, 1, . . . , 127}, and Xk be the set of all k-regular graphs on V , for
k = 3, 4, 5, 6, 7. For any graph G ∈ Xk any 4 vertices a, b, c, d ∈ V there exist distinct
edges e1 = {u, v} and e2 = {x, y} in E such that u, v, x, and y are not members of,
or neighbours of any vertices in, the set {a, b, c, d}, and e1 and e2 are the only edges
between the four distinct vertices u, v, x and y.
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Proof:
P
In a k-regular graph G = (V, E), we have that |E| = 64k since z∈V deg(z) = 2|E|.
Note that there are at most 4k edges incident on at least one of a, b, c or d. Thus
there are 64k − 4k edges which are not incident on any of a, b, c or d. For 3 ≤ k ≤ 7,
64k −4k is at least 180. Pick any such edge and call it e1 = {u, v}. The vertices u and
v are adjacent to at most 6 other vertices each, thus there are at least 180 − 1 − 12
edges which are not incident on any of a, b, c, d, u or v, pick any such edge and call it
e2 .2
Corollary 3 Let V = {0, 1, . . . , 127}, and Xk be the set of all k-regular graphs on V ,
for k = 3, 4, 5, 6, 7. Any tentative edge swap in which edges {a, b} and {c, d} would
be replaced by edges {a, d} and {b, c} except that {a, c} or {b, d} in an edge in the
graph is technically not an allowed edge swap, but can be accomplished via multiple
edge swaps.
Proof:
By the previous lemma it is always possible to pick edges {x, y}, and {z, w} such
that none of a, b, c, or d are incident on either edge, and the two edges are the only
edges between the vertices x, y, z, w, and x, y, z, w, a, b, c and d are 8 distinct vertices.
Perform the following 5 allowed edge swaps in order:
1.) {a, b} and {x, y} are replaced by {a, x} and {b, y}.
2.) {c, d} and {z, w} are replaced by {c, w} and {d, z}.
3.) {a, x} and {d, z} are replaced by {a, d} and {x, z}.
4.) {b, y} and {c, w} are replaced by {b, c} and {y, w}.
5.) {x, z} and {y, w} are replaced by {x, y} and {z, w}.
Notice that the end result differs from the original graph only by the fact that the
edges {a, b} and {c, d} have been removed and the edges {a, d} and {b, c} have been
added. 2
The previous corollary indicates for the k-regular graphs in this study, any
two edges of the form {a, b}, {c, d} (where a, b, c and d are distinct vertices) can be
swapped to the edges {a, c}, {b, d} via a sequence of edge swaps, as long as neither
{a, c} nor {b, d} were already edges of the graph.
Proposition 14 Let V = {0, 1, . . . , 127}, and Xk be the set of all k-regular graphs
on V , for k = 3, 4, 5, 6, 7. Then for any G1 , G2 ∈ X there exists a sequence of edge
swaps which transform G1 into G2 .
Proof:
For any two distinct graphs G1 , G2 ∈ Xk , let S1 = E1 ∩ E2c and S2 = E2 ∩ E1c . Note
that S1 and S2 are disjoint.
Note E1 can be written as the disjoint union E1 = (E1 ∩ E2 ) ∪ S1 , and similarly for
E2 , E2 = (E1 ∩ E2 ) ∪ S2 , also note that since G1 and G2 are both k-regular graphs on
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the same vertex set, |E1 | = |E2 |. Thus for any v ∈ V , the number of edges in S1 on
which v is incident is the same as the number of edges in S2 on which v is incident
and this also means that |S1 | = |S2 |.
Also note that |S1 | =
6 1 for any pair of graphs G1 , G2 since if {a, b} is the only element
in S1 then since the number of edges on which a and b are incident in S2 must be
1, and no other vertices are incident on any edges in S2 it follows that {a, b} is an
element of both S1 and S2 but S1 and S2 are disjoint.
All that is needs to be shown now is that there is a sequence of edge swaps which
when applied to G1 result in a graph G3 such that |E2 ∩ E3c | < |E2 ∩ E1c |. Such a
sequence will now be constructed.
Noting again that for any v ∈ V the number of edges in S1 on which v is incident is
the same as the number of edges in S2 on which v is incident, construct a sequence
{ai }2m
i=0 as follows:
Pick any edge in S1 and assign the vertices of the edge to a0 and a1 .
Pick any edge in S2 which is incident on vertex a1 , and assign the other vertex to a2 .
Repeat the following: Pick an edge in S1 which is incident on the previously assigned
vertex in the sequence {ai }2m
i=0 , and assign the other vertex of the edge to the next element of the sequence. Pick an edge in S2 which is incident on the previously assigned
vertex in the sequence {ai }2m
i=0 , and assign the other vertex of the edge to the next
element of the sequence. Until a2m = a0 for the smallest m > 1 (note since |S1 | > 1
it follows that this will be true for some m > 1).
Note that for k = 0, . . . , m − 1, {a2k , a2k+1 } ∈ S1 and {a2k+1 , a2k+2 } ∈ S2 .
By the previous lemma and corollary it is always possible to construct a sequence of
edge swaps to transform any pair of edges ({a, b},{c, d}) into ({a, c},{b, d}) as long as
a, b, c and d are all distinct vertices, and neither of {a, c} or {b, d} are already edges
in the graph, and given any quadruple of vertices it is always possible to find two
edges which share no common vertices and are not adjacent to any of the vertices in
the quadruple.
Thus if {x, y} is an edge in the original graph, which will be referred to as a pivot,
chosen to not be incident on any of a, b, c, d, and after an edge swap {a, x}, {b, y} are
edges it is always possible to find an edge {z, w} in the original graph which is not
incident on any of a, b, c, d, x or y such that the only edges between x, y, z and w are
{x, y} and {z, w}. This means that by performing two edge swaps: {a, x}, {z, w} are
replaced by {a, z}, {x, w} and then {b, y}, {x, w} are replaced by {b, w},{x, y}, it is
always possible to swap out pivot edges (the net result is that once again {x, y} is an
edge but now {z, w} is no longer an edge but {a, z} and {b, w} are edges instead of
{a, x} and {b, y}).
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Now consider the following sequence of permissible edge swaps:
1) {a0 , a1 } ∈ S1 and some pivot edge {x, y} ∈ E1 , are replaced via an edge swap with
{a0 , x} and {a1 , y}.
2) For k = 0, . . . , m − 2, {a2k+1 , y} and {a2k+2 , a2k+3 } ∈ S1 are replaced via a sequence of edge swaps with {a2k+1 , a2k+2 } ∈ S2 and {y, a2k+3 } (where the pivot {x, y}
is changed to another pivot as needed).
3) Finally {a0 , x} and {y, a2m−1 } are replaced by {a2m−1 , a0 } and {x, y}. Noting that
a0 = a2m , so {a2m−1 , a0 } ∈ S2 .
Notice that unless it is possible to find {x, y} ∈ E1 such that {a0 , x} ∈
/ E1 and for all
k, {a2k+1 , y} ∈
/ E1 it is not possible to use the same pivot {x, y} for all the steps in
2., as we would otherwise be attempting to swap 2 edges to 1 new edge and 1 already
existing edge, however as shown earlier it is always possible to find another pivot and
switch pivots with 2 edge swaps.
Now observe that completing all of the edge swaps in 1., 2. and 3. has the net result
that for k = 0, . . . , m − 1, each edge {a2k , a2k+1 } ∈ S1 was removed and each edge
{a2k+1 , a2k+2 } ∈ S2 , was added, noting that at the end no other edges were either
added or removed from G1 .
Thus the graph G3 which results from applying the sequence of edge swaps outlined above, removed at least 2 edges (recall that m > 1) from S1 , implying that
|E2 ∩ E3c | < |S1 |. Thus it has been shown that for any G1 , G2 ∈ Xk there exists
a sequence of edge swaps which when applied to G1 result in a graph G3 , where
|E2 ∩ E3c | < |E2 ∩ E1c | and since G1 = G2 when |E2 ∩ E1c | = 0, it follows that for any
G1 , G2 ∈ Xk there exists a finite sequence of edge swaps which transforms G1 into
G2 .2
This indicates that the minimal number of edge swaps needed to transform
one graph into another is an edit metric on the set Xk of graphs on V = {0, . . . , 127}
which are k-regular, for k = 3, 4, 5, 6 or 7. This is relevant because this means that
using any G1 ∈ X as an initial graph, it is possible to represent any G2 ∈ Xk using a
sequence of edge swaps. Meaning the edge swap representation is capable of searching
the space of all k-regular graphs on V (as long as 3 ≤ k ≤ 7).

5.4

Diffusion Character Based Pseudometrics

In this section α = 21 was chosen for the diffusion character decay parameter,
this was not an arbitrary choice (see Section 3.1.1 and Section 3.6). In this study
four diffusion character based pseudometrics are investigated, all of which are based
on mapping summary information from diffusion character matrices into Euclidean
space in different ways:
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• Lexicographically sorted DC mapping: For each column of the DC matrix the
entries are sorted in decreasing order, then these sorted vectors are lexicographically sorted in decreasing order and concatenated to form a single vector of
length n × n (where n is the number of vertices in the graphs).
• Diagonal DC mapping: The diagonal entries of the diffusion character matrix
are sorted in decreasing order to form vector of length n.
• Column 2-norm DC mapping: The 2-norms of the columns of the diffusion character matrix are sorted in decreasing order to form a vector of length n.
• Entropy DC mapping: The Entropy of the columns of the normalized diffusion
character matrix are sorted in decreasing order to form a vector of length n.
For each of the 4 mappings the Euclidean distance between resultant vectors
is used as the pseudometric on graphs. These four pseudometrics were chosen with
some considerations which require some explanation.
The entropy and column 2-norm pseudometrics both summarize information about the columns of the diffusion character matrix associated with individual
vertices. If the columns of a normalized diffusion character matrix are viewed as
probability distributions over the vertex set then the entropy and the column 2-norm
are both centrality measures which measure the relative importance of vertices based
on the shape of these probability distributions. However, the entropy and column
2-norm measure the shape of the distributions in different ways.
The diagonal entries of a diffusion character matrices may be viewed as the
geometrically weighted probability that a random walk starts and ends at the specified vertex. The diagonal entries of diffusion character matrix by themselves are a
centrality measure which does not take the entire probability distribution associated
with each column of a normalized diffusion character matrix into account.
Recalling that the columns of a DC matrix associated with vertices in the
same orbit (in the automorphism group of the graph) are permutations of each other,
the lexicographically sorted DC distance assigns a distance of zero between two graphs
if and only if there is a bijection between the vertex sets that ensures each vertex is
mapped to a vertex with a permutation equivalent DC matrix column. This is the
strongest of the four pseudometrics in the sense that if any of the other pseudometrics assign a distance of zero to a pair of graphs then the lexicographically sorted
DC distance will as well. The converse does not necessarily hold. The lexicographically sorted DC distance was chosen to determine whether this pseudometric, which
will never assign a distance of zero to graphs which the other pseudometrics assign
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as positive distance to, is as useful as ones which summarize the information in the
diffusion character matrix.
The more central a vertex is the lower its column two-norm, the higher its
column entropy, and the lower its diagonal entry value.

5.5

Design of Experiments

The purpose of these experiments is to determine whether the diffusion
character based pseudometrics can distinguish between the distributions of graphs
generated by the evolutionary algorithm for the four fitness functions and 5 degree
sequences.
The previous work in [4], indicated that for regular graphs of degree 3, 4,
and 7 an evolutionary algorithm using an edge swap representation performed better
with an edge swap representation of length 80 rather than lengths 40 or 60. The
work in this chapter does not explore this parameter and simply uses an edge swap
representation of length 80. The graphs used in this chapter are k-regular graphs on
128 vertices, for k = 3, 4, 5, 6, 7. The size of the graphs was chosen for consistency
with previous work [4, 5].
The graphs used as the initial centre in the recentering-restarting algorithm
were constructed as follows:
The 3-regular starting graph was the generalized Peterson graph G(64, 2)
(i.e. two copies of the cycle graph C64 connected via edges between the same labelled
vertices of C64 ).
The 4-regular starting graph was C16 × C8 (the × denotes the direct product
of graphs, since this is its only appearance and it is not particularly important for
this thesis simply consider the starting graph as a torus with a lattice topology on
the appropriate number of vertices).
The 5-regular starting graph consisted of 11 copies of K5,5 and 3 copies of
K6 , resulting in 14 connected components.
The 6-regular starting graph consisted of 6 copies of K6,6 and 8 copies of
K7 , resulting in 14 connected components.
The 7-regular starting graph was H7 , the 7-dimensional hypercube.
All the starting graphs used are chosen for consistency with the previous
experiments in [5]. At the beginning of each run the 5 starting graphs were subjected
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to 6000 randomly generated edge-swaps, resulting in a more or less randomly selected
k-regular graph on 128 vertices as the initial centre for the recentering-restarting algorithm.
The evolutionary algorithms used were steady state with reproduction measured by mating events. There were 20 sets of experiments each of which consisted
of 30 replicates (separate runs of the algorithm with different random number seeds).
The ED-fitness experiments for k = 3, 4, 5, 6, 7 were run for 400000 mating events
each, while the MMI-fitness experiments for k = 3, 4, 5, 6, 7 were run for 100000
mating events. A lower number of mating events was used for the MMI-fitness experiments because fitness did not tend to increase significantly after 50000 mating
events. Every 10000 mating events the algorithm performed a recentering with the
fittest graph in the population replacing the centre graph. The choice of 10000 mating
events between recenterings was chosen based on the results from [4] and [5].
In all experiments the population size was size 400, and selection and replacement was done via size 7 single tournament selection. In size 7 single tournament
selection 7 members of the population are randomly selected, the two fittest individuals are copied, the copies are subjected to the variation operators, in this case
two-point crossover and uniform mutation, and the modified copies replace the two
lowest fitness individuals of the 7 selected.
The fitness of a graph for the ED(F) experiments was computed as the average ED-fitness of 100 simulated epidemics on the graph with vertex 0 as the fixed
patient zero, the fitness of a graph for the ED(R) experiments was computed as the
average ED-fitness of 100 simulated epidemics on the graph with patient zero chosen
uniformly at random for each simulation, while the fitness of a graph for the MMI(F)
experiments was similarly computed as the average MMI-fitness of 100 simulated epidemics on the graph with vertex 0 as the fixed patient zero, and the fitness of a graph
for the MMI(R) experiments was computed as the average MMI-fitness of 100 simulated epidemics with patient zero chosen uniformly at random for each simulation.
In each simulated epidemic a single individual (patient zero) was initially
infected, and β the probability of transmitting the disease along an edge was fixed at
β = 12 . Furthermore, any simulated epidemic which lasted for less than 3 time steps
was disregarded, and did not contribute to the averages of ED and MMI fitness. This
was done because such epidemics are relatively independent of the topology of the
graph (within the fixed degree sequence) and hence uninformative.
Each time a recentering occurred the new central graph was saved. The
fittest of the saved graphs was reported as the fittest graph of the run, note this is
the fittest graph encountered during the run, as the highest fitness of any population
member increases monotonically between consecutive recenterings. The graph with
the highest fitness in each replicate of each of the 20 experiments is used to construct
a sample of size 30 from the distribution of graphs for each experiment.
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5.6

Results and Discussion

The mean, maximum and minimum fitness for each of the 20 experiments
is shown in Table 5.1. Note that comparison of fitness values between experiments
only makes sense for experiments with the same fitness function.
It is worth noting that, for the MMI experiments, the mean, maximum
and minimum fitnesses of experiments using the same fitness function all increase
monotonically. Furthermore the MMI fitnesses for the same degree are quite similar for the fixed and random patient zero experiments, though the random patient
zero experiments always have lower fitnesses. The mean ED fitnesses are similar for
fixed and random patient zero experiments for the 3 and 4-regular graph experiments.
There are 20 experiments each containing 30 graphs, and hence there are
600 graphs in these experiments however there are only 479 unique graphs. A large
number of graphs appeared multiple times, these graphs are not just isomorphic to
each other but have the exact same edge labels (i.e. their edge sets are identical).
• The same 3-regular graph appears once in the ED(F) graphs, 5 times in the
MMI(F) graphs, 4 times in the ED(R) graphs and 4 times in the MMI(R)
graphs.
• The same 4-regular graph appears 23 times in the ED(F) graphs and 27 times in
the ED(R) graphs. Since each experiment contains 30 graphs, these observations
indicate that the ED(F) and ED(R) experiments are likely producing extremely
similar if not identical distributions of graphs.
• The same 5-regular graph appears 28 times in the ED(R) experiments, indicating that the algorithm is often likely finding the same local optima.
• The same 6-regular graph appears 4 times in the ED(R) experiments.
• The same 7-regular graph appears 30 times in the 7-ED(R) experiments, combined with the fitness values in Table 5.1 this indicates that the algorithm is
very likely stuck in a local optima. The 7-regular graph which appears 30 times
in 7-ED(R) is in fact H7 the 7-dimensional hypercube. Recall that the initial starting graph for the 7-regular experiments was the hypercube, that at the
beginning of each run the starting graphs were subjected to 6000 randomly generated edge-swaps. This means it is unlikely that the initial centre graph was
actually the hypercube. Note that difference between the mean, maximum and
minimum fitness for 7-ED(R) shown in Table 5.1 is solely due to the stochastic
nature of the fitness evaluation.
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3-ED(F)
4-ED(F)
5-ED(F)
6-ED(F)
7-ED(F)
3-MMI(F)
4-MMI(F)
5-MMI(F)
6-MMI(F)
7-MMI(F)
3-ED(R)
4-ED(R)
5-ED(R)
6-ED(R)
7-ED(R)
3-MMI(R)
4-MMI(R)
5-MMI(R)
6-MMI(R)
7-MMI(R)

Mean
9.1238
15.7499
15.4893
17.4614
14.4407
3.25067
14.8293
27.4188
37.2251
44.8881
9.06967
15.7601
12.6846
13.0025
8.56993
3.21307
14.6823
27.3411
37.0217
44.6586

Max
9.444
16.576
16.774
19.042
16.332
3.372
15.212
28.072
37.676
45.418
9.438
16.474
14.41
14.774
8.666
3.288
15.106
27.712
37.28
45.034

Min
8.816
15.276
14.572
15.92
12.148
3.132
14.436
27.104
36.884
44.454
8.768
15.072
12.264
10.652
8.486
3.13
14.266
26.994
36.706
44.368

Table 5.1: Above are the mean, maximum, and minimum fitness over thirty replicates
for the various distributions of graphs.
For all four pseudometrics only the graphs with identical edge sets had a
distance less than 1.0e − 5, indicating that the pseudometrics all behaved as metrics
on graphs for the data from this chapter (see Proposition 1). This is worth noting
because it indicates that any difference in the quality of results obtained for the four
pseudometrics is not simply the result of differing equivalence classes of graphs associated with the different pseudometrics.
For sake of completeness the 95% confidence intervals for the mean within
and between group distances are presented in tables 5.2, 5.3, 5.4 and 5.5 for the lexicographic pseudometric, tables 5.6, 5.7, 5.8 and 5.9 for the diagonal pseudometric,
tables 5.10, 5.11, 5.12 and 5.13 for the column 2-norm pseudometric, and tables 5.14,
5.15, 5.16 and 5.17 for the entropy pseudometric. However for sake of clarity the
results are simply summarized subsequently.
Using third party comparisons the lexicographic, diagonal and column 2norm pseudometrics all perform equivalently. Each is able to distinguish between
distributions of graphs with different constant degrees (i.e. the k-regular graphs were
always able to be distinguished from j-regular graphs for k 6= j). For all k other than
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k = 3, the k-regular MMI and ED graphs could be distinguished from each other
(regardless of whether fixed or random patient zeros were used). None of the distributions of graphs of degree 3 could be distinguished from one another. The fixed and
random patient zero ED graphs could not be distinguished from each other for the
4-regular distributions of graphs, but could be distinguished from each other for the
5, 6, and 7-regular distributions. For all k, the k-regular fixed and random patient
zero MMI graphs could not be distinguished from each other.
Using third party comparisons the entropy pseudometric was able to distinguish between every pair of groups of graphs that the lexicographic, diagonal or
column 2-norm were able to distinguish between and was also able to distinguish between fixed 3-regular ED graphs and random 3-regular MMI graphs, as well as fixed
patient zero 7-regular MMI graphs and random patient zero 7-regular MMI graphs.
In all cases the within only significant differences were unable by themselves
to distinguish between any pairs that the third party comparisons were unable to
distinguish between. However it is worth noting that the number of within only significant differences indicates that the pseudometrics in order of most to least useful
are: entropy (126 significant differences), column 2-norm (112 significant differences),
diagonal (111 significant differences) and finally lexicographic (96 significant differences).
Given that the same 4-regular graph appears 23 out of 30 times in the ED(F)
graphs and 27 out of 30 times in the ED(R) graphs it is unsurprising that none of
the pseudometric were able to distinguish between these two distributions. It is interesting to note that the k-regular fixed and random patient zero MMI graphs could
not be distinguished from each other the vast majority of the time (only the entropy
distance was able to distinguish between the 7-regular graphs in this case). Given
the similarity of fitnesses seen in Table 5.1 it is possible that for the purposes of MMI
fitness the distributions of graphs resulting from fixed and random patient zero are
very similar.

4-ED(F)
(1.62778, 1.63628)
(0.0681068, 0.210705)
(1.15158, 1.16538)
(1.43238, 1.46391)
(1.66562, 1.70371)
(1.63132, 1.63945)
(0.352755, 0.410393)
(1.22602, 1.23672)
(1.5577, 1.58336)
(1.76134, 1.79717)
(1.62989, 1.63811)
(0.0555766, 0.164116)
(1.15213, 1.1709)
(1.46353, 1.49958)
(1.78855, 1.82561)
(1.63237, 1.63986)
(0.353103, 0.409669)
(1.22554, 1.23604)
(1.55928, 1.58472)
(1.76626, 1.80187)

5-ED(F)
(2.05761, 2.06681)
(1.15158, 1.16538)
(0.201957, 0.217983)
(0.908958, 0.918202)
(1.23202, 1.24295)
(2.06023, 2.06906)
(1.21053, 1.21863)
(0.328054, 0.341503)
(1.01917, 1.02929)
(1.33536, 1.34677)
(2.05881, 2.06767)
(1.14733, 1.15403)
(0.357871, 0.383938)
(0.93388, 0.955553)
(1.34964, 1.36119)
(2.06006, 2.06877)
(1.20848, 1.21666)
(0.327078, 0.340189)
(1.02092, 1.03054)
(1.33983, 1.35103)

6-ED(F)
(2.28238, 2.29137)
(1.43238, 1.46391)
(0.908958, 0.918202)
(0.213401, 0.229083)
(0.780212, 0.791551)
(2.28462, 2.29297)
(1.5428, 1.5512)
(0.953552, 0.963146)
(0.418859, 0.437001)
(0.907734, 0.919015)
(2.28275, 2.29099)
(1.42414, 1.43956)
(0.924751, 0.934412)
(0.260856, 0.303114)
(0.911551, 0.923019)
(2.28322, 2.29155)
(1.54051, 1.54909)
(0.952444, 0.960917)
(0.422664, 0.440178)
(0.912018, 0.923117)

7-ED(F)
(2.48598, 2.49331)
(1.66562, 1.70371)
(1.23202, 1.24295)
(0.780212, 0.791551)
(0.193245, 0.218455)
(2.48779, 2.49431)
(1.78576, 1.79234)
(1.26643, 1.27554)
(0.832476, 0.842267)
(0.427366, 0.44598)
(2.48581, 2.49198)
(1.65535, 1.67602)
(1.22944, 1.23751)
(0.793086, 0.816884)
(0.478044, 0.500879)
(2.48582, 2.49222)
(1.78358, 1.79023)
(1.26605, 1.27438)
(0.834946, 0.844877)
(0.431986, 0.450698)

Table 5.2: Above are (some of) the 95% confidence intervals, over 30 replicates, for the mean within and between groups
distance of graphs, grouped by fitness function and constant degree, for the lexicographic distance.
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3-ED(F)
3-ED(F)
(0.104857, 0.13433)
4-ED(F)
(1.62778, 1.63628)
5-ED(F)
(2.05761, 2.06681)
6-ED(F)
(2.28238, 2.29137)
7-ED(F)
(2.48598, 2.49331)
3-MMI(F) (0.113903, 0.131934)
4-MMI(F)
(1.68343, 1.69035)
5-MMI(F)
(2.14347, 2.1501)
6-MMI(F)
(2.40356, 2.41063)
7-MMI(F)
(2.57832, 2.58589)
3-ED(R) (0.107155, 0.128793)
4-ED(R)
(1.62584, 1.63245)
5-ED(R)
(2.09268, 2.10383)
6-ED(R)
(2.31218, 2.33905)
7-ED(R)
(2.6173, 2.62332)
3-MMI(R) (0.104545, 0.128861)
4-MMI(R) (1.68524, 1.69212)
5-MMI(R) (2.14263, 2.14895)
6-MMI(R) (2.40558, 2.41196)
7-MMI(R) (2.58399, 2.59078)

4-MMI(F)
5-MMI(F)
6-MMI(F)
7-MMI(F)
(1.68343, 1.69035)
(2.14347, 2.1501)
(2.40356, 2.41063)
(2.57832, 2.58589)
(0.352755, 0.410393)
(1.22602, 1.23672)
(1.5577, 1.58336)
(1.76134, 1.79717)
(1.21053, 1.21863)
(0.328054, 0.341503)
(1.01917, 1.02929)
(1.33536, 1.34677)
(1.5428, 1.5512)
(0.953552, 0.963146)
(0.418859, 0.437001)
(0.907734, 0.919015)
(1.78576, 1.79234)
(1.26643, 1.27554)
(0.832476, 0.842267)
(0.427366, 0.44598)
(1.68634, 1.69283)
(2.14554, 2.15128)
(2.40501, 2.41121)
(2.57931, 2.586)
(0.0854636, 0.102097)
(1.25507, 1.26183)
(1.6351, 1.64092)
(1.86015, 1.86561)
(1.25507, 1.26183)
(0.0787203, 0.0917916) (0.974948, 0.980948)
(1.30016, 1.30668)
(1.6351, 1.64092)
(0.974948, 0.980948) (0.0849183, 0.0930629) (0.798599, 0.802127)
(1.86015, 1.86561)
(1.30016, 1.30668)
(0.798599, 0.802127) (0.0815704, 0.0880158)
(1.68514, 1.69154)
(2.14395, 2.14945)
(2.40304, 2.40866)
(2.57717, 2.5831)
(0.394897, 0.426259)
(1.22284, 1.22825)
(1.55153, 1.5627)
(1.75175, 1.77165)
(1.22278, 1.23013)
(0.378357, 0.384867)
(1.01991, 1.02493)
(1.30525, 1.3147)
(1.56035, 1.57736)
(0.944118, 0.957405)
(0.314527, 0.345895)
(0.862433, 0.87773)
(1.89126, 1.89526)
(1.30788, 1.31368)
(0.827783, 0.830778)
(0.304719, 0.307179)
(1.68744, 1.69309)
(2.14456, 2.15012)
(2.4029, 2.40881)
(2.57657, 2.58279)
(0.0896112, 0.102103)
(1.25203, 1.25877)
(1.63249, 1.63819)
(1.85741, 1.86276)
(1.25479, 1.26138)
(0.0846688, 0.0930024) (0.973945, 0.979064)
(1.29995, 1.30583)
(1.63639, 1.64164)
(0.975738, 0.981486) (0.0874351, 0.0927478) (0.799459, 0.803467)
(1.86474, 1.86951)
(1.30372, 1.30988)
(0.801039, 0.804282) (0.0850036, 0.0913609)

Table 5.3: Above are (some of) the 95% confidence intervals, over 30 replicates, for the mean within and between groups
distance of graphs, grouped by fitness function and constant degree, for the lexicographic distance.
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3-ED(F)
4-ED(F)
5-ED(F)
6-ED(F)
7-ED(F)
3-MMI(F)
4-MMI(F)
5-MMI(F)
6-MMI(F)
7-MMI(F)
3-ED(R)
4-ED(R)
5-ED(R)
6-ED(R)
7-ED(R)
3-MMI(R)
4-MMI(R)
5-MMI(R)
6-MMI(R)
7-MMI(R)

3-MMI(F)
(0.113903, 0.131934)
(1.63132, 1.63945)
(2.06023, 2.06906)
(2.28462, 2.29297)
(2.48779, 2.49431)
(0.106199, 0.128787)
(1.68634, 1.69283)
(2.14554, 2.15128)
(2.40501, 2.41121)
(2.57931, 2.586)
(0.107289, 0.12545)
(1.6294, 1.6355)
(2.09552, 2.10587)
(2.3139, 2.3404)
(2.61817, 2.62313)
(0.103975, 0.125031)
(1.68817, 1.69455)
(2.14473, 2.15013)
(2.40705, 2.41245)
(2.58497, 2.59081)

5-ED(R)
(2.09268, 2.10383)
(1.15213, 1.1709)
(0.357871, 0.383938)
(0.924751, 0.934412)
(1.22944, 1.23751)
(2.09552, 2.10587)
(1.22278, 1.23013)
(0.378357, 0.384867)
(1.01991, 1.02493)
(1.30525, 1.3147)
(2.09354, 2.1037)
(1.14756, 1.15345)
(0, 0.114745)
(0.93667, 0.948617)
(1.32028, 1.32901)
(2.09424, 2.10443)
(1.21941, 1.2268)
(0.379058, 0.384848)
(1.02199, 1.02636)
(1.30902, 1.31841)

6-ED(R)
(2.31218, 2.33905)
(1.46353, 1.49958)
(0.93388, 0.955553)
(0.260856, 0.303114)
(0.793086, 0.816884)
(2.3139, 2.3404)
(1.56035, 1.57736)
(0.944118, 0.957405)
(0.314527, 0.345895)
(0.862433, 0.87773)
(2.31187, 2.33819)
(1.4537, 1.47897)
(0.93667, 0.948617)
(0.206747, 0.258138)
(0.862693, 0.878276)
(2.3122, 2.3384)
(1.55782, 1.57469)
(0.942842, 0.955632)
(0.317542, 0.348589)
(0.866023, 0.881078)

7-ED(R)
(2.6173, 2.62332)
(1.78855, 1.82561)
(1.34964, 1.36119)
(0.911551, 0.923019)
(0.478044, 0.500879)
(2.61817, 2.62313)
(1.89126, 1.89526)
(1.30788, 1.31368)
(0.827783, 0.830778)
(0.304719, 0.307179)
(2.61625, 2.61987)
(1.77817, 1.79921)
(1.32028, 1.32901)
(0.862693, 0.878276)
(0, 0)
(2.61555, 2.61972)
(1.88827, 1.89207)
(1.30799, 1.3131)
(0.828884, 0.832713)
(0.303286, 0.30705)

Table 5.4: Above are (some of) the 95% confidence intervals, over 30 replicates, for the mean within and between groups
distance of graphs, grouped by fitness function and constant degree, for the lexicographic distance.
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3-ED(F)
4-ED(F)
5-ED(F)
6-ED(F)
7-ED(F)
3-MMI(F)
4-MMI(F)
5-MMI(F)
6-MMI(F)
7-MMI(F)
3-ED(R)
4-ED(R)
5-ED(R)
6-ED(R)
7-ED(R)
3-MMI(R)
4-MMI(R)
5-MMI(R)
6-MMI(R)
7-MMI(R)

3-ED(R)
4-ED(R)
(0.107155, 0.128793)
(1.62584, 1.63245)
(1.62989, 1.63811)
(0.0555766, 0.164116)
(2.05881, 2.06767)
(1.14733, 1.15403)
(2.28275, 2.29099)
(1.42414, 1.43956)
(2.48581, 2.49198)
(1.65535, 1.67602)
(0.107289, 0.12545)
(1.6294, 1.6355)
(1.68514, 1.69154)
(0.394897, 0.426259)
(2.14395, 2.14945)
(1.22284, 1.22825)
(2.40304, 2.40866)
(1.55153, 1.5627)
(2.57717, 2.5831)
(1.75175, 1.77165)
(0.0954048, 0.119367)
(1.62797, 1.63408)
(1.62797, 1.63408)
(0, 0.126234)
(2.09354, 2.1037)
(1.14756, 1.15345)
(2.31187, 2.33819)
(1.4537, 1.47897)
(2.61625, 2.61987)
(1.77817, 1.79921)
(0.0956927, 0.115354)
(1.63053, 1.63571)
(1.6869, 1.69313)
(0.394185, 0.425097)
(2.14314, 2.1483)
(1.22247, 1.22734)
(2.40512, 2.40988)
(1.55324, 1.56408)
(2.5829, 2.58783)
(1.75669, 1.77651)

Table 5.5: Above are (some of) the 95% confidence intervals, over 30 replicates, for the mean within and between groups
distance of graphs, grouped by fitness function and constant degree, for the lexicographic distance.
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3-MMI(R)
4-MMI(R)
5-MMI(R)
6-MMI(R)
7-MMI(R)
3-ED(F)
(0.104545, 0.128861)
(1.68524, 1.69212)
(2.14263, 2.14895)
(2.40558, 2.41196)
(2.58399, 2.59078)
4-ED(F)
(1.63237, 1.63986)
(0.353103, 0.409669)
(1.22554, 1.23604)
(1.55928, 1.58472)
(1.76626, 1.80187)
5-ED(F)
(2.06006, 2.06877)
(1.20848, 1.21666)
(0.327078, 0.340189)
(1.02092, 1.03054)
(1.33983, 1.35103)
6-ED(F)
(2.28322, 2.29155)
(1.54051, 1.54909)
(0.952444, 0.960917)
(0.422664, 0.440178)
(0.912018, 0.923117)
7-ED(F)
(2.48582, 2.49222)
(1.78358, 1.79023)
(1.26605, 1.27438)
(0.834946, 0.844877)
(0.431986, 0.450698)
3-MMI(F) (0.103975, 0.125031)
(1.68817, 1.69455)
(2.14473, 2.15013)
(2.40705, 2.41245)
(2.58497, 2.59081)
4-MMI(F)
(1.68744, 1.69309)
(0.0896112, 0.102103)
(1.25479, 1.26138)
(1.63639, 1.64164)
(1.86474, 1.86951)
5-MMI(F)
(2.14456, 2.15012)
(1.25203, 1.25877)
(0.0846688, 0.0930024) (0.975738, 0.981486)
(1.30372, 1.30988)
6-MMI(F)
(2.4029, 2.40881)
(1.63249, 1.63819)
(0.973945, 0.979064) (0.0874351, 0.0927478) (0.801039, 0.804282)
7-MMI(F)
(2.57657, 2.58279)
(1.85741, 1.86276)
(1.29995, 1.30583)
(0.799459, 0.803467) (0.0850036, 0.0913609)
3-ED(R) (0.0956927, 0.115354)
(1.6869, 1.69313)
(2.14314, 2.1483)
(2.40512, 2.40988)
(2.5829, 2.58783)
4-ED(R)
(1.63053, 1.63571)
(0.394185, 0.425097)
(1.22247, 1.22734)
(1.55324, 1.56408)
(1.75669, 1.77651)
5-ED(R)
(2.09424, 2.10443)
(1.21941, 1.2268)
(0.379058, 0.384848)
(1.02199, 1.02636)
(1.30902, 1.31841)
6-ED(R)
(2.3122, 2.3384)
(1.55782, 1.57469)
(0.942842, 0.955632)
(0.317542, 0.348589)
(0.866023, 0.881078)
7-ED(R)
(2.61555, 2.61972)
(1.88827, 1.89207)
(1.30799, 1.3131)
(0.828884, 0.832713)
(0.303286, 0.30705)
3-MMI(R) (0.081451, 0.111089)
(1.68917, 1.6947)
(2.14375, 2.14903)
(2.40499, 2.41006)
(2.58227, 2.58759)
4-MMI(R)
(1.68917, 1.6947)
(0.0810749, 0.0990323)
(1.25177, 1.25837)
(1.63376, 1.63891)
(1.86204, 1.86665)
5-MMI(R)
(2.14375, 2.14903)
(1.25177, 1.25837)
(0.0796404, 0.091483)
(0.97474, 0.979627)
(1.30356, 1.30903)
6-MMI(R)
(2.40499, 2.41006)
(1.63376, 1.63891)
(0.97474, 0.979627)
(0.0814929, 0.0884968)
(0.80186, 0.805609)
7-MMI(R)
(2.58227, 2.58759)
(1.86204, 1.86665)
(1.30356, 1.30903)
(0.80186, 0.805609)
(0.0768493, 0.087097)

4-ED(F)
5-ED(F)
6-ED(F)
(0.282967, 0.286044)
(0.446658, 0.449611)
(0.541444, 0.54472)
(0.0042386, 0.0134624)
(0.164565, 0.168045)
(0.258368, 0.261957)
(0.164565, 0.168045) (0.00916669, 0.0112345) (0.0941159, 0.097707)
(0.258368, 0.261957)
(0.0941159, 0.097707) (0.00989901, 0.0122698)
(0.33897, 0.342231)
(0.174284, 0.177444)
(0.080187, 0.0836089)
(0.282927, 0.285779)
(0.446546, 0.449331)
(0.541344, 0.544476)
(0.0209839, 0.0225772)
(0.147208, 0.149468)
(0.241019, 0.243808)
(0.187871, 0.189976)
(0.0367794, 0.0404475) (0.0739687, 0.0766627)
(0.296684, 0.298794)
(0.136178, 0.139086)
(0.0467276, 0.0503737)
(0.372404, 0.374496)
(0.210994, 0.213769)
(0.117272, 0.120338)
(0.282092, 0.284684)
(0.445895, 0.448497)
(0.540645, 0.543591)
(0.00352447, 0.010411)
(0.166253, 0.168858)
(0.259827, 0.26274)
(0.171056, 0.174032)
(0.0329866, 0.0382206)
(0.0911337, 0.094389)
(0.270131, 0.275302)
(0.107396, 0.113772)
(0.01892, 0.0265583)
(0.367576, 0.369391)
(0.207099, 0.209797)
(0.114253, 0.11729)
(0.281667, 0.284314)
(0.445556, 0.448193)
(0.540285, 0.543259)
(0.0209591, 0.0225605)
(0.146899, 0.149109)
(0.240528, 0.243281)
(0.187744, 0.189846)
(0.0364217, 0.0400531) (0.0739897, 0.0766717)
(0.296937, 0.298985)
(0.136408, 0.139255)
(0.0469773, 0.0505441)
(0.37332, 0.375326)
(0.211964, 0.214693)
(0.11827, 0.121305)

7-ED(F)
(0.621937, 0.624781)
(0.33897, 0.342231)
(0.174284, 0.177444)
(0.080187, 0.0836089)
(0.0113411, 0.0149292)
(0.621841, 0.624522)
(0.321755, 0.324021)
(0.153392, 0.155436)
(0.0548346, 0.0572732)
(0.0511666, 0.0550693)
(0.621181, 0.623667)
(0.34052, 0.342981)
(0.170468, 0.173307)
(0.0712035, 0.0743304)
(0.05295, 0.0569039)
(0.620838, 0.623345)
(0.321283, 0.323504)
(0.153459, 0.155492)
(0.05468, 0.0571178)
(0.052147, 0.056018)

Table 5.6: Above are (some of) the 95% confidence intervals, over 30 replicates, for the mean within and between groups
distance of graphs, grouped by fitness function and constant degree, for the diagonal distance.
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3-ED(F)
3-ED(F) (0.00945559, 0.0163871)
4-ED(F)
(0.282967, 0.286044)
5-ED(F)
(0.446658, 0.449611)
6-ED(F)
(0.541444, 0.54472)
7-ED(F)
(0.621937, 0.624781)
3-MMI(F) (0.0113294, 0.0153294)
4-MMI(F)
(0.300581, 0.302989)
5-MMI(F)
(0.471705, 0.474043)
6-MMI(F)
(0.580653, 0.582936)
7-MMI(F)
(0.656401, 0.658669)
3-ED(R) (0.00957961, 0.0142944)
4-ED(R)
(0.282342, 0.284854)
5-ED(R)
(0.454524, 0.458093)
6-ED(R)
(0.55362, 0.558892)
7-ED(R)
(0.651533, 0.653694)
3-MMI(R) (0.00921554, 0.0145964)
4-MMI(R)
(0.301258, 0.303662)
5-MMI(R)
(0.471574, 0.473885)
6-MMI(R)
(0.580906, 0.58313)
7-MMI(R)
(0.657316, 0.659522)

3-MMI(F)
4-MMI(F)
5-MMI(F)
6-MMI(F)
7-MMI(F)
(0.0113294, 0.0153294)
(0.300581, 0.302989)
(0.471705, 0.474043)
(0.580653, 0.582936)
(0.656401, 0.658669)
(0.282927, 0.285779)
(0.0209839, 0.0225772)
(0.187871, 0.189976)
(0.296684, 0.298794)
(0.372404, 0.374496)
(0.446546, 0.449331)
(0.147208, 0.149468)
(0.0367794, 0.0404475)
(0.136178, 0.139086)
(0.210994, 0.213769)
(0.541344, 0.544476)
(0.241019, 0.243808)
(0.0739687, 0.0766627)
(0.0467276, 0.0503737)
(0.117272, 0.120338)
(0.621841, 0.624522)
(0.321755, 0.324021)
(0.153392, 0.155436)
(0.0548346, 0.0572732)
(0.0511666, 0.0550693)
(0.0109271, 0.0149697)
(0.300511, 0.302652)
(0.471638, 0.473719)
(0.580582, 0.582624)
(0.656336, 0.658356)
(0.300511, 0.302652) (0.00537396, 0.00824695)
(0.170609, 0.172107)
(0.279532, 0.28097)
(0.355288, 0.356701)
(0.471638, 0.473719)
(0.170609, 0.172107)
(0.00348562, 0.00512405)
(0.108434, 0.109691)
(0.184141, 0.185398)
(0.580582, 0.582624)
(0.279532, 0.28097)
(0.108434, 0.109691)
(0.00275472, 0.00362072)
(0.0752394, 0.076418)
(0.656336, 0.658356)
(0.355288, 0.356701)
(0.184141, 0.185398)
(0.0752394, 0.076418)
(0.00212207, 0.00280003)
(0.0103206, 0.0138051)
(0.299801, 0.301562)
(0.47093, 0.472641)
(0.579887, 0.581542)
(0.655638, 0.657278)
(0.282294, 0.284528)
(0.021506, 0.0221037)
(0.189126, 0.190332)
(0.298006, 0.299176)
(0.373722, 0.374879)
(0.454438, 0.457827)
(0.153682, 0.156453)
(0.0174983, 0.0218423)
(0.124475, 0.127891)
(0.200105, 0.203388)
(0.553497, 0.558652)
(0.252609, 0.257458)
(0.0831028, 0.0873688)
(0.0274959, 0.0341198)
(0.100258, 0.10596)
(0.651464, 0.653361)
(0.350514, 0.351702)
(0.17943, 0.180428)
(0.0707387, 0.0716631) (0.00831104, 0.00863321)
(0.0100537, 0.0144321)
(0.299407, 0.301223)
(0.470521, 0.472287)
(0.579482, 0.581193)
(0.655226, 0.656917)
(0.30118, 0.30332)
(0.00564804, 0.008046)
(0.169963, 0.171332)
(0.278888, 0.2802)
(0.354639, 0.355926)
(0.471514, 0.47357)
(0.17048, 0.171942)
(0.00417356, 0.00515063)
(0.108576, 0.10982)
(0.184292, 0.185523)
(0.580832, 0.58281)
(0.279794, 0.281141)
(0.108697, 0.109864)
(0.00291785, 0.00348943) (0.0750729, 0.0761415)
(0.657249, 0.659201)
(0.356225, 0.357526)
(0.185089, 0.18622)
(0.0761849, 0.077236)
(0.00231432, 0.00290014)

Table 5.7: Above are (some of) the 95% confidence intervals, over 30 replicates, for the mean within and between groups
distance of graphs, grouped by fitness function and constant degree, for the diagonal distance.
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3-ED(F)
4-ED(F)
5-ED(F)
6-ED(F)
7-ED(F)
3-MMI(F)
4-MMI(F)
5-MMI(F)
6-MMI(F)
7-MMI(F)
3-ED(R)
4-ED(R)
5-ED(R)
6-ED(R)
7-ED(R)
3-MMI(R)
4-MMI(R)
5-MMI(R)
6-MMI(R)
7-MMI(R)

6-ED(R)
7-ED(R)
(0.55362, 0.558892)
(0.651533, 0.653694)
(0.270131, 0.275302)
(0.367576, 0.369391)
(0.107396, 0.113772)
(0.207099, 0.209797)
(0.01892, 0.0265583)
(0.114253, 0.11729)
(0.0712035, 0.0743304)
(0.05295, 0.0569039)
(0.553497, 0.558652)
(0.651464, 0.653361)
(0.252609, 0.257458)
(0.350514, 0.351702)
(0.0831028, 0.0873688)
(0.17943, 0.180428)
(0.0274959, 0.0341198) (0.0707387, 0.0716631)
(0.100258, 0.10596)
(0.00831104, 0.00863321)
(0.552743, 0.557748)
(0.650786, 0.652244)
(0.271302, 0.276038)
(0.368913, 0.369676)
(0.100116, 0.104996)
(0.195198, 0.198513)
(0.0117437, 0.0192109)
(0.0962548, 0.102308)
(0.0962548, 0.102308)
(0, 0)
(0.552372, 0.557387)
(0.650367, 0.651886)
(0.252043, 0.256826)
(0.349852, 0.35089)
(0.0831784, 0.0874611)
(0.179598, 0.180562)
(0.0276699, 0.0342814) (0.0706044, 0.0713513)
(0.101193, 0.10687)
(0.00843191, 0.00871159)

Table 5.8: Above are (some of) the 95% confidence intervals, over 30 replicates, for the mean within and between groups
distance of graphs, grouped by fitness function and constant degree, for the diagonal distance.
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3-ED(R)
4-ED(R)
5-ED(R)
3-ED(F) (0.00957961, 0.0142944) (0.282342, 0.284854)
(0.454524, 0.458093)
4-ED(F)
(0.282092, 0.284684)
(0.00352447, 0.010411) (0.171056, 0.174032)
5-ED(F)
(0.445895, 0.448497)
(0.166253, 0.168858) (0.0329866, 0.0382206)
6-ED(F)
(0.540645, 0.543591)
(0.259827, 0.26274)
(0.0911337, 0.094389)
7-ED(F)
(0.621181, 0.623667)
(0.34052, 0.342981)
(0.170468, 0.173307)
3-MMI(F) (0.0103206, 0.0138051)
(0.282294, 0.284528)
(0.454438, 0.457827)
4-MMI(F)
(0.299801, 0.301562)
(0.021506, 0.0221037)
(0.153682, 0.156453)
5-MMI(F)
(0.47093, 0.472641)
(0.189126, 0.190332) (0.0174983, 0.0218423)
6-MMI(F)
(0.579887, 0.581542)
(0.298006, 0.299176)
(0.124475, 0.127891)
7-MMI(F)
(0.655638, 0.657278)
(0.373722, 0.374879)
(0.200105, 0.203388)
3-ED(R) (0.00746316, 0.0117195) (0.281519, 0.283346)
(0.453608, 0.456727)
4-ED(R)
(0.281519, 0.283346)
(0, 0.00804315)
(0.171991, 0.174357)
5-ED(R)
(0.453608, 0.456727)
(0.171991, 0.174357)
(0, 0.011622)
6-ED(R)
(0.552743, 0.557748)
(0.271302, 0.276038)
(0.100116, 0.104996)
7-ED(R)
(0.650786, 0.652244)
(0.368913, 0.369676)
(0.195198, 0.198513)
3-MMI(R) (0.00788233, 0.0120138)
(0.281081, 0.28298)
(0.453185, 0.456354)
4-MMI(R)
(0.300468, 0.302197)
(0.0212693, 0.021742)
(0.152948, 0.15557)
5-MMI(R)
(0.470808, 0.47249)
(0.189019, 0.190195) (0.0175516, 0.0218592)
6-MMI(R)
(0.580149, 0.581732)
(0.298269, 0.299341)
(0.12473, 0.128129)
7-MMI(R)
(0.65657, 0.658118)
(0.374665, 0.375678)
(0.201014, 0.204269)

3-MMI(R)
4-MMI(R)
5-MMI(R)
6-MMI(R)
7-MMI(R)
(0.00921554, 0.0145964)
(0.301258, 0.303662)
(0.471574, 0.473885)
(0.580906, 0.58313)
(0.657316, 0.659522)
(0.281667, 0.284314)
(0.0209591, 0.0225605)
(0.187744, 0.189846)
(0.296937, 0.298985)
(0.37332, 0.375326)
(0.445556, 0.448193)
(0.146899, 0.149109)
(0.0364217, 0.0400531)
(0.136408, 0.139255)
(0.211964, 0.214693)
(0.540285, 0.543259)
(0.240528, 0.243281)
(0.0739897, 0.0766717)
(0.0469773, 0.0505441)
(0.11827, 0.121305)
(0.620838, 0.623345)
(0.321283, 0.323504)
(0.153459, 0.155492)
(0.05468, 0.0571178)
(0.052147, 0.056018)
(0.0100537, 0.0144321)
(0.30118, 0.30332)
(0.471514, 0.47357)
(0.580832, 0.58281)
(0.657249, 0.659201)
(0.299407, 0.301223)
(0.00564804, 0.008046)
(0.17048, 0.171942)
(0.279794, 0.281141)
(0.356225, 0.357526)
(0.470521, 0.472287)
(0.169963, 0.171332)
(0.00417356, 0.00515063)
(0.108697, 0.109864)
(0.185089, 0.18622)
(0.579482, 0.581193)
(0.278888, 0.2802)
(0.108576, 0.10982)
(0.00291785, 0.00348943)
(0.0761849, 0.077236)
(0.655226, 0.656917)
(0.354639, 0.355926)
(0.184292, 0.185523)
(0.0750729, 0.0761415) (0.00231432, 0.00290014)
(0.00788233, 0.0120138)
(0.300468, 0.302197)
(0.470808, 0.47249)
(0.580149, 0.581732)
(0.65657, 0.658118)
(0.281081, 0.28298)
(0.0212693, 0.021742)
(0.189019, 0.190195)
(0.298269, 0.299341)
(0.374665, 0.375678)
(0.453185, 0.456354)
(0.152948, 0.15557)
(0.0175516, 0.0218592)
(0.12473, 0.128129)
(0.201014, 0.204269)
(0.552372, 0.557387)
(0.252043, 0.256826)
(0.0831784, 0.0874611)
(0.0276699, 0.0342814)
(0.101193, 0.10687)
(0.650367, 0.651886)
(0.349852, 0.35089)
(0.179598, 0.180562)
(0.0706044, 0.0713513) (0.00843191, 0.00871159)
(0.00589966, 0.0126963)
(0.300065, 0.301859)
(0.470404, 0.472143)
(0.579738, 0.581378)
(0.656159, 0.657765)
(0.300065, 0.301859)
(0.00437492, 0.00722041)
(0.169848, 0.171176)
(0.279163, 0.280375)
(0.355583, 0.356758)
(0.470404, 0.472143)
(0.169848, 0.171176)
(0.00387483, 0.00512746)
(0.108841, 0.109989)
(0.185244, 0.186347)
(0.579738, 0.581378)
(0.279163, 0.280375)
(0.108841, 0.109989)
(0.00269175, 0.00336858) (0.0760272, 0.0769511)
(0.656159, 0.657765)
(0.355583, 0.356758)
(0.185244, 0.186347)
(0.0760272, 0.0769511) (0.00186217, 0.00237601)

Table 5.9: Above are (some of) the 95% confidence intervals, over 30 replicates, for the mean within and between groups
distance of graphs, grouped by fitness function and constant degree, for the diagonal distance.
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3-ED(F)
4-ED(F)
5-ED(F)
6-ED(F)
7-ED(F)
3-MMI(F)
4-MMI(F)
5-MMI(F)
6-MMI(F)
7-MMI(F)
3-ED(R)
4-ED(R)
5-ED(R)
6-ED(R)
7-ED(R)
3-MMI(R)
4-MMI(R)
5-MMI(R)
6-MMI(R)
7-MMI(R)

Table 5.10: Above are (some of) the 95% confidence intervals, over 30 replicates, for the mean within and between
groups distance of graphs, grouped by fitness function and constant degree, for the column 2-norm distance.

74

3-ED(F)
4-ED(F)
5-ED(F)
6-ED(F)
7-ED(F)
3-MMI(F)
4-MMI(F)
5-MMI(F)
6-MMI(F)
7-MMI(F)
3-ED(R)
4-ED(R)
5-ED(R)
6-ED(R)
7-ED(R)
3-MMI(R)
4-MMI(R)
5-MMI(R)
6-MMI(R)
7-MMI(R)

3-ED(F)
4-ED(F)
5-ED(F)
6-ED(F)
7-ED(F)
(0.0195218, 0.0324858)
(0.425503, 0.43359)
(0.681587, 0.687418)
(0.816023, 0.823009)
(0.943817, 0.949868)
(0.425503, 0.43359)
(0.00912281, 0.0285026) (0.258188, 0.267827)
(0.390024, 0.399811)
(0.518301, 0.527565)
(0.681587, 0.687418)
(0.258188, 0.267827)
(0.019208, 0.0236972)
(0.134428, 0.141934)
(0.261217, 0.267749)
(0.816023, 0.823009)
(0.390024, 0.399811)
(0.134428, 0.141934)
(0.022317, 0.0278564)
(0.12901, 0.136682)
(0.943817, 0.949868)
(0.518301, 0.527565)
(0.261217, 0.267749)
(0.12901, 0.136682)
(0.0264732, 0.0347179)
(0.0231568, 0.0306024)
(0.42514, 0.432909)
(0.681113, 0.686651)
(0.815577, 0.822319)
(0.943401, 0.949175)
(0.471045, 0.476154)
(0.049844, 0.053998)
(0.215525, 0.219754)
(0.346702, 0.352743)
(0.475391, 0.480259)
(0.737213, 0.742172)
(0.308507, 0.314723)
(0.0829989, 0.0905091) (0.0977228, 0.104572)
(0.219971, 0.224552)
(0.905012, 0.909862)
(0.475959, 0.482256)
(0.231904, 0.237987)
(0.106821, 0.114844)
(0.0922633, 0.100011)
(1.02113, 1.02594)
(0.592009, 0.598252)
(0.345483, 0.351209)
(0.21336, 0.220183)
(0.117591, 0.126369)
(0.0198845, 0.0287396)
(0.423277, 0.430707)
(0.679867, 0.685061)
(0.814197, 0.820609)
(0.942113, 0.947552)
(0.423407, 0.429409) (0.00754138, 0.0222213) (0.263949, 0.270399)
(0.395163, 0.402371)
(0.523652, 0.530036)
(0.692856, 0.699812)
(0.265515, 0.272174)
(0.071805, 0.082919)
(0.139922, 0.146758)
(0.264153, 0.269457)
(0.842932, 0.853635)
(0.415702, 0.427247)
(0.164873, 0.178663) (0.0436682, 0.0600735) (0.114849, 0.121693)
(1.00594, 1.01058)
(0.576913, 0.582661)
(0.333188, 0.33879)
(0.203233, 0.210129)
(0.118125, 0.127107)
(0.0192373, 0.0294132)
(0.422256, 0.42975)
(0.679132, 0.684329)
(0.813383, 0.819801)
(0.941355, 0.946784)
(0.472323, 0.477458)
(0.0502463, 0.0538904)
(0.215315, 0.219485)
(0.345957, 0.351955)
(0.474694, 0.479506)
(0.73696, 0.741861)
(0.308267, 0.314483)
(0.0822964, 0.0897445) (0.0975875, 0.10439)
(0.220017, 0.224566)
(0.905622, 0.910337)
(0.476553, 0.48274)
(0.232491, 0.238405)
(0.10745, 0.11529)
(0.0921314, 0.0998707)
(1.02299, 1.02767)
(0.593847, 0.599972)
(0.347498, 0.353124)
(0.215398, 0.222174)
(0.119585, 0.128309)

Table 5.11: Above are (some of) the 95% confidence intervals, over 30 replicates, for the mean within and between
groups distance of graphs, grouped by fitness function and constant degree, for the column 2-norm distance.
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3-ED(F)
4-ED(F)
5-ED(F)
6-ED(F)
7-ED(F)
3-MMI(F)
4-MMI(F)
5-MMI(F)
6-MMI(F)
7-MMI(F)
3-ED(R)
4-ED(R)
5-ED(R)
6-ED(R)
7-ED(R)
3-MMI(R)
4-MMI(R)
5-MMI(R)
6-MMI(R)
7-MMI(R)

3-MMI(F)
4-MMI(F)
5-MMI(F)
6-MMI(F)
7-MMI(F)
(0.0231568, 0.0306024) (0.471045, 0.476154)
(0.737213, 0.742172)
(0.905012, 0.909862)
(1.02113, 1.02594)
(0.42514, 0.432909)
(0.049844, 0.053998)
(0.308507, 0.314723)
(0.475959, 0.482256)
(0.592009, 0.598252)
(0.681113, 0.686651)
(0.215525, 0.219754)
(0.0829989, 0.0905091)
(0.231904, 0.237987)
(0.345483, 0.351209)
(0.815577, 0.822319)
(0.346702, 0.352743)
(0.0977228, 0.104572)
(0.106821, 0.114844)
(0.21336, 0.220183)
(0.943401, 0.949175)
(0.475391, 0.480259)
(0.219971, 0.224552)
(0.0922633, 0.100011)
(0.117591, 0.126369)
(0.0223987, 0.029958)
(0.470639, 0.475246)
(0.736803, 0.741315)
(0.90459, 0.909012)
(1.02072, 1.02508)
(0.470639, 0.475246) (0.0105529, 0.0160981)
(0.265162, 0.268314)
(0.432894, 0.435922)
(0.549053, 0.551984)
(0.736803, 0.741315)
(0.265162, 0.268314) (0.00657133, 0.00974165)
(0.166736, 0.169368)
(0.28279, 0.285375)
(0.90459, 0.909012)
(0.432894, 0.435922)
(0.166736, 0.169368)
(0.00519876, 0.00694861)
(0.115079, 0.11751)
(1.02072, 1.02508)
(0.549053, 0.551984)
(0.28279, 0.285375)
(0.115079, 0.11751)
(0.00394403, 0.0053017)
(0.0213163, 0.0277618) (0.469169, 0.472998)
(0.735342, 0.739088)
(0.903144, 0.906792)
(1.01928, 1.02286)
(0.423037, 0.428585) (0.0523455, 0.0544106)
(0.312756, 0.316182)
(0.480348, 0.483764)
(0.596398, 0.599751)
(0.692435, 0.69904)
(0.221962, 0.226747)
(0.0446703, 0.053653)
(0.209582, 0.216521)
(0.325425, 0.332002)
(0.842437, 0.852932)
(0.371542, 0.381133)
(0.111482, 0.119177)
(0.0632057, 0.0776131)
(0.174253, 0.18663)
(1.00552, 1.00968)
(0.534082, 0.536616)
(0.267995, 0.270102)
(0.100914, 0.102901)
(0.0203111, 0.0211401)
(0.0208189, 0.0289896) (0.468247, 0.472114)
(0.734378, 0.738166)
(0.902199, 0.905872)
(1.01832, 1.02193)
(0.471895, 0.476537) (0.0111267, 0.0156888)
(0.263909, 0.266796)
(0.431653, 0.434421)
(0.547802, 0.550483)
(0.736565, 0.741007)
(0.264909, 0.267976) (0.00785378, 0.00978784)
(0.167029, 0.169624)
(0.283097, 0.285623)
(0.905194, 0.909473)
(0.433533, 0.436347)
(0.167376, 0.169791)
(0.00547786, 0.00662551)
(0.114673, 0.116833)
(1.02258, 1.02681)
(0.55095, 0.553664)
(0.284715, 0.287048)
(0.117, 0.119175)
(0.00430087, 0.00547855)

3-ED(R)
4-ED(R)
5-ED(R)
(0.0198845, 0.0287396)
(0.423407, 0.429409)
(0.692856, 0.699812)
(0.423277, 0.430707) (0.00754138, 0.0222213) (0.265515, 0.272174)
(0.679867, 0.685061)
(0.263949, 0.270399)
(0.071805, 0.082919)
(0.814197, 0.820609)
(0.395163, 0.402371)
(0.139922, 0.146758)
(0.942113, 0.947552)
(0.523652, 0.530036)
(0.264153, 0.269457)
(0.0213163, 0.0277618)
(0.423037, 0.428585)
(0.692435, 0.69904)
(0.469169, 0.472998)
(0.0523455, 0.0544106) (0.221962, 0.226747)
(0.735342, 0.739088)
(0.312756, 0.316182)
(0.0446703, 0.053653)
(0.903144, 0.906792)
(0.480348, 0.483764)
(0.209582, 0.216521)
(1.01928, 1.02286)
(0.596398, 0.599751)
(0.325425, 0.332002)
(0.0161106, 0.0239452)
(0.42133, 0.42615)
(0.690733, 0.696723)
(0.42133, 0.42615)
(0, 0.0171645)
(0.26917, 0.273511)
(0.690733, 0.696723)
(0.26917, 0.273511)
(0, 0.0251255)
(0.84092, 0.851094)
(0.419932, 0.429699)
(0.15574, 0.164634)
(1.00409, 1.00738)
(0.581159, 0.584)
(0.310066, 0.316862)
(0.0167524, 0.0244011)
(0.420269, 0.425201)
(0.689702, 0.695754)
(0.470417, 0.474219)
(0.0523299, 0.0539267) (0.220545, 0.224924)
(0.7351, 0.738788)
(0.312538, 0.315928)
(0.044726, 0.0536165)
(0.903781, 0.907259)
(0.48095, 0.4842)
(0.2102, 0.217092)
(1.02117, 1.02458)
(0.598254, 0.601413)
(0.327262, 0.333784)

6-ED(R)
7-ED(R)
(0.842932, 0.853635)
(1.00594, 1.01058)
(0.415702, 0.427247)
(0.576913, 0.582661)
(0.164873, 0.178663)
(0.333188, 0.33879)
(0.0436682, 0.0600735) (0.203233, 0.210129)
(0.114849, 0.121693)
(0.118125, 0.127107)
(0.842437, 0.852932)
(1.00552, 1.00968)
(0.371542, 0.381133)
(0.534082, 0.536616)
(0.111482, 0.119177)
(0.267995, 0.270102)
(0.0632057, 0.0776131) (0.100914, 0.102901)
(0.174253, 0.18663)
(0.0203111, 0.0211401)
(0.84092, 0.851094)
(1.00409, 1.00738)
(0.419932, 0.429699)
(0.581159, 0.584)
(0.15574, 0.164634)
(0.310066, 0.316862)
(0.0260753, 0.0422057) (0.161458, 0.174908)
(0.161458, 0.174908)
(0, 0)
(0.840057, 0.850217)
(1.00311, 1.00643)
(0.37056, 0.379986)
(0.532789, 0.535002)
(0.111555, 0.119316)
(0.268351, 0.270373)
(0.0636619, 0.0780555) (0.100589, 0.102132)
(0.176176, 0.188526)
(0.021006, 0.0216834)

Table 5.12: Above are (some of) the 95% confidence intervals, over 30 replicates, for the mean within and between
groups distance of graphs, grouped by fitness function and constant degree, for the column 2-norm distance.

76

3-ED(F)
4-ED(F)
5-ED(F)
6-ED(F)
7-ED(F)
3-MMI(F)
4-MMI(F)
5-MMI(F)
6-MMI(F)
7-MMI(F)
3-ED(R)
4-ED(R)
5-ED(R)
6-ED(R)
7-ED(R)
3-MMI(R)
4-MMI(R)
5-MMI(R)
6-MMI(R)
7-MMI(R)

3-MMI(R)
4-MMI(R)
5-MMI(R)
6-MMI(R)
7-MMI(R)
(0.0192373, 0.0294132)
(0.472323, 0.477458)
(0.73696, 0.741861)
(0.905622, 0.910337)
(1.02299, 1.02767)
(0.422256, 0.42975)
(0.0502463, 0.0538904)
(0.308267, 0.314483)
(0.476553, 0.48274)
(0.593847, 0.599972)
(0.679132, 0.684329)
(0.215315, 0.219485)
(0.0822964, 0.0897445)
(0.232491, 0.238405)
(0.347498, 0.353124)
(0.813383, 0.819801)
(0.345957, 0.351955)
(0.0975875, 0.10439)
(0.10745, 0.11529)
(0.215398, 0.222174)
(0.941355, 0.946784)
(0.474694, 0.479506)
(0.220017, 0.224566)
(0.0921314, 0.0998707)
(0.119585, 0.128309)
(0.0208189, 0.0289896)
(0.471895, 0.476537)
(0.736565, 0.741007)
(0.905194, 0.909473)
(1.02258, 1.02681)
(0.468247, 0.472114)
(0.0111267, 0.0156888)
(0.264909, 0.267976)
(0.433533, 0.436347)
(0.55095, 0.553664)
(0.734378, 0.738166)
(0.263909, 0.266796)
(0.00785378, 0.00978784)
(0.167376, 0.169791)
(0.284715, 0.287048)
(0.902199, 0.905872)
(0.431653, 0.434421)
(0.167029, 0.169624)
(0.00547786, 0.00662551)
(0.117, 0.119175)
(1.01832, 1.02193)
(0.547802, 0.550483)
(0.283097, 0.285623)
(0.114673, 0.116833)
(0.00430087, 0.00547855)
(0.0167524, 0.0244011)
(0.470417, 0.474219)
(0.7351, 0.738788)
(0.903781, 0.907259)
(1.02117, 1.02458)
(0.420269, 0.425201)
(0.0523299, 0.0539267)
(0.312538, 0.315928)
(0.48095, 0.4842)
(0.598254, 0.601413)
(0.689702, 0.695754)
(0.220545, 0.224924)
(0.044726, 0.0536165)
(0.2102, 0.217092)
(0.327262, 0.333784)
(0.840057, 0.850217)
(0.37056, 0.379986)
(0.111555, 0.119316)
(0.0636619, 0.0780555)
(0.176176, 0.188526)
(1.00311, 1.00643)
(0.532789, 0.535002)
(0.268351, 0.270373)
(0.100589, 0.102132)
(0.021006, 0.0216834)
(0.0128358, 0.0256067)
(0.46947, 0.473325)
(0.734156, 0.737869)
(0.902821, 0.906326)
(1.02021, 1.02366)
(0.46947, 0.473325)
(0.00873826, 0.0140758)
(0.263692, 0.266474)
(0.432319, 0.434851)
(0.549715, 0.552166)
(0.734156, 0.737869)
(0.263692, 0.266474)
(0.00740707, 0.00980072)
(0.167676, 0.170034)
(0.285035, 0.287296)
(0.902821, 0.906326)
(0.432319, 0.434851)
(0.167676, 0.170034)
(0.00500926, 0.00630295)
(0.116616, 0.118479)
(1.02021, 1.02366)
(0.549715, 0.552166)
(0.285035, 0.287296)
(0.116616, 0.118479)
(0.00341329, 0.00440264)

Table 5.13: Above are (some of) the 95% confidence intervals, over 30 replicates, for the mean within and between
groups distance of graphs, grouped by fitness function and constant degree, for the column 2-norm distance.
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3-ED(F)
4-ED(F)
5-ED(F)
6-ED(F)
7-ED(F)
3-MMI(F)
4-MMI(F)
5-MMI(F)
6-MMI(F)
7-MMI(F)
3-ED(R)
4-ED(R)
5-ED(R)
6-ED(R)
7-ED(R)
3-MMI(R)
4-MMI(R)
5-MMI(R)
6-MMI(R)
7-MMI(R)

4-ED(F)
5-ED(F)
(3.26547, 3.55045)
(6.19743, 6.30589)
(0.20535, 0.624377)
(2.99511, 3.35194)
(2.99511, 3.35194) (0.351292, 0.435051)
(3.43629, 3.85634)
(0.904862, 1.04737)
(5.48935, 5.88258)
(2.57536, 2.76721)
(3.23651, 3.52298)
(6.17695, 6.28141)
(1.36715, 1.61791)
(1.93697, 2.0323)
(4.26999, 4.54185)
(2.30061, 2.40391)
(6.22, 6.49486)
(3.96273, 4.06986)
(7.63818, 7.9114)
(5.30555, 5.4094)
(3.20909, 3.49651)
(6.16456, 6.26958)
(0.167874, 0.495174) (3.23184, 3.45065)
(2.41152, 2.66028)
(1.69101, 1.92216)
(3.85605, 4.21811)
(1.55891, 1.86099)
(6.46288, 6.72219)
(4.30482, 4.39866)
(3.18377, 3.47216)
(6.14993, 6.25337)
(1.37471, 1.61927)
(1.96498, 2.06198)
(4.26965, 4.54164)
(2.29561, 2.3982)
(6.24144, 6.5139)
(3.98762, 4.08749)
(7.67851, 7.94978)
(5.35154, 5.45214)

6-ED(F)
(6.67018, 6.89583)
(3.43629, 3.85634)
(0.904862, 1.04737)
(0.591597, 0.807381)
(2.1076, 2.43631)
(6.64933, 6.87336)
(2.25156, 2.51383)
(1.94139, 2.1238)
(3.47691, 3.63514)
(4.7877, 4.94832)
(6.63459, 6.85942)
(3.66002, 3.9726)
(1.84096, 2.13884)
(1.19237, 1.54727)
(3.82662, 3.97681)
(6.61707, 6.84232)
(2.26553, 2.52933)
(1.93724, 2.11898)
(3.50126, 3.65512)
(4.83313, 4.99193)

7-ED(F)
(8.69168, 8.89708)
(5.48935, 5.88258)
(2.57536, 2.76721)
(2.1076, 2.43631)
(0.738572, 1.00881)
(8.67265, 8.8756)
(4.26756, 4.47598)
(2.46104, 2.66285)
(2.71099, 2.88192)
(3.61194, 3.77815)
(8.65983, 8.86361)
(5.71233, 5.99209)
(3.59071, 3.84755)
(2.14786, 2.47933)
(3.07316, 3.23687)
(8.64461, 8.84862)
(4.27916, 4.4896)
(2.45496, 2.65729)
(2.72875, 2.89623)
(3.65632, 3.82173)

Table 5.14: Above are (some of) the 95% confidence intervals, over 30 replicates, for the mean within and between
groups distance of graphs, grouped by fitness function and constant degree, for the Entropy distance.
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3-ED(F)
4-ED(F)
5-ED(F)
6-ED(F)
7-ED(F)
3-MMI(F)
4-MMI(F)
5-MMI(F)
6-MMI(F)
7-MMI(F)
3-ED(R)
4-ED(R)
5-ED(R)
6-ED(R)
7-ED(R)
3-MMI(R)
4-MMI(R)
5-MMI(R)
6-MMI(R)
7-MMI(R)

3-ED(F)
(0.224857, 0.335986)
(3.26547, 3.55045)
(6.19743, 6.30589)
(6.67018, 6.89583)
(8.69168, 8.89708)
(0.264135, 0.332079)
(4.77979, 4.8601)
(7.73733, 7.81856)
(9.69385, 9.77453)
(11.1143, 11.1921)
(0.242648, 0.322925)
(3.18511, 3.34889)
(5.82762, 5.91213)
(7.23104, 7.44156)
(9.93731, 10.0078)
(0.242672, 0.333268)
(4.78714, 4.87005)
(7.73771, 7.81692)
(9.71685, 9.79172)
(11.1559, 11.2299)

5-MMI(F)
6-MMI(F)
7-MMI(F)
(7.73733, 7.81856)
(9.69385, 9.77453)
(11.1143, 11.1921)
(4.26999, 4.54185)
(6.22, 6.49486)
(7.63818, 7.9114)
(2.30061, 2.40391)
(3.96273, 4.06986)
(5.30555, 5.4094)
(1.94139, 2.1238)
(3.47691, 3.63514)
(4.7877, 4.94832)
(2.46104, 2.66285)
(2.71099, 2.88192)
(3.61194, 3.77815)
(7.70978, 7.78661)
(9.6662, 9.74238)
(11.0867, 11.16)
(2.93245, 2.99719)
(4.88824, 4.95211)
(6.30952, 6.36922)
(0.0904364, 0.136291)
(1.92773, 1.99088)
(3.34765, 3.40751)
(1.92773, 1.99088)
(0.0894526, 0.126277)
(1.3921, 1.45128)
(3.34765, 3.40751)
(1.3921, 1.45128)
(0.0724903, 0.102226)
(7.68864, 7.76193)
(9.64509, 9.7179)
(11.0655, 11.1352)
(4.46986, 4.61546)
(6.42204, 6.56895)
(7.83981, 7.98519)
(1.93902, 2.07598)
(3.88103, 3.98278)
(5.29583, 5.38685)
(0.790361, 1.18748)
(2.48465, 2.77835)
(3.86431, 4.13329)
(2.18877, 2.23772)
(0.369848, 0.417255)
(1.20368, 1.23855)
(7.66706, 7.73555)
(9.62367, 9.69154)
(11.0442, 11.1087)
(2.92188, 2.98728)
(4.87818, 4.94293)
(6.29881, 6.36025)
(0.103466, 0.133584)
(1.92986, 1.99064)
(3.34992, 3.40685)
(1.95085, 2.00725)
(0.0922621, 0.115275)
(1.37576, 1.42677)
(3.3901, 3.44457)
(1.43423, 1.48837)
(0.0785996, 0.103912)

Table 5.15: Above are (some of) the 95% confidence intervals, over 30 replicates, for the mean within and between
groups distance of graphs, grouped by fitness function and constant degree, for the Entropy distance.
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3-ED(F)
4-ED(F)
5-ED(F)
6-ED(F)
7-ED(F)
3-MMI(F)
4-MMI(F)
5-MMI(F)
6-MMI(F)
7-MMI(F)
3-ED(R)
4-ED(R)
5-ED(R)
6-ED(R)
7-ED(R)
3-MMI(R)
4-MMI(R)
5-MMI(R)
6-MMI(R)
7-MMI(R)

3-MMI(F)
4-MMI(F)
(0.264135, 0.332079)
(4.77979, 4.8601)
(3.23651, 3.52298)
(1.36715, 1.61791)
(6.17695, 6.28141)
(1.93697, 2.0323)
(6.64933, 6.87336)
(2.25156, 2.51383)
(8.67265, 8.8756)
(4.26756, 4.47598)
(0.256909, 0.330041) (4.75327, 4.82785)
(4.75327, 4.82785) (0.132035, 0.192477)
(7.70978, 7.78661)
(2.93245, 2.99719)
(9.6662, 9.74238)
(4.88824, 4.95211)
(11.0867, 11.16)
(6.30952, 6.36922)
(0.256475, 0.312162) (4.73192, 4.80309)
(3.15663, 3.31808)
(1.54882, 1.68594)
(5.79996, 5.88)
(1.08894, 1.23608)
(7.20578, 7.41413)
(2.52889, 2.73825)
(9.90884, 9.97432)
(5.14061, 5.18898)
(0.256771, 0.321908) (4.71127, 4.77731)
(4.76001, 4.83792) (0.144016, 0.191512)
(7.7106, 7.78467)
(2.93295, 2.99482)
(9.68905, 9.75949)
(4.91198, 4.96801)
(11.1283, 11.1974)
(6.35199, 6.40623)

4-ED(R)
(3.18511, 3.34889)
(0.167874, 0.495174)
(3.23184, 3.45065)
(3.66002, 3.9726)
(5.71233, 5.99209)
(3.15663, 3.31808)
(1.54882, 1.68594)
(4.46986, 4.61546)
(6.42204, 6.56895)
(7.83981, 7.98519)
(3.12985, 3.28995)
(0, 0.3692)
(2.58285, 2.7361)
(4.06209, 4.31819)
(6.65867, 6.79513)
(3.10501, 3.26454)
(1.54994, 1.68496)
(4.46938, 4.6151)
(6.44273, 6.58717)
(7.8794, 8.02318)

5-ED(R)
(5.82762, 5.91213)
(2.41152, 2.66028)
(1.69101, 1.92216)
(1.84096, 2.13884)
(3.59071, 3.84755)
(5.79996, 5.88)
(1.08894, 1.23608)
(1.93902, 2.07598)
(3.88103, 3.98278)
(5.29583, 5.38685)
(5.77775, 5.85381)
(2.58285, 2.7361)
(0, 0.57703)
(1.73858, 1.97542)
(4.11237, 4.21912)
(5.75526, 5.8272)
(1.06586, 1.22061)
(1.94078, 2.07631)
(3.9035, 4.00234)
(5.33705, 5.42555)

6-ED(R)
(7.23104, 7.44156)
(3.85605, 4.21811)
(1.55891, 1.86099)
(1.19237, 1.54727)
(2.14786, 2.47933)
(7.20578, 7.41413)
(2.52889, 2.73825)
(0.790361, 1.18748)
(2.48465, 2.77835)
(3.86431, 4.13329)
(7.18611, 7.39329)
(4.06209, 4.31819)
(1.73858, 1.97542)
(0.683783, 1.08383)
(2.77495, 3.09002)
(7.16626, 7.37205)
(2.52763, 2.73841)
(0.788081, 1.18273)
(2.50536, 2.79735)
(3.90607, 4.1747)

7-ED(R)
(9.93731, 10.0078)
(6.46288, 6.72219)
(4.30482, 4.39866)
(3.82662, 3.97681)
(3.07316, 3.23687)
(9.90884, 9.97432)
(5.14061, 5.18898)
(2.18877, 2.23772)
(0.369848, 0.417255)
(1.20368, 1.23855)
(9.88734, 9.94816)
(6.65867, 6.79513)
(4.11237, 4.21912)
(2.77495, 3.09002)
(0, 0)
(9.86602, 9.92041)
(5.12812, 5.17766)
(2.19263, 2.23774)
(0.359624, 0.390351)
(1.24041, 1.26761)

Table 5.16: Above are (some of) the 95% confidence intervals, over 30 replicates, for the mean within and between
groups distance of graphs, grouped by fitness function and constant degree, for the Entropy distance.
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3-ED(F)
4-ED(F)
5-ED(F)
6-ED(F)
7-ED(F)
3-MMI(F)
4-MMI(F)
5-MMI(F)
6-MMI(F)
7-MMI(F)
3-ED(R)
4-ED(R)
5-ED(R)
6-ED(R)
7-ED(R)
3-MMI(R)
4-MMI(R)
5-MMI(R)
6-MMI(R)
7-MMI(R)

3-ED(R)
(0.242648, 0.322925)
(3.20909, 3.49651)
(6.16456, 6.26958)
(6.63459, 6.85942)
(8.65983, 8.86361)
(0.256475, 0.312162)
(4.73192, 4.80309)
(7.68864, 7.76193)
(9.64509, 9.7179)
(11.0655, 11.1352)
(0.217787, 0.290936)
(3.12985, 3.28995)
(5.77775, 5.85381)
(7.18611, 7.39329)
(9.88734, 9.94816)
(0.223941, 0.285669)
(4.73859, 4.8126)
(7.6892, 7.76006)
(9.66817, 9.73484)
(11.1074, 11.1729)

3-MMI(R)
(0.242672, 0.333268)
(3.18377, 3.47216)
(6.14993, 6.25337)
(6.61707, 6.84232)
(8.64461, 8.84862)
(0.256771, 0.321908)
(4.71127, 4.77731)
(7.66706, 7.73555)
(9.62367, 9.69154)
(11.0442, 11.1087)
(0.223941, 0.285669)
(3.10501, 3.26454)
(5.75526, 5.8272)
(7.16626, 7.37205)
(9.86602, 9.92041)
(0.188682, 0.288994)
(4.717, 4.7862)
(7.6677, 7.73369)
(9.64677, 9.70818)
(11.086, 11.1459)

4-MMI(R)
(4.78714, 4.87005)
(1.37471, 1.61927)
(1.96498, 2.06198)
(2.26553, 2.52933)
(4.27916, 4.4896)
(4.76001, 4.83792)
(0.144016, 0.191512)
(2.92188, 2.98728)
(4.87818, 4.94293)
(6.29881, 6.36025)
(4.73859, 4.8126)
(1.54994, 1.68496)
(1.06586, 1.22061)
(2.52763, 2.73841)
(5.12812, 5.17766)
(4.717, 4.7862)
(0.124331, 0.177399)
(2.92287, 2.98534)
(4.90188, 4.95942)
(6.34135, 6.39736)

5-MMI(R)
6-MMI(R)
7-MMI(R)
(7.73771, 7.81692)
(9.71685, 9.79172)
(11.1559, 11.2299)
(4.26965, 4.54164)
(6.24144, 6.5139)
(7.67851, 7.94978)
(2.29561, 2.3982)
(3.98762, 4.08749)
(5.35154, 5.45214)
(1.93724, 2.11898)
(3.50126, 3.65512)
(4.83313, 4.99193)
(2.45496, 2.65729)
(2.72875, 2.89623)
(3.65632, 3.82173)
(7.7106, 7.78467)
(9.68905, 9.75949)
(11.1283, 11.1974)
(2.93295, 2.99482)
(4.91198, 4.96801)
(6.35199, 6.40623)
(0.103466, 0.133584)
(1.95085, 2.00725)
(3.3901, 3.44457)
(1.92986, 1.99064)
(0.0922621, 0.115275)
(1.43423, 1.48837)
(3.34992, 3.40685)
(1.37576, 1.42677)
(0.0785996, 0.103912)
(7.6892, 7.76006)
(9.66817, 9.73484)
(11.1074, 11.1729)
(4.46938, 4.6151)
(6.44273, 6.58717)
(7.8794, 8.02318)
(1.94078, 2.07631)
(3.9035, 4.00234)
(5.33705, 5.42555)
(0.788081, 1.18273)
(2.50536, 2.79735)
(3.90607, 4.1747)
(2.19263, 2.23774)
(0.359624, 0.390351)
(1.24041, 1.26761)
(7.6677, 7.73369)
(9.64677, 9.70818)
(11.086, 11.1459)
(2.92287, 2.98534)
(4.90188, 4.95942)
(6.34135, 6.39736)
(0.100284, 0.13765)
(1.95331, 2.0065)
(3.39262, 3.44398)
(1.95331, 2.0065)
(0.0792935, 0.0997832)
(1.41878, 1.46322)
(3.39262, 3.44398)
(1.41878, 1.46322)
(0.0603597, 0.0821392)

Table 5.17: Above are (some of) the 95% confidence intervals, over 30 replicates, for the mean within and between
groups distance of graphs, grouped by fitness function and constant degree, for the Entropy distance.
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3-ED(F)
4-ED(F)
5-ED(F)
6-ED(F)
7-ED(F)
3-MMI(F)
4-MMI(F)
5-MMI(F)
6-MMI(F)
7-MMI(F)
3-ED(R)
4-ED(R)
5-ED(R)
6-ED(R)
7-ED(R)
3-MMI(R)
4-MMI(R)
5-MMI(R)
6-MMI(R)
7-MMI(R)
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5.7

Conclusions

This chapter used regular graphs, and served primarily as an introduction
to and demonstration of the diffusion character based pseudometrics for graphs, and
their ability to distinguish between different distributions of graphs in an applied
setting. The constant degree sequence of the graphs used in this chapter is not realistically similar to real-world contact networks, and is mainly used for convenience and
the fact that the edge-swap representation is able to locate any graph in the space of
regular graphs that were examined.
The evolutionary computation environment was able to achieve the goal of
finding networks that exhibit extremal epidemiological behaviour. This indicates that
it may also be useful for finding graphs which exhibit various other phenomena of
epidemiological interest.
The centrepiece of the study are the four diffusion character derived pseudometrics. The results indicate that for the purposes of graph based SIR models
concerned with epidemic duration and maximum marginal infection the entropy pseudometric is the best of the tested pseudometrics for distinguishing between different
distributions of graphs. That being said all of the diffusion character based pseudometrics actually perform quite well. The pseudometrics are capable of distinguishing
between differing degrees, with the exception of 3-regular graphs distinguishing between graphs evolved for epidemic duration and graphs evolved for maximum marginal
infection, and sometimes distinguishing between graphs evolved with fixed and random patient zeros.
While it may be expected that graphs evolved for epidemic duration and
maximum marginal infection would be significantly different given that we were optimizing two functions that were extremal examples, it is important to note that we
were able actually show that the different distributions of graphs were in fact significantly different. Recall that for the standard metric for distance between graphs (such
as edit metrics), a single distance computation for a pair of graphs is computationally
expensive, and it is not in anyway practical to compute the distances between a large
number of graphs. Furthermore there is no indication that a standard edit-metric on
graphs, or even an edge-swap based edit-metric on the graphs used in this study is
particularly relevant for graph based SIR modelling. For a metric or pseudometric on
graphs to be relevant for epidemiological modelling it must assign small distances to
pairs of graphs on which epidemics behave in a similar manner and a large distance to
pairs of graphs on which epidemics behave in a dissimilar manner. The experiments
in this chapter indicate that there is evidence that the four diffusion character based
pseudometrics but especially entropy are computationally reasonable pseudometrics
on graphs likely suitable for graph based epidemiology.
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The theoretical results in Chapter 3 strongly suggested that diffusion character derived pseudometrics on graphs would be able to distinguish between most
non-isomorphic graphs, however this study, originally published in [8], was the first
study to demonstrate the relevance of diffusion character derived pseudometrics for
distinguishing between distributions of graphs in a particular application domain
(namely graph based epidemiology).
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Chapter 6
Diffusion Character Based Taxonomy of Evolved
Social Networks
This chapter is an expansion and correction of the paper [9], which I was coauthor on. This chapter examines the diffusion character based entropy pseudometric
by creating an exploratory taxonomy of evolved social networks (graphs). The social network graphs are derived from populations of agents playing iterated prisoners
dilemma with choice and refusal. The agents are vertices of the graphs and the choice
and refusal mechanism dictates which edges are present in the graphs. The taxonomy
agrees fairly well with features visible in visualizations of the graphs, and similarity of
the fitness trajectories of the populations from which the graphs were derived. This
chapter also provides examples of Diffusion Character based 2 dimensional visualizations and drawings of graphs, a novel application of diffusion characters.
This chapter differs from the original paper [9] in four important ways, firstly
the computer code for calculating diffusion character based entropy distance in the
original paper contained a bug which has been addressed, secondly rather than adding
a loop to each vertex of each graph in order to get a transition matrix associated with
a graph only isolated vertices are given a loop, thirdly the taxonomy is discussed in
greater detail and defining features of clades are discovered, lastly the graphs have
been rendered in a different fashion from in the original paper, where the graphs were
rendered using a simulated physics based approach, the small number of vertices and
small number of graphs makes the graphs in this chapter an ideal candidate for diffusion character based graph drawing.

6.1

Introduction

In this chapter, an evolutionary algorithm is used to evolve agents to play a
modification of standard Iterated Prisoners Dilemma called Iterated Prisoners
Dilemma with Choice and Refusal (IPDCR). The choice and refusal mechanism for
deciding which agents play one another induces the edges of contact networks. Modelling human partner selection behaviour is what IPDCR was originally designed for
[48, 47, 13]. Agents within the simulation are finite state automata (FSA) that encode
strategies for playing iterated prisoners dilemma. The choice and refusal mechanism
permits the agents to select which agents they wish to play against and to refuse
offers of play made by other agents, thus allowing the agents to develop patterns of
contact which in turn define the edges of a social network.
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An evolutionary algorithm, which operates on a population of FSA that encode strategies, uses the choice and refusal mechanism during fitness evaluation, thus
the patterns of contact are dependant on the strategies that arise during the evolution
of prisoners dilemma playing agents. Since there is the potential for a remarkably
diverse set of strategies to arise [2, 7, 6], there is the potential for remarkably different
types of social networks to arise.
A taxonomy of the resulting social networks is generated from the entropy
pseudometric. An important note concerning this application of diffusion characters
is that the graphs are all generated by the same process and it is unclear a priori
whether or not there will be natural categories of graphs. The diffusion characters
based pseudometric used in this application is a minor modification of the previously mentioned Entropy pseudometric, which will be described subsequently, it is
used to deal with isolated vertices, corresponding to individuals that have no contacts.
The work in this chapter was designed with 2 main goals in mind:
1. Demonstrate that different types of IPDCR derived graphs arise from evolution
and thus show that the IPDCR system generates distinct types of contact networks.
2. Apply the Entropy pseudometric to an unsupervised classification/clustering
problem on a collection of graphs for which there is no a priori knowledge and
evaluate the resulting taxonomy, gaining insight into which features contribute
to the notion of similarity with respect to the pseudometric.
The remainder of this chapter is structured as follows: the next section deals
with the design of the experiments, it explains IPDCR, how the contact networks are
derived from the choice and refusal mechanism, what the modification of the diffusion
character matrices is, the specifics of the evolutionary algorithm used, how the taxonomy is generated, and how the graphs drawings (used in the analysis of the results)
are generated, the last section gives the results of the experiments and conclusions.

6.2
6.2.1

Design of Experiments
Iterated Prisoners Dilemma with Choice and Refusal

Prisoners dilemma is a classic game in game theory. Two players/agents
decide simultaneously and without communication whether to cooperate (C) or defect (D), and individually receive payoffs dependant upon which pair of actions was
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taken. Both players are attempting to maximize their payoff. The payoff for mutual
cooperation is the cooperation payoff C, the payoff for mutual defection is the defection payoff D, the payoff for cooperating while the opponent defects is S the sucker
payoff, while the payoff for defecting while the opponent cooperates is T the temptation payoff. In order to be considered prisoners dilemma the payoffs must satisfy the
following inequalities: S ≤ D ≤ C ≤ T and S + T ≤ 2 ∗ C. For the purposes of this
chapter the actual numeric values used for the payoffs are: S = 0, D = 1, C = 3 and
T = 5.
Iterated prisoners dilemma is a game in which two players repeatedly play
many rounds of prisoners dilemma. From the payoff inequalities (which in most
instances are chosen to be strict inequalities) it is obvious in a single instance of
prisoners dilemma the optimal strategy is to defect, however when many rounds of
prisoners dilemma are played sustained cooperation is at least as good (and better if
the inequalities are strict), as sustained defection and alternating sucker and temptation payoffs. Iterated prisoners dilemma (IPD) has frequently been used to show the
emergence of cooperative behaviour in populations of selfishly (or rationally) acting
agents, and has been used to model behavioural interaction in sociology [29], psychology [42], and economics [28].
Iterated prisoners dilemma with choice and refusal(IPDCR) modifies IPD
when played by a collection of agents, by allowing agents to determine which agents
they wish to play against and to refuse offers of play made by other agents. Each
agent a maintains an estimate of the score the agent would receive when playing
agent b, denoted Eab . The estimate is initialized as 3 (the cooperation payoff), and
when player a receives a score x playing against player b the estimate is updated as
Eab ← w · Eab + (1 − w)x where 0 < w < 1, in this experiment w = 0.7 was chosen.
For each round of play the choice and refusal is accomplished via the following rules:
1) Each agent, with the exception of those covered by rule 4, makes an offer to play
against the agent for whom they have the highest estimated score, with ties broken
uniformly at random.
2) Each agent that received an offer of play compares their estimated score against
the other agent to a rejection threshold TE =1.6 if the estimated score is below this
threshold the offer is refused, and the agent that made the offer receives a rejection
payoff R = 1.0 and updates their estimated score, otherwise the offer is accepted.
3) All accepted offers lead to a round of prisoner’s dilemma after which all players
update their estimated scores.
4) Wallflowers: All agents that have an estimated score below T E against every opponent do not make any offers and instead receive a wallflower payoff of W = 1.6.
The parameters for IPDCR in this work were chosen so as to agree with the
previous work on IPDCR [48, 13]. Notice that the wallflower payoff is set equal to the
rejection threshold so that an agent will avoid all play if continuing to play offers no
(estimated) benefit. The value w = 0.7 in the updating rule provides relatively rapid
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decay of information an agent has concerning previous plays allowing the estimate
to reflect relatively recent play. The agents score for IPDCR is their mean payoff
over all rounds of play, and is used as the fitness function by the evolutionary algorithm in this study. Play continues for 150 rounds to compute the agents score/fitness.

6.2.2

The Evolutionary Algorithm

The evolutionary algorithm used in this study is a co-evolutionary algorithm
with a population of 36 agents (this number was chosen to be compatible with the
previous studies). Fitness of the agents was determined using 150 rounds of IPDCR
(explained above). Reproduction was elitist with an elite of the 24 highest scoring
agents, with ties broken uniformly at random. The size of the elite was also chosen
to maintain compatibility with the previous studies. Fitness proportional selection
with replacement was used to pick 6 pairs of parents from the elite. The parents
were copied and the copies were subject to crossover and mutation (detailed below).
Thirty replicates of IPDCR were performed, each replicate ran for 1000 generations.
The mean fitness, variation of fitness, and maximum fitness were recorded for all
generations. At the end of each replicate the final generation of agents was used to
derive a social network (details of which are explained in the next subsection). The
IPDCR playing agents used for this study were 16 state finite state machines with
actions associated with state transitions (Mealy machines). The opponents last action determines the state transitions. The state information of the machine permits
the machine to condition its play on several of its opponent’s previous actions. The
FSM were stored as linear chromosomes listing the states and transitions, with the
initial state and action stored in the linear chromosome as well.
State If C : transition, output
0
0, C
1
1, C
2
2, C
3
3, D

If D : transition, output
1, D
2, D
3, D
3, D

Figure 6.1: An example of a 4 state FSM, with initial state 0.
The variation operators used were, two-point crossover and a mutation operator. The two-point crossover is on the list of states treating states as atomic objects.
The mutation operator changes the initial state of the machine 5% of the time, the
initial action 5% of the time, a single state transition 40% and an action associated
with a transition 50% of the time, replacing the current value of whatever it was
changing with a valid value which is selected uniformly at random.
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6.2.3

Derivation of Social Networks (Contact Networks)

The contact networks, each of which is derived from a given run of IPDCR
were derived as follows: During fitness evaluation the number of times each pair of
agents play a round of prisoners dilemma is recorded, and called the pairs contact
number. After fitness is evaluated the mean contact number over all pairs of agents is
computed. A pair whose contact number is greater that 0.95 times the mean contact
number is considered to be in contact, and these agents are adjacent to one another in
the contact network. Notice that the beginning of a fitness evaluation consists of an
exploratory phase of play while estimates are still forming and all agents are offering
and accepting to play all other agents (recall that all initial estimates are set to 3),
it is only later in the fitness evaluation that any firm preferences emerge. The 0.95
times the mean contact number is a way of extracting the sustained interactions from
the contact numbers.
The choice and refusal mechanism, along with all estimated scores, is reset
for each generation of the evolutionary algorithm, hence each contact network is specific to a generation of IPDCR playing agents. The contact networks analyzed in this
study are the 30 graphs derived from the final generation of the 30 replicates of the
evolutionary algorithm.

6.2.4

Modified Diffusion Character Matrices

The 30 social networks in this study use a modified version of Diffusion
Character matrices of graphs. Recall that Diffusion Character matrices of graphs are
technically only defined for finite simple graphs with no isolated vertices. The requirement that there be no isolated vertices allows the adjacency matrix of the graph
to be column normalized, into a column stochastic matrix. However the vast majority of the theory concerning diffusion characters is written in terms of any column
stochastic matrix.
In this study a loop is added to all isolated vertices in all graphs (i.e. all isolated vertices are adjacent to themselves), before the adjacency matrices are column
normalized. With this modification diffusion character matrices can be computed for
all finite simple graphs with a given number of vertices. The column entropy distance
is computed from the modified diffusion character matrices to place a pseudometric
on the 30 social networks. The parameter α = 0.5 was chosen as the diffusion parameter for this study (this was not an arbitrary decision, see Proposition 5 and Example
4).
The Entropy distance was non-zero for all distinct pairs of social networks
in this study (it was never less than 1.0e − 5), as such it is equivalent to a metric
(rather than only a pseudometric) on all finite simple graphs with 36 vertices (see
Proposition 1). The (modified) Entropy distance on the 30 social networks was used
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with UPGMA (see Section 4.2) to create the tree in Figure 6.2 describing the taxonomic relationship between the 30 social networks.

6.2.5

Visualization of Graphs

In the original paper [9] the 30 social networks that were generated in this
study, were displayed using a simulated physics graph drawing algorithm which was
ad hoc, but permitted batch rendering of the graphs drawings sufficient for the purposes of the initial study. Though not part of the original paper, an alternate diffusion
character based graph drawing algorithm is used in this chapter to render the drawings of the 30 graphs in Figure 6.3. The small size of the graphs, made this set of
graphs an ideal choice for demonstrating the diffusion character based graph drawings.
In the diffusion character based graph drawing algorithm the vertices of the
graph are displayed in R2 using polar coordinates (ri , θi ) in the following fashion.
The dc-entropy of vertex i is calculated, scaled by −log2 ( n1 ) (the maximum entropy
possible for a column stochastic vector of length n), and transformed via the function
f (x) = 1 − x so that the resulting value r(i), is a number between 0 and 1 with 0
corresponding to the entropy of the vector u, where uj = n1 , and 1 corresponding
to the entropy of an isolated vertex. Note that no column of the diffusion character
matrix of a column stochastic matrix comprised solely of u vectors can actually have
an entropy equal to the maximum entropy possible (for n > 1), so ri is never actually
equal to zero. For vertex i the value θi is simply 2πi
. Combined with the fact that ri
n
is never actually zero this implies that each vertex of the graph is guaranteed to be
at a distinct point in R2 .
Thus from construction vertices which are least central (i.e. have the smallest entropy) will be the farthest away from the origin, while vertices which are more
central are closer to the origin. This means that unlike with the simulated physics
renderings in [9] or most other ad hoc renderings direct visual inspection of the placement of the vertices in the diffusion character based graph drawings, rather than
evaluation of the complicated edge relations, can provide evidence of similarity and
dissimilarity between graphs. Any actual difference in the distance from the origin
between vertices is evidence that the vertices have differing random walk behaviour.
However a note of caution, the θ values of the vertices and hence their arrangement
along a circle centred at the origin is purely an artifact of the order in which the
vertices are listed and hence does not indicate any actual difference between graphs.
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Graph_12
Graph_10
Graph_5
Graph_19
Graph_26
Graph_0
Graph_15
Graph_25
Graph_17
Graph_7
Graph_18
Graph_24
Graph_16
Graph_4
Graph_27
Graph_6
Graph_21
Graph_14
Graph_20
Graph_23
Graph_3
Graph_28
Graph_1
Graph_8
Graph_29
Graph_22
Graph_13
Graph_2
Graph_11
Graph_9

Figure 6.2: Taxonomy of the IPDCR contact networks using diffusion character based
entropy distance. The graphs are depicted in Figure 6.3.
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Figure 6.3: Above are the diffusion character based graph drawings of the 30 social
networks used in this study. The numbering for the graphs are the same as those
used in Figure 6.2.
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graph 17

graph 7

graph 16

graph 24

graph 18

graph 4

Figure 6.4: Presented for ease of comparison are the diffusion character based graph
drawings of the graphs in the minimum clade containing graphs 4 and 17.
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graph 10

graph 12

graph 05

graph 19

graph 00

graph 26

graph 15

graph 25

Figure 6.5: Presented for ease of comparison are the diffusion character based graph
drawings of the graphs in the minimum clade containing graphs 10 and 25.
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graph 06

graph 27

graph 21

graph 03

graph 23

graph 28

graph 14

graph 20

graph 01

Figure 6.6: Presented for ease of comparison are the diffusion character based graph
drawings of the graphs in the minimum clade containing graphs 01 and 27.
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graph 22

graph 29

graph 13

graph 02

Figure 6.7: Presented for ease of comparison are the diffusion character based graph
drawings of the graphs in the minimum clade containing graphs 02 and 29.
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graph 09

graph 11

graph 08
Figure 6.8: Presented for ease of comparison are the diffusion character based graph
drawings of the star graphs and the anomalous graph 08.
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6.3

Results and Discussion

Disregarding isolated vertices all graphs in this study are connected. This is
worth mentioning since the specifications of the evolutionary algorithm and derivation of the social networks allows graphs with multiple connected components of size
greater than 1.
The drawings in Figure 6.3 contrasted with the taxonomy in Figure 6.2 show
that the CE-distance grouped visually similar graphs together. A note about Figure
6.2: When taxa x and y are merged in the taxonomy the length of the horizontal
line joining them is proportional to the distance between the taxa x and y (using the
same weighting convention outlined in explanation of UPGMA).
This means that graphs 10 and 12 which are grouped together as well as
graphs 7 and 17 which are also grouped together are the most similar pairs of graphs
in the taxonomy (their entropy distance is the smallest). In contrast graphs 22 and
29 which are also grouped together are nowhere near as similar as graphs 10 and 12
or graphs 7 and 17.

6.3.1

The Star Graphs

Before anything else it is worth mentioning that graphs 9 and 11, disregarding the isolated vertices, are star graphs. Star graphs are graphs in which 1 vertex
is adjacent to all other vertices and no other edges are present. Graphs 9 and 11 are
the only star graphs (disregarding isolated vertices) of the 30 graphs. Their diffusion
character based graph drawings are shown in Figure 6.8. In the taxonomy they are
grouped together in a pair at maximum distance from the remaining graphs. The
fitness trajectories for graphs 9 and 11 are shown in Figure 6.9, note that the trajectories are similar near the end of evolution. It is also worth noting that inspection
of Figure 6.3 shows that the average distance from the origin for the star graphs is
noticeably larger than for any other graphs in the taxonomy. This indicates that the
average entropy for vertices of the star graphs are noticeably smaller than for any of
the other graphs.
6.3.2

The Taxonomy

One of the most noticeable features of this taxonomy is that the number
of isolated vertices of the graphs plays a pivotal role. This is not surprising given
that the DC-entropy of isolated vertices is zero, which makes the difference between
the entropy of an isolated vertex and the smallest non-zero entropy usually far more
noticeable than the difference between the smallest two non-zero entropies or the difference between the largest entropies.
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Figure 6.9: The mean and maximum fitness for populations 9 (at the top) and 11 (at
the bottom) during evolution. Mean fitnesses are depicted with +s, while maximum
fitnesses are depicted as doted lines.
The smallest clade containing graph 4 and graph 17 is made up of all graphs,
other than graph 8, which have no isolated vertices. The smallest clade containing
both graph 10 and graph 25 contains all graphs with 1 isolated vertex. The smallest
clade containing graph 1 and graph 27 contains all but one of the graphs with two
isolated vertices. The only graph with two isolated vertices not contained in the clade
is graph 9, which disregarding the isolated vertices is a star graph. Graphs 11 and
13 are the only graphs with three isolated vertices, disregarding the isolated vertices
graph 11 is a star graph. Graphs 22 and 29 are the only graphs with 4 isolated vertices, and they form a clade.
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Graph 8 - The Outlier
Graph 8 is the perhaps the most anomalous graph in the taxonomy. The
diffusion character based drawing of Graph 8 is shown in Figure 6.8. It has no isolated
vertices, 77 edges which is substantially fewer than all of the other graphs with no
isolated vertices, which all have 240 or more edges. In fact graph 8 has the fourth
fewest edges of all the graphs, the two star graphs (graphs 9 and 11) and graph 22 are
the only ones with fewer edges. Graph 8 also has an substantial number of pendant
vertices, 19 out of the 36 are pendant, other than the two star graphs no other graphs
have more than 7 pendant vertices. With these oddities in mind it is safe to say
that graph 8 is notably different from all of the other graphs, and its position in the
taxonomy seems sensible. It is between the clade formed by all of the non-star graphs,
with 2 or fewer isolated vertices, and the clade formed by those graphs which are not
star graphs and have 3 or more isolated vertices.

Figure 6.10: The mean and maximum fitness for populations 7 (at the top) and 17 (at
the bottom) during evolution. Mean fitnesses are depicted with +s, while maximum
fitnesses are depicted as doted lines.
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Graphs with No Isolated Vertices
Examine the clade with all the graphs other than graph 8 which have no
isolated vertices, Figure 6.4 shows all graphs in this clade for ease of comparison.
Graphs 7 and 17 are one of the most similar pairs of graphs according to the taxonomy, their fitness trajectories, shown in Figure 6.10, are very different initially but
are similar near the end of evolution. Examination of the graph drawings in Figure
6.3 or Figure 6.4 indicates that graphs 7 and 17 both have a highly interconnected
core of vertices, a cloud of outliers connected to this core, as well as a single pendant
vertex each. The drawing in Figure 6.3 of graph 18, indicates why it is together with
graphs 7 and 17 in a clade. Graph 18 is similar to 7 and 17, a highly connected core
and the group connected to the core with the notable difference that graph 18 lacks
any pendant vertices, and the core is not quite as highly connected as it was in graphs
7 and 17. Graphs 16 and 24 both have 5 vertices with fairly low degrees. Graph 16
bares some resemblance to graphs 7, 17 and 18 but it has 5 vertices with degree less
than 6. Graph 24 is noticeably less interconnected than the rest of the graphs in this
clade and has 4 vertices with degree less than 6. Graph 4 is highly interconnected,
it has 27 vertices with degrees above 20, all vertices have a degree above 13. The
defining features of this clade is that all of the graphs are connected (i.e. none of the
graph have any isolated vertices), that all the graphs with a moderately sized highly
connected core are grouped together, and that the two graphs with several low degree
vertices are grouped together.

Graphs with One Isolated Vertex
Examine the clade containing all the graphs with exactly one isolated vertex, Figure 6.5 shows all graphs in this clade for ease of comparison. Graphs 10 and
12 have quite similar degree sequences, and are one of the most similar pair of graphs
according to the taxonomy. Together with graph 5 they form a clade of graphs which
from inspection of the graph drawings are all graphs with a single isolated vertex, with
the remaining vertices divided into a highly interconnected core and another group
of vertices which are connected to this core. Graph 19 forms a clade with graphs 5,
10 and 12, though the horizontal length of the line connecting them in the taxonomy
indicates that graph 19 is far more different from graphs 5, 10 and 12 than they are
from each other. Graph 19 has a single isolated vertex like the rest of the graphs, and
has a moderately connected core, and a group which preferentially connect to the core
though the non-core group vertices are also adjacent to each other a fair bit. Note
also that graph 19 has substantially fewer edges (actually 229) than graphs 5, 10 and
12 (which have 292, 283 and 294 respectively). Graphs 26 and 0 have 231 and 215
edges respectively, 3 non-zero low degree vertices, and 1 isolated vertex. These two
graphs form a clade which connects with clade made up of the previously mentioned
graphs. Graph 15 has a single isolated vertex and 2 vertices of low degree, but is
otherwise highly connected (all other vertices have degrees between 12 and 25), it
has the greatest number of edges, 328, out of all the graphs in this clade. Graph 25
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has 147 edges which is substantially fewer edges than all of the other graphs with 1
isolated vertex, and that it is at maximal distance from the rest of the graphs with
1 isolated vertex. The defining features of this clade is that all graphs have exactly
1 isolated vertex, graphs with a highly connected core and another group of vertices
connected to this core are grouped together, and the total number of edges plays
some role in singling out two of the graphs.

Graphs with Multiple Isolated Vertices
Figure 6.6 shows all graphs in the clade containing all the graphs other than
graph 9, which is a star graph, that have two isolated vertices. Graphs 6 and 27 form
a clade. They both have 2 pendant vertices, and several low degree degree vertices,
a little over a third of the vertices are relatively high degree and mostly connected
to each other as well as the moderate and low degree vertices. The degree of these
relatively high degree vertices fluctuates a fair bit and is between 29 and 13. Graph
21 forms a clade with graphs 6 and 27, and is similar to those two graphs though
it only has 1 pendant vertex and 1 vertex of noticeably higher degree than the rest.
Graph 14 has 2 degree 0, 5 degree 1, and 3 degree 2 vertices. The remainder of the
vertices in graph 14 are divided into to groups, those with moderate degree and those
with relatively high degree, the moderate degree vertices are mostly connected to the
relatively high degree vertices which are themselves heavily interconnected. Graph
20 has a single high degree vertex and a large number of low and moderate degree
vertices, the moderate degree vertices appear to have a modest amount of preferential
attachment to each other.
The graphs in the smallest clade containing graphs 6 and 20 have between
121 and 191 edges. Graphs 3, 23 and 28 have substantially more edges than the other
graphs in this clade. These three have more than 251 edges each. Graphs 3 and 23
form a clade and both mainly consist of an inner core of high degree vertices which
are connected to each other as well as an outer core of vertices which are mainly
connected to the inner core. Graph 28 has 1 pendant vertex, 2 isolated vertices, and
a large number of intermediate degree vertices, it does not seem to exhibit the inner
and outer core connections of graphs 3 and 23. Graph 1 has 87 edges, which is substantially fewer than the rest of the graphs in this clade, it is at a maximal distance
from the rest of the non-star graphs with two isolated vertices. The defining features
of this clade are that all graphs have two isolated vertices, graphs with similar numbers of edges are grouped together, and inner and outer core behaviour seems to drive
the rest of the grouping.
As mentioned graphs 22 and 29 are the only two graphs with 4 isolated vertices and together form a clade. Graph 29 has more than twice the number of edges
has graph 22. Graph 29 exhibits inner and outer core connections, while graph 22
does not. Note that though graphs 22 and 29 are in a clade the horizontal distance
between them in Figure 6.2 indicates that they are not very similar according to the
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entropy distance, they are simply more similar to each other than the other graphs
by virtue of having 4 isolated vertices.
Examine the graphs in Figure 6.7. Graph 13 forms a clade along with graphs
22 and 29, though the horizontal distance in the taxonomy indicates that graph 13 is
not that similar to other two graphs. Graph 13 is the only non-star graph that has 3
isolated vertices. In this sense it seems sensible to form a clade with the clade containing the graphs with 4 isolated vertices. Graph 2 is the only graph with 5 isolated
vertices, and forms a clade along with graphs 13, 22, and 29. Again considering the
impact that isolated vertices have on the entropy distance this is not unexpected.

6.3.3

Conclusions

The variety of graphs generated by the evolutionary algorithm, whose similarity and differences have been discussed in the previous section, indicates that the
IPDCR system generates distinct types of contact networks. A commonly occurring
feature of the contact networks is a interconnected core of agents which play one
another as well as outlier agents which preferentially play members of the core, however other features encountered include a single agent playing against almost every
other agent, greatly varying numbers of edges in the graph, a large connected group
of agents all playing each other, and varying numbers of agents which do not play
against any of the other agents.
This chapter demonstrates the influence the number of isolated vertices can
have on DC-based entropy distances. This indicates that DC-based entropy is likely
unsuitable for applications where graphs should be considered similar in cases where
the number of isolated vertices in the two graphs substantially differ. With this in
mind, the diffusion character based UPGMA taxonomy, demonstrates that the diffusion character based entropy distance assigns shorter distances to graphs which are
fairly similar and larger distances to graphs which are dissimilar in a fairly sensible
manner.
The similarities between graphs in various clades discussed in Section 6.3
indicates that the diffusion character based entropy pseudometric grouped graphs together into clades with defining features, the most relevant of which is the number of
isolated vertices. The clades of graphs with defining features were joined in a fairly
sensible manner as well, distinguishing between graphs with vastly different numbers
of edges, as well as distinguishing between graphs with a highly connected inner core
and those without.
Finally the diffusion character based graph drawing algorithm was able to
provide fairly useful graph drawings that enabled direct visual comparison between
graphs of the the taxonomy. However, there is no indication that this graph drawing
algorithm would be as helpful for graphs with a large number of vertices.
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Chapter 7
Diffusion Character Comparison of Graphs
Evolved to Match Epidemic Profiles
This chapter is an expansion and correction of the paper [12]. An error in
the way distances were calculated has been addressed. This study uses a recenteringrestarting evolutionary algorithm to optimize graphs to exhibit epidemic profiles similar to six different target epidemic profiles. Epidemic profiles are arrays indexed
by time which contain the number of infected individuals in each time-step. The
six target profiles contain early peaks, late peaks, and multiple peaks of the number
of infected individuals. This study was able to demonstrate that the evolutionary
algorithm is able to located graphs which fit a variety of epidemic profiles. The difficulty of locating a graph likely to produce a given epidemic profile varies between
profiles, however for each profile at least some of the evolutionary runs were able to
locate graphs which were are fairly good fit. The diffusion character based entropy
pseudometric on graphs was used to assess the distribution of graphs in the space of
graphs. Mean between and within group distances were compared and for some pairs
of profiles the pseudometric was able to neatly separate the graphs while for others
overlap between sets of graphs is detected.

7.1

Introduction

In Chapter 5, it was shown that diffusion character based pseudometrics
were able to distinguish between distributions of graphs evolved to maximize two
very different fitness functions. Which indicates that diffusion character based pseudometrics may be a useful tool for showing that different algorithms searching the
space of graphs are demonstrably searching different parts of the space. The experiments in this chapter use a recentering-restarting evolutionary algorithm to evolve
graphs to match specified epidemic profiles. Six different epidemic profiles were used,
these profiles were chosen to be noticeably different from each other. The goals of
this study are twofold:
1. Examine whether the evolutionary system can locate graphs which match specified epidemic profiles.
2. Determine whether the diffusion character based entropy pseudometric can be
used to show that the different algorithms are searching different portions of
the space of graphs.
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7.2

Graph Based SIR Model

This chapter uses a similar graph based SIR model as the one used in Chapter 5. A graph based SIR epidemic is initialized with a single individual (vertex)
in the infected state, and all other individuals (vertices) in the susceptible state. In
this chapter the same vertex is used as the initial infected individual in each epidemic
simulation and is designated ‘patient zero’. In each time-step each infected individual
infects each of their susceptible neighbours with independent probability β = 0.5 and
after newly infected individuals are identified the individuals which were infected in
a previous time-step are moved to the removed state.

7.3

Epidemic Profiles

An epidemic profile is simply a time indexed sequence containing the number
of individuals which are infected in each time-step. In this chapter all epidemic profiles
are of length 16.

7.4

The Evolutionary Algorithm

The evolutionary algorithm used in this chapter is a recentering-restarting
algorithm similar to the one described in Chapter 5. The notable difference is the
different choice of fitness function, representation, variation operators, number of
mating events, epoch length, and a novel addition directly related to the stochastic
nature of the fitness function.
7.4.1

The Toggle-Delete Representation

The representation used consists of a string of integers that are interpreted
in triples to yield a series of editing operations on graphs with the same number of
vertices. This is a generative representation which specifies how to modify an initial
graph. For a graph with N vertices, labelled with indices 0, 1, . . . , n − 1, each triple
of integers a1 , a2 , a3 is interpreted as follows:
1. a1 mod N determines the index of the first vertex to operate on.
2. a2 mod 2 determines whether to remove a neighbour (if the value is 0) or
whether to toggle an edge (if the value is 1).
3. a3 mod k determines the index of the second vertex, k is the number of neighbours of the first vertex or the number of vertices in the graph depending on
whether a2 mod 2 is respectively 0 or 1.
If a2 mod 2 = 0 the edge joining the selected vertices is removed. If
a2 mod 2 = 1 then if the selected vertices are adjacent the edge joining them is
removed, and if the selected vertices are not adjacent they become adjacent. In the
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event that a2 mod 2 = 1 and a1 mod N = a3 mod k the triple is discarded and no
operation is performed.
The toggle-delete representation was introduced in [11]. Like the representation employed in Chapter 5 the toggle-delete representation specifies editing
operations on graphs, however these editing operations are not operations on graphs
with the same degree sequence. The representation used in this chapter allows evolution to determine the degree sequence of the graph. This is an important point
and is discussed further in the conclusions, but it is noted here that the toggle-delete
representation favours sparse graphs. Any delete operations always remove an edge.
A random toggle operation which selects v as the first vertex removes an edge with
probability deg(v)
and adds an edge with probability N −deg(v)
. Note that the sparser
N
N
the graph the more likely a random toggle operation is to add an edge. If each of the
integers in a triple of integers is uniformly at random selected to be between 0 and m
where m is much larger than N then toggle and remove operations are equally likely
indicating that the average triple will remove an edge from the graph.
Obviously a toggle operation can add or remove any edge so there is a minimum number of toggle operations necessary to transform any graph on N vertices
to any other graph on N vertices. Thus given a large enough number of toggle and
delete operations any graph on N vertices can result from any starting graph on N
vertices. By adding the adjacency matrices of two graphs mod 2 the resulting matrix
contains all edges that are not part of both graphs, this matrix can have no more
than N (N2−1) edges so at most N (N2−1) operations are need to transform any graph on
N vertices into any other.
A very large chromosome in the toggle-delete representation could search
the entire space of graphs on N vertices. A small number of toggle-delete operations
do not modify the initial graph much and cannot locate graphs which are far from the
initial graph in the toggle-delete edit metric. Any standard evolutionary algorithm
using a chromosome large enough to effectively search the space would be extremely
slow. The recentering-restarting algorithm is used to address these shortcomings.

7.4.2

The Fitness Function

Each fitness function uses a target epidemic profile. The evolved graphs are
evaluated by how well simulated epidemics on the graph match this target profile.
The fitness function uses n simulated epidemics, each time the initially infected individual is the vertex of index 0. Any simulated epidemic which lasts for less than 3
time-steps is rerun to generate a simulated epidemic which lasts at least 3 time-steps.
For each simulated epidemic the sum of squared error (SSE) of the number of individuals which are infected in each time step compared to the target epidemic profile
is computed. The SSE values arePsorted into increasing order E1 ≤ E2 ≤ . . . En . The
fitness of a graph G is f it(G) = nk=1 Ekk . If it is not possible for any epidemic to last
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at least 3 time-steps, for example if the initially infected vertex is an isolated vertex,
then the graph is assigned the worst possible fitness. Fitness is to be minimized in
these experiments.
These fitness functions were designed with the following in mind: A particular simulated epidemic profile is unlikely to be similar to the most likely epidemic
profile of the graph. The weighted sum of squared error rewards graphs which have
some epidemics similar to the target profile while weighting the contribution of more
dissimilar epidemics at a lower level. These fitness functions are stochastic and are
used to compare the relative quality of pairs of graphs they are not absolute measures
of the quality of a graph. They are designed to enable the evolutionary algorithm to
estimate which graph in a set of graphs is most likely to generate the given profile.
This creates a fitness gradient in the direction of graphs which are more likely to
generate the given epidemic profile.
In this chapter the recentering-restarting algorithm uses a novel addition
due to the stochastic nature of the fitness functions. When fitness is evaluated during
mating n = 50 simulated epidemics are used during the fitness function evaluation.
Since fitness can decrease between recenterings each new central graph is saved. After the evolutionary algorithm finishes the fitness of all of the saved central graphs is
computed using n = 500 simulated epidemics to reduce stochasticity, and the fittest
graph is reported as the fittest graph from the run.

7.5

Experimental Design

7.5.1

Specification of the EA

The evolutionary algorithm used is a recentering-restarting algorithm using
size seven single tournament selection on a population of size 60. The algorithm is a
steady state algorithm, so time is measured in mating events. Each mating event consists of a single instance of size seven tournament selection meaning seven population
members are randomly selected, the two most fit are copied, the copies are subjected
to crossover and mutation, and used to replace the two least fit of the seven selected
population members. The recentering-restarting algorithms were run for 40 epochs
(i.e. 40 recenterings), with 7500 mating events between consecutive recenterings.
Noting that the fitness function is stochastic, whenever two graphs are selected to reproduce, the fitnesses of the offspring are evaluated and the fitnesses of
the parents are re-evaluated. This is done to prevent a fitness evaluation that is an
outlier to grant a population member excessive reproductive rights.
The variation operators used were two-point crossover and a point mutation
operator. The mutation operator performs 1 to 3 point mutations, with the number
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of mutations selected uniformly at random, each point mutation uniformly at random
generates an integer in the range 0 ≤ m < 10000 and uses it to replace the integer at
a position in the chromosome selected uniformly at random.
All graphs in this chapter are graphs on 128 vertices. While this is a small
number of individuals for epidemiological research, a small number was chosen to
allow the algorithm to run quickly, the specific number was chosen to conform with
the previous work mentioned in Chapter 5.
The starting graphs used for the recentering-restarting algorithm in all experiments were graphs with 128 vertices, the graphs were randomly generated to have
vertices with approximately degree 4, random edges were added as long the edge did
not increase the degree of any vertex in the graph beyond 4. A few vertices were
degree 2 or 3, while the rest were degree 4.
The toggle-delete representation is an array of integers initialized in and
restricted to the range 0 ≤ m < 10000. The range is large enough so that when
modular arithmetic is used to extract the toggle-delete operations, a randomly generated toggle-delete operation will select vertices to act upon in an almost uniform
manner. The representation is of length 120, yielding 40 toggle-delete operations per
population member.
The mean and best fitness in the population were saved every 200 mating events. After each of the 40 recenterings the new central graph was saved. The
fittest graph encountered in the run is determined by simulating 500 epidemics rather
than 50 on the 40 saved graphs. Note that assuming the simulations used in fitness
evaluation provide accurate estimates the fitness of all the population members is
monotonically decreasing (i.e. getting better) between recenterings thus the fittest
graph encountered can be determined solely via the 40 saved graphs. The fittest
graph encountered in the run is reported.

7.5.2

Experiments Performed

Six sets of experiments were performed each set corresponding to a target
epidemic profile. The six target epidemic profiles are shown in Figure 7.1. Thirty
independent replicates of the evolutionary algorithm were run for each of the six
epidemic profiles, yielding 30 best of run graphs per epidemic profile.
7.5.3

Specification of the Analysis

Of the 180 best of run graphs examined 2 of the 30 graphs for profile 1, and
1 of the 30 graphs for profile 3 contained isolated vertices, all other graphs did not. To
compute the diffusion character matrix of graphs in this chapter each isolated vertex
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Profile 1

Profile 2

Profile 3

Profile 4

Profile 5

Profile 6

Figure 7.1: The six epidemic profiles used in this study. The vertical axes correspond
to number of infected individuals while the horizontal axes correspond to time-step.
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is given a loop, yielding a column stochastic matrix for the column normalized adjacency matrix of the graph. Note that any column associated with a isolated vertex
given a loop in the diffusion character matrix contains exactly 1 nonzero entry. Hence
in the normalized diffusion character matrix any column associated with a isolated
vertex given a loop has a column entropy of zero. The distance between two graphs
used in the analysis in this chapter is the Euclidean distance between their sorted
entropy vectors.
Recall that in Chapter 6 the analysis of the taxonomy of graphs using diffusion character derived entropy distance showed that the number of isolated vertices
greatly influences the distance measure. Since only 3 of 180 graphs contain isolated
vertices diffusion character based entropy distance is likely still an appropriate pseudometric.
Table 7.1 shows the mean within and between group diffusion character
based entropy distance for the graphs grouped by profile. Recall that 30 best of run
graphs are in each group of graphs. The mean within and between group distances
are calculated in the manner described in Section 4.4.
The nonlinear projection used in this chapter is described in Section 4.3, in
this chapter nonlinear projection is used to visualize the Entropy distance between
the 180 graphs which result from the 6 groups of 30 best of run graphs, and several
runs of the algorithm are displayed in order to produce multiple different visualizations of the high dimensional data.

7.6

Results and Discussion

In the original study [12], there was an error in the way diffusion character
based entropy was calculated, furthermore in this thesis slightly different matrices are
used as the column stochastic matrix of a graph. The original study gave all vertices a
loop to deal with isolated vertices, this thesis only gives isolated vertices a loop. The
original study also only included a single nonlinear projection due to space limitation,
here multiple nonlinear projections are presented which also has an influence on the
results. As such the results, discussion and conclusions in this chapter are notably
different from those found in [12].
Figure 7.2 shows plots of the best and average fitness of the population for
the first replicate for each of the six epidemic profiles. This figure is merely here
to illustrate several points about the recentering-restarting algorithm. Note that the
green average fitness are drawn as points connected via lines after the best fitnesses
are plotted as crosses. Any appearance of multiple red crosses at the same time step
with an green average fitness between them is merely an artifact of the fact that the
fitnesses oscillate combined with the fact that the red crosses are larger than the green
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points. Note that generally there is a downward trend in fitness as time increases,
so broadly speaking as time increases the algorithms are locating better graphs. The
plot for profile 3 shows a disruptive abrupt increase and scattering of best fitness
before the end of evolution, here the best graph located by the algorithm is located
noticeably earlier than the end of the run. This indicates that additional evolutionary
time is not necessarily helpful. The figure shows that recenterings are accompanied
by abrupt increases in fitness and that the magnitude of these impulses can vary dramatically between different profiles, but that generally the mean population fitness
quickly returns to values similar to those immediately prior to the recentering.
Figure 7.3 shows for each profile the target epidemic profile, and a summary
of 50 epidemic simulations on the fittest graph found in 30 replicates. The number
of infected individuals per time step is shown for the 50 simulations is shown in grey,
95% confidence intervals for the mean number of infected individuals per time step
are shown in blue. Examination of this figure indicates that the algorithm was able
to locate at least a graph for each profile which was a fairly good fit.
The easiest profiles to match were profiles 2 and 6; the best fitness values
were obtained on their graphs and a large fraction of the replicates generated results
similar to those shown. The majority of the replicates for the profile 4 experiments
generated graphs whose simulation behaviour was a good fit to the target profile.
Though the experiments for profile 1 located many good results the majority of the
runs did not. For profiles 3 and 5 the results shown in Figure 7.3 are exceptionally
good fits in comparison with the other runs, these profiles were the most challenging
to fit.
Table 7.1 shows the 95% confidence intervals for the mean within and between group entropy distances, and Figures 7.4, 7.5 and 7.6 show 3 different nonlinear
projections of the entropy distances for all 180 graphs. The Pearson correlation is
above 0.983 in all 3 nonlinear projection figures, indicating that the 3 pictures are all
showing very good though different approximations of the high dimensional distance
data.
Examination of Table 7.1 indicates that, using third party comparisons there
is no significant difference between graphs evolved for profiles 1 and 2, graphs evolved
for profiles 1 and 4, and graphs evolved for profiles 4 and 5, but there is a significant
difference via third party comparisons for all other pairs of profiles. The within only
comparisons indicate that the mean within group distance for profile 6 is significantly
less than the mean within group distance for profiles 3, 4 and 5, and hence the graphs
of profile 6 are more tightly clustered together than the graphs of profiles 3, 4, and 5.
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Figure 7.2: Fitness over the course of evolution for the first replicate of each epidemic
profile. Data is taken every 200 mating events. The best population fitnesses are
marked as red crosses below the green lines. The average population fitnesses are
marked as green lines. The red crosses above the green lines are the best fitness of
the population immediately after each recentering.
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Figure 7.3: Shown are the best results, over 30 replicates, of the evolutionary algorithm for each of the six epidemic profiles. In each plot the epidemic profile is shown
in black, 50 individual simulated epidemics are shown in grey, and 95% confidence
intervals for the mean of the 50 simulated epidemics are shown in blue.

1
2
3
4
5
6

Profile 1
(0.519204, 1.24321)
(0.64603, 1.13201)
(1.31723, 1.78409)
(0.898867, 1.26846)
(0.843154, 1.26709)
(1.6904, 2.13868)

Profile 2
Profile 3
(0.64603, 1.13201) (1.31723, 1.78409)
(0.558141, 1.06274) (1.43996, 1.88819)
(1.43996, 1.88819) (0.70434, 1.21632)
(0.969963, 1.23718) (0.90957, 1.32342)
(0.9161, 1.25074) (0.985306, 1.35241)
(1.45545, 1.93243) (2.72282, 3.21535)

Profile 4
(0.898867, 1.26846)
(0.969963, 1.23718)
(0.90957, 1.32342)
(0.647138, 0.852418)
(0.854223, 1.01759)
(2.05788, 2.43215)

Profile 5
(0.843154, 1.26709)
(0.9161, 1.25074)
(0.985306, 1.35241)
(0.854223, 1.01759)
(0.639574, 0.891856)
(2.22765, 2.61363)

Profile 6
(1.6904, 2.13868)
(1.45545, 1.93243)
(2.72282, 3.21535)
(2.05788, 2.43215)
(2.22765, 2.61363)
(0.4411, 0.595928)

Table 7.1: Above are 95% confidence intervals, for the mean within and between group Entropy distance of graphs,
grouped by profile.
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Profile
Profile
Profile
Profile
Profile
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Note that Table 7.1 also indicates that the mean within group distance of
profile 4 is significantly smaller than the mean between group distance of profile 4 and
any other profile. Under the assumption that the bias towards a smaller mean within
group distance (mentioned in Section 4.4) is negligible there is a significant difference
between the graphs evolved for profiles 1 and profile 4 and the graphs evolved for
profiles 4 and 5.
The third party comparisons were able to show that the distribution of
graphs for profile 3 and profile 6 are significantly different from each other and all
other profiles.
The graphs evolved for profile 1 are too scattered and intermingled with
profile 2 to distinguish between using mean between and within group entropy, this is
evident in all 3 of the NLP figures. Note that profiles 1 and 2 themselves are similar
though notably different as seen in Figure 7.3. Notice that the intermingling of profile
1 and 4 is visible in Figure 7.4 but not Figures 7.5 and 7.6.
The graphs evolved for profile 3 are too scattered and intermingled with
profile 4 and 5 graphs to properly distinguish by comparing the profile 3 mean within
group distance with the mean between group distance of profiles 3 and 4 and profiles
3 and 5, however third party comparison can distinguish between the graphs from
profile 3 and those from profiles 4 and 5. The slight intermingling of profile 3 and
profile 5 graphs is evident in Figure 7.6 and to a lesser extent Figure 7.4 and Figure
7.5, however the intermingling of profile 3 and 4 is not visible in Figure 7.4 though it
is in Figure 7.5 and Figure 7.6.
Figures 7.4, 7.5 and 7.6 all show the noticeable difference between profile 6
graphs, shown in purple, and all other graphs. Figure 7.4 shows profile 4 graphs, in
red, being in a noticeably different part of the space than profile 3, 5 and 6 graphs,
though it seems to indicate that there is overlap between profile 4 graphs and profile
2 graphs and to a lesser extent profile 1 graphs. Figures 7.5 and 7.6 show that profile
4 is in a noticeably different part of the space than profile 1 and profile 2 graphs.
Note that profile 5 graphs are always noticeably grouped near profile 3 graphs with
some intermingling, and have a few outliers in the profile 1 and 2 graphs, but again
examination of the NLP figures indicates that the majority of them are in a noticeably different part of the space.
Table 7.2 gives 95% confidence intervals for the mean SSE of all graphs
evolved for a particular profile, and the 95% confidence intervals for the graph with
the smallest mean SSE for each profile. The 95% confidence intervals for the mean
SSE of all graphs evolved for a particular profile was computed by running 500 simulations for each of the 30 graphs evolved for a particular target profile, these 30 mean
SSE were resampled in groups of 30 and their mean was taken, 100000 resamplings
were performed to yield the 95% confidence intervals. The 95% confidence intervals
for the graph with the smallest mean SSE for each profile was computed by taking
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Figure 7.4: NLP of the Entropy distances, correlation r=0.98379: Profile 1 - Black,
Profile 2- Dark Blue, Profile 3 - Green, Profile 4 - Red, Profile 5 - Light Blue, Profile
6 - Purple
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Figure 7.5: NLP of the Entropy distances, correlation r=0.98619: Profile 1 - Black,
Profile 2- Dark Blue, Profile 3 - Green, Profile 4 - Red, Profile 5 - Light Blue, Profile
6 - Purple
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Figure 7.6: NLP of the Entropy distances, correlation r=0.98759: Profile 1 - Black,
Profile 2- Dark Blue, Profile 3 - Green, Profile 4 - Red, Profile 5 - Light Blue, Profile
6 - Purple
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profile
profile
profile
profile
profile
profile

1
2
3
4
5
6

95% confidence intervals for the mean SSE
(over all graphs evolved for the profile)
(3517.59, 3844.73)
(3964.25, 4445.79)
(2991.77, 3256.52)
(2030.69, 2242.28)
(3245.21, 3777.45)
(4673.11, 5112.61)

95% confidence intervals for the SSE of
the graph with the smallest mean SSE
(2051, 3535)
(497, 1640)
(1402, 3706)
(1088, 2423)
(1501, 2361)
(2559, 4224)

Table 7.2: Above are 95% confidence intervals for the mean SSE, and SSE of the
graph with the smallest mean SSE.
the graph with the smallest mean SSE from the target profile over 500 simulations,
the SSE for this graph was then computed over 100000 simulations and the 2.5th and
97.5th percentile of the SSEs were used as the 95% confidence intervals. Recall that
the fitness function used during evolution is not simply the mean SSE but rather a
weighted sum of SSE over 500 simulations which rewards simulations with smaller
SSE more than those without. Table 7.2 should not be confused with mean and absolute best fitness.
Table 7.2 indicates that the graphs evolved for profile 4 have a significantly
smaller mean SSE than the others and those evolved for profile 6 have a significantly
larger mean SSE than the others. The mean SSE of profiles 3 and 5 are significantly
less than for profiles 2 or 6. This indicates that on average the graphs located for
profile 4 are a better fit than those located for other profiles, and that on average the
graphs located for profiles 3 and 5 are better fits than those located for profiles 2 and
6. The SSE of the graph with the smallest SSE is significantly smaller for profile 2
than for profiles 1 and 6, and also significantly smaller for profile 5 than for profile
6 otherwise there are no significant difference between the SSE of the graph with
the smallest SSE for the various profiles. Note the size of the confidence intervals
indicates that SSE varies dramatically between simulations.

7.7

Conclusions

Figure 7.3 showed that for each of the six profiles at least some of the runs
were able to locate graphs which are fairly good fits. There is evidence to suggest
that the evolutionary algorithm is capable of locating graphs which match different
epidemic profiles, though how well the algorithm performs is noticeably influenced
by the choice of target profile. Table 7.2 indicates that the sum of squared error of
epidemic profiles varies dramatically over different simulations. This indicates that
at some points questions concerning the sensitivity of results due to simulation will
need to be addressed.
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Examination of Table 7.1 indicates that the entropy pseudometric is often
capable of distinguishing between distributions of graphs evolved for different profiles, though it is not always capable of doing so. Using third party comparisons the
mean between group distances were able to distinguish between all groups of graph
other than the graphs evolved for profiles 1 and 2, profiles 1 and 4, and profiles 4
and 5. Note that profiles 4 and 5 are more similar to each other than to any of the
other profiles, that profiles 1 and 2 are quite similar, and that profile 3 is the most
different of the 6 profiles. As such the results of this study demonstrate that most
of the time the evolutionary algorithm is generating significantly different distributions of graphs for different profiles and hence for notably different profiles is searching
in significantly different portions of the space of graphs (in the entropy pseudometric).
All of the nonlinear projections show the intermingling of graphs evolved
for profiles 1 and 2, and the noticeable difference between profile 6 graphs and all
other graphs. Contrasting the different nonlinear projections indicates that overlap
in clusters of graphs for different profiles is evident in some projections but not in
others. Thus the ability of the evolutionary algorithm for nonlinear projection to
produce multiple visualizations of the data has proved useful.
Overall it appears that the recentering-restarting algorithm with a toggledelete representation is fairly good at locating graphs with particular epidemiological
properties, and that much like in Chapter 5 the mean within and between group
analysis of entropy distances is a useful way of distinguishing between distributions
of graphs located by evolutionary algorithms.
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Chapter 8
Diffusion Character Analysis of Graphs Evolved to
Match Average Epidemic Profiles of Graphs
The main difference between the experiments performed in Chapter 7 and
those found in this chapter is that the target epidemic profiles used in this chapter
are average epidemic profiles of previously evolved graphs. This allows distance comparison with the graphs which were used to generate the target profiles, and also tests
how well the evolutionary algorithm is able to perform on plausible target profiles.
The experiments performed are similar to those performed in Chapter 7 though the
analysis is notably different.

8.1

Introduction

The experiments in this chapter use a recentering-restarting evolutionary
algorithm to evolve graphs to match specified epidemic profiles. The fittest graph
located for each of the six profiles in Chapter 7 were saved and each of the six graphs
was used to construct a target epidemic profile which is entrywise the mean epidemic
profile over 500 simulations. The graphs from which the target profiles were constructed will be referred to as the oracle graphs, each associated with a target profile.
In [45], which also contains an analysis of the work in Chapter 7 (note that
Dan Ashlock, Elizabeth Shiller and I are co-authors of the paper [12]) it was noted
that the choice of patient zero in the epidemic simulation has a substantial impact
on the average epidemic behaviour. It was also suggested that diffusion character
based entropy is not particularly suitable for this type of analysis but that perhaps
distances based on the diffusion character column of patient zero could be useful.
This suggestion was based on the entropy distance calculations which appear in [12]
and [45] which contained an error and were unable to distinguish between graphs
evolved for different profiles in any useful manner. The analysis in Chapter 7 using
the corrected entropy distance calculations was able to show that entropy distance
was able to distinguish between graphs evolved for different profiles some of the time.
None the less the choice of patient zero does have a substantial impact and a patient
zero specific diffusion character based distance, as well as a non-diffusion character
based patient zero specific distance have been included.
This chapter makes use of three different pseudometrics on graphs with a
fixed number of vertices and a specified vertex. The three pseudometrics used are
diffusion character based entropy, patient zero diffusion character column distance,
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and average profile distance. Note diffusion character based entropy does not take
the choice of patient zero in to account but is still a pseudometric on graphs with a
fixed number of vertices and a specified vertex since it is a pseudometric on graphs
with a fixed number of vertices. In Chapter 7 a recentering restarting algorithm was
used to locate graphs which matched a variety of epidemic profiles. This chapter is
a follow up to Chapter 7 which seeks to address how well the evolutionary algorithm
performs on graphs evolved to match epidemic profiles which are average profiles of
actual graphs rather than merely generated in an ad hoc manner, compare the entropy pseudometric with two patient zero specific pseudometrics, and determine the
extent to which fitness and pseudometric distances to oracle graphs are correlated.
The goals of this study are threefold:
1. Provide statistical evidence that the recentering-restarting algorithm is searching different portions of the space of graphs for different target profiles.
2. Determine to what extent diffusion character based entropy, average profile
distance, patient zero diffusion character column distance, and fitness are correlated.
3. Contrast the performance of the evolutionary algorithm on target profiles which
are average epidemic profiles of evolved graphs with the performance of the
algorithm on the profiles from Chapter 7.
This chapter uses a similar graph based SIR model as the ones used in
Chapter 5 and Chapter 7. A graph based SIR epidemic is initialized with a single
individual (vertex) in the infected state, and all other individuals (vertices) in the
susceptible state. In this chapter, like Chapter 7, the same vertex is used as the initial infected individual in each epidemic simulation and is designated ‘patient zero’.
In each time-step each infected individual infects each of their susceptible neighbours
with independent probability β = 0.5 and after newly infected individuals are identified the individuals which were infected in a previous time-step are moved to the
removed state.
An epidemic profile is a time indexed sequence containing the number of
individuals which are infected in each time-step. In this chapter all epidemic profiles
are of length 12. The evolutionary algorithm used in this chapter is a recenteringrestarting algorithm similar to the one described in Chapter 7. The notable difference
is that at the end of each epoch before recentering the fitness of each population member is evaluated using 500 epidemic simulations and this fitness is saved and used to
determine which graph becomes the new centre. The other differences are how the
initial graph is chosen and the epidemic profile length is 12 rather than 16, admittedly this was a mistake but not particularly relevant due to fact that all the target
epidemic profiles contain only zeros after the 9th time-step.
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8.2

Experimental Design

The target profiles from Chapter 7 were generated in an ad hoc manner
such that they exhibited different numbers of peaks at different times (i.e. exhibited
a variety of behaviour) with no consideration given to whether or not the profiles
themselves were similar to the average epidemic profile of an actual graph that is not
pathological.
In order to construct a plausible epidemic profile, we consider the average
epidemic profile of an actual graph which was generated by some stochastic process.
The six target epidemic profiles used in this chapter are shown in Figure 8.1, these
profiles were generated by simulating 500 epidemics on the fittest graph for each profile (the oracle graphs associated with each profile) from the experiments performed
in Chapter 7 and taking the arithmetic mean (rounded to the nearest integer) of the
number of infected individuals in each time-step.
Note that profiles 2 and 5 differ by only 1 infected individual in one timestep. This was not intentional as the profiles were simply generated as the average
epidemic profile from the fittest graphs from the experiments in Chapter 7. However
it does provide the ability to test if the analysis of results is too sensitive, especially when combined with the similarity of profiles 1 and 6. Recall the discussion
in Section 4.4.1, that any test to see if two distributions of graphs are considered
equal that is based on a pseudometric will have differing results dependant upon the
choice of pseudometric. As such any pseudometric which detects a significant difference between the graphs evolved for profiles 2 and 5 is not particularly suited for
determining whether or not the actual discrete probability distributions on graphs
generated by the evolutionary algorithms differ. Moreover a suitable pseudometric
will assign shorter distances between graphs evolved for profiles 1 and 6 than those
evolved for profile 1 or 6 and those evolved for profiles 3 or 4.
The evolutionary algorithm used in this chapter is a recentering-restarting
algorithm, with population size 60, size seven tournament selection, the toggle-delete
representation, variation operators and fitness functions from Chapter 7, and 40 recenterings, with 7500 mating events between each consecutive recentering. At the end
of each epoch before recentering 500 epidemic simulations are used to evaluate the
fitness of all population members and the fittest is selected as the new centre. Unlike
in Chapter 7 the initial graph for each run is generated by starting with a graph with
no edges and for each possible edge adding the edge with independent probability
0.3. Thirty replicates of the evolutionary algorithm are performed for each profile.
All graphs in this chapter are graphs on 128 vertices.
The graph with the best fitness, evaluated with 500 simulations, at the end
of each epoch is saved along with its fitness, and the graph with the best fitness out
of the 40 saved graphs is reported as the best of run graph. For each profile the
30 best of run graphs are considered as a sample of the distribution of graphs the
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Figure 8.1: Shown are the six target epidemic profiles. The vertical axes correspond
to number of infected individuals while the horizontal axes correspond to time-step.
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evolutionary algorithm generates for the specified profile.

8.3

Specification of Analysis

The fitness data saved from the 40 epochs for each of the 30 replicates per
profile is used to compute the mean fitness in each epoch for each profile. Three
pseudometrics on graphs with 128 vertices and a specified patient zero are used.
The entropy distance between graphs is the diffusion character based entropy distance with α = 21 , isolated vertices are given a loop to generate the column
stochastic matrix associated with a graph.
The patient zero diffusion character column distance, hereafter referred to
as the patient zero distance, between graphs is computed by embedding graphs in to
R128 by mapping the graph to the sorted diffusion character column associated with
patient zero. Euclidean distance between these vectors is used as the patient zero
distance. Again isolated vertices are given loops to generate the column stochastic
matrix associated with a graph.
The average profile distance between graphs is computed by embedding
graphs in to R12 . Graph G is mapped to the vector v where v is the mean epidemic
profile of G with the mean taken over 500 epidemic simulations using the same patient zero. Specifically vi is the arithmetic mean of the number of individuals that
are infected in time-step i. The Euclidean distance between these vectors is used as
the average profile distance between graphs.
Note that strictly speaking the way it is defined here average profile distance
is not a pseudometric on graphs with a distinguished vertex let alone a metric. Due
to the stochastic nature of the calculation of the entries of the average profile embedding two isomorphic graphs with the same distinguished vertex need not be mapped
to the same vector. It is worth noting that this cannot be improved by simply using the same random number seed when computing the average profile embedding
of graphs. That being said, if the expected value instead of the arithmetic mean for
the number individuals infected in each time step was used then isomorphic graphs
would be mapped to the same vector and expected value profile distance is a pseudometric on graphs with a distinguished vertex. Unfortunately determining the actual
expected value of the number of individuals which are infected in each time step is
computationally expensive. Fortunately in practice, average profile distance can be
used as a pseudometric on graphs as long as no two isomorphic but relabelled graphs
are included.
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For each of the three pseudometrics, the following are analyzed.
• The mean distance between a graph in group X and the oracle graph of profile
Y (graphs are grouped by profile).
• The mean between and within group distance for graphs grouped by profile.
• The correlation between fitness and distance between best graph per epoch and
the target (oracle) graph, with the mean taken over the 1200 graphs evolved
per profile (recall that there are 40 epochs per replicate and 30 replicates per
profile).
• The correlation between the different pseudometrics, where the correlation is
taken over all pairs of distinctly indexed graphs from the 180 best of run graphs.
• Nonlinear projections of the oracle graphs together with the 180 best of run
graphs.

8.4

Results and Discussion

First it is worth noting that the diffusion character based entropy pseudometric was able to show that the 180 best of run graphs which were evolved were in
fact 180 distinct non-isomorphic graphs since no distance between distinctly indexed
pairs of graphs was less than 1E −05. Since all 180 graphs are distinct in this instance
the average profile embedding maps each isomorphism class of graphs to the same
vector and hence average profile distance is in fact a pseudometric on the 180 best of
run graphs. Furthermore the distance between distinctly indexed pairs of graphs was
never less than 1E − 05 for any of the three pseudometrics indicating that average
profile distance, patient zero distance and entropy distance are all metrics on the 180
best of run graphs (see Proposition 1).
No attempt was made to see whether average profile distance is in fact a
pseudometric on the full set of 7200 graphs saved during the course of evolution (40
per replicate, 30 replicates, 6 profiles). The only distance analysis done for this set of
graphs was done to determine the correlation between fitness and distance to oracle
graph for each profile. Since fitness itself is stochastic there is no real benefit from
determining the extent to which the stochasticity of the average profile embedding
influenced whether or not average profile distance is actually a pseudometric on these
graphs.
Figure 8.2 shows the 95% confidence intervals for the mean fitness, over 30
replicates, in each epoch for each profile. The general downward trend for fitness
in each of the profiles, indicates that the evolutionary algorithm is generally locating
better and better graphs as time increases. Note that scale for the vertical axes of profiles 3 and 4 is substantially larger than for the other profiles, and that the standard
error is noticeably larger than for the other profiles. With the possible exceptions of

126
profiles 1 and 6 the slope of the downward trend for fitness over time indicates that
it is likely that additional evolutionary time would yield noticeably better results for
most of the profiles.
Table 8.1 shows the mean best-of-run fitness (i.e. the mean over 30 replicates
of the fitness of the best graph in the run) for each profile along with the absolute
best fitness over 30 replicates. It is clear that graphs evolved for profile 6 had both
the smallest absolute best fitness and the smallest mean best-of-run fitness. It is also
clear that graphs evolved for profile 3 had both the largest absolute best fitness and
the largest mean best-of-run fitness. Comparing Table 8.1 and Figure 8.2 it appears
that Profile 6 and 1 are the easiest to fit, followed by profiles 2 and 5. The evolutionary algorithm did not locate any graphs which fit profile 3 very well, and did not find
many which fit profile 4 very well.
While it cannot be concluded that the evolutionary algorithm is locating
graphs which fit the epidemic profiles very well for all of the epidemic profiles it does
appear that the evolutionary algorithm is capable of locating graphs which fit some
epidemic profiles and may be capable of fitting more challenging target profiles with
a greater amount of evolutionary time.

Profile
Profile
Profile
Profile
Profile
Profile

1
2
3
4
5
6

Mean best-of-run fitness absolute best fitness
660.105
439.186
895.040
339.071
31801.0
11850.1
10280.4
2042.39
913.905
528.981
320.760
134.687

Table 8.1: Shown for each profile are the mean best of run fitness along with the best
absolute fitness over 30 replicates.

Table 8.2 gives 95% confidence intervals for the mean SSE of all graphs
evolved for a particular profile, and the 95% confidence intervals for the graph with
the smallest mean SSE for each profile. These confidence intervals are computed in
the same manner as those in Table 7.2. Table 8.2 indicates that the evolutionary
algorithm was able to locate graphs for profiles 1, 2, 5 and 6 on which simulated
epidemics behave quite similar to the target profiles. Comparison of Table 7.2 and
Table 8.2 indicates that with the exception of the graphs evolved for profiles 3 and
4 from this chapter, the graphs evolved in this chapter are substantially better fit to
their profiles than those evolved in Chapter 7. The SSE is approximately an order of
magnitude smaller for the profile 1, 2, 5 and 6 graphs of this chapter, and comparable
for the profile 3 and 4 graphs. This indicates that the choice of target profile plays
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Figure 8.2: Shown are the 95% confidence intervals for the mean fitness in each
epoch for each profile. The vertical axes correspond to fitness (evaluated with 500
simulations) while the horizontal axes correspond to epochs. The means are shown
as red ∗s while the error is shown as blue xs.
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a substantial role in how well the evolutionary algorithm performs. Furthermore it
also provides some evidence that the algorithm is likely to perform noticeably better
when plausible epidemic profiles, such as those which are the average epidemic profile
of a graph which is not pathological, are used as target profiles.
Note to alleviate any confusion regarding the drastically different numbers
in Table 8.1 and Table 8.2, recall that Table 8.1 is reporting confidence intervals of
mean and absolute best fitness values which are a weighted sum of SSE over 500
simulations, while Table 8.2 is reporting the mean SSE and the SSE of the graph
with the smallest mean SSE.

8.4.1

Correlation

The Pearson product-moment correlation coefficient was used to assess the
correlation between fitness and distance to the oracle graph for the 1200 graphs per
profile saved during the course of evolution, as well as the correlation between the
various pseudometrics for the 180 best of run graphs. A bootstrapping method was
employed to determine 95% confidence intervals for the various correlation coefficients. When assessing the correlation between two distributions {xi }ni=1 and {yi }ni=1 ,
500000 resamplings were performed, in each resampling n pairs of the form (xi , yi )
were selected from the original distribution of pairs {(xi , yi )} with replacement and
their correlation coefficient was calculated. The interval between the 2.5th and 97.5th
percentile of these 500000 correlation coefficients is reported as the confidence interval.
Table 8.3 shows 95% confidence intervals for the Pearson product-moment
correlation coefficients of fitness and distance to associated oracle graph for the six
profiles. The correlation coefficients are taken over the 1200 centre graphs saved over
the course of evolution for each profile (40 graphs per replicate, 30 replicates per
profile).
The correlation between fitnesses and average profile distance to the oracle
graph is very high and positive for all profiles. This is to be expected, but does confirm that the fitness function used in these experiments which rewards simulations
which fit the target profile more than simulations which do not is functioning in a
manner quite similar to rewarding fitness based on how similar the average epidemic
profile of the graph is compared to the target profile. Convergence in fitness appear
to be quite similar to convergence in the average profile pseudometric.
The correlation between fitnesses and patient zero distance to the oracle
graph is more complex. For profiles 1 and 6, the profiles which were the easiest to fit,
the correlation is positive and very high. For profiles 2 and 5, the next easiest profiles
to fit, the correlation is positive and fairly high though not as high as for profiles
1 and 6. The correlation for profile 3 is positive but only somewhere between 0.42
and 0.53. For profile 4 however the correlation is actually negative and fairly high in

129
magnitude. It is worth noting that, as can be seen in Figure 8.2, the standard error
for the mean fitness in each epoch is notably larger for profile 4 than for the other
profiles. This means that the fitness trajectory over the course of evolution varied
between replicates more for profile 4 than for the others.
The correlation between fitnesses and entropy distance to the oracle graph
is positive for all profiles. The magnitude of the correlation is moderate for profiles 1
and 6 and to a lesser extent profile 4, and fairly consistently in the (0.65, 0.74) range
for the other profiles.
The Pearson product-moment correlation coefficients were calculated between the three pseudometrics for the 180 best of run graphs (30 per profile, 6 profiles).
The 180(179)
distances associated with pairs of distinct graphs were used. For average
2
profile distance and patient zero distance the 95% confidence interval for the correlation was (0.779856, 0.790826), indicating that patient zero distance is capturing the
notion of distance in a similar though distinct manner from average profile distance.
For average profile distance and entropy distance the 95% confidence interval for the
correlation was (0.41611, 0.448216), and for patient zero distance and entropy distance the 95% confidence interval for the correlation was (0.307863, 0.336876). This
indicates that entropy distance is capturing a notably different notion of distance than
average profile or patient zero distance, but that none the less there are similarities.

8.4.2

Distance Analysis

Table 8.4 shows the mean average profile distance between the oracle graphs
and the sets of graphs evolved to fit the various profiles.
The non-significant differences are:
• Profile 1 and profile 6.
• Profile 2, and profiles 3, 4, 5, and 6.
• Profile 3 and profiles 2, 4, and 6.
• Profile 4 and profiles 2, 3, and 5.
• Profile 5 and profiles 2 and 4.
• Profile 6 and profiles 1, 2 and 3.
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profile
profile
profile
profile
profile
profile

1
2
3
4
5
6

95% confidence intervals for the mean SSE 95% confidence intervals for the SSE of
(over all graphs evolved for the profile)
the graph with the smallest mean SSE
(152.888, 167.727)
(58, 396)
(207.185, 257.987)
(42, 328)
(4251.02, 5542.79)
(1563, 2318)
(1932.16, 3244.04)
(701, 997)
(201.328, 240.818)
(81, 351)
(95.9809, 108.48)
(13, 301)

Table 8.2: Above are 95% confidence intervals for the mean SSE, and SSE of the
graph with the smallest mean SSE.

Profile
Profile
Profile
Profile
Profile
Profile

1
2
3
4
5
6

average profile
patient zero
distance
distance
(0.938042, 0.963706) (0.905384, 0.947206)
(0.932692, 0.947478) (0.797436, 0.861304)
(0.871051, 0.889135) (0.427945, 0.527565)
(0.945685, 0.953682) (-0.697394, -0.648885)
(0.94194, 0.958426)
(0.777253, 0.847532)
(0.942572, 0.963187) (0.957449, 0.975622)

entropy
distance
(0.359068, 0.409471)
(0.675446, 0.712438)
(0.65075, 0.71352)
(0.543276, 0.606902)
(0.685369, 0.741657)
(0.421835, 0.467718)

Table 8.3: Shown for each profile and each pseudometric are the 95% confidence
intervals for the Pearson product-moment correlation between fitness and distance to
the oracle graph associated with the profile.

Oracle
Oracle
Oracle
Oracle
Oracle
Oracle

1
2
3
4
5
6

Profile 1
(8.47454, 11.7674)
(20.5612, 24.3472)
(92.2983, 94.4916)
(94.2958, 96.72)
(19.7347, 23.5064)
(7.87148, 11.7141)

Profile 2
Profile 3
(12.6285, 32.2315) (10.5083, 85.263)
(7.87514, 18.981) (18.864, 76.9523)
(83.3, 91.6287)
(21.5207, 91.2052)
(82.7708, 93.1264) (22.448, 93.2987)
(7.76034, 19.7725) (18.2377, 77.2058)
(6.04773, 26.9217) (8.23767, 86.0936)

Profile 4
(13.1475, 86.6927)
(15.2494, 79.2284)
(16.4131, 87.8316)
(21.2716, 88.9287)
(14.813, 79.3988)
(8.11676, 87.6219)

Profile 5
(12.8256, 29.7855)
(9.88422, 17.3609)
(84.1093, 90.4471)
(83.6689, 91.7134)
(9.54366, 18.0714)
(6.30552, 24.1779)

Profile 6
(8.88175, 13.0113)
(16.2819, 22.1372)
(90.3803, 93.9938)
(91.9824, 95.9721)
(15.612, 21.4216)
(4.08313, 9.93792)

Table 8.4: Above are 95% confidence intervals, for the mean average profile distance between graphs in groups and
oracle graphs, grouped by profile.

1
2
3
4
5
6

Profile 1
(0.0595099, 0.0618445)
(0.0588293, 0.0617873)
(0.37991, 0.381512)
(0.216427, 0.218387)
(0.0595907, 0.0625184)
(0.0433663, 0.046039)

Profile 2
(0.0612353, 0.0686107)
(0.0548144, 0.0593787)
(0.373202, 0.380124)
(0.205007, 0.21645)
(0.0567937, 0.0611276)
(0.0445006, 0.0541564)

Profile 3
Profile 4
(0.0607243, 0.512188) (0.062954, 0.586165)
(0.0579646, 0.510585) (0.0569557, 0.586004)
(0.33473, 0.381228)
(0.322797, 0.379379)
(0.148898, 0.449782) (0.125288, 0.520461)
(0.0589885, 0.509632) (0.0587865, 0.584604)
(0.0441003, 0.510728) (0.0462309, 0.588548)

Profile 5
(0.0608598, 0.0667618)
(0.0556592, 0.0579423)
(0.373841, 0.379757)
(0.206592, 0.215663)
(0.0574207, 0.0596819)
(0.0440355, 0.0518426)

Profile 6
(0.0598348, 0.0618047)
(0.0571336, 0.0599738)
(0.379517, 0.380974)
(0.215703, 0.217512)
(0.0581293, 0.0609663)
(0.0430782, 0.0452061)

Table 8.5: Above are 95% confidence intervals, for the mean patient zero distance between graphs in groups and oracle
graphs, grouped by profile.

131

Oracle
Oracle
Oracle
Oracle
Oracle
Oracle

Oracle
Oracle
Oracle
Oracle
Oracle
Oracle

1
2
3
4
5
6

Profile 1
(8.47633, 9.04114)
(8.49, 9.05675)
(8.8477, 9.42981)
(9.3587, 9.93742)
(9.20537, 9.77638)
(6.91636, 7.4856)

Profile 2
(7.56569, 8.7147)
(7.58049, 8.72927)
(7.90229, 9.08749)
(8.40569, 9.59405)
(8.29, 9.44063)
(6.01234, 7.1521)

Profile 3
(6.70518, 8.50805)
(6.69568, 8.43995)
(7.00037, 8.71818)
(7.5287, 9.24378)
(7.41493, 9.10567)
(5.14374, 6.97162)

Profile 4
(5.91887, 8.03966)
(5.92373, 8.00366)
(6.22456, 8.27802)
(6.74044, 8.80589)
(6.64696, 8.67976)
(4.37605, 6.4895)

Profile 5
(7.73912, 8.44657)
(7.7533, 8.45998)
(8.07505, 8.8058)
(8.57795, 9.31176)
(8.45937, 9.16856)
(6.18644, 6.88614)

Profile 6
(8.12277, 8.94747)
(8.13339, 8.97185)
(8.47801, 9.34717)
(8.98455, 9.84675)
(8.8369, 9.68923)
(6.55924, 7.3964)

Table 8.6: Above are 95% confidence intervals, for the mean entropy distance between graphs in groups and oracle
graphs, grouped by profile.

1
2
3
4
5
6

Profile 1
(1.29114, 1.81894)
(16.3804, 21.6883)
(59.4047, 79.9987)
(74.4233, 91.4422)
(14.7405, 18.6469)
(6.19788, 6.9872)

Profile 2
(16.3804, 21.6883)
(4.91387, 10.3775)
(52.7563, 68.2039)
(67.198, 83.241)
(4.83857, 9.07372)
(10.6208, 15.9793)

Profile 3
(59.4047, 79.9987)
(52.7563, 68.2039)
(25.6003, 48.9085)
(45.7822, 59.6446)
(53.4595, 69.7169)
(56.7693, 76.7815)

Profile 4
(74.4233, 91.4422)
(67.198, 83.241)
(45.7822, 59.6446)
(19.1931, 43.047)
(67.6703, 84.3475)
(72.1606, 89.5765)

Profile 5
(14.7405, 18.6469)
(4.83857, 9.07372)
(53.4595, 69.7169)
(67.6703, 84.3475)
(2.67842, 7.96487)
(8.88165, 12.861)

Profile 6
(6.19788, 6.9872)
(10.6208, 15.9793)
(56.7693, 76.7815)
(72.1606, 89.5765)
(8.88165, 12.861)
(1.42276, 2.17008)

Table 8.7: Above are 95% confidence intervals, for the mean between and within group average profile distance for
graphs grouped by profile.

Profile
Profile
Profile
Profile
Profile
Profile

1
2
3
4
5
6

Profile 1
Profile 2
Profile 3
(0.00364557, 0.00463668) (0.0228806, 0.0284162) (0.111538, 0.225782)
(0.0228806, 0.0284162) (0.00824394, 0.0159418) (0.10696, 0.220776)
(0.111538, 0.225782)
(0.10696, 0.220776)
(0.0909179, 0.244617)
(0.3094, 0.448439)
(0.303874, 0.445208)
(0.279906, 0.384397)
(0.0210095, 0.0253191)
(0.00830756, 0.014061) (0.107195, 0.221189)
(0.0101643, 0.0116218)
(0.015877, 0.0218669)
(0.108799, 0.223554)

Profile 4
(0.3094, 0.448439)
(0.303874, 0.445208)
(0.279906, 0.384397)
(0.167299, 0.287343)
(0.303262, 0.445411)
(0.306727, 0.447503)

Profile 5
Profile 6
(0.0210095, 0.0253191)
(0.0101643, 0.0116218)
(0.00830756, 0.014061)
(0.015877, 0.0218669)
(0.107195, 0.221189)
(0.108799, 0.223554)
(0.303262, 0.445411)
(0.306727, 0.447503)
(0.00547357, 0.0127661) (0.0139607, 0.0185624)
(0.0139607, 0.0185624) (0.00359203, 0.00459048)

Table 8.8: Above are 95% confidence intervals, for the mean between and within group patient zero distance for graphs
grouped by profile.
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Profile
Profile
Profile
Profile
Profile
Profile

1
2
3
4
5
6

Profile 1
(0.399128, 0.504533)
(0.997014, 1.16281)
(1.43101, 1.99262)
(1.72648, 2.03379)
(0.991942, 1.15284)
(0.504227, 0.641977)

Profile 2
(0.997014, 1.16281)
(0.419207, 0.644599)
(0.98268, 1.56185)
(1.23805, 1.50254)
(0.442496, 0.591353)
(0.791307, 0.964075)

Profile 3
Profile 4
(1.43101, 1.99262) (1.72648, 2.03379)
(0.98268, 1.56185) (1.23805, 1.50254)
(0.893709, 1.76013) (1.03537, 1.56722)
(1.03537, 1.56722) (0.682739, 1.15663)
(0.980125, 1.53674) (1.23495, 1.4873)
(1.2833, 1.81523)
(1.58539, 1.87547)

Profile 5
(0.991942, 1.15284)
(0.442496, 0.591353)
(0.980125, 1.53674)
(1.23495, 1.4873)
(0.376626, 0.528575)
(0.755422, 0.928563)

Profile 6
(0.504227, 0.641977)
(0.791307, 0.964075)
(1.2833, 1.81523)
(1.58539, 1.87547)
(0.755422, 0.928563)
(0.32263, 0.467504)

Table 8.9: Above are 95% confidence intervals, for the mean between and within group entropy distance for graphs
grouped by profile.
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Profile
Profile
Profile
Profile
Profile
Profile
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This is not particularly useful, though it does indicate that at the very least
the choice of target profile does effect which part of the space of graphs the evolutionary algorithm is searching. The mean between and within group distance of graphs
grouped by profile for the average profile distance in Table 8.7 shows that all pairs
of distributions of graphs other than those for profiles 2 and 5, and those for profiles
3 and 4 can be distinguished via third party comparisons. The mean within group
distance of the graphs for profile 4 is significantly smaller than the mean between
group distance for the graphs from profiles 3 and 4. Under the assumption that this
is a valid comparison the distributions of graphs for profiles 3 and 4 can also be distinguished. The within only comparisons indicate that the mean within group distances
of graphs for profiles 1 and 6 are significantly smaller than those for profiles 2 and
5 which are themselves significantly smaller than those for profiles 3 and 4. This
indicates that in the average profile pseudometric the graphs for profiles 1 and 6 are
the most tightly packed together followed by those from profiles 2 and 5, and finally
profiles 3 and 4. It is clear that the graphs located for notably different epidemic
profiles are in significantly different parts of the space of graphs in the average profile
pseudometric, and that graphs located for extremely similar epidemic profiles are not
in significantly different parts of the space of graphs.
Table 8.5 shows the mean patient zero distance between the oracle graphs
and the sets of graphs evolved to fit the various profiles. Much like with the average
profile distance the mean distance to the oracle graphs is not particularly useful for
the patient zero distance, though again it does at least indicate that the choice of
target profile does effect which part of the space of graphs the evolutionary algorithm
is searching. Table 8.8 shows the mean between and within group distance of graphs
grouped by profile for the patient zero distance. All pairs of distributions of graphs
grouped by profile other than profiles 2 and 5 can be distinguished via third party
comparisons. The within only comparisons indicate that the mean within group distances of graphs for profiles 1 and 6 are significantly smaller than those for profiles
2 and 5 which are themselves significantly smaller than those for profiles 3 and 4.
Thus it is clear that in the patient zero pseudometric the graphs located for notably
different epidemic profiles are in significantly different parts of the space of graphs,
and that graphs located for extremely similar epidemic profiles are not in significantly
different parts of the space of graphs.
Table 8.6 shows the mean entropy distance between the oracle graphs and
the sets of graphs evolved to fit the various profiles. Again it is not particularly
useful though it does indicate that the choice of target profile effects which part of
the space of graphs the evolutionary algorithm is searching. Table 8.9 which shows
the mean between and within group distance of graphs grouped by profile for the
entropy distance is unable to distinguish between graphs evolved for profiles 2 and 5,
and profiles 3 and 4 via third party comparisons. Unlike the average profile distance
the entropy distance is unable to distinguish between the graphs for profiles 3 and 4
in any way. The within only comparisons for the entropy distance indicate that the
mean within group distances of graphs for profiles 3 and 4 are significantly larger than
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for the distributions of graphs for other profiles. It is clear that the graphs located
for notably different epidemic profiles are in significantly different parts of the space
of graphs in the entropy pseudometric, and that graphs located for extremely similar
epidemic profiles are not in significantly different parts of the space of graphs.
The 95% confidence intervals for the mean between and within group distance for groups of graphs associated with profiles indicate that average profile distance, patient zero distance, and entropy distance are all able to show that for notably
different target profiles the evolutionary algorithm is searching different parts of the
respective spaces of graphs with statistical significance. There is the caveat that just
because two target profiles differ does not mean that the algorithm is necessary generating different distributions of graphs. For all 3 pseudometrics the difference in
profiles between profiles 2 and 5 is not large enough for the evolutionary algorithm to
be searching different parts of the space of graphs for these profiles with any statistical significance, this provides at least some evidence that the pseudometrics are not
too sensitive and distinguishing between samples of distributions which they should
not distinguish between. For the average profile and entropy distances the difference
in profiles between profiles 3 and 4, is either not large enough for the evolutionary
algorithm to be searching in different parts of the space, or given the within only
comparisons, and the fitness values in Table 8.1 more likely the algorithm is unable
to locate any graphs with a good fitness and is hence locating a variety of somewhat
arbitrary choices of graphs.
Figure 8.3 and Figure 8.4 show non-linear projections of the average profile
distance for the 180 best of run graphs along with the 6 oracle graphs. First of all
note that from direct visual inspection it is actually quite easy to see that with the exception of graphs evolved for profiles 2 and 5, the graphs evolved for different profiles
are distributed in different parts of the space. The graphs evolved to fit profiles 1 and
6 are fairly close to the oracle graphs of profiles 1 and 6. The oracle graphs of profiles
2 and 5 are relatively close together and the graphs evolved to fit profiles 2 and 5 are
similar, overlap to a great extent and are fairly close to their oracle graphs. There
appears to be two clusters of graphs for each of the profiles. There is almost complete
overlap between the graphs evolved for profiles 2 and 5. The graphs evolved to fit
profile 3 are in three unequally sized clusters 2 of which are far away from and one of
which overlaps with the graphs evolved to fit profiles 1, 2, 5 and 6. Profile 3’s oracle
graph is close to the smaller of the 2 distant clusters. Since average profile distance
measures the average dissimilarity of the epidemic profiles of graphs there is indication that the evolutionary algorithm has likely stumbled into multiple different local
optima. Table 8.1 indicates that despite the small distance in the NLP the graphs in
the smaller cluster close to the oracle graph do not necessarily have very good fitness
but are relatively close (in terms of average profile distance) in comparison with all
best of run graphs. The graphs evolved to fit profile 4 are divided into 4 clusters, 1
single graph is relatively close to the oracle graph of profile 4, 3 graphs are fairly close
to the graphs evolved for profiles 2 and 5, the remaining graphs are in two unequally
sized clusters in a notably different part of the space than all the other graphs. Note

136
that profile 4’s oracle graph is in a notably different portion of the space than all but
one of the graphs evolved for profile 4.
Figure 8.5 and Figure 8.6 show non-linear projections of the entropy distance
for the 180 best of run graphs along with the 6 oracle graphs. The most striking feature of these non-linear projections is that the oracle graphs for all six profiles are
relatively close together in a completely different part of the space than all of the
graphs evolved to fit the various profiles which are themselves fairly close together.
This indicates that for the given target profiles there are likely multiple local (or
global) optima clusters in the entropy pseudometric. The oracle graphs of profiles
1, 2 and 4 are closer together than the oracle graphs for profiles 2 and 5 or 1 and 6
which have similar average epidemic profiles. The graphs evolved to fit profiles 2 and
5 and are clustered together and almost completely overlap. The graphs evolved to
fit profile 1 are clustered together as are the graphs evolved to fit profile 6, these two
clusters overlap a fair amount. The graphs evolved to fit profile 3 form two clusters
of unequal size, one of which is noticeably further away from the rest of the evolved
graphs. A few of the graphs evolved to fit profile 4 overlap with the cluster of graphs
evolved to fit profiles 2 and 5, but the majority are loosely clustered at a distance
from the graphs evolved for profiles 1, 2, 5, and 6, but overlapping with the large
cluster of graphs evolved for profile 3.
Figure 8.7 and Figure 8.8 show non-linear projections of the patient zero
distance for the 180 best of run graphs along with the 6 oracle graphs. It is difficult
to differentiate between the graphs evolved for profiles 1, 2, 5 and 6 from non-linear
projections they are all clustered together fairly close together as are their oracle
graphs, and these clusters overlap with each other quite a lot. It is not apparent from
the non-linear projection that these are different distributions of graphs. The graphs
evolved for profile 3 and 4 are generally in a noticeably different portion of the space
than the graphs evolved for profiles 1, 2, 5, and 6. The graphs evolved for profile 3
form 3 clusters, 2 of these clusters are small containing 4 or 5 graphs and one of these
clusters is part of the cluster of graphs evolved for profiles 1, 2, 5 and 6, while the
other is very far from the cluster of graphs evolved for profiles 1, 2, 5 and 6. The other
cluster of graphs evolved for profile 3 is close to but noticeably apart from the cluster
of graphs evolved for profiles 1, 2, 5, and 6. The oracle graph of profile 3 is very far
from all of the graphs evolved for profile 3, and is fairly close to a cluster of graphs
evolved for profile 4. The graphs evolved for profile 4 are in 3 clusters, 1 of which
contains a single graph which is very close to a cluster of graphs evolved for profile 3,
1 of the other clusters is close to the oracle graph for profile 3, the last cluster is close
to but in a distinctly different cluster from the graphs evolved for profiles 1, 2, 5 and
6 along with their oracle graphs. The oracle graph for profile 4 is quite far from all
the clusters of graphs evolved for profile 4.
Note that for the entropy and patient zero distances profiles 1, 2, 5, and 6
all have a single cluster of graphs, while there are multiple clusters of graphs spaced
apart from each other for both profile 3 and profile 4. This indicates that direct visual
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inspection can tell that the distributions of graphs evolved for profiles 1, 2, 5 and 6
are distinct from the distributions of graphs for profiles 3 and 4. A similar observation
holds for the average profile distance though profiles 2 and 5 appear to actually not
have a single cluster of graphs but rather two clusters of differing size close to each
other.
The non-linear projections shed light on why the mean between and within
group distances cannot distinguish between the graphs evolved for profile 3 and profile
4 in two of the pseudometrics. The mean between and within group distance analysis
was not designed to deal with a distribution of graphs with multiple clusters of graphs
that are spaced far apart, it was designed with the idea that distributions of graphs
there we are concerned about would have one cluster of graphs. As such it appears
that this style of analysis is not useful for distinguishing between distributions with
multiple clusters which are spaced far apart.

8.5

Conclusions

The experiments in this chapter indicate that the evolutionary algorithm
performs substantially better for target profiles which are the average profile of a
non-pathological graph, than for the target profiles chosen in an ad hoc manner in
Chapter 7. The fitness of the graphs located by the evolutionary algorithm in this
chapter is highly dependant on the choice of profiles. The graphs evolved for profiles
1, 2, 5, and 6 were very good fits, while the graphs evolved for profiles 3 and 4 were
not. For profiles 3 and 4 there are multiple clusters of graphs for both the average
profile distance and patient zero distance indicating the algorithm likely found multiple local optima.
The experiments in this chapter were also able to demonstrate that for notably different target profiles the evolutionary algorithm is searching significantly
different portions of the space of graphs, in all three pseudometrics. The patient zero
pseudometric was able to distinguish between the distributions of evolved graphs for
all target profiles except for two which differ by a single infected individual. There
is thus evidence to support the conjecture from [45] that a diffusion character based
pseudometric which takes the choice of patient zero into account is useful for distinguishing between graphs evolved for different target profiles.
Fitness is highly positively correlated with average profile distance to the
oracle graph independent of the choice of profile. Fitness and entropy distance to the
oracle graph are moderately positively correlated with the magnitude of the correlation dependant on the choice of profile. Fitness and patient zero distance to the oracle
graph are usually positively correlated with the magnitude of the correlation highly
dependant on the choice of profile but in one instance the correlation is negative and
of moderately large magnitude.
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Average profile distance and patient zero distance are positively correlated
with a fairly large magnitude, it is clear that both pseudometrics capture the notion of distance in related but distinctly different ways. Average profile distance and
entropy distance are positively correlated with a moderate magnitude. Patient zero
distance and entropy distance are positively correlated with a moderately small magnitude. This is perhaps somewhat surprising given that both of these pseudometrics
are derived from the same diffusion character matrices, however it should be noted
that entropy does not take the choice of patient zero into account.
Since one of the pseudometrics was able to distinguish between the distributions of evolved graphs using the mean within and between group distance for all
but two target profiles which differ by a single infected individual, there is statistical
evidence that the distributions of graphs located by the evolutionary algorithm differ
with the choice of the target profile.
For all three pseudometrics and all of the non-linear projections it is quite
clear that the distribution of graphs evolved for profiles 3 and 4 differ from the distributions of graphs evolved for the other profiles. The graphs evolved for profiles 3
and 4 each have multiple small clusters of graphs which are close to each other but
far from the other clusters. For profiles 1 and 6 all the graphs evolved for a particular
profile are in the same cluster of graphs. The same is true for profiles 2 and 5 in
the diffusion character based pseudometrics, but there appears to be two clusters of
graphs fairly close to each other in the average profile pseudometric. The non-linear
projection of the entropy distance showed that the oracle graphs were in a very different part of the space than the evolved graphs indicating there are likely multiple
local (or global) optima clusters for the target profiles.
The non-linear projections shed light on a flaw concerning the use of the
mean between and within group distance for distinguishing between distributions of
graphs. The mean between and within group distance analysis is not particularly
useful for distinguishing between distributions of graphs with multiple clusters which
are spread out in the space.
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Figure 8.3: NLP of the average profile distances, correlation r = 0.990731: Profile
1 - Black, Profile 2- Dark Blue, Profile 3 - Green, Profile 4 - Red, Profile 5 - Light
Blue, Profile 6 - Purple, the oracle graphs of each profile are shown as the coloured
numbers.
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Figure 8.4: NLP of the average profile distances, correlation r = 0.99465: Profile 1
- Black, Profile 2- Dark Blue, Profile 3 - Green, Profile 4 - Red, Profile 5 - Light
Blue, Profile 6 - Purple, the oracle graphs of each profile are shown as the coloured
numbers.
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Figure 8.5: NLP of the entropy distances, correlation r = 0.991453: Profile 1 - Black,
Profile 2- Dark Blue, Profile 3 - Green, Profile 4 - Red, Profile 5 - Light Blue, Profile
6 - Purple, the oracle graphs of each profile are shown as the coloured numbers.
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Figure 8.6: NLP of the entropy distances, correlation r = 0.991191: Profile 1 - Black,
Profile 2- Dark Blue, Profile 3 - Green, Profile 4 - Red, Profile 5 - Light Blue, Profile
6 - Purple, the oracle graphs of each profile are shown as the coloured numbers.
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Figure 8.7: NLP of the patient zero distances, correlation r = 0.997031: Profile 1
- Black, Profile 2- Dark Blue, Profile 3 - Green, Profile 4 - Red, Profile 5 - Light
Blue, Profile 6 - Purple, the oracle graphs of each profile are shown as the coloured
numbers.
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Figure 8.8: NLP of the patient zero distances, correlation r = 0.997157: Profile 1
- Black, Profile 2- Dark Blue, Profile 3 - Green, Profile 4 - Red, Profile 5 - Light
Blue, Profile 6 - Purple, the oracle graphs of each profile are shown as the coloured
numbers.
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Chapter 9
General Conclusions and Future Work
The work in Chapter 3 showed that diffusion character matrices appear to be
a useful way of generating graph invariants and centrality measures, and can be used
to show that graphs are non-isomorphic but is not an isomorphism test. Diffusion
character matrices can help compute the automorphism group of a graph by drastically reducing the number of permutations that need to be tested, and can construct
interesting and useful pseudometrics on graphs. It has been shown that diffusion
character matrices behave differently when 0 < α < 21 and when 12 < α < 1 and that
α = 21 is a value of particular interest. There are a variety of ways of interpreting
diffusion character matrices (random walk with restart, gas diffusion, generating function). It has also been shown that if the stabilizer subgroup of a vertex of a graph is
known in advance it is possible to compute a column of the diffusion character matrix
with a numerical shortcut.
There is likely a wealth of interesting results related to diffusion character
matrices which have not been presented in this thesis and they may be an interesting
subject of research for other researchers. It is likely that further research on diffusion
character matrices will be published as work on random walk with restart and personalized PageRank, but if it is published in those contexts it is possible that research
will fail to focus on the central premise of diffusion character matrices, namely that
they can be used as a signature of a graph and hence are a useful way of comparing
multiple graphs. Investigation of diffusion character matrices as a way of comparing
multiple graphs could very well be an interesting focus for other researchers.
The work in Chapter 6 showed that the IPDCR system generates distinct
types of contact networks. the entropy pseudometric provided an interesting taxonomy of the contact networks and shed light on some of the features the pseudometric
takes into account. The diffusion character based graph visualization was helpful for
directly understanding the taxonomy, but is only one way of using the diffusion character matrix to draw graphs and there are many more. In the case of graphs which
have pseudo-automorphism groups of size 1 (i.e. |P Aut(G)| = 1) it is possible to use
the lexicographically sorted diffusion character mapping of the graph to construct a
unique order on the vertices of the graph (and hence also a canonical way of labelling
the graph) to use for graph drawings.
The work in chapters 5, 7, and 8 serve as a proof of concept that diffusion
character based pseudometrics are useful, in the context of graph based epidemiology, for distinguishing between different distributions of graphs. In Chapter 5 an
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evolutionary algorithm was used to evolve graphs with restricted degree sequences
to maximize epidemic duration or maximum marginal infection. The algorithm performed fairly well locating fairly fit graphs with the constrained degree sequences. In
Chapter 7 an evolutionary algorithm was used to evolve graphs to fit specified target
epidemic profiles and the algorithm performed fairly well with the quality of graphs
located varying dependent upon the target profile. In Chapter 8 an evolutionary algorithm was used to evolve graphs to fit more plausible target profiles and the algorithm
performed much better though the quality of graphs still varied based on the choice
of target profile. In all of these chapters diffusion character based pseudometrics were
quite successful at distinguishing between the distributions of graphs located by the
algorithms.
The diffusion character based pseudometrics examined in this thesis (entropy, lexicographic, diagonal, column 2-norm, patient zero distance) are by no means
the only embeddings and pseudometrics which can be derived from the diffusion
character matrix of a graph. It should be stressed that the idea of constructing pseudometric embeddings of graphs based on centrality measures is itself an important
contribution of this thesis.
The mean between and within group distance used in this thesis is only one
way of using distance data to test whether two distributions of graphs are in fact
different distributions, and as mentioned in Chapter 8 the mean between and within
group distance analysis is not useful for distinguishing between distributions with
multiple clusters which are spaced far apart. Researchers more familiar with more
advanced statistical methods could likely make a lot better use of the pseudometric
distance data than the author. Dependent upon the method directly examining vectors of the embeddings of the diffusion character matrix may be more beneficial than
examining distances themselves.
Many different SIR based fitness functions can be defined other than epidemic duration, maximum marginal infection and how well a graph fits a target
epidemic profile. If there is a property of a graph that is of particular interest then
a fitness function that measures or favours that property can usually be defined.
One direction of potential interest for future research is to examine when vaccination
strategies may be ineffective by attempting to locate graphs which are rewarded for
the mean number of infected individuals over numerous simulations which include
vaccination.
In this thesis a value of α = 12 has been used for the decay parameter because
for simplicity and consistency it was nice to use a single value of α and the theoretical results indicate that the diffusion character mapping behaves very differently for
0 < α < 21 and 21 < α < 1. Depending upon the application it may be beneficial
to vary the value of α and this may have a substantial impact on the ability of the
diffusion character matrix to provide useful information.
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The SIR model even with the addition of a contact network is one of the
simpler models in broad use in theoretical epidemiology. In this thesis there has been
no attempt to adapt any of the evolutionary algorithms to more plausible graph based
SIR models for particular diseases and populations. Dependant upon the choice of
disease and population under examination, changing the value of β the independent
probability of infecting a neighbour, the incorporation of an infectious period larger
than a single time-step, plausible degree sequences and graph sizes, in the case of
sexually transmitted diseases some restrictions on the connection topology (to incorporate differing proportions of heterosexual, homosexual and bisexual contact), and
other modifications may need to be made. Any and all of these modification may
have a substantial impact on the ability of the evolutionary algorithms to locate high
quality graphs.
The recentering-restarting algorithm was invented to address the inability
of long edge-swap representations to effectively search the space of graphs. The algorithms potential to avoid being stuck in local optima and to permit local evolutionary
search to be used as steps in a global search likely has applications beyond those
on which it has been tested. The recentering-restarting algorithm was only tested
with the edge-swap and toggle-delete representations but there are other generative
representations both for graphs and other mathematical objects. The toggle-delete
representation can represent any graph on the specified number of vertices while the
edge swap representation restricts search to graphs with a specified degree sequence.
Other representations which restrict search to graphs with a specified property, could
be very useful for other applications. It may also be of interest to re-examine fitting
target epidemic profiles with a representation which is a mix of the edge-swap and
toggle-delete representations to allow the representation to be able to represent any
graph but also be able to bias search towards degree sequence preserving edits when
it would be beneficial.
While the applications in this thesis have focused on using diffusion character based pseudometrics to distinguish between distributions of graphs in the context
of graph based epidemiology, the methods which have been outlined may be used
to attempt to distinguish between any distributions of graphs. Some other possibly interesting distributions of graphs are those generated by different random graph
models which claim to mimic real life social networks. It would be interesting to see
how different the proposed models are. The methods outlined in this thesis may be
of particular interest to researchers performing an experimental meta-analysis of different algorithms which purport to be sampling from the same distribution of graphs.
The author hopes that some of the work and ideas presented in this thesis
may be of use to other researchers modelling graph based epidemics or attempting to
distinguish between distributions of graphs.
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Appendix A
Pseudometric Appendix
A.1

Proof of Proposition 2

Let X and Y be sets and let m be a metric on Y . Let f : X → Y be a function from
X to Y . Let p : X × X → R be given by ∀a, b ∈ X p(a, b) = m(f (a), f (b)).
Note that the symmetry property, positive semidefinite property, and triangle inequality for p are all inherited from the fact that m is a metric on Y and f (X) ⊆ Y ,
so it is clear that p is a pseudometric on X. However the metric property (identity
of indiscernibles) is not inherited. Note however that since m is a metric it is clear
that ∀a, b ∈ X if m(f (a), f (b)) = 0 then f (a) = f (b).
If f is an injective function then ∀a, b ∈ X if f (a) = f (b) then a = b. Since
m(f (a), f (b)) = 0 ⇒ f (a) = f (b), we have that if f is injective then ∀a, b ∈ X,
p(a, b) = m(f (a), f (b)) = 0 ⇒ f (a) = f (b) ⇒ a = b. 2

A.2

Pseudometric and Metric Operations

Definition 55 For a set X, let P (X) denote the set of all pseudometrics on X, let
M (X) denote the set of all metrics on X, let EP (X) denote the set of all extended
pseudometrics on X and let EM (X) denote the set of all extended metrics on X.
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By the previous definition it should be clear that P (X) ⊆ EP (X), M (X) ⊆
EM (X), M (X) ⊆ P (X) and EM ⊆ EP (X).
Definition 56 The trivial pseudometric on X is denoted as e and is given by
e(x, y) = 0 for all x, y ∈ X.
Definition 57 Let p ∈ P (X), let  > 0, denote the -discrete metric on the equivalence classes of p in X as  · χ[p] which is given by  · χ[p] (x, y) = 0 if [x]p = [y]p and
 · χ[p] (x, y) =  if [x]p 6= [y]p .
The -discrete metric on X denoted as  · χ1 is the -discrete metric on the equivalence
classes of m in X where m is a metric on X.
In other words  · χ1 (x, y) is  if x 6= y, and 0 if x = y.
Definition 58 Let X be a set. Let p, q ∈ P (X)
Suppose that ∀x ∈ X, [x]p ⊆ [x]q then p is said to be a refinement of q.
Definition 59 Let p ∈ P (X) then p is said to be a strict pseudometric if p ∈
/ M (X).
Definition 60 Let ⊕ : P (X) × P (X) → P (X) be defined for all x, y ∈ X as:
p ⊕ q(x, y) = sup{p(x, y), q(x, y)} .
Definition 61 Let  : P (X) × P (X) → P (X) be defined for all x, y ∈ X as:
p  q(x, y) = p(x, y) + q(x, y).
Note that ⊕ and  are associative and commutative binary operators on
P (X), it will now be shown that these operators are well defined (that P (X) is in
fact closed under ⊕ and ).
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Proof:
It is trivial to see that ⊕ and  are symmetric, and that p  q(x, y) ≥ 0 and
p ⊕ q(x, y) ≥ 0 for any p, q ∈ P (X) and any x, y ∈ X. It is also readily apparent that p  q(x, y) = 0 ⇔ p(x, y) = 0 and q(x, y) = 0 ⇔ p ⊕ q(x, y) = 0. The only
thing left to show is the triangle inequality.

Consider x, y, z ∈ X. Since p and q are both pseudometrics they satisfy their own
triangle inequalities, hence p(x, y) ≤ p(x, z) + p(z, y) and q(x, y) ≤ q(x, z) + q(z, y)
adding these together yields
p  q(x, y) = p(x, y) + q(x, y)
≤ p(x, z) + p(z, y) + q(x, z) + q(z, y) = (p  q(x, z)) + (p  q(z, y))
For p ⊕ q(x, y) note that
p ⊕ q(x, y) = sup{p(x, y), q(x, y)} ≤ sup{p(x, z), q(x, z)} + sup{p(z, y), q(z, y)}
since both p and q satisfy their own triangle inequalities. Hence p ⊕ q(x, y) ≤
p ⊕ q(x, z) + p ⊕ q(z, y) 2

It is also useful to note that [x]p⊕q = [x]p ∩ [x]q and [x]pq = [x]p ∩ [x]q for every x ∈ X.
Since p  q(x, y) = 0 ⇔ p(x, y) = 0 and q(x, y) = 0 ⇔ p ⊕ q(x, y) = 0.

Proposition 15 Let • : P (X) × P (X) → P (X) be an associative and commutative
binary operator, suppose that for all p, q ∈ P (X) it is the case that [x]p•q = [x]p ∩ [x]q
for any x ∈ X. Then the following two properties also hold:
1) p • q is a refinement of both p and q. (the refining property)
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2) For any metric m ∈ M (X) and any p ∈ P (X), p • m is a metric on X (the
attractor property)

Proof:
Suppose that for all p, q ∈ P (X) that [x]p•q = [x]p ∩ [x]q for every x ∈ X, hence
[x]p•q ⊆ [x]p and [x]p•q ⊆ [x]q thus by definition p • q is a refinement of p and q.
Suppose q is a metric then for any x ∈ X, [x]q = {x} hence [x]p•q ⊆ {x} thus p • q is
a pseudometric and p • q(x, y) = 0 if and only if x = y hence it follows that p • q is a
metric.2

A.3

Proof of Proposition 1

Proof:
Let X be a set, let p be a pseudometric on X, and let Y be a subset of X. Suppose
that there exists  > 0 such that ∀a, b ∈ Y if p(a, b) 6= 0 then p(a, b) > , and further
suppose that ∀a, b ∈ Y , p(a, b) = 0 ⇔ a = b.
Let


2

· χ1 be the 2 -discrete metric on X. Define m : X × X → R as m =

If a, b ∈ Y and p(a, b) = 0 then a = b so


2


2

· χ1 ⊕ p.

· χ1 (a, b) = 0 which means m(a, b) =

0 = p(a, b). If a, b ∈ Y and p(a, b) 6= 0 then p(a, b) >  so m(a, b) = p(a, b). Thus
∀a, b ∈ Y , m(a, b) = p(a, b). Since m is defined as the supremum of a pseudometrics
and a metric it is a metric (by the attractor property in Proposition 15).2
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A.4

Material Unrelated to the Rest of the Thesis

Definition 62 A monoid is a set M with a binary operation ∗ : M × M → M such
that:
1) ∀a, b, c ∈ M , (a ∗ b) ∗ c = a ∗ (b ∗ c) (∗ is associative)
2) ∃ an element e ∈ M such that a ∗ e = e ∗ a = a ∀a ∈ M .
Note that (P (X), ⊕) and (P (X), ) are both commutative monoids with
identity e (the trivial pseudometric).

The attractor property from Proposition 15 also implies that M (X) is closed under
these operations, and that the set of metrics acts as an attracting set in a similar
manner to an ideal in these monoids.
Definition 63 Let p ∈ P (X) then it is said that p is bounded (or bounded above)
if ∃N ∈ R such that
sup p(x, y) < N
x,y∈X

It is said that p is bounded below if ∃  > 0 such that
inf

{p(x, y)} > 

x,y∈X,s.t.p(x,y)6=0

Note that if X is a finite set then any pseudometric on X is both bounded above and
bounded below.
Definition 64 Let BP β (X) denote the set of all pseudometrics on X which are
bounded above by β.
Lemma 2 Let f : [0, ∞) → [0, ∞) be an increasing, concave function with f (0) = 0.
Then f is subadditive (i.e. f (a + b) ≤ f (a) + f (b) for all a, b ∈ [0, ∞)).
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Proof:
By definition of a concave function, for any a, b ∈ [0, ∞) it is clear that tf (a) +
(1 − t)f (b) ≤ f (ta + (1 − t)b) for all t ∈ (0, 1). Thus picking a = 0 one has
(1 − t)f (b) ≤ f ((1 − t)b) for all t ∈ (0, 1). Thus for any x, y ∈ [0, ∞) (with
x + y 6= 0) for 1 − t =
y
f (x + y)
x+y

x
x+y

one has

x
f (x + y)
x+y

≤ f (y) hence f (x + y) =

x
≤ f ( x+y
(x + y)) = f (x) and similarly

y
x
f (x + y) + x+y
f (x + y)
x+y

≤ f (x) + f (y). The

case x + y = 0 is trivial. 2.

Proposition 16 Let p ∈ P (X) be a pseudometric on X, and let f : [0, ∞) → [0, ∞)
be an increasing, subadditive function with f (0) = 0. Then f (p) is a pseudometric,
and ∀x ∈ X [x]f (p) = [x]p .
Proof:
Note that f (p(x, y)) = f (p(y, x)) since p(x, y) = p(y, x), f (p(x, y)) ≥ 0 since p(x, y) ≥
0 and f (a) ≥ 0 for all a ∈ [0, ∞). Since f (0) = 0 and f is an increasing function
f (p(x, y)) = 0 ⇔ p(x, y) = 0, hence [x]f (p) = [x]p for any x ∈ X. It remains to show
that f (p) obeys the triangle inequality.
Consider f (p(x, y)), note that p(x, y) ≤ p(x, z) + p(z, y) for all x, y, z ∈ X. Since f
is increasing, f (p(x, y)) ≤ f (p(x, z) + p(z, y)) and since f is subadditive f (p(x, z) +
p(z, y)) ≤ f (p(x, z)) + f (p(z, y)), hence f (p(x, y)) ≤ f (p(x, z)) + f (p(z, y)). 2

Definition 65 Let f : [0, ∞) → [0, k) for some k ∈ R be an increasing, subadditive
function with f (0) = 0. Then the f -squashing operator denoted f∗ : P (X) → P (X)
is given by (f∗ ◦ p)(x, y) = f (p(x, y)) for all x, y ∈ X.
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Note that for any f -squashing operator with f : [0, ∞) → [0, β), f∗ is necessarily an injective function from P (X) to BP β (X), since f is required to be an
increasing function on the interval [0, ∞). Also note that by defining f (∞) = β, f∗
can be extended to be a function from EP (X) to BP β (X).

Example 12 Note that arctan : [0, ∞) → [0, π2 ) is an increasing, concave function
with arctan(0) = 0. Let g : [0, ∞] → [0, π2 ] be defined as g(a) = arctan(a) for
a ∈ [0, ∞) and g(∞) = π2 . The β π2 g-squashing operator from EP (X) to BP β (X) is
a witness that there is an injection from EP (X) to BP β (X) for any β > 0. Obviously the identity mapping id : BP β (X) → EP (X), is an injection from BP β (X) to
EP (X). Hence in terms of cardinality of sets |BP β (X)| = |EP (X)|.
Definition 66 Let f : [0, ∞) → [0, k) for some k ∈ R be an increasing, subadditive
function with f (0) = 0. Then the f − unif orm metric on P (X) is denoted as mf :
P (X) × P (X) → [0, k] where mf (p, q) = supx,y∈X |f (p(x, y)) − f (q(x, y))|.
The above mentioned function is clearly a metric on the set of pseudometrics
by virtue of the metric on bounded functions, which is derived from the uniform norm
on bounded functions, and the previous mentioned injectivity of the f − squashing
operator.

A.4.1

Density Results
The following propositions will show that in a certain sense almost all pseu-

dometrics are metrics. It should be noted that the general idea of these proofs would
work for various other metrics on the space of pseudometrics.
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Proposition 17 Let X be a set, and let f : [0, ∞) → [0, k) be an increasing, subadditive, function with f (0) = 0. Then M (X) is a dense subset of P (X) under the
f − unif orm metric mf .
Proof:
Let p ∈ P (X) and let  > 0 it will be shown that ∃ m ∈ M (X) such that m ∈ B (p) =
{q ∈ P (X)|mf (p, q) < } where mf is the f − unif orm metric. For  > 0 pick δ > 0
such that f (δ) < . Let δ · χ1 be the δ-discrete metric on X. Then ∀x, y ∈ X it
follows that f (δ · χ1 (x, y)) < . Recall that f is subadditive on the set [0, ∞). Thus
for all x, y ∈ X
f (p(x, y) + δ · χ1 (x, y)) ≤ f (p(x, y)) + f (δ · χ1 (x, y))
⇒ f (p(x, y) + δ · χ1 (x, y)) − f (p(x, y)) ≤ f (δ · χ1 (x, y)) ≤ f (δ) < 
Note that p(x, y) + δ · χ1 (x, y)) ≥ p(x, y) for all x, y ∈ X and since f is an increasing
function,
f (p(x, y) + δ · χ1 (x, y)) − f (p(x, y)) ≥ 0
and thus |f (p(x, y) + δ · χ1 (x, y)) − f (p(x, y))| ≤ f (δ) <  for any x, y ∈ X. Hence
mf (p, p  δ · χ1 ) ≤ f (δ) <  and p  δ · χ1 ∈ B (p). Note that since δ · χ1 is a metric
by Proposition 15 it is clear that p  δ · χ1 is a metric on X. 2
Proposition 18 Let X be a finite set with |X| = n, and let k · k be a norm on n × n
real matrices. Let Ap be the distance matrix of the pseudometric p ∈ P (X) (i.e. the
rows and columns of Ap are indexed by elements of X and [Ap ]i,j = p(i, j)). Then
d(p, q) = kAp − Aq k is a metric on the set P (X), and M (X) is a dense subset of
P (X) under this metric.
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Proof:
To see that d(p, q) = kAp − Aq k is a metric on the set P (X), simply note that k.k
is a metric on the set of all n × n real matrices and hence must also be a metric
on the subset which consists of the pseudometric distance matrices, it is trivial that
two pseudometrics on a finite set are equal if and only if their distance matrices are
equal. In the case of n = 1 there is only one pseudometric, the trivial pseudometric,
which is a metric in this trivial case. For n > 1 consider the following. Let p ∈ P (X)
be an arbitrary pseudometric, and let J denote the all ones matrix, note that for
n > 1 the matrix J − In 6= 0 and hence 0 < kJ − In k < ∞. Let  > 0, and pick
δ such that 0 < δ <


,
kJ−In k

and let (δ · χ1 ) be the δ-discrete metric on X. Then

Ap(δ·χ1 ) = Ap +δ(J −In ). Hence d(p(δ ·χ1 ), p) = kAp +δ(J −In )−Ap k = |δ|kJ −In k.
Since δ <


kJ−In k

it follows that d(p  (δ · χ1 ), p) < . Since δ · χ1 is a metric by the

attractor property it follows that p  (δ · χ1 ) is a metric on X. 2

It will now be shown that the set of strict pseudometrics on X is not dense in P (X).

Proposition 19 Let q ∈ P (X) be a δ-bounded metric, and let f : [0, ∞) → [0, k)
be an increasing, subadditive, function with f (0) = 0. Then all pseudometrics p ∈
Bf (δ) (q) are necessarily metrics, where Bf (δ) (q) = {p ∈ P (X)|mf (p, q) < f (δ)} and
mf is the f − unif orm metric on P (X).
Proof:
Suppose p is a strict pseudometric (i.e. p ∈
/ M (X)) then ∃ x, y ∈ X such that x 6= y
and p(x, y) = 0. Since q is a δ-bounded metric m(x, y) > δ for all x 6= y. Thus
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f (q(x, y)) > f (δ) and hence |f (q(x, y)) − f (p(x, y))| > f (δ) since f (0) = 0. Therefore
sup |f (p(a, b)) − f (q(a, b))| ≥ f (δ)
a,b∈X

and hence p ∈
/ Bf (δ) (q). Thus Bf (δ) (q) ⊆ M (X). 2

When considering the f − unif orm metric space of P (X), one can see that
M (X) is dense in P (X) and that any set which contains only strict pseudometrics
on X is not dense.

A.4.2

Metric Reconciliation Theorem

Definition 67 Let (X, p) be a pseudometric space, (i.e. X is a set and p ∈ P (X)).
Let S ⊆ X, note that p when restricted to S is still a pseudometric.
The pseudometric space (S, p) is said to be a pseudometric subspace of (X, p), and
(X, p) is said to be a pseudometric superspace of (S, p).
Definition 68 Let X and Y be non-empty sets and let p ∈ P (X) and q ∈ P (Y ). If
∃m ∈ P (X ∪ Y ) such that
p(a, b) = m(a, b) ∀a, b ∈ X
(i.e. p = m on X)
and

q(a, b) = m(a, b) ∀a, b ∈ Y
(i.e. q = m on Y )
then p and q are said to be reconcilable, and m is said to be a reconciliation of (X, p)
and (Y, q).
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Definition 69 Let X and Y be non-empty sets and let p ∈ M (X) and q ∈ M (Y ).
If there exists a metric m ∈ M (X ∪ Y ) which is a reconciliation of (X, p) and (Y, q),
then p and q are said to have a metric reconciliation, and p and q are said to be
metrically reconcilable.
Two pseudometrics p1 and p2 are reconcilable if they are both pseudometric
subspaces of a single pseudometric space, or equivalently if there is a pseudometric
space which is a superspace of both p1 and p2 .

Theorem 1 Metric Reconciliation Theorem
Let A and B be non-empty sets, and let p ∈ P (A) and q ∈ P (B).
The pseudometrics p and q can be reconciled if and only if
p(x, y) = q(x, y), ∀x, y ∈ A ∩ B
Moreover there exists a metric reconciliation of p and q if and only if p and q can be
reconciled and both of the following hold:
1) p is a metric on A, and q is a metric on B 2) A ∩ B = ∅ or for all x ∈ A − B and
y ∈ B − A, inf c∈A∩B (p(x, c) + q(c, y)) 6= 0.

Proof:
If there exist x, y ∈ A ∩ B such that p(x, y) 6= q(x, y) then clearly p and q cannot be
reconciled. Assume for the remainder of this proof that ∀x, y ∈ A∩B p(x, y) = q(x, y).
This proof is broken into two cases A ∩ B = ∅ and A ∩ B 6= ∅. Case 1: A ∩ B = ∅.
Pick a ∈ A, and b ∈ B and define d : (A ∪ B) × (A ∪ B) → [0, ∞) as follows:
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• ∀x, y ∈ A, d(x, y) = p(x, y)
• ∀x, y ∈ B, d(x, y) = q(x, y)
• ∀x ∈ A, y ∈ B, d(x, y) = p(x, a) + q(y, b) + 1
Since A and B are disjoint sets the above function is well defined, and it is trivial
to see that d(x, y) = d(y, x) ≥ 0 for all x, y ∈ A ∪ B. Note that since p and q are
pseudometrics on A and B respectively it is clear that ∀x ∈ A ∪ B, d(x, x) = 0 and
that the triangle inequality is inherited for any three elements in A and any three
elements in B. WOLOG in order to show that d is a pseudometric it remains to show
that the triangle inequality holds for x, y ∈ A, z ∈ B. Let x, y ∈ A, z ∈ B, then
d(x, y) = p(x, y), d(x, z) = p(x, a) + q(z, b), and d(y, z) = p(y, a) + q(z, b).
Observe that d(x, y) = p(x, y) ≤ p(x, a)+p(a, y) ≤ p(x, a)+q(z, b)+p(a, y)+q(z, b) =
d(x, z) + d(y, z), that d(x, z) = p(x, a) + q(z, b) ≤ p(x, y) + p(y, a) + q(z, b) =
p(x, y) + d(y, z) = d(x, y) + d(y, z), and that d(y, z) = p(y, a) + q(z, b) ≤ p(x, y) +
p(x, a) + q(z, b) = d(x, y) + d(x, z). Thus d satisfies the triangle inequality and has
been shown to be a pseudometric which is a pseudometric reconciliation of p and q.
Furthermore note that by definition of d, ∀x ∈ A, y ∈ B d(x, y) > 1 > 0 and hence if
p is a metric on A, and q is a metric on B then ∀x, y ∈ A ∪ B, d(x, y) = 0 ⇔ x = y.
Thus if p and q can be pseudometrically reconciled,p and q are metrics, and A∩B = ∅,
there is a metric reconciliation of p and q. Case 2: A ∩ B 6= ∅.
Define r : (A ∪ B) × (A ∪ B) → [0, ∞) as follows:

• ∀x, y ∈ A, r(x, y) = p(x, y)
• ∀x, y ∈ B, r(x, y) = q(x, y)
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• ∀x ∈ A − B, y ∈ B − A, r(x, y) = r(y, x) = infc∈A∩B (p(x, c) + q(c, y))
Note that r is well defined since p(x, y) = q(x, y), ∀x, y ∈ A ∩ B. Clearly r(x, y) =
r(y, x) ≥ 0 for all x, y ∈ A ∪ B. Note that the triangle inequality is inherited for
any three elements of A and any three elements of B. WOLOG to prove the triangle
inequality holds in general, it remains to show that it holds for 2 subcases:
Case 2a: a ∈ A − B, b ∈ B − A and z ∈ A ∩ B.
Case 2b: x, y ∈ A − B, z ∈ B − A.

Triangle Inequality for case 2a:
Assume a ∈ A − B, b ∈ B − A, z ∈ A ∩ B, and observe that
r(a, b) = inf (p(a, c) + q(c, b)) ≤ inf (p(a, c)) + inf (q(c, b))
c∈A∩B

c∈A∩B

c∈A∩B

≤ p(a, z) + q(b, z) = r(a, z) + r(b, z).
Also observe that ∀c ∈ A ∩ B, p(c, z) = q(c, z) and so
r(a, z) = p(a, z) ≤ p(a, c) + p(c, z) = p(a, c) + q(c, z) ≤ p(a, c) + q(c, b) + q(b, z)
since this holds for all c ∈ A ∩ B it follows that
r(a, z) ≤ inf (p(a, c) + q(c, b)) + q(b, z) = r(a, b) + r(b, z)
c∈A∩B

and similarly for r(b, z), and any c ∈ A ∩ B it is clear that
r(b, z) = q(b, z) ≤ q(b, c) + q(c, z) = q(b, c) + p(c, z) ≤ q(b, c) + p(c, a) + p(a, z)
so since this holds for all c ∈ A ∩ B it follows that
r(b, z) ≤ inf (p(a, c) + q(b, c)) + p(a, z) = r(a, b) + r(a, z)
c∈A∩B
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and hence the triangle inequality holds in case 2a.

Triangle Inequality for case 2b:
Assume x, y ∈ A − B and z ∈ B − A, and observe that for any c, d ∈ A ∩ B,
r(x, y) = p(x, y) ≤ p(x, c) + p(c, y) ≤ p(x, d) + p(c, d) + p(c, y)
= p(x, d) + q(c, d) + p(c, y) ≤ p(x, d) + q(d, z) + q(c, z) + p(c, y)
since this holds for all c, d ∈ A ∩ B it is clear that
r(x, y) ≤ inf (p(x, d) + q(d, z)) + inf (p(c, y) + q(c, z)) = r(x, z) + r(y, z)
c∈A∩B

d∈A∩B

it remains to be shown that r(x, z) ≤ r(x, y) + r(y, z) for arbitrary x, y ∈ A − B and
z ∈ B − A which will also imply r(y, z) ≤ r(x, y) + r(x, z).
Assume x, y ∈ A − B,z ∈ B − A, and note that for any c ∈ A ∩ B,
p(x, c) + q(c, z) ≤ p(x, y) + p(y, c) + q(c, z)
thus
inf (p(x, c) + q(c, z)) ≤ p(x, y) + inf (p(y, d) + q(d, z))

c∈A∩B

d∈A∩B

so r(x, z) ≤ r(x, y) + r(y, z). Thus the triangle inequality holds for case 2b.
Thus r has been shown to be a pseudometric on A ∪ B, and it follows that p and q
are pseudometrically reconcilable.

Now noting that ∀a ∈ A−B, b ∈ B −A, inf c∈A∩B (p(a, c) + q(c, b)) > 0 is equivalent to
saying that ∀a ∈ A − B, b ∈ B − A, r(a, b) > 0, it is clear that if p ∈ M (A), q ∈ M (B)
and ∀a ∈ A − B, B − A, r(a, b) > 0, then for any x, y ∈ A ∪ B, r(x, y) = 0 ⇔ x = y,
and hence r is a metric reconciliation of p and q. Thus all that remains is to show
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that if there exists x ∈ A − B, y ∈ B − A such that inf c∈A∩B (p(x, c) + q(c, y)) = 0
then p and q cannot be metrically reconciled.

Assume by way of contradiction that there exists x ∈ A − B, y ∈ B − A such that
inf c∈A∩B (p(x, c) + q(c, y)) = 0, and that there exists m : (A ∪ B) × (A ∪ B) → [0, ∞)
which is a metric reconciliation of p and q. Since m is a metric reconciliation of
p ∈ M (A) and q ∈ M (B), m must obey the triangle inequality, so ∀d ∈ A ∩ B,
m(x, y) ≤ m(x, d) + m(d, y), however for any  > 0 there exists c ∈ A ∩ B such
that p(x, c) + q(c, y) < , thus ∀ > 0, m(x, y) <  and hence m(x, y) = 0. However
x ∈ A−B, and y ∈ B −A, so there exist x, y ∈ A∪B such that x 6= y but m(x, y) = 0,
thus m is not a metric on A ∪ B which is a contradiction.

Thus it has been shown that p and q can be (pseudometrically) reconciled if and
only if ∀x, y ∈ A ∩ B, p(x, y) = q(x, y), that when A ∩ B = ∅, p and q can be
metrically reconciled iff p and q are metrics, and that when A ∩ B 6= ∅, p and q
can be metrically reconciled iff p and q are metrics and ∀a ∈ A − B, b ∈ B − A,
inf c∈A∩B (p(a, c) + q(c, b)). 2

In general there is not a unique metric reconciliation of metric spaces which
can be reconciled, however it is worth noting that the function r given in the proof
of Theorem 1 is the maximal metric which is a reconciliation of p and q, in the sense
that if d is also a metric reconciliation of p and q then ∀x, y ∈ A∪B, d(x, y) ≤ r(x, y).

In [19] (Corollary 3.1.24.), it is shown that given a collection of pseudometric
spaces (Xβ , dβ ) which cover a set X, there is a unique maximal pseudometric d, such
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that ∀x, y ∈ Xβ d(x, y) ≤ dβ (x, y), and that if the dβ are intrinsic pseudometrics then
the resulting d is also intrinsic. An intrinsic pseudometric is one in which the distance between two points x, y is equal to the infimum of the lengths of paths between
P

k−1
the points, (i.e. d(a, b) = inf
i=0 d(xi , xi+1 )|x0 = a, xk = b , where the infimum is
taken over all sequences {xi } such that the first and last terms in the sequence are a
and b).

In [39] it was shown in an example (Question 1.3.3) that every metric space
may be extended into a metric superspace, in fact the technique used to show this
generalizes immediately to a proof that if S and T are disjoint sets then p ∈ P (S)
and q ∈ P (T ) are reconcilable, and that if p and q are metrics they have a metric
reconciliation.

The previous theorem is to my knowledge novel, it completely characterizes
reconcilability between pseudometric spaces, and more importantly when a metric
reconciliation exists. In the language employed in [Burago,Burago,Ivanov] this would
be equivalent to asking when the restriction of the maximal pseudometric is equivalent
to the original pseudometrics, and under what conditions the maximal pseudometric
is a metric which is equivalent to the original metrics. It is my belief that the main
reason this theorem has not previously been published is that the condition for all
x ∈ A − B and y ∈ B − A, inf c∈A∩B (p(x, c) + q(c, y)) 6= 0 is not particularly elegant
in terms of maximal or intrinsic metrics.
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While Theorem 1 completely characterizes when pseudometrics can be reconciled, and when metrics can be metrically reconciled, the following corollary provides an interesting sufficient condition for metric reconciliation.
Corollary 4 Let A and B be non-empty set and let p ∈ M (A), q ∈ M (B).
If p = q on A ∩ B and A ∩ B is a closed set with respect to either p or q then p and
q can be metrically reconciled.
Proof:
WOLOG suppose p = q on A ∩ B and A ∩ B is a closed set with respect p.
Since A ∩ B is a closed set wrt p, if x ∈ A − B then x is not a boundary point of
A ∩ B and hence inf c∈A∩B (p(x, c)) > 0, thus for any y ∈ B − A,
inf (p(x, z) + q(z, y)) ≥ inf (p(x, c)) + inf (p(y, d)) > 0

z∈A∩B

c∈A∩B

d∈A∩B

thus by Theorem 1 it follows that p and q are metrically reconcilable. 2

The metric reconciliation theorem and its corollary provide a constructive
example for how to build metrics on a set ∪ni=1 Xi which behave like any specific
metric desired on each individual Xi , provided the intersection of the Xi satisfy the
necessary conditions. To the authors knowledge the main application of the metric
reconciliation theorem is primarily to justify the simultaneous use of different distance
data in a mathematical or statistical method.
Example 13 Suppose that distance measurements are taken for landmarks in urban
areas of a city, rural areas of the city, and a nearby national park. In urban areas the
distance is measured using k · k1 (the Manhattan metric), in rural areas the distance
is measured via shortest paths along the sparse roads (i.e. as geodesic distance on a
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weighted graph), and in the national park the distance is measured via the standard
Euclidean metric. The metric reconciliation theorem can be used to give necessary
and sufficient conditions for simultaneously combining these different distances for
route planning.

A.4.3

Non-Archimedean Pseudometrics

Definition 70 Let X be a non-empty set, and let p ∈ P (X). p is said to be a nonarchimedean pseudometric if it satisfies the following inequality (referred to as the
non-archimedean or ultrametric inequality) for all x, y, z ∈ X:
p(x, y) ≤ sup{p(x, z), p(z, y)}
a non-archimedean metric is sometimes known as an ultrametric [20].
It is clear that all -discrete metrics on equivalence classes of X are non-archimedean.
Also of note is that if p and q are both non-archimedean pseudometrics on X then
p ⊕ q is a non-archimedean pseudometric. To see this simply note that
p ⊕ q(x, y) = sup{p(x, y), q(x, y)} ≤ sup{sup{p(x, z), p(z, y)}, sup{q(x, z), q(z, y)}}
= sup{p(x, z), q(x, z), p(z, y), q(z, y)}
= sup{p ⊕ q(x, z), p ⊕ q(z, y)}
and so the non-archimedean inequality is satisfied.

Thus it is clear that the closure of -discrete metrics on equivalence classes of X under
the ⊕ operation is a subset of the set of all non-archimedean pseudometrics on X. In
fact these sets are equal, and if X is finite there is a canonical way of representing any
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non-archimedean pseudometric, this claim will be demonstrated after a few technical
definitions and lemmas.

It is worth noting that there is some previous work on decomposing pseudometrics into a canonical representation, in particular in [54] and [53] Mikhailov
provides a basis for pseudometrics on finite sets such that any pseudometric may be
written as a linear combination using the  operator, and in [41] Robinson examines
integral pseudometrics (pseudometrics whose image is a subset of the integers) and
when they can be decomposed again in terms of the  operator. To the best of the
authors knowledge there has been no previous work on decomposing non-archimedean
pseudometrics into a canonical form in terms of the ⊕ operator.

Definition 71 Let X be a set, let {ai }ni=0 be a sequence of non-negative real numbers
and let {[pi ]}ni=0 be a sequence of equivalence relations on X.
p = (a0 · χ[p0 ] ) ⊕ (a1 · χ[p1 ] ) ⊕ . . . (an · χ[pn ] )
is called a non-negative linear combination of χ[pi ] .
Lemma 3 Let X be a nonempty set, let q ∈ P (X) be a non-archimedean pseudometric, and let β be a positive real number. Let fβ : X × X → R be the following
function:
for x, y ∈ X if q(x, y) < β, fβ (x, y) = 0 for x, y ∈ X if q(x, y) ≥ β, fβ (x, y) = β.
Then fβ is a non-archimedean pseudometric on X.
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Proof:
It will be shown that the relation R given by xRy ⇔ q(x, y) < β is an equivalence
relation, which is sufficient to show that q is a β-discrete pseudometric on the R. Let
x, y, z ∈ X and note that since q is a pseudometric,q(x, x) = 0, and q(x, y) = q(y, x),
hence R is reflexive and symmetric. If xRy and yRz then q(x, y) < β and q(y, z) < β,
and since q is a non-archimedean pseudometric q(x, z) ≤ sup(q(x, y), q(y, z)) ≤ β,
thus xRz. Hence R is also transitive. 2

Proposition 20 Let q ∈ P (X) be a non-trivial non-archimedean pseudometric, ∀β >
0 define fβ : X ×X → R as in Lemma 3. Then ∀x, y ∈ X, q(x, y) = supβ>0 (fβ (x, y)).
Proof:
Define p : X × X → R as ∀x, y ∈ X, p(x, y) = supβ>0 (fβ (x, y)). It will be shown
that ∀x, y ∈ X, p(x, y) = q(x, y). Let a, b ∈ X, such that q(a, b) = 0, for every β > 0,
q(a, b) < β, so by definition fβ (a, b) = 0, and hence supβ>0 (fβ (a, b)) = 0 = p(a, b).
Let c, d ∈ X such that q(c, d) = k for some fixed k > 0. For β ≤ k, β ≤ q(c, d), and
hence fβ (c, d) = β. For β > k, q(c, d) < β and hence fβ (c, d) = 0. Thus p(c, d) =
supβ>0 (fβ (c, d)) = supβ≤k (β) = k = q(c, d). Thus for all x, y ∈ X, p(x, y) = q(x, y).
2
Corollary 5 Let X be a finite set with |X| = n, the maximum number of distinct
values a non-archimedean pseudometric on X can evaluate to is n.
Proof:
If n = 1 then the only distance possible is 0. If n = 2 there are at most 2 possible
distances 0 and the non-zero distance between the two distinct elements. Assume
n > 2 and let q be a non-trivial non-archimedean pseudometric on X. By Proposition
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20 q can be represented as q(x, y) = supβ>0 (fβ (x, y)) (where fβ is given as in Lemma
3). Since X is finite there are a finite number of positive distances {βi }ki=1 that q
can take on, and hence q can be represented as a non-negative linear combination
q(x, y) = fβ1 ⊕ . . . ⊕ fβk = sup1≤i≤k (fβi . Rearrange the βi so that β1 < β2 < . . . βk .
Note that fβi is a strict refinement of fβi+1 . Hence for each x ∈ X the equivalence
class of x associated with fβi denoted [x]i is a subset of [x]i+1 . Note that for each
1 ≤ i ≤ k, there exists at least one x ∈ X such that [x]i is a strict subset of [x]i+1 ,
otherwise fβi would not be a strict refinement of fβi+1 . Let mi denote the number
of equivalence classes in fβi , and note that this means that mi > mi+1 . Also note
that mk ≥ 2, since the maximum distance must differentiate between at least 2
equivalence classes, and m1 ≤ n since there are at most n elements. Now assume q is
a non-archimedean pseudometric which takes on as many distinct values as possible
given that g ∈ P (X). Then k is as large as possible given that mi is a natural number,
mi > mi+1 , mk ≥ 2, and m1 ≤ n. Hence m1 = n, mk = 2, and mi = mi+1 + 1, which
means that k = n − 1. Note that k denotes the number of distinct positive values
that q takes on, so including the 0 value yields n the maximum number of distinct
values q can take on. 2

