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As antibiotic resistance develops among strains of infectious bacteria, a global need is growing for new antimicrobial agents. We rely today mostly on antibiotics that have been in wide use
for decades, and these are becoming increasingly inefficient against several strains of multi-drug
resistant bacteria. Traditional antibiotics have typically been extracted or derived from natural
organic compounds, and have then been tested by standard biochemical and pathobiological methods. Many detailed molecular aspects of the antimicrobial activity are fundamentally inaccessible
to such macroscopic experiments. The availability of computational power and biophysical knowledge at the molecular level enables a bottom-up approach to drug discovery, design and testing, the
latter of which is at the main focus of this work.
In this thesis a series of techniques have been applied and a few developed, all based on classical
all-atom molecular dynamics simulations, for studying a computationally discovered antimicrobial
peptide and its interactions with model phospholipid membranes. The structure of the peptide is
studied through microsecond-long simulations, and the findings are compared with results from
circular dichroism experiments for this molecule. Toward calculating potentials of mean force
(PMFs) for interaction of this peptide with different model membranes, a comprehensive method
has been developed, based on the newly discovered non-equilibrium work theorems. Pioneered by
C. Jarzynski’s work in 1997, these theorems aim at extracting the free energy difference between
two macrostates of a system, from non-equilibrium external work performed on it over different
phase-space trajectories between the two states. Proper implementation of such theorems to obtain
fast convergence to the underlying PMF has been a challenge taken up by many investigators. The
methods presented here are based on the forward-reverse (FR) method by I. Kosztin and coworkers,
and deliver very good convergence for relatively short simulations. The design of these methods
is based on simple observations in statistical physics, and their implementation relies on a new
technique for post-simulation statistical mechanics analysis of the recorded external force values.
As a result of this study, a detailed procedure is provided, with recommendations on good practices
and warnings about sources of systematic errors.

The presented methods are used to calculate the PMF profiles for the peptide-membrane systems under study, as well as for two other test systems. The obtained peptide-membrane PMFs are
used to extract free energies of binding and their entropy-enthalpy decomposition, and the results
are compared with those from isothermal titration calorimetry experiments on the same systems.
Using the series of methods presented, and with availability of proper computational resources, the
whole simulation procedure and extraction of results for similar systems carried out by us should
be performable in a matter of a few weeks, which can speed up the drug-testing procedures, as well
as any other lines of study that requires calculating PMF profiles for molecular systems.
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Chapter 1
Work and energy methods for studying
anti-microbial peptide activities
Advances in medical sciences, such as development of more effective cancer treatments or HIV
prevention dugs, may very well obscure from us the fact that human’s survival on this planet relies
(among other things) on antibiotics. Although antibiotics (in their explicit, extracted form) have
been discovered less than a century ago and have been in clinical use for an even a shorter period, their use is unbelievably commonplace today. Antibiotics are used routinely not just to treat
bacterial and fungal infections, but also to prevent or to remove microbial contaminations in food
industry and agriculture. Even if we neglect the side-effects of frequent intake of antibiotics on
mammalian cells, we still need to consider the simple fact that during decades of using various
families of antibiotics, the target microbial species have evolved to develop resistance against those
substances. Human society has responded by increasing the prescribed dosage of antibiotics and
to a lesser extent, by invoking new types of them, but has failed, to a great extent, to cope with
evolved, more resistant microbes [1].
Despite the growing trend of antibiotic resistance in numerous strains of infectious bacteria all
around the globe [2, 3], the pharmaceutical industry has been less active than before in developing
new antimicrobial drugs. Industrial-level investment on developing antibiotics has been in decline
over the past three decades [4–6]. Antibiotic medications are typically used for limited periods to
cure infections. This is in contrast to medications such as off the shelf painkillers that get consumed
more often and more commonly, or HIV medication that needs to be consumed for life. The profit
margin of investing in new antibiotics is thus not large enough to attract major pharmaceutical
corporations. This has led to a higher death rate due to methicillin-resistant Staphylococcus aureus
(MRSA) clinical infections than due to HIV, in the United States (data from years 2004 and 2005)
1
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[7].
Various new types of molecules have been proposed and studied for use as the new generation
of antibiotics. Among them, host-defense peptides (HDPs), also simply referred to as cationic
antimicrobial peptides (CAMPs) have been the subject of the highest number of investigations
[8]. HDPs were first isolated in early 1980s from insects [9] and later from frogs [10]. Since
then, hundreds of different CAMPs have been found in virtually all life forms, including mammals
and plants [11]. Despite the wealth of knowledge that has been gathered from years of research
on naturally occurring CAMPs and their synthetic variants, much is yet to be known about their
mechanism of interaction, selectivity, toxicity and structure-action relationship.
In this work, the computationally designed antimicrobial peptide HHC-36 [12] and its interaction with three different model membranes have been studied. Various computational and theoretical techniques have been used, all based on classical molecular dynamics simulations. Along
this line, a brief review of the key facts known about antimicrobial activity of cationic CAMPs is
presented in the next section, followed by a brief introduction to molecular dynamics simulations.
Non-equilibrium work (NEW) theorems have been a major theme of the current study. A brief
review of NEW is thus provided in the third section, in the hope that it serves as a segue to the
introduction of the bin-passing method in the next chapter.

1.1

Antimicrobial activity and selectivity of cationic host-defense
peptides

A major reason for developing antibiotic resistivity in pathogenic bacteria is the target specificity
of most of the traditional antibiotics. As an example, the β-lactam family of antibiotics (which
includes the penicillins) kill the gram-positive bacteria by disturbing the formation of cross-links
in their peptidoglycan layer [13]. This is performed through binding of the antibiotic molecule to
the DD-transpeptidase enzymes, whose role is making the cross-links in the peptidoglycan layer.
Upon binding of the antibiotic molecule to these enzymes, their activity is disturbed and the peptidoglycan mesh around the bacterial cell decays, which leads to cell death. The methicillin-resistant
Staphylococcus aureus (MRSA) and the penicillin-resistant Streptococcus pneumoniae, which account for a high percentage of antibiotic-resistant infections, have gained their drug-resistivity simply by altering the composition of their DD-transpeptidase sites, such that the drug-enzyme bond
weakens, thereby reducing the effectiveness of the β-lactam antibiotics [14]. A minor alteration in
the amino-acid composition of the peptidoglycan layer leads to resistance to vancomycins, another
major family of conventional antibiotics [15]. Due to this target-specificity, β-lactam and van-

3
comycin antibiotics are both active mostly against gram-positive bacteria, and even face pathogen
resistance as a result of bacterial adaptations just mentioned.
In contrast, cationic antimicrobial peptides use a much more general selectivity mechanism,
i.e., electrostatic interactions [8]. This, together with the fact that CAMPs typically don’t rely
on specific protein receptors to perform their bactericidal action, makes it harder for bacteria to
develop resistance against CAMPs. This does not mean that the infectious bacteria are principally
unable to react to the bactericidal activity of the CAMPs. In fact, the bacteria and the CAMPs have
evolved together [16] through generations of different species in different environments, and the
current effectiveness of CAMPs is neither accidental, nor guaranteed to pertain for extended time,
if the same compounds are used against evolving strains of bacteria. This should be considered in
the investigations on use of CAMPs as stand-alone therapeutic agents (as opposed to their natural
use as part of the innate defensive response). The rise of antimicrobial resistance against current
therapeutic antibiotics tells us that no matter how effective a new antimicrobial agent might be,
its effectiveness will most likely decay over time, as bacteria evolve to gain resistivity against it.
The current advantage of CAMPs is in their current effectiveness against many strains of drugresistant infectious bacteria, their minimal toxicity to the host cells, and their rather simple and
relatively understandable mode of action and selectivity, which makes it harder for bacteria to
develop resistance against them.
Some general structural features exist among virtually all of the CAMPs, which can be related directly to the mechanism of their antimicrobial activity and cell-selectivity. Multicellular
organisms have evolutionarily designed CAMPs to protect them against bacterial, viral, fungal
and parasitic invasions. As a result of this evolutionary design, CAMPs typically exhibit little, if
any, toxicity to the host cells. This target selectivity has been achieved by fine-tuning a variety of
factors. First and foremost, CAMPSs typically have a relatively high content of arginine and lysine residues. Being cationic helps CAMPs become water soluble, and also reduces their chance of
self-aggregation. The outer leaflet of bacterial cell membranes is generally more negatively charged
than mammalian cells. This is mostly due to presence of phosphatidylglycerol and cardiolipin in
the inner membrane of gram-negative bacteria as well as in the plasma membrane of gram-positive
bacteria. The outer membrane of gram-negative bacteria also contains lipopolysaccharide (LPS)
molecules, which further increases their cell-wall negative charge. This general excess of negative
charge in bacterial membranes compared to mammalian cells leads to stronger electrostatic attraction between HDPs and bacterial cell walls, compared to mammalian cell membranes, facilitating
target-selectivity.
Different mechanisms of activity against bacterial membranes have been proposed (discussed
below), and most of them involve the interaction of the CAMP molecule with the hydrophobic
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acyl chains of the phospholipid molecules comprising the membrane, thus fatally perturbing the
bacterial membrane. Engaging in this interaction requires that the CAMP molecule possesses a
non-polar (i.e. hydrophobic) section, preferentially away from its cationic residues. This reveals
another structural requirement of the CAMPs: they need to be amphipathic, i.e. having both polar
and non-polar sections. Cationicity and amphipathicity are arguably the two most fundamental
structural requirements for successful CAMPs, and the other determining factors are mostly related
to the secondary properties of these molecules.
An introductory scheme for classifying over 2000 CAMPs that have so far been reported and
listed (http://aps.unmc.edu/AP/main.php), can be based on their secondary structures. Like proteins, HDPs can be categorized into three general classes of secondary structures, exhibiting either
α-helix, β-sheet or flexible structures. Unlike large proteins, however, HDPs typically can not fold
further into tertiary structures for more functional specialization. This is a simple consequence of
the shorter length of HDPs, having between 12 to 100 amino acids. Lack of tertiary structure does
not mean that a structure-function relationship does not exist among various HDPs [17]. α-helical
HDPs, for example, which constitute about half of the known HDPs, usually have a polar and a nonpolar half in their section [18, 19]. This is much like the α-helical segments of the trans-membrane
proteins, with their non-polar sections interacting with acyl chains in the membrane and their polar
sections facing the aqueous medium inside the channel. α-helical CAMPs typically have a high
relative content of amino acids that tend to stabilize the helix structure. These are Alanine, Leucine
and Lysine. Due to steric limitations, no more than a couple of the hydrophobic residues alanine,
leucine/isoleucine, phenylalanine, or tryptophan can be included in structure of these peptides [20],
which can limit their antimicrobial activity. α-helical CAMPs may not strictly possess α-helical
shape in aqueous environments, but might rather fold into helical shape upon presence of membrane or membrane-mimetic components [21]. Although this might suggest that helical shape is
crucial for antimicrobial activity and selectivity of this peptide, studies on modified CAMPs of this
family have shown that strengthening the helix shape usually does not lead to significant increase
of bactericidal activity, while it might cause an increase in toxicity against host cells [20].
A second broad family of CAMPs, are the small β-sheets, with 2-10 cysteine residues in their
sequence. The cysteine residues perform their well known action in forming disulfide bridges in
the structure, thus stabilizing the peptide structure. Most of the CAMPs of this family belong to
a family of peptides named β-defensins, which are present and evolutionary conserved in a broad
range of species, including plants and vertebrate animals [22, 23]. In addition to antimicrobial
activity, it is believed that defensins also participate in regulating some of the functions of the
immune system and the regulation of acute tissue inflammations [23, 24].
HHC-36 [12], which is the subject of the current study, most likely belongs to the third structural
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family of peptides, generally referred to as flexible CAMPs. As the name implies, these peptides
lack either of the two classic structural shapes. The reason for this can be largely attributed to abundance of tryptophan, arginine, proline, glycine and histidine amino acid residues in the sequence
of these peptides [25]. From studies on membrane proteins, as well as on some membrane-binding
peptides, it is known that tryptophan has a preference for the interfacial section of the phospholipid membranes. The physical reason behind this preference is not fully understood, but steric
limitations due to rigid shape of the indole rings of tryptophan and the entropic cost of insertion of
these double-rings into the fatty acid core of the membrane, are anticipated to be among the more
plausible reasons [26, 27].
Simultaneous presence of large amino acids (especially tryptophan) and the high charge density
in the sequence of flexible CAMPs, make it harder for them to fold into classic secondary structures.
On the other hand, the indole ring of tryptophan serves as a donor to the cationic side-chains of
positively charged amino acids in these CAMPs, forming a complex through cation-π interaction.
Cation-π interaction between the side-chains of arginine and tryptophan is of particular importance
in determining the structure and function of flexible CAMPs: it has been shown that in aqueous
media, cationic side-chains of the positively charged peptide residues prefer a stacked (parallel)
orientation upon interaction with the π electron system in the indole rings of tryptophan residues
[28]. The resultant cation-π complex can then assume an orientation wherein the indole rings
reside on the membrane surface, and the cationic residue (usually arginine or lysine) stays on top
of tryptophan, protecting it to some extent from water by making hydrogen bonds with nearby
water molecules. There are other possible modes of action for tryptophan-rich CAMPs, such as
the wedge-shaped symmetry assumed by the tryptophan-rich CAMP indolicidin, where tryptophan
are mostly at the center and the cationic residues are located on the sides [29]. This way, the
cationic residues serve mostly as the anchoring arms to the anionic head-groups on the surface of
the membrane, allowing the tryptophan to interact with the interfacial section of the membrane and
possibly insert into it. HHC-36 is very likely to assume a similar structure and hence interact in a
similar way with the anionic membrane surfaces. Although extensive studies have been done on
structure-function relationship of the CAMPs [30], the actual mechanism of action of each peptide
needs to be determined independently.
As a general guideline, various possible modes of bactericidal action have been hypothesized
and studied for CAMPs. There are at least five major models for antimicrobial activity of CAMPs,
all of which initiate by adsorption of the peptide to the phospholipid headgroups of the target cells.
To describe these models graphically, the peptide structure is represented as a cylindrical shape,
with half of its section being polar (hydrophilic) and the other half being non-polar (hydrophobic).
In each model, the polar section interacts more with the aqueous environment, while the non-polar
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section has the major role in interacting with both the interfacial and core regions on the membrane
(depending on the model).
As mentioned above, the bactericidal activity begins by adsorption of the peptide to the membrane. In the barrel-stave model, a few peptide molecules manage to collectively insert into the
membrane, such that they orient themselves parallel to the phospholipid molecules, and (as the
name implies) form the staves of a barrel-like pore in the membrane [31]. This mechanism is
graphically similar to the toroidal pore model, which also involves insertion of the peptides into
the membrane, with their axial dimension spanning across the bilayer. The important difference
between the two models is in the orientation of phospholipid molecules around the pore in each
case, which is closely related to mode of interaction of the hydrophobic section of the peptide
with adjacent phospholipid molecules: as just described, in the barrel-stave model the peptide
molecules orient themselves parallel to the phospholipid molecules in the bilayer, which implies
that the hydrophobic section of the peptide needs to make contact with acyl chains, as well is the
interfacial section of the phospholipid bilayer. In contrast, in the toroidal pore model, the phospholipid molecules in the bilayer and in vicinity of the inserted peptides reorient themselves such
that the peptide is in contact mostly with the headgroups of the neighboring phospholipids. This
requires that some of the phospholipid molecules around the pore region assume a horizontal orientation, i.e. a configuration where their acyl chains basically extend between the bilayer, normal
to the phospholipid molecules in the two leaflets (see [31] for a graphical demonstration). Closely
related to the barrel-stave and toroidal pore models, is the carpet model, where the aggregation of
peptides on the membrane surface (carpeting) leads to a detergent-like effect, resulting in formation
of a pore somehow similar to a toroidal pore (in terms of phospholipid molecules orientation and
the hydrophobic contact). But here the peptide molecules cover not only the interior of the pore,
but also the area around it, both inside and outside of the cell. This carpeting pore-formation might
be accompanied by formation of micelles, also covered by peptide molecules on the surface [31].
In the molecular electroporation model [32], the electric potential difference produced by aggregation of peptides in the outer leaflet of the membrane, is considered to be the driving force for
formation of the pores. A potential difference of 0.2 V is considered to be the threshold required
for initiation of the pore formation.
Although the formation of a pore through either of the methods described above might very
well be followed by drifting of a number of peptides into the cell through the pore, the formation
of the pore might be enough to kill the target bacterial cell, e.g. through disturbing the ionic
balance of the cytoplasm. The sinking raft model describes a more direct method for insertion
of the CAMPs into the membrane, and might thus describe mechanism of interaction for some of
the CAMPs that target intracellular machinery. In the sinking raft model, it is proposed that the
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mass imbalance, formed as a result of aggregation of peptides on the outer leaflet of the membrane,
leads to an increase in its local curvature. As the adsorbed peptides aggregate on the membrane
surface, some of them can exploit this membrane deformation and “sink” into the inner leaflet of
the membrane [33].
Because of versatility of CAMPs in acting against various pathogenic agents (e.g. bacteria,
some viruses and fungi), their low toxicity and (in some cases) their immunomodulatory effects,
there is a great hope that some of these compounds will soon make their way to clinical use, as
substitutes for traditional antibiotics that are becoming increasingly inefficient. There is a need,
however, for understanding their various characteristics and the dynamics of their interaction with
various membranes, with atomic precision. All-atom molecular simulations are now being increasingly used to obtain such information. Studying the energetics of peptide-membrane interaction is
the main focus of this work. A short overview of the various methods for calculating reversible
work done through molecular processes will be given in the next section.

1.2

Calculation of the potential of mean force through molecular dynamics simulations

Biomolecular systems are many-body arrangements, with astronomical number of degrees of freedom, where concurrent and competing processes determine the overall health and performance of
the living organism they compose. An attempt to extract quantitative information about physical processes within such systems, using computer simulations on model systems of finite size,
might at first sight seem doomed to failure. However, several simplifications make this endeavor
worthwhile and fruitful, as attested by the most recent (year 2013) Nobel prizes in chemistry. A discussion of some of these simplifications is presented later, where the model phospholipid systems
under study in this work will be presented and justified. A great deal of simplification comes from
the physics side: use of periodic boundary conditions in simulations of systems composed of finite
number of atoms, but otherwise kept under physiological conditions, with well-controlled external
parameters, makes it possible to avoid difficulties such as surface effects that occur in experimental
studies of molecular systems.
Although quantum effects certainly play a major role in many bimolecular processes, it is safe in
many cases to neglect them altogether, while studying the physical chemistry of a system wherein
no breakage or formation of covalent bonds happen. To determine whether we can safely use
classical mechanics to study the relevant features of a many-body thermodynamical system, we
can find the de Broglie wavelengths for the smallest (least massive) objects in the system, and
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compare them with the size of the object and the length precision sought in the calculations. In all
of the simulations performed in this study, water is the least massive and smallest molecule present
in the systems. The lowest temperature used in the series of simulations in this work has been 295
K. According to equipartition theorem, each object in a thermodynamic system at temperature T
has an average thermal kinetic energy of 21 kB .T per degree of freedom, where kB is Boltzmann
constant. For water molecule in a three-dimensional box, this gives an average thermal kinetic
energy of 32 kB .T . The magnitude of the average velocity associated with such a kinetic energy can
be obtained from
1
3
kB T = m v 2
(1.1)
2
2
or
r
3kB .T
v=
(1.2)
m
The de Broglie wavelength for a (non-relativistic) particle with such a velocity would thus be
λ= √

h
3mkB T

(1.3)

For water molecule with a mass of 2.99×10−26 kg and at T=295 K, this becomes
6.626 × 10−34 J.S
= 3.47 × 10−11 m,
λ= p
3 × (2.99 × 10−26 kg) × (1.38 × 10−23 J/K) × 295K

(1.4)

which is of the order of 10−1 Å. Compared to molecular diameter of water (∼2.75 Å), and compared
to the typical angstrom resolution sought in our simulations, this is a relatively small value.
Numerical simulation of the evolution of a many-body molecular system, governed by classical
mechanics, is generally known as molecular dynamics [34]. A three-dimensional classical system
consisting of N molecules, can be described by its Lagrangian function L(q, q̇), wherein q and q̇
represent the generalized position and velocity vectors for the N particles comprising the system.
The Lagrangian function is given in terms of the kinetic energy, K, and potential energy, U, of the
system as
L(q, q̇) = K − U.
(1.5)
Using the principle of least action [35], one can derive the Euler-Lagrange equations of motion for
this general system:
d ∂L
∂L
( )−
= 0,
(1.6)
dt ∂ q˙i
∂qi
where qi and q˙i are individual coordinate and velocity components of a particle in the system
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(1 ≤ i ≤ 3N ). We consider a classical system where particles are described by their Cartesian
coordinates ri = {x1 , y1 , z1 ; x2 , ..., zN } and momenta pi = {px1 , py1 , pz1 ; px2 , ..., pzN } and kinetic
energy is simply given by
3N
X
∂L
pi 2
, (pi =
),
(1.7)
K=
2mi
∂ r˙i
i=1
and the potential energy depends only on the coordinates of the particles (no velocity dependence).
For this system, equation (1.6) can be recast to
mi r¨i = fi =

∂L
∂U
=−
,
∂ri
∂ri

(1.8)

where fi is the force on the ith atom.
Equation (1.8) is of second order in time, and to solve it numerically, we need to re-format
it into two first-order ordinary differential equations [36]. Alternatively, one can use Hamiltonian
equations of motion, where two coupled first order equations are given, and no re-formatting would
be necessary. Either way, we will have 6N first order, coupled ordinary differential equations to
solve numerically, using a finite difference method [36, 37].
Various types of physical information can be obtained from molecular dynamics simulations,
but the focus of this study is on calculating potential of mean force (PMF) profiles for various systems. The PMF [38] can be thought of as a specialized or effective potential function of the system,
as a function of one (possibly multi-dimensional) reaction coordinate x, of the thermodynamic
system under study. It is formally defined as

hρ(x)i
W(x) = −kB T ln
+ W(xref erence ).
hρ(xref erence )i


(1.9)

xref erence is the reference value of the reaction coordinate, at which point we set the PMF to some
conveniently chosen value. This arbitrariness is a consequence of the fact that the relative value
of PMF between two or more points is what carries physical meaning. Like any other potential
function, there is no intrinsic value of a PMF function at a given value x , of the reaction coordinate,
but rather, PMF variation along a range (or at least between two values) of the reaction coordinate
is of interest to us. The average distribution function hρ(x)i is given by the Boltzmann average
R
hρ(x)i =

−

dr δ(x0 (r) − x) e
U (r)
R
−
dr e kB T

U (r)
kB T

,

(1.10)
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where r represents any subset of the 3N Cartesian coordinates of the N-particle system that the potential U might depend on. The reaction coordinate x may not be one or a subset of the 3N Cartesian
coordinates of the system. It might, for example, be the relative orientation of two molecules in the
system. In general, it can be considered a function of r. The Dirac delta function in (1.10) serves to
constrain the averaging to those microstates of the system where the reaction coordinate is strictly
at its target value.
The notion of PMF has proved to be very useful for finding the energetics of different processes
in molecular systems, but invoking the basic definition (3.1) to calculate the PMF from a molecular
dynamics simulation, has involved many sampling, unbiasing and convergence issues [39]. In
contrast to those distribution-based methods, one can construct a force-based scheme, where the
Dirac delta function in (1.10) can be enforced during the simulation. This can, in general, be
done in two ways. The first method, which we call the constraint method, strictly enforces the
system during the course of the molecular dynamics simulation to assume our chosen value of x.
A constraint applied this way has no physical counterpart in the real world, as it is, in principle,
impossible in a real system to constrain an object such that (e.g.) its center of mass location is
held fixed with arbitrary precision. The constraint can be applied in two different ways: one can
essentially define the evolution of the system around the pre-constrained value(s) of the reaction
coordinate, meaning that x is artificially set to its desired values at each instant of the simulation,
and the system actually reacts to this externally imposed condition through its evolution. The
disadvantage of this method is that, because no external force is exerted, the practitioner of the
simulation would not know the force required to implement the constraint, while a knowledge of
the value of this force is required to calculate the PMF profile. This force can alternatively be
retrieved from the sum of the forces exerted by the rest of the system on the constrained part, which
requires extra calculation at each time-step during the simulation. The alternative way for applying
a constraint, is to interfere at the beginning of each time-step, when the forces exerted by particles
(atoms) on each other are calculated, and to find exactly what forces are applied to each atom of
the constrained part of the system at the next time-step. One can then exert an exactly equal and
opposite counter-force, to cancel the force exerted by the system, plus exactly the force required to
move the constrained atoms to their desired location during the next time-step. This method also
requires extra calculation for finding the forces from the rest of the system and also to exert the
external force to implement the constraint.
The alternative way is to use a restraint, which is an external force (or set of forces) added to
the system, to keep the value of the reaction coordinate very close to the target value. A convenient
choice for that purpose is a harmonic potential of the form − k2 (x − x0 )2 , which depending on the
value of k (the stiffness of the restraint) keeps the value of the the reaction coordinate within a close
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range of its target value. Although the restraint method is not as accurate as the constraint method
in steering the system, it is much simpler to implement, and the restraining force can be recorded
easily for subsequent calculations to find the PMF profile. Also, as will be shown in next chapters,
the deviations from the target value are often not a concern for PMF calculations, as long as some
general requirements about the steering process are satisfied.
Each of these two methods (use of a restraint or constraint) can be applied in a static or dynamic
fashion. In a PMF calculation scenario, one usually wishes to find the PMF profile along a range
of reaction coordinate, between initial value xA and the final value xB . To this end, this range is
A
usually divided into n bins of length δx = | xB −x
|, and the change in the value of PMF across each
n
bin is measured.
The simplest way to measure the PMF variation across the xA -xB range is to constrain or
restrain the value of x at the desired locations (at the beginning and end of each bin) along xA → xB
and then measure the average force required to keep the system at each target value. These average
forces can subsequently be integrated to obtain the desired PMF profile. For this process to give
the correct PMF, the system should be in thermodynamic equilibrium when the force sampling
is performed. This is usually achieved by varying x to its desired value, and letting the system
to equilibrate around this externally set value. The approach to equilibrium can be monitored by
measuring thermodynamic properties of the system, as well as external parameters such as system
size and density. When these parameters relax to their final values, equilibrium is reached, and the
simulation time from that point on can be spent on sampling the constraining or restraining forces
applied to keep x at its target value.
Although this sampling process is simple and more efficient than the distribution-based methods
for finding the PMF, one might increase the efficiency even further by dynamically changing the
value of the reaction coordinate. In contrast to static constraint protocol (SCP) and static restraint
protocol (SRP) just described, one can easily alter the restraining or constraining protocol (collectively known as steering protocols) such that x is changed continuously from its initial to final
value during the simulation. Depending on whether a constraining or restraining method is used,
the resulting dynamic steering protocol will be a dynamic constraint protocol (DCP) or a dynamic
restraint protocol (DRP). When dynamic steering is performed at a finite velocity, the system will
generally departure from its equilibrium macrostate. The external work done on the system during
the process (which can be calculated from the steering forces and the measured displacements) will
thus not be equal to the change in the PMF, but will also contain irreversible, non-equilibrium work
done on the system by the constraint or the restraint. If one attempts to retrieve the PMF profile
from a knowledge of the external work done using either a DCP or a DRP method, a separation
method is needed that can extract reversible work (PMF) from the total external work performed on
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the system. Such methods (known as non-equilibrium work theorems) did not exist till late 1990s,
except for close-to-equilibrium states. We will discuss general non-equilibrium work theorems in
the next section.

1.3

Non-equilibrium work theorems

An increasingly used method for finding PMF profiles through molecular dynamics simulations
involves performing external work on the system to force it to evolve along the desired path.
Such methods are generally termed “Steered Molecular Dynamic” (SMD). SMD methods face
the fundamental difficulty of connecting the free energy change of the system (an equilibrium pathindependent physical property) to the work performed along the reaction path (a nonequilibrium
path-dependent property). As the relaxation time of such systems (typically composed of a few tens
of thousands of atoms in biomolecular simulations) is large compared to the time scales available
to the simulators, one should almost always consider the system under study not to be in thermal
equilibrium during an SMD process, where the system is directed (steered) to follow a desired reaction path by applying an external steering potential. This necessitates finding the relation between
the work performed on the system and the change in the PMF, for every pair of points along the
reaction path. General exact methods for doing this were not available until the late 1990s, when
the Jarzynski equality [40, 41] and the Crooks transient fluctuation theorem [42] emerged as the
first methods for extracting the PMF from nonequilibrium work values for systems perturbed far
from equilibrium, where linear response theory gives poor results.
Jarzynski’s equality [40] , e−β∆G = he−βW i explicitly relates the difference in the free energy
(∆G) 1 between two different equilibrium states of the system, characterized by two distinct values
of the chosen reaction coordinate, to the external work (W ) performed on the system to drive it
from the initial to the final state. Here β = 1/(kB T ), with T being the absolute temperature of
the initial state A of the system, and kB the Boltzmann constant. The average on the right hand
side of the Jarzynski’s equality is a path-ensemble average; to obtain exact convergence of this
average, one should in principle take into account all possible realizations of system’s evolution
from an equilibrated state A (characterized by the initial value of the reaction coordinate) to state
B (with final targeted value of the reaction coordinate) under any possible steering protocol. The
path-ensemble also includes all possible initial microstates of the macrostate A that are consistent
with the initial values of the macroscopic parameters of the system and the reaction coordinate.
For Jarzynski’s equality to be applicable, one is always required to start from an equilibrated
1

Under constant pressure and temperature, i.e. NPT conditions.
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initial state, but is not required to end up in an equilibrium final state (at x = xB ), as no work
is performed on the system as soon as the value of the reaction coordinate is fixed at xB . This
is typically the case for nonequilibrium processes and the system can evolve after reaching the
final value of the reaction coordinate, through exchange of heat with the surrounding heat reservoir
(usually to settle down). Under these conditions (contact with a heat reservoir) the temperature T
of the final state B is the same as that of the initial state A.
In the limit that the evolution of the system from initial to final macrostate is conducted quasistatically, all the paths generate the same value of the work, and the exponential work average
in Jarzynski’s equality is trivially equal to the exponential of the total work performed along each
quasi-equilibrium path. However, the true utility of Jarzynski’s equality is in the opposite limit,
when the system is evolved over a finite time period, comparable to or shorter than its natural relaxation time, so that the whole evolution process from state A to state B is a nonequilibrium one.
In this limit, one hopes that by creating multiple realizations of the process (either in an experiment
or by numerical simulation) and sampling the work done along each path, satisfactory convergence
can be achieved for the exponential average in Jarzynski’s equality, thus obtaining the free energy
profile (i.e. the PMF profile) of the system as a function of the reaction coordinate.
Since its advent in 1997, Jarzynski’s equality [40] has been the subject of extensive theoretical
study, and it was also used in experiments and numerical simulations [41, 43–47] . Various authors
(including Jarzynski himself) have pointed that the convergence rate of Jarzynski’s equality is indeed not quite as high as required for it to be directly useful in constructing free energy profiles.
The reason for this is best seen in the stiff spring approximation [48], where a harmonic guiding
potential steers the system along the desired reaction path. In this limit, the distribution of W over
numerous nonequilibrium paths will be Gaussian [43], with the peak at a value greater than the
PMF difference between the initial and final states of the system. The amount by which the average of the external work exceeds the difference in the PMF, is the irreversible or dissipative work
performed on the system, as a result of its deviation from equilibrium throughout its steered evolution. If one repeats the steering process sufficiently often to determine the peak of this Gaussian
distribution and then simply takes the average of the work values W̄ as given by the location of the
peak, the resultant value is in general equal to Wrev. + W̄d , where Wrev. = ∆G is the reversible
work performed on the system, which depends only on the initial and final macrostates of the system, while W̄d is the (average) irreversible or dissipative work done on the system. The value of W̄d
depends on the macropath, or set of micropaths, taken by the system through phase space. A lack
of knowledge of the value of W̄d , and hence an inability to obtain Wrev. = ∆G from separation of
the measured Wrev. + W̄d , can perhaps be considered as the fundamental difficulty in obtaining the
free energy profiles of molecular systems through various nonequilibrium experimental techniques
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(such as atomic force microscopy and optical tweezers) and molecular dynamics simulations of
affordable time length, and has been a major motivation for the emergence of the nonequilibrium
work theorems.
In a direct application of Jarzynski’s equality, one tries to get around this problem, not by
finding the value of W̄d , but by giving less exponential weight to the work samplings with higher
Wd , and more weight to those with smaller, vanishing or even negative values of Wd . Although this
weighting scheme is exponential, it is still not sufficient to overcome the much higher likelihood
of occurrence of larger positive values of Wd over those with zero or negative values, and the
convergence can suffer greatly when attempting a feasible number of realizations of the process.
Crooks’ theorem [42, 49], first presented in 1998, can be considered a generalization of Jarzynski’s equality. The theorem states that the average value of an arbitrary path function F, over the
paths connecting macrostates A and B of the system in one direction, is related to the average of the
same function over reverse paths (denoted by F̂) through the relation hFiF = hF̂ exp(−βWd )iR ,
where the subscripts F and R represent the set of forward and reverse paths, respectively. A
choice of F = 1 in the Crooks theorem leads immediately to the Jarzynski’s equality in the form
h1iF = h exp(−βWd )iR = 1. Although the Crooks theorem is evidently more general and potentially applicable to a broader range of problems compared to Jarzynski’s equality, it is less directly
implementable and one needs to choose the path function F carefully to better exploit the power of
the Crooks theorem. One can also write Crooks’ theorem in terms of the probability distributions
of work values over multiple realizations of the process, and use this result directly to find the free
energy difference [45]. An alternative approach, which puts more emphasis on the entropy and
gives the average of work values in terms of relative entropies of the final and initial states of the
system can also be taken [50–52].
A simple and elegant method for obtaining PMF profiles, based on the Crooks theorem, has
been proposed by Kosztin and coworkers [53]. The so-called FR (forward-reverse) method exploits
the non-trivial fact that the average of the dissipative work is the same over the forward (A → B)
and reverse (A ← B) realizations of the process, and is a consequence of the Crooks transient
fluctuation theorem, with the extra requirement that the stiff spring approximation [43, 48] holds,
which requires that the dynamics of the system be Brownian. The latter two conditions are used
to ensure that the distribution of work values in each direction is Gaussian [43], and can hence be
thought of as being equivalent in practice to the requirement of having Gaussian work distributions
through the simulations or experiments. Assuming this, and using the Crooks theorem, the principal
equations of the FR method (see below) can be proved in a few simple steps [53].
In the FR method [53], one changes the reaction coordinate from its initial to final value
(A → B) using a harmonic guiding potential with a sufficiently large spring constant (so that
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the stiff-spring approximation holds), and also returns along the reverse path (A ← B), sampling
the external work performed on the system along both paths. Depending on the shape of the underlying PMF and the steering speed, a few (∼10) to a few tens of realizations of these processes
are often enough for calculating the PMF from the average of the forward and reverse works performed along these paths, through the relation ∆G = (W̄F − W̄R )/2, where W̄F and W̄R represent
the average of the external work performed on the system in the forward and reverse directions,
respectively. The FR method also gives the variance of the assumed Gaussian work distributions
from the same simple set of data: σF2 = σR2 = (W̄F + W̄R )/β, where σF2 and σR2 represent the
variances of the forward and reverse work distributions, respectively. The convergence rate of the
FR method has been shown to be considerably better in simulations, compared to the direct use of
Jarzynski’s equality [53–55]. The root of this better convergence rate is mainly attributed to the
fact that by using the FR method one aims at measuring the peak values of Gaussian work distributions, i.e., W̄F and W̄R , whereas in applying Jarzynski’s equality the convergence of he−βW i
depends crucially on sampling the rare events at the tails of the same Gaussian distributions. The
increased rate of convergence in the FR method comes simply at the cost of running the process in
both directions.
The most common steering protocol used in SMD simulations (also adopted by the authors of
the FR method) is a constant velocity change in the reaction coordinate. The reaction coordinate
(x) has the initial value xA at the beginning of each pull and is changed with constant velocity v for
the time interval τ of each pull:
x = xA + vt,

0≤t≤τ .

(1.11)

The pulling speed is simply determined through v = (xB −xA )/τ , xB being the final targeted value
of the reaction coordinate, and the overall time τ of a single SMD pull is chosen according to the
scale of the system under consideration (which in turn specifies the computation time required), the
nature and complexity of the sought PMF, and an estimate of the total number of pulls required to
obtain a satisfactory sampling of the work values along the SMD path.
Other than the FR method, the only considerable work theorem that has emerged during the
past few years, has been the Brownian dynamics fluctuation-dissipation (BD-FDT) theorem, by
L.Y. Chen [56]. As the title implies, this theorem requires the dynamics of the system under study
be Brownian (i.e. the inertial terms in the Langevin equation be dominated by the friction terms).
For a system that (under Brownian dynamics) evolves from macrostate A to macrostate B over an
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ensemble of micropaths, the BD-FDT gives the free energy difference through
1

e−β∆G =

he(− 2 β.WA→B ) iF
1

,

(1.12)

he(− 2 β.WA←B ) iR
where the numerator and the denominator represent exponential averages of external work over
forward and reverse trajectories, respectively.
Although the BD-FDT formula encompasses both the exponential averaging idea of Jarzynski’s
equality and the bidirectional sampling of Crooks’ theorem and the FR method, our simulations
have shown that the method is at best only as efficient as the FR method, in practical applications.
All the work theorems mentioned here are rigorously correct, and their convergence is guaranteed
when sampling is performed over an infinitely large ensemble of micro-trajectories. Their practical utility depends on the convergence rate they demonstrate when applied to samplings over a
finite number of realizations of A→B (and A←B) trajectories. Several computer experiments with
Jarzynski’s equality, the FR method and the BD-FDT method that were performed during the completion of this work, demonstrated the great convergence rate and the practical usefulness of the
FR method, compared to the other two methods. The linearity and conceptual simplicity of the FR
method has led to devising different strategies to improve its convergence, which are discussed in
subsequent chapters. Implementing the FR method toward obtaining the peptide-membrane PMFs
is the subject of the current thesis.

1.4

Molecular dynamics studies of the peptide-membrane interactions

Certain fine features of the antimicrobial activity of CAMPs are still inaccessible to experimental
studies. Whenever pore-formation occurs over the course of a CAMP’s interaction with a model
membrane, methods such as fluorescence quenching [57] and patch-clamping [58] can be used to
detect the formation of the pores. The detailed dynamical features of the pore, such as the process of orientation of phospholipids around the pore, the rate of formation of the pores, and the
alignment and mutual interactions of peptides around the pore, are very difficult, if not impossible,
to detect and quantify experimentally. Molecular dynamics studies of such processes have been
facing a difficulty of a different nature. The low diffusion rate of molecules on and through phospholipid membranes requires simulation times of the order of sub-microsecond or longer to capture
events such as pore-formation or diffusion through membranes. One possible way to accelerate the
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occurence and progress of such events might be using biasing forces to steer the progress of the
system in a given direction. Steered simulations are especially useful in cases when the qualitative nature of the underlying process is known or anticipated, and that knowledge can be used in
choreographing the steered process, toward capturing other unknown features of the interaction.
The knowledge obtained from experiments has a dual role in molecular dynamics studies of
peptide-membrane interactions. Features such as peptides’ structures in water and in vicinity of
membranes can be obtained through experiments such as X-ray crystallography or NMR spectroscopy. Furthermore, the evolution of the simulated system can sometimes be checked against
such experimental results as well, e.g. if the transformation of the structure of the peptide or membrane is studied through both biochemical and computer experiments. However, this seems to have
limited the scope of many simulation studies to mere confirmation or reproduction of the experimental results. While this is a useful practice for establishing the validity of simulation results, and
possibly for calibrating the simulation methods and parameters, molecular dynamics simulations
have become mature enough to enter the predictive phase. Thanks to the tremendous amount of
research performed in the field of simulations during the past few decades, we are now able to
use all-atom molecular dynamics simulations to explore molecular processes toward confidently
producing quantitative measurements and precise qualitative pictures of those processes.
Many of the simulation studies of peptide-membrane interactions have been performed using
coarse-grained force-fields or implicit solvent models. The united-atom force-field [59, 60] and (at
a coarser level) the MARTINI force-field [61, 62] are two of the popular choices for this purpose,
often used with the GROMACS [63] molecular dynamics software package. One generally wishes
to reduce the computation time spent on the less-relevant parts of the simulated system, to save
computation time for exploring the desired parts, and also to enable to run longer simulations. To
that end, often the solvent (water) is coarse-grained, which will inevitably reduce the precision of
simulations in mimicking the the phenomena such as hydration effects. This can be performed
using the so-called implicit solvent models, without otherwise coarse-graining the other contents
of the simulation box. The effect of water is simulated through a mean-field mechanism in such
simulations.
Coarse-graining the membrane is another popular choice in many peptide-membrane simulations. This can be performed using a force-field such as MARTINI [61, 62], or even more roughly
through replacing the membrane by a uniform dielectric slab [64]. Depending on the specific features of the system one wishes to study, use of each or some of these methods can be justified. The
structure of the peptide can be simulated using all-atom force-fields, or it might be coarse-grained
as well.
Fewer groups have attempted all-atom simulations of the peptide-membrane interactions with
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explicit water models. The CHARMM [65–67] family of force-fields, together with the TIP3P [68]
water model can be used toward more realistic simulations of the hydration properties, peptide
structures and membrane geometry and dynamics [69, 70]. This set of parameters can be used with
the NAMD [71] molecular dynamics software, which (just like GROMACS) scales well over high
number of computational cores for fast and efficient parallel calculations.
Use of molecular simulations for studying peptide-membrane interactions has been mostly focused on investigating the time evolution of geometrical characteristics of such systems [64,72–82].
The proposed mechanisms for the antimicrobial activity of CAMPs are based on theoretical speculations and indirect experimental observations. It is thus logical to expect simulation studies to
shed some light on the precise mechanism of membrane perturbation by CAMPs. Some of the
geometrical parameters more commonly measured and monitored in such studies include the surface area per lipid of the membrane, membrane thickness, insertion depth of peptide side-chains
(especially tryptophan residues) into the membrane, the tilt angles of the phospholipid molecules
in the membrane (upon peptide absorption), local and/or global mass densities, number of contacts or nearest neighbors (when binding is involved) and number density of water molecules at
different regions, especially when the membrane has been perturbed by the presence of the peptide.
Most often, these variables are studied toward providing a more detailed picture of the mechanism
of peptide-membrane interaction, for the specific peptide and membranes studied. Occasionally
comparisons are made between such mechanisms for various peptides and/or membranes.
Some groups have attempted multi-peptide simulations to study the formation and/or characteristics of pores in the membranes [64, 72, 78, 79, 82]. It is not yet clear whether the available
microsecond time-scale of the peptide-membrane simulations would allow a thorough investigation of membrane conformational changes, caused by the peptides. Indeed, it has been suggested
that such membrane conformational changes occur over time-scales of a few hundred microseconds [83]. Yet, when simulations are performed in parallel with experimental studies such as NMR
spectroscopy, this shortcoming can be partly remedied through the structural information obtained
from experiments. Rather than attempting to simulate the formation of the pore, one can start from
an experimentally known (or manually created) structure of the peptide-mediated pore in the membrane, and perform a simulation study of the dynamics of the pore and its interactions, starting from
that initial pore structure [64, 82].
Although many comprehensive simulation studies of peptide-membrane interactions are reported in the literature, there are very few such studies that involve also studying the energetics
of the interactions. The time evolution of the geometrical parameters of the systems throughout
such interactions are obviously informative and fruitful, but such data can not be trivially combined to obtain a simple, coherent picture of the affinity of various peptides to a family of different
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model membranes, and the corresponding binding parameters. It is often mentioned that molecular simulations can obtain information with atomistic detail about the underlying processes, which
is currently inaccessible to experimental techniques. However, for simulations and experiments to
truly join hands, the flow of information needs to be in both directions, and the techniques and computational power for this are already available, as attested by the handful of energetic measurements
(through simulations) currently available in the literature [69, 70, 73, 84–87]. Through such quantitive measurements, one can harvest the true predictive power embodied in molecular simulations,
and promote them to their true position as viable tools for studying molecular interactions. We set
our goal in this study to make quantitative measurements of the energetics of peptide-membrane
interactions, as well as providing qualitative descriptions to support and help better understand
our measurement results. In comparison to these previous works which used static methods (see
description in section 1.2), we employ newly developed dynamical methods, which increase efficiency in simulating equilibrium properties such as the binding free energy, and can also supply
simultaneously certain dynamical properties such as the local diffusion coefficient.
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Chapter 2
Implementation of the FR steering protocol
using dynamic restraints
There are, in general, two ways to implement a steered molecular dynamics (SMD) simulation, the
dynamic constraint protocol (DCP) and the dynamic restraint protocol (DRP), which is the subject
of this and the next chapter. In conducting an SMD simulation, one in general wishes to conduct
the system to evolve along a prescribed path, identified by the initial (xA ) and final (xB ) values of
a reaction coordinate x. Correspondingly, we call the initial and final (macro)states of the system,
the A and B states. To measure the work performed on the system as it is evolved in the A → B
direction (and back), one logically desires to sample all the points along xA → xB with more or less
an equal weight 1 . This simply means that we want the xA → xB evolution to be linear in time, i.e.,
we want v = (xB − xA )/∆t to be constant during the process. Constancy of v (on average) is also
a formal requirement of the FR method [53], although it is not required by other non-equilibrium
work theorems.
But even when v is not formally required to be constant, e.g. when using the BD-FDT [56]
method of Chen, one would still prefer it to be (at least approximately) constant, for faster convergence toward the underlying PMF of the system. This can be understood from the observation
that the dissipative work Wd done along a trajectory is in general a velocity-dependent function,
and therefore any two sets of xA → xB trajectories that are traversed with two different (average)
velocities would have two different hWd i values. Any non-equilibrium work (NEW) theorem that
takes these two sets of trajectories as input would inevitably give poorer convergence, compared
to when the whole set of trajectories was traversed with the lower velocity of the two bundles, as
1

This is not always desired. For example in the case of HHC-36 peptide interacting with a membrane patch, we
may want the peptide to spend more time at points further away from the membrane, so that enough sampling of its
different orientations can be performed. But that shall not concern us here, as we can address that problem manually.
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the NEW method needs to somehow cancel or filter out the Wd values which are different for the
bundles described above.

2.1

Dynamic restraint vs. dynamic constraint

At least two different strategies can be taken to implement a steering process with constant speed in
a molecular dynamics simulation. One is to use a harmonic potential 2 that is dynamically changed
to steer the system along the prescribed path, or in other words, to attach a spring (of appropriate
stiffness k) to every part of the system that has to be moved in a predefined fashion. Use of a spring
has the practical advantage that each spring is both the steering and measuring apparatus in the
system. During the simulation, one generally wants a steered part of a system (e.g., a molecule)
to be at a certain position or to take a certain orientation by the end of the current time-step. This
is approximately achieved in this method by applying a (harmonic) force on the steered object
along the line connecting its center of mass to its desired location by the end of the current timestep (Figure 2.1.a). This force is obviously the product of the displacement vector connecting the
two described points and a spring constant that shall be chosen according to the properties of the
simulated medium, size of the steered objects and the average magnitude of forces they experience.
Calculation of this force does not take into account the random Brownian forces that the steered
object(s) experience as a result of thermal forces present in the system 3 .
As a result of presence of such random forces, the force Fi applied at the beginning of the
i-th time-step will generally not result in the steered object being at the aimed location by the
end of the current (i-th) time-step, as shown in Figure 2.1.b. By this time, however, the aimed
position has shifted to a new position, and thus a new force Fi+1 is applied on the object to aim
it toward where we want it to be by the end of the new ((i + 1)-th) time-step. This force would
again (most likely) not put the object at its aimed position by the end of (i + 1)-th time-step, and
the attempt to keep the object on the track continues through this mechanism along the reaction
path. With proper choice of the spring constant k of the harmonic steering potential, deviations
from the designated reaction path can be reduced to an acceptable level. Finding the ‘best’ k value
that results in smallest perturbations from the reaction path will, in general, take several test runs
to experiment with different k values, but as soon as k is large enough that the perturbations are
at least about two orders of magnitude smaller than the length of the reaction path xB − xA , such
2

Other types of potentials can be used for steering too, but a harmonic potential seems to be the most convenient, for
the theoretical simplicity it provides, as well as for its ease of implementation, both in simulations and in experiments.
3
Although ordinary molecular dynamics simulations have no random forces involved, thermal forces can be introduced by performing Langevin dynamics, which involves introducing extra damping and random forces into the
system.
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Figure 2.1: Steering through a dynamic restraint protocol (DRP), with a harmonic guiding potential of finite stiffness. The horizontal dashed line represents the designated reaction path. a) At
time t = i.δt (i.e., at beginning of the i-th time-step of the simulation, with δt being the length of
each time-step), a force Fi is applied on the steered object (solid circle), to situate it at its desired
location by the end of this time-step. b) At the beginning of next time-step (t = (i + 1).δt) the
steered object is generally not where it was aimed to be, as a result of unpredictable forces from the
other particles in the system. A new force Fi+1 is applied on it to situate it at its desired location by
the end of (i + 1)-th time-step. This aiming-correcting process goes on throughout the length of a
DRP simulation.
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a fine tuning for finding the ‘best’ k would not be necessary to obtain reliable force readings. As
will be discussed in the next chapter, increasing k beyond a certain threshold is not advisable in
SMD simulations, as it will add extra kinetic energy to the steered object, leading to non-Gaussian
(i.e., skewed) work distributions and systematic errors in the calculated PMF profiles. Furthermore,
because of the discrete nature of molecular dynamics simulations, where time is discretized into
time-step intervals, increasing k arbitrarily leads to over-shooting the steered object from its aimed
position (or orientation) and may thus even worsen the accuracy of the aiming mechanism.
The second method for performing steered molecular dynamics simulations, is to hard-code the
steering into the software, so that the steered object strictly follows the desired reaction path at each
time-step. This method would of course have no counterpart in the real world experiments such as
atomic force microscopy or optical tweezers. Adopting the terminology used in the NAMD [71]
literature, we call the former method (using a harmonic guiding potential of finite stiffness) the
dynamic restraint protocol (DRP), and the latter, where the steering is hard-coded and is thus strict,
the dynamic constraint protocol (DCP).
When SMD is done through DCP, one needs to somehow get the force acting on the steered
object, as the goal still is to calculate the external work done on the system, while there is no
harmonic guiding potential present in the system to get the force from. The force should thus be
obtained also from the molecular dynamics software itself, by summing over the forces exerted on
the steered object by every atom in the system (invoking Newton’s third law).
Although DCP may, at first sight, seem superior to DRP for its zero deviation from the designated reaction path, two difficulties should be addressed before one can use it confidently in SMD
simulations to obtain PMF profiles. One of them is theoretical in nature and also there are practical
problems for employing DCP.
The theoretical difficulty in using DCP, is that the non-equilibrium work performed on the
system by a constraint may not necessarily be the work as appearing in the FR method [53]. The
central formulae of the FR method have been derived using the stiff-spring approximation [43, 48].
The essence of stiff-spring approximation is that when external work performed on a system along
different trajectories of equal and (roughly) constant velocity it has a Gaussian distribution. The
logarithm of hexp(−βW )i can be then expanded in a cumulant expansion
1
lnhex i = hxi − (hx2 i − hxi2 ) + ...
2

(2.1)

which terminates at second order (i.e., all higher order terms vanish), as guaranteed by Marcinkiewicz’s
theorem [88].
The Gaussian nature of the work distribution is, in turn, a consequence of the harmonic nature
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Figure 2.2: Steering through a dynamic constraint protocol (DCP). The horizontal dashed line
represents the designated reaction path. a) At time t = i.δt (i.e., at beginning of the i-th time-step
of the simulation, with δt being the length of each time-step), a force Fi is applied on the steered
object (solid circle), to situate it at its desired location by the end of this time-step. Notice that the
object is already at its designated position for the current time-step, and also that Fi is generally
not along the line connecting the object’s current position to its next designated position, as there
are forces exerted by the system on the object that should also be compensated by Fi . b) At the
beginning of next time-step (t = (i + 1).δt) the steered object is again exactly where we aimed for
it to be. A new force Fi+1 is applied on it that will situate it exactly at the desired location by the
end of (i + 1)-th time-step.
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of the steering potential (of sufficient strength, thus the term stiff ) in presence of Langevin dynamics. When this mechanism is replaced with DCP steering, there is no rigorous proof that the
ensemble of trajectories traversed that way would still have a Gaussian distribution of work values.
Subsequently, one can not conclude that the cumulant expansion of lnhexp(−β.W )i would terminate at second order. In fact, Marcinkiewicz’s theorem [88] asserts that if the cumulant expansion
does not terminate at second order, all terms of higher order will be non-zero. If that would be
the case with a work distribution among trajectories (of equal velocity) traversed by DCP steering,
the FR method [53], which is based on termination of the cumulant expansion of lnhexp(−β.W )i
at second order, can not be confidently applied to extract the free energy profiles from those work
measurements. That would also be the case for the oscillating forward-reverse (OFR) method [89]
which builds upon the validity of the FR formulae.
One should note also that DCP is not, and should not be considered, the infinite stiffness (k →
∞) limit of DRP. This becomes obvious when one imagines a gradual increase in the value of k
to successively higher values in an SMD scenario, while the length of the time-steps is kept at
the minimum value computationally affordable. After a certain optimum value of k that results
in minimal average deviations from the designated path, subsequent higher values of k will result
in over-shooting the steered object from its aimed position or orientation by the end of each timestep. This will then worsen as one goes to even higher values of k, possibly leading to instability
of the whole simulation box. To obtain zero deviation from the the designated reaction path, it
is not enough, and not even helpful, to exert huge forces, but one rather needs to precisely know
in advance all the forces (including the pseudo-random ones) acting on the object, so that an
appropriate canceling force would be exerted, together with the extra force required to move the
(now free) object to its target position or orientation by the end of each time-step.
In the next section and through the remainder of this manuscript, I will discuss and report the
results of implementations of DRP in SMD simulations. The interested reader can see reference
[90] for discussions on DCP and examples of its implementation.

2.2

Difficulty in working with complete trajectories

Let us take a look at the central relations of the FR method again:
∆G =

hWF i + hWR i
hWF i − hWR i
, hWd i =
2
2

(2.2)

The first equation gives the difference in free energy between two states A and B of a system as
equal to half of the difference of average work done along A → B and A ← B paths. The second
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equation then gives the average dissipative work along those paths to be equal to the average of
A → B and A ← B works along all the paths.
Although there is no explicit velocity-dependence in (2.2), one should be cautious that the
requirement of constant velocity along the A → B (forward) and constant and opposite velocity
along the A ← B (reverse) path is assumed in its derivation in [53] and should thus always be
kept in mind and strictly applied when performing an SMD simulation to be analyzed with the FR
method.
Viewed together, equations (2.2) also tell us that hWd i is always the same between forward
and reverse paths (second equation). This symmetry is what leads to such a simple method for
extracting PMF from the difference of hWF i and hWR i (first equation).
One can rewrite the two equations in (2.2) together in a slightly different form to demonstrate
the latter arguments more clearly:
hWF i = ∆G + hWd i , hWR i = −∆G + hWd i.

(2.3)

This is similar to the equations for the work done by conservative and non-conservative forces
in mechanics of rigid bodies, whose motion is not affected by Brownian forces: the (average)
conservative work done along A → B is equal in magnitude and opposite in sign to the (average)
conservative work done in the A ← B direction. However, the (average) work done by nonconservative forces, which corresponds to average dissipative work hWd i in our case, is the same
and has the same positive sign in both directions, as one generally needs to perform positive external
work on the system to overcome friction(-like) forces in any direction.
When we look at the trajectory of an actual SMD simulation done using DRP, we see that,
very often, the steered object does not go monotonically along the designated path, but rather it
fluctuates back and forth along the reaction path as it proceeds, e.g., along the A → B direction.
This is schematically illustrated in figure 2.3, where a zoomed-in view of a section of the overall
path is illustrated at time-step resolution. One can see that although the steered object is supposed
to go in the xA → xB direction (toward right in the figure), very often there are time-steps during
which the object goes in the xA ← xB direction (dashed sections in the enlarged view). These
are actually backward (A ← B) motions. The latter movements can be caused by two sources:
1) Thermal fluctuations in the system can change the motion of the steered object over a time-step
in an unpredictable manner, and 2) (partly for the same reason) the steered object may happen to
be at a position further along the reaction path than it is supposed to be by the end of the current
time-step, according to the predesigned steering path, and thus a retarding force will be applied on
it by the harmonic guiding potential to get it back to where it is planned to be by the end of the
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Figure 2.3: Progress of the system viewed at time-step resolution, for a system that is steered
using DRP in the A → B direction in the [0, T ] time interval. In the enlarged view on the right,
the horizontal dashed lines represent successive time-steps, each of length δt. The system moves
discretely, one time-step at a time. Although the overall progress of the system is from A to B,
there are many time-steps during which the progress of the system is in the A ← B direction.
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Figure 2.4: A sample section of the trajectory traversed in an SMD simulation with DRP. The
track shows the normal distance (x) of the center of mass of an HHC-36 peptide molecule from the
center of mass of a POPE-POPG membrane patch. The HHC-36 molecule is steered to go toward
the membrane (i.e., toward smaller x values) during the shown interval, but it can be seen that
during several time-steps the progress of the molecule is toward larger x values (marked red on the
graph, and denoted further by colored bars beneath them).
current time-step, which may result in a (A ← B) motion over that time-step.
Obviously the same back-and-forth fluctuations can happen when the system is steered to proceed from xA ← xB . An example of this phenomenon can be seen in a sample section of an actual
SMD simulation (using DRP) of an HHC-36 peptide molecule against a POPE-POPG mixed membrane patch, shown in figure 2.4.
Considering all these back and forth fluctuations and looking back at equation (2.3), it should
be clear that when recording the work done on the system in the A → B direction to be used in the
FR method formulae, one would not want these frequent A ← B segments to be included in the
average, as they contain negative contributions to the reversible work, of average value −∆FA→B ,
as well as average contributions hWd i, of the same sign as of the A → B direction.
Therefore, if we contain these segments of −∆FA→B and hWd i in our estimation of hWF i(=
hW iA→B ), they will cancel some of the +∆FA→B from A → B time-steps, but still contribute the
same hWd i to our sampling of hWF i, thus worsening our estimation of the latter.
The same can be said about our estimation of hWR i(= hW iA←B ), and the contribution to it
from time-steps during which the system proceeds in the A → B direction, which will inevitably
happen frequently when we try to steer the system in the A ← B direction.
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If we insist on including everything from every time-step in our estimation of hWF i when we
are steering the system in the forward direction, and do the same for hWR i when the steering
is happening in the reverse direction (a scheme which we refer to as bin-crossing hereafter), we
should expect that our estimation of those work values would generally be very poor, and so when
those two values will be used in equation (2.2) to calculate the change in PMF, the results should
not, and indeed will not, be satisfactory.
The way around this problem is very simple: we can monitor the progress of the system over
each time-step as we steer it in either direction. If during a time-step, the steered object moves
in the A → B direction, take the work done during that time-step and use it in estimation of the
hW iA→B , regardless of what direction we originally wanted the system to proceed at, during that
time-step. Similarly, if during a time-step the system proceeds in the A ← B direction, use the
work performed during that time-step in estimation of hW iA←B , without worrying about whether
the system was supposed to go in the A → B or A ← B direction during that time-step.
This will result in much better estimation of hW iA→B and hW iA←B values, and thus much
better and faster convergence toward the underlying PMF of the system, when one uses those
values in equations (2.2). This leads to the bin-passing method, described in the next section.

2.3

The notion of bin-passing

In trying to extract reliable PMFs from the FR runs steered by dynamic restraint protocol, we have
to deal with the back and forth fluctuations of the restrained object. Such fluctuations deviate from
the prescribed steering path we wanted the system to follow, and eventually make it hard to chop
the path into well-distinct bin crossings.
As discussed in the previous section, the simple formulae of the FR method tell us the root of
this difficulty: consider that you are steering the system in the forward direction, and as a result
of thermal motions in the system and finite stiffness of the steering spring, you also get a lot of
backward movements mixed with the forward overall progress of the system. Even if the spring
constant used is fairly high (according to the mass of the steered object, the conditions of the
medium, and the average magnitude of the applied force on the steered object from the rest of the
system), these backward moves are very frequent and they also take a good fraction of the time
that is spent for the overall forward progress. The steering force applied during each tiny forward
movement, partly overcomes the PMF force of the system, and is partly dissipative. During each
backward tiny step around the same area of the reaction path, as we learn from the FR formulae
(2.3), the applied steering force is overcoming partly the negative of the PMF force felt in the
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forward movement, and is partly dissipative. Again, the FR formulae tell us that the dissipative
part of the reverse case is (on average) equal to that in the forward case. So, by including those tiny
(but frequent) backward moves in our estimation of forward work samplings for each bin, we are
including more dissipative work in the sampling, and also canceling a considerable portion of the
forward PMF force sampling (because the reverse PMF force has the opposite sign). Thus by using
this bin-crossing scheme we are reducing the quality of our work sampling in two different ways at
the same time.
To overcome this problem, it is of utmost importance to very carefully consider the discrete
nature of a molecular dynamics simulation. The way around this difficulty is to use the vision
stemming from the FR method at the smallest possible level, which in a molecular dynamics simulation is the time-step level: if during a time-step, the system is progressing in the forward direction,
assign that time-step and its steering force to the forward work sampling, for the bin within which it
happens. And if the system is going in the reverse direction during a time-step, assign that time-step
to the reverse sampling for the relevant bin.
An extra condition can be put on assigning the forward and reverse time-steps: one can consider
a time-step a forward (reverse) one if it actually happened to go in the forward (reverse) direction
and this happened during the time when the system was steered in the forward (reverse) direction.
This requirement may sound too restrictive and indeed applying it results in throwing a big portion
of our time-steps away, which results in poorer estimation of the PMF. This extra condition can
thus be relaxed.
There are a couple of obstacles in implementing this sampling/analysis strategy. The first problem is how to count a number of, say, forward time-steps as one whole bin passing. A proper
method is to add the length of forward-going time-steps that happen within the boundaries of a bin,
up to the point that they equal the length of the bin. Add up their work values, and this counts
as one bin-passing (some normalization is required, as the sum almost never perfectly matches
the bin-length). This way one can get hundreds (some times, thousands) of bin-passings during a
typical FR run with DRP. Of course, successive bin-passings of this type have a higher degree of
correlation than successive bin-crossings (in an FR SMD simulation), but successive bin-passings,
say in the forward direction, are made of forward-going time-steps that are frequently separated
by reverse-going time-steps, and this reduces the correlations to some extent (we will examine this
below). Obviously, the same strategy and arguments apply to the reverse work samplings.
Then, ignoring the correlations for the moment, how do we find the error bars in the forward
and reverse work samplings, which will subsequently be used to find our estimation of the error in
the PMF? We use those ‘bin-passings’ for each bin with their average work value and its standard
deviation from the mean. This approach would be a bit naive, for not considering the correlations
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Table 2.1: Parameters for the four NaCl dissociation simulations presented.
Method
PFR (bin-passing)
OFR (bin-passing)

T (ns)
20
22

k (kcal/(mol.Å2 ))
500 on Na+ ∗
500 on Na+ ∗

FR (bin-crossing)
22
500 on Na+ ∗
FR (bin-passing)
118
1000 (on each ion)
T=Total simulation time
* Cl− constrained at the origin
** Cl− restrained at the origin

v
|vN a | = 39.895 Å/ns
vd =0.395Å/ns, ω=124
A=0.50Å
|vN a | = 8.0 Å/ns
|vN a | = 8.0 Å/ns∗∗

rad/s,

between successive ‘bin-passings’. We address the issue of such correlations in the next section.
As a segue, we present the application of the bin-passing notion to calculation of PMF for two
systems of different levels of complexity below. The error-bars on the PMFs below are determined
using the block-averaging scheme, presented in the next section.

2.3.1

Example 1: Dissociation PMF for Na+ and Cl− ions in bulk water

The potential of mean force between an Na+ and a Cl− ion in bulk water has been studied by many
authors, and we use this simple system as our first example to demonstrate the efficiency and accuracy of the bin-passing method. We present here the results of four different SMD simulations. For
all of these simulations we have used the TIP3P water model [68], together with the CHARMM
force-field (version 27 [66]). All of these simulations have been performed using NAMD molecular dynamics software [71], at NPT conditions, with atmospheric pressure (P = 1.00 atm) and
physiological temperature (T = 310 K).
A single Cl− ion is put at the origin of the coordinate system, with an Na+ ion at (2.3 Å,0,0).
3916 water molecules are used to build a (nearly) cubical water-box of size ∼49 Å on each side
around these two ions. The two ions are held fixed in place using constraints, while the energy
of the whole system is minimized for 1000 steps and then the system undergoes an equilibration
molecular dynamics run for 5 ns, using a time-step of 2 fs and under NPT conditions (P = 1.00
atm, T = 310 K). We used the resultant equilibrated box as the initial configuration for all of the
simulations in this section.
For the three shorter simulations, the Cl− ion is fixed at the origin of the coordinate system by
means of a constraint (i.e., the ion is strictly fixed in place), and a single Na+ ion is then steered
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Figure 2.5: Dissociation PMFs for NaCl in water at T = 310 K and P=1.00 atm, using TIP3P [68]
water model and CHARMM27 [66] force field, obtained from three different SMD simulations,
and compared with the classical PMF obtained by Timko et al. [91], using the CHARMM27 force
field, at T = 300 K and P = 1 atm. We have used a harmonic potential of stiffness k = 500 kcal 2 to
mol.Å
steer the ions, either in place or along the trajectory. Further simulation details are given in the text.
to move back and forth along the x-axis, from a distance of xA = 2.3 Å to xB = 10.0 Å, with y
and z coordinates of the sodium ion held very close to zero. In these simulations we employed
a harmonic potential of stiffness k=500 kcal 2 to perform the steering. Three different steering
mol.Å
mechanisms have been used, as listed in table 2.1 (The oscillating FR (OFR) and progressive FR
(PFR) steering methods are presented and discussed in the appendix.).
The resultant PMF profiles are shown in figure 2.5, together with Timko’s PMF for NaCl dissociation obtained using classical molecular dynamics with CHARMM27 force-field [66], at 300
K. It is vividly observed in figure 2.5 that for about the same amount of simulation time, and under very similar conditions, the bin-crossing method gives poor results for the dissociation PMF
of Na+ and Cl− ions in water, while the OFR [89] and the PFR curves, obtained through the binpassing algorithm, agree almost perfectly with Timko’s result. The progressive forward-reverse
(PFR) method is meant to be formally compatible with the requirements of the FR method (including |vF | = |vR | = const.), while keeping the merits of the OFR method [89]. We present the
motivation for developing the OFR and PFR methods, together with the formulation for designing
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Figure 2.6: Dissociation PMF for NaCl in water, obtained from a longer (118.178 ns) FR simulation
at 310 K (using TIP3P water model [68] and CHARMM27 forec-field [66]) through the bin-passing
method, together with Timko’s PMF for the same system, using the same force-field and water
model, at 300 K. The magnitudes of error-bars on the FR curve are estimated using the scheme
presented in the next section, with a block size of 80.
SMD runs using both methods in the appendix.
While the bin-passing PMFs shown in figure 2.5 already demonstrate good agreement with the
result obtained by Timko et al., the bin-passing PMF obtained from the longer 118 ns run reveals
even more details, with smaller error-bars (a proper comparison of errors is given later in the text, in
figure 2.9). We present the PMF obtained from this longer run in figure 2.6 together with Timko’s
result, and with error-bars on the 118 ns run, obtained with a block-size of 80, which corresponds
to largest error-bars obtained for this system, as shown in figure 2.9.b. One may notice that while
the third minimum in the PMF (at around 7 Å) is less distinguishable for the two bin-passing curves
in figure 2.5, this minimum is very well established in the PMF obtained from the 118 ns FR run,
as can be seen in figure 2.6.

2.3.2

Example 2: PMF for passage of a water molecule through a DPPC
bilayer

Next, we consider the PMF of interaction for a single water molecule as it is steered to pass
through a dipalmitoyl-phosphatidylcholine (DPPC) bilayer. For this simulation, a patch of 80
DPPC molecules was built (40 per leaflet), using the CHARMM-GUI online membrane builder
[92, 93]. The membrane surface was parallel to the x-y plane, and the z axis therefore defines the
direction normal to membrane surface, along which the steered water molecule is moved. This
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patch was hydrated approximately evenly on its upper and lower faces by a total of 5137 water
molecules and 14 pairs of Na+ and Cl− ions to make a physiological salt concentration of ∼0.15
M. The energy of the system was initially minimized and the box was then equilibrated at 350 K
for a total of 32 ns, with all of its dimensions free to fluctuate during the equilibration. The same
temperature was also used to perform the production run, both under NPT conditions, with a pressure of 1.00 atm. The Langevin Piston mechanism is employed (with a flexible cell) to control the
pressure.
The configurations of the system at the end of t= 30, 31 and 32 ns of the equilibration run
were used as the initial states for three independent simulations. Because all three dimensions of
the system were allowed to fluctuate during the equilibration, its original nearly square geometry
in the x-y plane was modified to a final rectangular geometry. The resultant dimensions of the
equilibrated systems, used as initial configurations for the three runs, were roughly 51 Å × 84 Å×
109 Å, along the x, y and z dimensions, respectively. The x and y dimensions of the box were held
fixed during the production runs, to provide uniform sampling conditions.
One water molecule was initially held on the z axis, at z = 31 Å during the equilibration, while
the z-position of the center of mass of the membrane patch was held close to zero by means of a
restraint, during both the equilibration and the production FR runs. Each of the three equilibrated
systems was run independently for a total of 120 ns, producing 360 ns worth of FR SMD simulation.
The equilibration and production runs are performed with the NAMD [71] molecular dynamics
software (version 2.8), using TIP3P water model [68], with CHARMM27 force-field [66] used for
water molecules and CHARMM36 force-field [67] for the membrane.
The distance of one water molecule from the center of mass of the membrane, along the direction normal to the membrane surface, was used as the reaction coordinate. With membrane
spanning the x-y plane and the z-position of its center of mass held close to zero, the z-position
of the center of mass of the chosen water molecule can be used as the reaction coordinate during
the FR SMD simulation 4 . This water molecule was initially held fixed at z = 31 Å (x=y=0). It
Å
was then moved at a constant velocity along the z axis to z = -31 Å, with a velocity of -13.78 ns
(taking 4.5 ns). The water molecule was then held fixed at z = -31 Å for a total of 0.5 ns to let the
system equilibrate, and then it was steered back along the z-axis through the membrane with the
same speed (+13.78 Å/ns) to its initial position at z = 31 Å. The steered water molecule was held
fixed at this position for another 0.5 ns to let the system equilibrate again, before the same cycle
was repeated. Each forward and reverse cycle thus took 10 ns, and a total of 360 ns of simulation
time this way provided a sampling of 36 back and forth movements through the membrane. A
4

During the bin-passing analysis, we have taken into account the tiny displacements of the membrane, by using
zwater -zmembrane as the actual reaction coordinate, rather than approximating zmembrane to always be zero.
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Figure 2.7: PMF of interaction for a water molecule passing through a DPPC bilayer patch, under
NPT conditions with T = 350 K and P = 1.00 atm, obtained through an FR simulation and a static
force sampling simulation. For the FR simulation, a steering speed of 13.78 Å/ns is used in both
forward and reverse directions, during a total of 360 ns of simulation time for the production runs
across the whole range (z = +31Å to z = −31Å ). A total of 128 ns of simulation time was used
over the static simulation for obtaining the PMF through half the profile (z = 0 to z = +31Å )
and the full PMF is then produced by mirroring this profile to the corresponding negative z values.
Further simulation details are provided in the text.
Error-bars for the bin-passing FR curve are obtained using a block-size of 100, and a block-size
of 500,000 was used to obtain the error-bars on the static PMF curve. The notion of block-size is
elaborated in the next section.
spring constant of 0.50 kcal 2 was used to steer the water molecule, and the z position of the center
mol.Å
of mass of the membrane was held close to zero, using a spring constant of 500 kcal 2 .
mol.Å

DPPC headgroups typically extend no more than ∼ 25 Å normal to the membrane surface
from the center of mass of the membrane. The 31 Å distance of the water molecule from the center
of mass of the membrane was therefore chosen to assure that the molecule was well outside the
membrane at the two extremes of its trajectory.
The resultant PMF from these FR runs, obtained using the bin-passing scheme, is shown in
figure 2.7, together with the PMF for the same system (using the t = 30 ns configuration of the
equilibration run as the initial state), obtained at the same temperature and pressure (T = 350 K and
P = 1 atm) using a static, equilibrium simulation. For this latter equilibrium simulation, the water
molecule was restrained at each sampling point for a total of 4 ns, and the first 0.1 ns was used for
equilibrating the system, with 3.9 ns used for sampling the force. The resultant average force on
the water molecule (applied by restraining it at each position using a harmonic potential of k = 50
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kcal
2)
mol.Å

was then integrated from z = 31 Å to z = 0, and mirrored to obtain the whole PMF profile
through the membrane. The scheme for finding the error-bars of proper magnitude (with measures
taken to avoid the possible correlations) for both the FR and the static PMFs, is the subject of the
next section.
The total 128 ns of simulation time spent for obtaining the static PMF only halfway through the
membrane, should be compared with 360/2=180 ns worth of simulation time for the FR method,
as the total 360 ns spent in the latter case gives the PMF across the full -31 Å to 31 Å range
along the z-axis, while in the former case only the 0 to 31 Å range along the z-axis is covered.
For these comparable simulation times, it can be seen in figure 2.7 that the FR PMF is much
across the whole 62 Å
smoother and very nearly symmetrical (the asymmetry is only by 0.15 kcal
mol
range). The FR curve also has smaller error bars, with maximum error-bar size of 0.2 kcal
in the
mol
FR case, compared to a maximum of 0.34 kcal
in the static case. Furthermore, the bin-size can be
mol
varied arbitrarily (as long as it is kept well above the average displacement per time-step) while
performing a bin-passing analysis, while it is strictly limited by the choice of sampling points prior
to simulation, when obtaining a PMF using a static force sampling method. A bin-size of 0.5 Å
was used for the FR PMF shown in figure 2.7, giving 120 points along the profile. For obtaining
the same number of sampling points from the static method without reducing the accuracy of the
static PMF obtained, one would need to double the number of sampling points, while keeping the
sampling time per point constant, requiring double the simulation time (256 ns, again for half the
full reaction path). Higher precision and post-simulation choice of bin-size are thus demonstrated
in this example as advantages of the bin-passing method (applied to an FR simulation) over the
traditional static force-sampling technique.

2.4

Calculating the error in the presence of correlations for a
bin-passing PMF

One way to take account of correlations among successive bin-passings is to find the correlation
function within each bin-set (i.e., the set of bin-passings for a bin) and from that, to find the correlation length, and then use block-size of that magnitude. In this context, block-size of s means
combining s consecutive bin-passing values for the same bin, taking the average of them, and using
this average as one bin-passings instance, i.e., one data point. The problem with this approach is
that it makes the analysis very long and complicated. One needs to find the correlation profile for
each bin, and then decide based on its behavior on the proper block-size (probably without even
looking at the profile, as we have ∼ 100 bins for a typical run).
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A simple method suggested by Rapaport [94] is to use successively larger block sizes, and to
then monitor the standard error as a function of block-size. One expects the standard error values to
grow with block-size and to eventually reach a plateau. The plateau value is the result for standard
error.
In an SMD simulation where FR steering is done using DRP, one can look at the profiles of the
standard error magnitudes over the whole range of the reaction coordinate, as looking at the profiles
for each bin is not practical. We can calculate and plot the standard error profiles for different
block sizes for the whole range of the reaction coordinate, and examine the trend. One would
logically expect that at some block-size the curves start to converge and nearly overlap, which is
the equivalent of the plateau described by Rapaport for one single quantity being measured. The
estimated work averages and hence the calculated PMF should not suffer dramatically from larger
block-sizes, as these larger values only cause a small fraction of data to be thrown away from
calculations, but they still have an effect that accumulates along the PMF profile. However, if we
manage to find the upper limit to the standard error, we can use it as a conservative estimate for the
error profile for the PMF obtained with a block-size of 1 5 .
Suppose we divide the reaction path from xA to xB into N bins, each of length δx = |xA −
xB |/N . During a simulation, we collect ni,F (R) instances of forward(reverse) bin-passing work for
the ith bin along the reaction path, and we list all those ni instances of bin-passing work in the timeorder that they occurred, {W1 , W2 , ..., Wni }i,F (R) . A correlation length r can effectively be defined
for these ni samplings, such that the mth and the (m + r)th instances of forward(reverse) binpassing work along the bin can be considered as statistically independent (one obviously requires
m + r < n). Now if we put our ni samplings into ni /r blocks, each of length r, and use these ni /r
work averages, rather than the original ni different values to calculate the uncertainty in hW iF (R)
across that bin, we can be confident that our ni /r samplings are statistically independent and thus
we are not underestimating hδW iF (R) for the given bin.
The only remaining difficulty is finding the correlation length r for the simulation data in hand.
That can be simply done by repeating the analysis several times, using different block-sizes. A
block size of s simply means that s successive values of recorded bin-passing work in a given direction and for a given bin are averaged together and used as a single value toward finding hW iF (R)
and its associated uncertainty, hδW iF (R) . By using successively larger values of s, we reduce the
chance of having correlation between each two adjacent block averages of work in a given direction. This generally results in an increase in the calculated hδW iF (R) , using the ni /s block values,
5

This is justifiable only when using the FR method for calculating the PMF, as its relations are all linear in work.
When other work theorems such as the BD-FDT method of [56] are used, a large block size might need to be used also
for calculating the PMF itself.
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Figure 2.8: Schematic view of block-averaging for work values Wi corresponding to successive
bin-passings along a given bin in a given direction. A block size of s = 3 is used to re-group Wi
values into Wj0 values, where e.g., W10 = (W1 + W2 + W3 )/3.

rather than ni values (corresponding to a block size of 1). The maximum hδW iF (R) will be obtained
when s ≈ r. Using larger block sizes generally results in a decrease in the calculated hδW iF (R) .
The reason for this is that when s > r, some uncorrelated readings will be averaged over in a single
block, without accounting for the scatter in their values, which will subsequently result in smaller
calculated hδW iF (R) values.
A practical scheme for finding r can not rely solely on calculating hδW iF (R) with different
block sizes for one single bin along the reaction path, as each bin generally exhibits a different
trend of correlation among successive bin-passing work values. Rather, a method to establish the
error profile along the reaction path is needed. The latter should take into account the accumulation
of error along the reaction path as we establish the PMF profile using the estimated ∆G values for
individual bins.
Using a block-size of s, we establish the hW iF and hW iR values for each bin along this reaction
path. We then use these values in equation (2.2) to obtain ∆G across each bin. With ni,F instances
of forward and ni,R instances of reverse bin-passing recorded for the ith bin along the reaction path,
we will have ni,F /s values of forward bin-passing work (with block-size s), and ni,R /s such values
in the reverse direction. This statistics can be used to calculate standard deviations hδs W ii,F and
hδs W ii,R for the ith bin, where the subscript s denotes the general dependence of hδs W ii,F (R) on
the value of the block-size s used.
We establish hW iF and hW iR values with their associated hδs W ii,F (R) uncertainties for all
the N bins. The initial value of free energy function G at xA is arbitrary and does not affect the
accumulation of the error, and for the sake of simplicity we choose it to be zero here. Then the
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value of the free energy function at the end of the ith bin is given by
G(xA + i.δx) =

i
X

∆Ga

a=1

,

δx =

xB − xA
N

(2.4)

Using the hδs W ii,F and hδs W ii,R values for each bin, individual ∆Gi values calculated from (2.2)
will have associated uncertainties
q
δs (∆Gi ) = hδs W i2i,F + hδs W i2i,R ,

(2.5)

where again the subscript s serves to remind of the block-size dependence of our estimation of
δ(∆Gi ). Then, using the δs (∆Gi ) values found this way along xA → xB , we can estimate the
upper bound for the error in our calculated value of the free energy function by the end of the ith
bin, δs Gi
v
u i
uX
(2.6)
δs Gi = t [δs (∆Ga )]2 .
a=1

This equation results in an increasing trend in δs Gi values as we proceed from xA to xB . We
might now recall that the choice of direction xA → xB for accumulating individual ∆Gi values to
establish the free energy profile G(x) is arbitrary. Subsequently, the increasing trend of associated
δs Gi values in the xA → xB direction also follows that arbitrary choice of direction. If we do the
calculation in (2.6) twice, once from xA to xB and the other time in the opposite direction, we will
obtain two trends of δs G that increase in opposite directions. We can convert these two sets of error
values to “weight” factors for their two associated free energy profiles. Recalling that the two free
energy profiles are exactly the same, except for an overall constant difference, we can shift one to
coincide with the other. Corresponding to xA → xB and xA ← xB directions for establishing the
G(x) profiles, each value of G(x) can now be considered to have two different weight factors [95],
ws,xA →xB (x) = (δs G(x)xA →xB )−2 and ws,xA ←xB (x) = (δs G(x)xA ←xB )−2 . These weight factors
can be combined to give a moderated value for δs G(x):
δs G(x) = p

δs G(x)xA →xB .δs G(x)xA ←xB
1
=p
.
ws,xA →xB (x) + ws,xA ←xB (x)
(δs G(x)xA →xB )2 + (δs G(x)xA ←xB )2

(2.7)

δs G(x) values found this way, generally show a trend of starting from smaller values at both ends of
the reaction path (xA and xB ) and increasing gradually toward a maximum in the middle. This can
be understood from equation (2.5), and the fact that δs G(x)xA →xB and δs G(x)xA ←xB values show
trends of increase in the xA → xB and xA ← xB directions, respectively. Equation (2.7) com-
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bines these two trends into a more symmetric pattern, removing the arbitrariness of unidirectional
accumulation of error in both δs G(x)xA →xB and δs G(x)xA ←xB profiles.
Error profiles established using equations (2.5), (2.6) and (2.7), using successively larger values
of block size s, typically have a single maximum in the middle of the reaction path, as we demonstrate below. The value of this maximum increases with s, until s approaches the correlation length
r. As explained above, larger block sizes (s > r) usually result in decrease in values of the error,
for averaging over uncorrelated data without accounting for its scatter. We can use this behavior as
our guide in estimating r, by establishing error profiles with increasingly larger values of s, until a
maximum is reached. Although adopting such an error profile as the measure of uncertainty in our
calculated free energy profile might be an over-estimate, the error-bars obtained this way for the
bin-passing method are often small compared to the bin-to-bin variation in the resultant free energy
profile.
We establish such error profiles, first for the OFR run presented in figure 2.5, using various
block sizes from 1 to 800, shown in figure 2.9.a. As we pass a block-size of 400, the overall
maximum decreases with increasing the block size, as shown using a block size of 800. This trend
should be compared with that of the longer FR run (118 ns) performed on an instance of the same
simulation box, where the Cl− ion is held at the origin using a harmonic restraint of k=1000 kcal 2 ,
mol.Å
and a harmonic restraint of identical strength is used to move the Na+ ion back and forth along
the x-axis with a speed of 8 Å/ns. The bin-passing PMF obtained from this simulation was shown
in figure 2.6, and the bin-passing error profiles for this simulation, using successively larger block
sizes are shown in figure 2.9.b.
It can be seen that these curves reach their maximum already at a block size of 80, and decrease
thereafter for larger block sizes, in contrast to the profiles for the shorter PFR run, which keep
growing till reaching a block size of 800. Error-bars obtained using a block size of 80 (the maximum profile) are thus shown on top of the 118 ns FR PMF in figure 2.6, to ensure that we are not
underestimating the error. This is the general practice one can follow for estimating the upper error
size for bin-passing analysis method: find the PMF using a block size of 1, and then establish error
bar profiles using successively larger block sizes and use the highest error bar profile as the estimation of the error. Although this might result in an overestimation of the error in calculating the
PMF, the largest error profile obtained this way is usually small enough, due to enhanced statistics
obtained using the bin-passing method.
Larger correlation length obtained for the OFR run compared to that of the FR run (400 versus
80) for the NaCl dissociation PMF in water, can be attributed to the fact that in the OFR, back
and forth oscillations are more localized, and the whole reaction path is traversed only once, albeit
with back and forth local oscillations that provide the required sampling of work values. This
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Figure 2.9: PMF error profiles for 25 ns OFR (a) and 118 ns FR (b) simulations of NaCl dissociation
in water at 310 K, obtained through the bin-passing algorithm with several different block sizes.
The approach to a maximum error with block sizes of 400 in (a) and 80 in (b) can be seen, with
reduction in error with increasing the block size in each case.
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Figure 2.10: Error profiles for PMF of passage of a water molecule through a DPPC bilayer at 350
K (using the FR method) obtained using different block sizes. Same set of data is used as that in
figure 2.7. It can be seen here that the magnitude of error increases with block-size until it reaches
a maximum at the block size of 100. Successively higher block sizes result in smaller error values,
for the reason discussed in the text.
way, successive instances of bin-passing for a given bin and along a given direction, are separated
by shorter time intervals, compared to the FR run, where the whole range of the reaction path
is traversed with the same average velocity several times, and thus the successive instances of
bin-passing for a given bin and along a given direction are more likely to belong to different trips
through the reaction path, and thus farther separated in time, which reduces the correlation between
them.
Next, we look at the water-DPPC simulations studied in the previous section. For the 360 ns
FR simulations, we increase the block-size consecutively from 1 to 400. The resultant trend in
the standard-error profiles is shown in figure 2.10, which shows that the highest error values are
obtained already at a block size of 100. We have thus used this error profile on top of the bin-passing
FR PMF shown in figure 2.7.
We conclude this chapter with two important points about the error-finding procedure. First, it
seems reasonable to see the error growing with the block-size, up to a maximum, as using larger
block sizes results in a virtual decrease in the number of data-points. But it may not be trivial to
understand why the standard error should get smaller at higher block-sizes, as can be seen, e.g., in
figure 2.10 for block-sizes larger than 100. If this is an artifact, why does it happen? If not, it would
be desirable to use the lowest error profile obtained after we pass the largest error profile (where
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we should not worry about correlations at all).
The shrinkage of error-bars at very high block-sizes is indeed an artifact. It happens when you
use too large a block-size (larger than the one that gives the maximum standard-error), and hence
combine a number of uncorrelated samplings in a single bin. This way one ignores the spread of
those independent readings within a big block. In the water-DPPC example, where a block-size
of 100 gives uncorrelated readings and largest error-bars, using a block-size of, e.g., 400, means
that we are combining four independent (uncorrelated) samplings of the work and take it as one
reading. In doing so, we would disregard the genuine statistical spread of readings within that large
block, hence artificially decreasing the overall spread in our data. So, we can not use the overall
smaller error obtained this way and should stick with the maximum value.
Second, we should address the possibility of not reaching a maximum in error-bar profiles by
increasing the block-size. This can happen, e.g., for the peptide-membrane systems studied in the
next chapters, where using higher block sizes might never result in reaching a maximum error
profile and a decrease in error with larger block sizes. In that case, if each FR trip across the
reaction path is long enough that bin-passings across a given bin and in a given direction for two
successive such trips can be considered uncorrelated, one can increase the block size to the limit
that at least m values of bin-passing work exist (with the chosen block size) for each bin, where m
is the number of actual trips across the reaction path. The error profile obtained using such a block
size can thus safely be used as our estimate of the error in the PMF. We will nevertheless introduce
a better alternative in the next chapter, for systems where this problem occurs.

Chapter 3
Inertial effects in steered molecular
dynamics simulations and the peak-finding
method
The competition among the nonequilibrium work theorems (Jarzynski’s equality, Crooks’ theorem
and the BD-FDT theorem, as well as the FR method as an extension of the Jarzynski’s equality) is
not based on their theoretical soundness, as they have all been rigorously proved and accepted by
the community. Rather, the issue is the convergence rate. The method that converges fastest to the
underlying PMF when applied to a variety of problems, can be announced the winner.
The bin-passing method was presented in the last chapter to be able to produce accurate PMFs
with high efficiency from rather short steered molecular dynamics (SMD) runs. For systems larger
than those studied in the previous chapter, the increase in degrees of freedom of the system results
in an increase in the dimensions of the phase space of the system. This in turn implies that longer
simulation times will be required to properly sample a large enough portion of the phase space
to obtain reliable averages for various macroscopic quantities of interest, including the average
external work values performed on the system during SMD trajectories. Longer sampling often
results in better statistics and more accurate estimation of such averages. On the other hand, if
there is a systematic error in the sampling scheme, it will accumulate over the course of longer
simulations and worsen our estimation of the averages. Systematic errors are potentially more
dangerous than error due to the natural spread in the data, as the latter can often be detected through
estimations of the standard error, but the former might remain obscure while the general trend of
the measured averages is a priori unknown.
In attempting to apply the bin-passing analysis scheme to the problem of the adsorption of the
45
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HHC-36 peptide [12] to various model membranes, one observes a constant trend of systematic error introduced in the resultant adsorption PMFs, when the general guidelines of the steered molecular dynamics simulations (based on the stiff spring approximation) are followed. To understand
the cause of this systematic error and to prevent its occurrence, we need to revisit the stiff-spring
approximation [43, 48] and its requirements and recommendations. As we find our way out of the
difficulty just described, a new scheme for estimating the average work values emerges that outperforms the bin-passing scheme when applied to larger datasets (for SMD simulations longer than a
few hundred nanoseconds). The two methods are based on the same set of ideas, but each works
best in one regime: bin-passing works best for smaller systems where no more than a few hundred
nanoseconds of SMD simulation are needed to properly sample the average work values in the FR
method formulae. The new scheme, which we call the peak-finding scheme, works best on larger
datasets, i.e., for simulations at the order of a few hundred nanoseconds or longer. Together, the
bin-passing and the peak-finding methods thus provide a complete tool-set for obtaining reliable
PMFs for systems of various sizes.

3.1

Inertial effects in SMD simulations

It has been reported that application of Jarzynski’s equality for calculating the PMF of molecular
systems through SMD simulations results in biased estimations of the underlying PMF [96, 97].
We argue here that the root of this observed bias (at least in our simulations), is perpetual injection
of kinetic energy to parts of the system that are steered to move by the harmonic guiding potentials.
Before going into the details of this phenomenon or an investigation of its causes, it is instructive to illustrate it for the case of a peptide (HHC-36 [12])-membrane FR simulation, performed to
calculate the adsorption PMF of the peptide to the membrane surface. HHC-36 consists of 9 amino
acids (KRWWKWWRR), five of which are positively charged. The peptide thus carries an unusually high charge density. The membrane used in this example is a 3:1 mixture of POPE/POPG
phospholipids, which, as we will see in Chapter 5, is a proper combination to mimic the phospholipid membrane of many gram-positive bacteria, and even the phospholipid composition of the
inner membrane of many strains of gram-negative bacteria.
The peptide is steered using a harmonic potential of stiffness 8000 kcal 2 to go toward the
mol.Å
membrane with a velocity of -5 Å/ns, from a distance of 55 Å to 20 Å to the center of mass of the
membrane, in the direction normal to the surface of the membrane. This direction coincides with
the z axis in the simulation box used. The z position of the center of mass of the membrane is held
fixed at zero with a restraining harmonic potential of stiffness 25000 kcal 2 . With such settings, it
mol.Å
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takes 7 ns for the peptide to traverse the 55 Å to 20 Å distance. We then keep its center of mass at
rest for 0.5 ns on the surface of the membrane (at z = 20 Å) to let the system settle down, then move
the peptide back along the same path and with the opposite velocity (5 Å/ns) for another 7 ns, and
hold its center of mass at rest at z = 55 Å for another 0.5 ns, before we start the cycle over again.
This way, each FR cycle takes 15 ns. As will be shown in the next chapter, the rotational relaxation
time of this peptide is ∼10 ns, and transformations between different structures of the peptide occur
over periods of 100-200 ns. A few hundred nanoseconds worth of simulation time would thus seem
to be the minimum required time to spend on this system to properly sample a sufficiently large
section of its available phase-space to obtain convergence toward the underlying peptide-membrane
adsorption PMF. To this end, we have performed a long (over 800 ns) FR run on this system, with
the conditions described above. We have used CHARMM27 [66] force field for the peptide, water
and ions in the system, and CHARMM36 force field [67] for the phospholipid molecules, and
13531 TIP3P [68] water molecules have been used on top and bottom of the membrane surface to
furnish the aqueous medium. This simulation box contains 53 sodium and 26 chloride ions that
make a 0.15 M salt concentration, and render the whole box electrically neutral. Simulations were
performed using NAMD [71] molecular dynamics software (versions 2.8 and 2.9). Further details
about preparing the simulation box and its equilibration prior to the production runs are provided
in Chapter 5. Here we wish to examine the quality of the adsorption PMF obtained from this
simulation, using 200, 400, 600 and 800 ns worth of simulation data, while analyzing the data by
the bin-passing algorithm presented in the previous chapter.
A rough picture of this system is that of the classical system of a charged particle interacting
with a plane carrying a uniform distribution of charge (in this case, of opposite sign as that of the
particle). Based on this picture, we can predict the general features of the interaction PMF: far from
the (membrane) plane, where electrostatic interactions become negligibly small, we can expect zero
force and thus a flat PMF. As the peptide is moved closer to the membrane, it gets attracted to the
membrane surface and will thus see a minimum in the PMF close to the membrane surface. Past
this minimum and further into the membrane, the peptide faces the repulsive forces (including the
hydrogen bonds, repulsive van der Waals forces and the so-called “hydrophobic forces”) holding
the membrane together, which tend to keep the peptide and other particles from penetrating into
the membrane, and the PMF will thus have an upward slope when moving toward the interior of
the membrane.
The range of peptide-membrane interactions for this problem is about 25 Å from the surface
of the membrane (i.e. z & 45 Å) and past this limit, we would expect a nearly flat PMF profile.
This can be verified, e.g., through static-force simulations for determining the PMF in the ‘tail’
region between z = 45 Å and z = 55 Å, as shown in figure 3.1.b. We use our knowledge of
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Figure 3.1: PMF of interaction of the HHC-36 peptide with a POPE/POPG membrane (3:1 mixture), at T = 310 K and P = 1.00 atm. In (a) the evolution of the estimates are shown (using the
bin-passing method), from successively longer (200, 400, 600 and 800 ns) portions of the data
from an 800 ns SMD FR simulation of the peptide-membrane interaction, where a harmonic guiding potential of stiffness 8000 kcal 2 has been used to move the peptide. Also shown in (a) is the
mol.Å
(bin-passing) estimation of the PMF for the same system and thermodynamic conditions, but from
simulations using a harmonic guiding potential of stiffness 50 kcal 2 to move the peptide. It can be
mol.Å
seen that longer runs with stiffer guiding potential result in increased bias in the estimated PMF,
which is particularly visible in the the far-from-membrane section between z = 45 Å and z = 55
Å. This range is shown in (b) on a finer scale, to better demonstrate the increasing slope in the
(bin-passing) estimated PMF, using successively longer simulation times, when a spring constant
of 8000 kcal 2 is used to steer the peptide. In addition to the curves shown in (a), the PMF obmol.Å
tained from a static simulation on the same box is shown in (b). For the static simulation, a spring
constant of stiffness 4000 kcal 2 has been used to hold the peptide at each sampling point, where
mol.Å
a minimum of 44 ns of simulation time (per sampling point) has been spent to sample the average
force experienced by the peptide. These forces are then integrated along the reaction path to give
a static-force method estimation of the PMF. It can be seen that neither the softer-spring (k = 50
kcal
2 ) FR PMF nor the static-force PMF suffer from the bias introduced into the stiffer-spring (k
mol.Å
= 8000 kcal 2 ) FR PMF.
mol.Å

49
this fact, as a measure for testing the possible growth of bias in the PMFs obtained from the FR
method. The PMFs obtained from 200, 400, 600 and 800 ns portions of the FR run with k = 8000
kcal
2 indeed exhibit a growing pattern of systematic error. In figure 3.1.a we can see that using
mol.Å
longer simulation times results in a clearer shape of the expected well near the membrane surface,
but longer simulations with k = 8000 kcal 2 result in accumulation of a systematic error at the tail
mol.Å
region. To better visualized this trend, the tail region is graphed separately on a finer scale in figure
3.1.b, where it is clear that PMFs obtained from simulations with this high spring constant indeed
show a nearly linear slope in the tail region, and using longer portions of this simulation results in
an increase in this slope. In figure 3.1 a and b we also see that a similar simulation, only using a
much softer spring with k = 50 kcal 2 results in a PMF that remains flat in the tail region, aside
mol.Å
from some fluctuations that can be reduced through longer simulations (the curve shown here is
obtained from only 507 ns worth of simulation data).
As further evidence for the correlation between spring constant of the steering potential used
in SMD simulations and the bias in the estimated PMFs (using the bin-passing method), figure 3.2
demonstrates three estimations of the adsorption PMF for the same system described above (HHC36 and POPE-POPG) and under same thermodynamic conditions (T = 310 K and P = 1 atm), using
a different spring constant for each simulation. Two of these PMFs (obtained with k = 50 kcal 2 and
mol.Å
k = 8000 kcal 2 ) have already been shown in figure 3.1, and in figure 3.2 we can see that the one
mol.Å
with k = 500 kcal 2 demonstrates a sloped tail (and thus a biased estimate), but with its slope smaller
mol.Å
than that in the k = 8000 kcal 2 PMF and larger than that in the k = 50 kcal 2 PMF. This supports
mol.Å
mol.Å
our theory of the direct relation between the spring constant of the steering potential and the bias
in the estimated PMFs. Why does this happen, and why our PMFs for NaCl dissociation and water
passage through a DPPC bilayer in the last chapter did not show a similar pathology?
To answer this question, we should carefully examine the stiff-spring approximation [43, 48],
which is a fundamental requirement for the validity of the FR method. The first advantage of
using a stiff spring for the guiding potential in SMD simulations is the linear connection it provides
between change in free energy of the system under study (as a function of the reaction coordinate) to
the change of the potential of mean force. For an N-particle classical system with 3N-dimensional
coordinate vector r and 3N-dimensional momentum vector p, and in contact with a heat bath at
constant temperature T, the PMF function W is given by
−βW(x)

e

Z
=

dr dp δ(x0 (r) − x) e−βH(r,p) ,

(3.1)

where H is the Hamiltonian of the system and β = (kB T )−1 is the inverse temperature.
For a similar system, where an external harmonic steering potential has also been introduced,
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Figure 3.2: PMF of interaction of the HHC-36 peptide with a POPE/POPG membrane (3:1 mixture), at T = 310 K and P = 1.00 atm, using three separate simulations with similar steering protocols
and conditions, and only different spring constants. If we take the k = 50 kcal 2 curve as the stanmol.Å
dard, for its nearly flat tail, the k = 500 kcal 2 and k = 8000 kcal 2 curves show deviations from our
mol.Å
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adopted standard, in form of systematic errors, with deviations growing with the stiffness of the
spring constant used to steer the system.

the modified Hamiltonian H 0 will be
Hx0 (r, p) = H(r, p) +

k 0
[x (r) − x]2 ,
2

(3.2)

where k is the spring constant of the guiding potential, x is the target value of the reaction coordinate and x0 is the current value of the reaction coordinate, consistent with 3N position vector r of
the system. For such a system, the Helmholtz free energy is given by
−βFx

e

Z
=

dr dp e

−βH 0 (r,p)

Z
=

dr dp e−

βk
2

[x0 (r)−x]2

e−βH(r,p) .

(3.3)

Comparison between equations (3.1) and (3.3) immediately reveals that the two are closely
βk
0
2
related, with the Gaussian factor e− 2 [x (r)−x] taking the place of the Dirac delta function on the
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right hand side of (3.3). This intimate relation can be seen more explicitly by rewriting (3.3) as
e

−βFx

Z

βk

0

2

dr dp e−βH(r,p)− 2 [x (r)−x]
Z
Z
βk
0
2
=
dr dp
dx00 δ(x0 (r) − x00 ) e−βH(r,p)− 2 [x (r)−x]
Z

Z
0 (r)−x]2
0
00
−βH(r,p) − βk
00
[x
dr dp δ(x (r) − x ) e
e 2
= dx
Z
βk
00
00
2
= dx00 e−βW(x ) e− 2 [x −x] .
=

(3.4)

In the last line of (3.4), if k is large enough, most of the contribution to the integral comes from
values of W(x00 = x). When k is chosen to be large enough, Fx and W(x) will be very close in
value. Upon taking the W(x) out of the integral by this approximation, taking the Gaussian integral
and taking logarithms of both sides, Fx and W(x) can be taken as equal, up to a constant term (the
value of the Gaussian integral), and thus the change in one represents a very good approximation
of the change in the other.
An additional very important benefit of using harmonic potentials with stiff spring to conduct
the steering process, is that it can be shown that the external work done this way on the system
will have a Gaussian distribution, provided that the motion along the reaction coordinate obeys an
overdamped Langevin equation. For the sake of simplicity, let’s assume that the (one-dimensional)
reaction coordinate x is changed by a constant velocity v from its initial value of 0 at t = 0. The
overdamped Langevin equation for such as system can be written as
∂
dx
= −βD(x)
dt
∂x




p
k
2
W(x) + (x − vt) + 2D(x)η,
2

(3.5)

where η is the white-noise random force:
hη(t)η(t0 )i = δ(t − t0 ),

(3.6)

and D(x) is the local diffusion coefficient. It can be shown that for sufficiently large k, equation
(3.5) describes a dynamics that produces Gaussian work distributions [43]. The FR method [53] is
based on this result, and thus deviations from a Gaussian work distribution result in violations from
the requirements of the FR method, and possibly produce wrong results by its invocation.
As just mentioned, two requirements should be met to prove the Gaussian nature of the external
work done on such a system: that the motion along the reaction path be described by the overdamped Langevin equation (3.5), and that the spring constant in the harmonic guiding potential be
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large enough. One can easily ignore the fact that using too large a value for the spring constant
can simply violate the first requirement just described (at least in SMD simulations), i.e. the overdamped Langevin dynamics. By demanding that the system obey the overdamped Langevin equation, we require that any inertial forces on the system should be dominated by the random/frictional
forces present in the system, so that the acceleration term in the original Langevin equation can be
safely dropped. But in SMD simulations, where time is discretized into time-step intervals, using
a very large spring constant for harmonic guiding (steering) potential can result in accelerating
the steered part of the system during most of the time-steps, hence introducing non-zero acceleration into the system, and deriving it away from the realm of validity of the overdamped Langevin
equation.
The mechanism through which using too stiff springs can cause the biased PMFs shown in
figures 3.1 and 3.2, can be more easily understood by explaining this effect in terms of work done
on the system, and partitioning it using the work-energy principle. In an SMD simulation, when
too large a spring constant is used to steer the system along the designated reaction path, the steered
parts of the system acquire extra kinetic energy during each time-step, as a result of over-shootings
from the target positions. Let us consider the case when the system is steered to proceed in the
forward direction in an FR simulation (similar arguments will then trivially apply to the reverse
case). As the formulae of the FR method are based on the overdamped Langevin dynamics and
stiff-spring approximation, they give the decomposition of the average work performed on the
system in the forward direction (across a bin) to be
hWF i = ∆W + hWd i,

(3.7)

where ∆W is the change in the PMF (i.e. the reversible work) and hWd i is the average dissipative
work performed on the system. Equation (3.7) contains no kinetic energy contribution to the total
work (through accelerating the steered parts of the system), as accelerations are indeed taken to be
zero by the assumption of overdamped Langevin dynamics, which is a fundamental requirement
for derivation of (3.7). When k is large enough to drive the system from the overdamped limit,
equation (3.7) will no longer be valid, as part of the (forward) work hWF i performed on the system
is spent on accelerating it, and a third term should be added to the right hand side of (3.7) to account
for this extra kinetic energy injected into the system. The same arguments hold obviously for the
reverse work hWR i. In terms of the work-energy principle, the total work performed on the system
by all the forces, is equal to the change in its kinetic energy, and this change would indeed not be
small when using too stiff springs. We will refer to this phenomenon as the inertial effect because
of its introduction of inertia into the system, while no considerable increase in the momentum of
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the steered object is desirable.
If the overshooting caused by too stiff springs is indeed responsible for the bias observed in
figures 3.1 and 3.2, one would expect deviations from the Gaussian shape in the underlying work
distributions for those systems, with the distributions skewed to right, because larger work values
would occur more frequently than smaller values. Before verifying this prediction, it is helpful
to establish a formulation for estimating the maximum k values one can safely use for steering
potentials, so that the requirements for both the stiff-spring approximation and the overdamped
Langevin dynamics are met.
This is done perhaps most easily by considering the overdamped limit of a damped harmonic
oscillator of mass m, subject to a velocity dependent friction force −γv. Ignoring the PMF force
for the moment (as it should be dominated by the steering and damping forces), we consider the
steered object being subject to the total force F = −kx − γv, due to the steering potential and the
average drag forces present in the environment. Newton’s second law then reads
mẍ + γ ẋ + kx = 0,

(3.8)

where the dots stand for time derivatives. Depending on relative values of k, m and γ, the motion
of the object governed by equation (3.8) can be an underdamped, critically damped or overdamped
motion. The threshold for occurrence of the latter case is set by the condition [98]
γ
≥
2m

r

k
,
m

(3.9)

where the equality sign specifies
q the critically damped condition (fastest decay of motion). For
γ
k
, the system falls in the overdamped limit. The drag constant γ
values of 2m larger than ω0 = m
depends on the environment in which the steered object is moving, and also on the steering velocity.
For typical biomolecular simulations, where water often constitutes the surrounding environment,
and for reasonably small steering velocities (say, . 100 Å/ns, appropriate for biomolecular SMD
simulations), Reynolds number is small and we can use relations such as Stokes’ law to estimate
the value of γ for the steered molecules or molecular complexes. When we can assume an approximately spherical shape for the steered object, at low Reynolds number the drag constant is given
by the Stokes’ law
γ = 6πηr,
(3.10)
wherein η is the dynamic viscosity of the fluid, and r is the radius of the steered object. Substituting
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for γ from (3.10) in (3.9) and solving for k, we obtain
k≤

9π 2 η 2 r2
.
m

(3.11)

This sets an upper limit on the chosen value of k. A lower limit can be obtained more simply by
considering that the harmonic guiding potential should be strong enough to resist against thermal
fluctuations in the system, so that a minimum degree of precision in the steering protocol can be
achieved. If we seek a spatial resolution δx for the steered object as it is moved along the designated
reaction path, we simply require
1
1
k(δx)2 > kB T,
(3.12)
2
2
which upon solving for k gives
kB T
.
(3.13)
k>
(δx)2
It is not always possible to satisfy the inequalities in (3.11) and (3.13) simultaneously. For the
example of the HHC-36 peptide, with a mass of 1.48 ku = 2.47×10−24 kg, as it moves in water at
T = 310 K, where the dynamic viscosity is 6.92×10−4 Pa.s, if we approximate the flexible shape
of the peptide as a sphere with radius of 10 Å , equation (3.11) gives for the upper limit of k to be:
k≤

9π 2 η 2 r2
9π 2 × (6.92 × 10−4 )2 × (10 × 10−10 )2
=
= 17.2 N
= 24.7 kcal 2
m
mol.Å
m
2.47 × 10−24

(3.14)

The lower limit of k, while we seek an accuracy of 0.1 Å in traversing the reaction path, is given
by equation (3.13):

kcal
0.0019872041 mol.K
× 310K
kB T
k>
=
= 61.6 kcal 2
2
2
mol.Å
(δx)
(0.1Å)

(3.15)

It is obvious that these two limits do not have a common range. We have thus chosen a spring
constant of 50 kcal 2 for these simulations to be as close as possible to both limits.
mol.Å

Before proceeding to the next section to study the work distributions, we shall address a question mentioned earlier, that why the bias in the PMF introduced by use of too stiff steering potentials
was not observed in the systems studied in the previous chapter. One reason for this is that the bias,
or the systematic error, is a cumulative effect, and its effect is more detectable in longer simulations. This argument can to some extent account for not observing the bias in our estimations of
the dissociation PMF of NaCl in water, when our longest simulation was only 118 ns long. But in
case of the passage of water through a DPPC membrane, where we used an FR simulation of 360
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ns duration, this argument is not very satisfactory. Indeed in our water-DPPC simulations we used
a spring constant of only 0.5 kcal 2 to steer the water molecule, which is about the softest possible
mol.Å
k value that can be used on that system to keep the water molecule on the designated track. So
inertial effects should indeed not be expected in that system, as can be distinguished from the flat
tails of the resultant PMFs.
The major reason for introduction of the bias by inertial effects in the peptide-membrane system
and their apparent absence in the NaCl dissociation problem (where a k of 1000 kcal 2 is used in
mol.Å
our longest simulation), is the larger mass of the HHC-36 peptide compared to single sodium and
chloride ions. The kinetic energy acquired by the steered object due to extra stiffness of the steering
spring is proportional to the mass of the object, as the steering force is applied to all atoms in the
steered object (scaled according to relative masses, so as to steer the center of mass of the object),
and their collected kinetic energies is the determining factor, which is proportional to the total mass
of the steered object.

3.2

The zooming algorithm

Let us establish the work distributions for one of the bins along the z = 55 Å to 20 Å range of
the reaction path, for the peptide-membrane simulation introduced earlier. We pick the bin (out of
possible 70 bins) with boundaries at z = 23 Å and z = 23.5 Å and establish the velocity, forward
work and reverse work probability distributions across this bin. We choose the forward direction to
be in the negative z direction, i.e., the direction of peptide approaching the membrane surface. To
establish these distributions, we consider the force and displacement readings from each time-step
(of time-length 2.00 fs) as one data-point. As we are not averaging over the values of displacement,
work or force, we do not need to be concerned about correlations here. For finding the velocity
during each time-step, we simply divide the relative peptide-membrane z-displacement by the timelength of a time-step (i.e., 2 fs). To establish work distributions, we scale up the length traveled
during a time-step to the length of each bin, and also scale-up the work performed during that
time-step accordingly, such that the work-recording from each time-step can be regarded as one
complete trip across the bin. If the relative z-displacement between the peptide and the membrane
in a given time-step in the forward (reverse) direction is equal to a value δz = δzpeptide −δzmembrane ,
and the total work done on the peptide and the membrane during this time-step is a value δWF (R) =
δzpeptide .fpeptide + δzmembrane .fmembrane , while the bin-length is ∆z, the scaled work for this timestep is given by
∆z
,
(3.16)
δWscaled,F (R) = δWF (R) ×
δz
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Figure 3.3: Velocity distribution for the bin from z = 23.5 Å to z = 23.0 Å , along the reaction path
of the HHC-36 peptide as it interacts with the surface (roughly at z = 20 Å) of a POPE/POPG phospholipid membrane, at T = 310 K and P = 1.00 atm. Four different zooming levels are presented,
from f = 0 in (a), to f = 0.75 in (d). To better and more symmetrically establish the distribution of
velocities around the peak value at higher f , it is advisable to use more passes. The f = 0.75 curve
shown in (d), for example, is obtained after 10 passes. We define f in the text.
which is, in general, larger than δW , as any reasonably chosen value for |∆z| should be much
larger than typical |δz| values that occur during the simulation. Again, this approach is justifiable
only because we are not attempting to take average works from these scaled-up work values, but
use them merely to establish the distribution of different work values in each direction, and study
the relative probabilities of occurrence of various work values.
The velocity distributions shown in figure 3.3, demonstrate the typical spectrum of velocities
not only in the chosen bin, but in all other bins across the reaction path. It can be seen that the
complete spectrum of velocities occurring within a bin is quite wide, and extends to values over
30,000 Å/ns in both positive and negative directions. We have divided the range of velocities into
400 bins of equal width, and as can be seen in figure 3.3.a , although the extreme values of velocity
are rather large, the most commonly occurring values are close to zero. To better observe this, we
devise a zooming algorithm.
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The maximum and minimum values of velocity within each bin during an SMD simulation
are quite far apart, but as can be seen in part (a) of figure 3.3, the underlying distribution of these
quantities is very sharply peaked at a central value. In studying such distributions, we wish to
isolate the central peak in each case and to establish the distribution of values around the peak
maximum. The brute force method to do so is to divide the range of values between the maximum
and minimum velocities into a high number (say, several thousand) of bins and then to populate
each of those bins with the number of occurrence of the velocities that lie within the velocity bin
boundary values. This approach produces an unnecessarily wide spectrum of values, which is
inconvenient for subsequent uses, such as plotting and curve-fitting. Moreover, the maximum and
minimum values of velocity that occur within each bin along the reaction path are a priori unknown,
and need to be determined for each z bin, even if we choose to adopt the brute force approach.
In contrast to the brute force method just described, we devise a zooming algorithm, to isolate
the peaks of each distribution and establish the distribution of velocities around that peak area for
each z bin. The whole raw dataset produced during the FR SMD run, consisting of the initial and
final positions of the steered objects and the steering force exerted on those objects during each
time-step, needs to be read a few times. We call each such reading a pass of the software run.
In the first pass, the whole raw data-set of positions and forces is read by the software to determine the maximum and minimums values of velocity for each bin. By the end of the first pass,
these extreme values are known for each bin along the reaction path (z). The range between maximum and minimum velocities is then divided into a number of velocity bins (400 in the example
shown in figure 3.3), and the same is done for forward and reverse scaled work values. The number
of velocity bins nv chosen for each z bin does not need to exceed a one, two or (at most) a few
hundred, as we will gradually zoom into the relevant region of the distribution.
During the second pass, the velocity distributions are determined for each bin, through populating the series of velocity bins that were constructed by the end of the first pass. This is done by
assigning the number of occurrence of velocity values within the boundaries of each velocity bin.
In typical SMD simulations, these distributions are very sharply peaked around some central value,
as can be seen, e.g., in figure 3.3.a.
The bin with highest count is determined by the end of the second pass. We now wish to reestablish the velocity distributions, such that the allowed maximum and minimum velocity values
are much closer to the peak-value (the value with highest frequency of occurrence). To this end, a
fraction value, f , is given to the algorithm (asked to be input by the user at the beginning of the run),
which can be between 0 and 1. By the end of the second pass, the algorithm scans the populations
in all velocity bins for each z bin, and finds the first velocity bin on the left of the peak bin that has
f times the population of the peak bin. This is also done to find the first bin on the right hand side
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of the peak bin which has f times the population of the peak bin. For example, if the population
of the peak bin is 1000 and we have chosen an f of 0.01, the algorithm finds the bins with at least
1000×0.01=10 counts on either side of the peak bin. The new minimum and maximum values for
the new distribution of velocities is set by the values corresponding to these two bins, on the left
and right sides of the peak bin, respectively. From this point on, the same procedure is repeated, as
performed at the end of the first pass: the arrays of velocity distribution are rebuilt, with nv bins of
equal width for each z bin, with the spectrum of values for these velocity bins now ranging between
the newly determined extremes, set through using the populations of bins in the second pass and the
value of f . With f >0, the distributions established in the third pass will be better focused around
the peak values of velocities for all the z bins. To better and more precisely isolate the peaks, more
passes can be run, perhaps even with repeating values of f for few successive passes. A minimum
of 3 passes is required to perform any zooming with f >0.
The zooming algorithm applied to the scaled work distributions is precisely the same as the
algorithm just described for zooming into velocity distributions, and is employed to obtain the
work distributions in figures 3.4 and 3.5 below, as well as for producing the work distributions that
are input to the peak-finding algorithm.
The velocity distributions obtained for the z = 23 Å to z = 23.5 Å bin in the simulation described
earlier, are shown in figure 3.3. Parts a, b, c and d of that figure show the distributions obtained by
3, 4, 5 and 10 passes, respectively. In part d, it can be seen that an f value as high as 0.75 has been
successfully used to isolate the peak of the velocity distribution. This level of zooming proves to
be essentially useful for the peak-finding method, described below.

3.3

The peak-finding method

For the peptide-membrane system presented earlier, and for the same z bin (23 Å to 23.5 Å),
forward work distribution for two different series of simulations, as obtained using the zooming
algorithm just described, are shown in figure 3.4. Again four values of f have been used, increasing
from zero up to 0.75. Similar work distributions for the same z bin, but in the reverse direction
(positive z direction), are shown in figure 3.5. The dark blue curves in both graphs show the
distributions from an 800 ns SMD FR with |v̄| = 5.00 Å/ns, at T = 310 K and P = 1.00 atm, and
using a spring constant of 8,000 kcal 2 to steer the peptide. The red curves show the distributions
mol.Å
from another FR SMD simulation of the same system and under the same conditions (of duration of
507 ns) only with the difference that a spring constant of 50 kcal 2 has been employed for steering
mol.Å
the peptide.
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Figure 3.4: Distribution of forward scaled work for the bin from z = 23.5 Å to z = 23.0 Å, along
the reaction path of the HHC-36 peptide as it approaches the surface (roughly at z = 20 Å) of a
POPE/POPG phospholipid membrane, at T = 310 K and P = 1.00 atm. The same set of f values are
used here, as those in figure 3.3, to obtain the forward scaled work distributions from two different
sets of simulation data. The dark blue curves show the forward scaled work distributions from an
FR SMD simulation where k = 8000 kcal 2 has been employed to steer the peptide (for 800 ns),
mol.Å
while the red curves show the corresponding distributions from a similar simulation (507 ns long)
where k = 50 kcal 2 has been used to steer the peptide. The gradual zooming into the peak region
mol.Å
from (a) to (d) makes the skewness of the underlying distribution of scaled work values very visible,
particularly in case of the k = 8000 kcal 2 simulation. The distribution from the k = 50 kcal 2 has
mol.Å
mol.Å
much less (but still non-zero) skewness.
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Figure 3.5: Distribution of the reverse scaled work for the bin from z = 23.5 Å to z = 23.0 Å , along
the reaction path of the HHC-36 peptide adsorption to a POPE/POPG phospholipid membrane, at
T = 310 K and P = 1.00 atm. The four different f values used here correspond to the distributions
obtained using same values as presented in figures 3.3 and 3.4. Results are shown for the same
two simulations as presented in figure 3.4, with k = 8000 kcal 2 (800 ns, dark blue curves) and k =
mol.Å
50 kcal 2 (507 ns, red curves) used to steer the peptide. The skewness of the reverse scaled work,
mol.Å
especially when using a spring constant of 8000 kcal 2 to steer the peptide, is most vividly seen in
mol.Å
(c).
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In panel (c) of figures 3.4 and 3.5, it is clearly seen that for the system where k = 8000 kcal 2 has
mol.Å
been used to steer the peptide, the scaled work distributions in both forward and reverse directions
exhibit deviations from Gaussian distributions and are skewed (in both cases) toward the right,
i.e., toward larger work values. A consistent right-skewness pattern has been seen invariably in
all the bins across the reaction path for this system. The same skewness pattern can be seen to a
much lesser extent in the distributions from the simulation with k = 50 kcal 2 used for steering the
mol.Å
peptide.
The distributions shown in figures 3.4 and 3.5, and many other similar trends for other bins (not
shown here), confirm the reason suggested earlier for the bias observed in the PMFs in figure 3.1.
They also account for the decrease in the bias, when softer springs were used to steer the peptide,
as shown in figure 3.2.
Another notable feature of the k = 50 kcal 2 distributions, is their smaller width, relative to the
mol.Å
width of the k = 8000 kcal 2 distributions. This is in general contrary to the assertions of the stiffmol.Å
spring approximation [43], that using a stiffer spring should result in narrower work distributions.
As explained in the first section of this chapter, the cause of the observed correlation between
using softer springs and obtaining narrower (scaled) work distributions is that when the k value
is too large to satisfy the overdamped conditions, larger work values are generally obtained during
the SMD simulation, because of the overshooting from the target positions in many (if not most)
time-steps, thus widening the work distribution to larger values.
The benefits of using smaller spring constants in SMD runs (while steering larger molecules)
thus seem to be twofold: we will obtain less skewed work distributions that are also narrower,
compared to when we use too stiff springs.
It can be seen in figures 3.4.d and 3.5.d that the location of the peak of scaled work distributions
for the k = 50 kcal 2 is shifted toward left, compared to that of the k = 8000 kcal 2 distribution.
mol.Å
mol.Å
This, again, is contradicting a prediction of the FR method [53], namely that the average work
value in each direction shall depend only on the underlying PMF and the steering velocity v. Although the same system is simulated in both cases here (using the same simulation box), different
peak-values are obtained for scaled work when using two different spring constants for the steering
potential. This is again due to the fact that by using k = 8000 kcal 2 , we are violating the overmol.Å
damped condition required for the validity of the FR method’s formulae. In the last chapter we
showed that using different spring constants produces no notable difference in the PMFs obtained
for dissociation of NaCl in water, as the inertial effects were not large in that system.
When the work distributions are skewed Gaussians, due to use of too-stiff springs, and their
tails extend to very large values, our estimation of the average work in either forward or reverse
direction suffers from a systematic error that accumulates and worsens with more sampling (longer
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simulations). This occurs both when using bin-passing and bin-crossing schemes, and results in
obtaining biased PMFs when employing any of the non-equilibrium work theorems.
The peak-finding method is based on the simple observation that even when skewness occurs
in work distributions in SMD simulations due to use of too-stiff springs, the peak-values of these
distributions don’t shift as much from the desired normal Gaussians, than their average work values.
The latter is obtained using the whole range of measured work values, while the former is obtained
using the frequency of occurrence of each work value. The trivial assumption in the stiff-spring
approximation, and also in the FR method, is that when the underlying work distributions are
Gaussian, the average value obtained from each such distribution is the same as the peak-value. In
the peak-finding method we suggest a way to obtain a better estimation of the average work (as
one would obtain from ideal non-skewed Gaussian distributions), when the actual obtained work
distributions are skewed. As we will show below, using Wpeak,F (R) in place of hWF (R) i not only
results in much better estimation of the underlying PMFs from simulations with too-stiff steering
springs, but is also beneficial for systems where the stiffness of the steering potential is smaller to
let the system remain close to the overdamped limit.
To demonstrate the utility of the peak-finding idea, we present the PMFs obtained for the same
peptide-membrane system studied so far in this chapter, namely for adsorption of HHC-36 peptide
to a POPE/POPG (3:1 molar ratio) membrane at T = 310 K and P = 1.00 atm. The simulations using
k = 8000 kcal 2 (for 800 ns) and using k = 50 kcal 2 (of length 507 ns) to steer the peptide, are
mol.Å
mol.Å
considered again. As shown in figure 3.6.a, use of the peak-finding method improves our estimation
of the PMF, at least in terms of considerably reducing the bias in the estimated PMFs. In part b of
the same figure, it can be seen that even for the k = 50 kcal 2 system, peak-finding method results
mol.Å
in smoother PMFs with much smaller error-bars, compared to those obtained using the bin-passing
method for the same dataset. It is important also to observe that the peak-finding and bin-passing
PMFs for the k = 50 kcal 2 system agree almost everywhere through the reaction path, within the
mol.Å
error-bars of the bin-passing PMF. We take the peak-finding PMF for the k = 50 kcal 2 system
mol.Å
as our standard result for this system, and will use the same spring constant and the peak-finding
method for all the peptide-membrane systems studied in chapter 5. In figure 3.6.c we compare
this standard result with the peak-finding result for the k = 8000 kcal 2 system. Although use of
mol.Å
the peak-finding result has considerably improved our estimation of the PMF for this system, the
resultant PMF still demonstrates a deeper potential well, presumably due to remaining traces of the
inertial effects.
We conclude this chapter with a presentation of the peak-finding method for estimating the
PMFs from SMD FR simulations. Within each position bin along the reaction path, the distribution
of scaled-work values is established, using the zooming method described earlier in this chapter.
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Figure 3.6: Comparison of the adsorption PMFs for the HHC-36-POPE/POPG system, using the
data from k = 8000 kcal 2 (800 ns) and k = 50 kcal 2 (507 ns) simulations. The results are obtained,
mol.Å
mol.Å
in each case, using both the bin-passing and the peak-finding methods. In (a), the PMFs obtained
using the two methods, when applied to the data from k = 8000 kcal 2 simulation are shown. It can
mol.Å
be seen clearly that using the peak-finding method improves our estimation of the PMF, at least
through reduction of the bias in PMF calculation. In (b), the same comparison is made between
the PMFs obtained using both methods, for the k = 50 kcal 2 simulations. The two PMFs in (b)
mol.Å
agree almost everywhere within the error-bars of the bin-passing method. The error-bars of the
peak-finding PMF for the k = 50 kcal 2 PMF are much smaller and thus barely visible. The two
mol.Å
peak-finding PMFs obtained for k = 50 kcal 2 and k = 8000 kcal 2 are compared in (c). The much
mol.Å
mol.Å
smaller error-bars in (b) and (c) for the peak-finding PMF of the k = 50 kcal 2 simulation can be
mol.Å
attributed to the much smaller width of work distributions obtained for this simulation, compared
to those in the k = 8000 kcal 2 simulations, as seen in figures 3.4.d and 3.5.d.
mol.Å
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To better isolate the peak-values, it is beneficial to isolate the peak of each distribution as narrowly
as possible (through use of higher f values), while still retaining a high enough portion of the curve
for subsequent curve-fitting. In order to estimate the adsorption PMFs of the peptide-membrane
systems studied in this work, we found it effective to use 10 passes, using f values as small as
0.001 and 0.01 for the first few passes, and then a few passes with f =0.75, to obtain the peaks such
as those shown in figures 3.4.d and 3.5.d. Having one such distribution for each reaction coordinate
bin and for each direction, we can then use a linear curve fitting method to fit a polynomial to each
such curve. The obtained polynomial with known coefficients can then be used to find the location
of the peak for each distribution.
When we isolate the peak of scaled work distributions with large f values (e.g, 0.75, as used
in this study), it is sufficient to fit a second-order polynomial to the resultant curve, to accurately
locate its peak value. Suppose we fit one such scaled work distribution to the quadratic equation
N = aW 2 + bW + C, where N is the observed number of scaled work counts as a function of
work W (which can be forward or reverse work). Coefficients a, b and c are determined through
the fitting process. The location of the peak-value of this distribution is then simply given as
, and its estimated uncertainty in measuring δ(Wpeak ) can be simply estimated, using
Wpeak = −b
2a
uncertainty in determining coefficients a and b [95]:
Wpeak

−b
=
2a

⇒

δ(Wpeak )
=
Wpeak

r

δa δb
+ .
a
b

(3.17)

This gives an estimation of error for each work value, for one reaction coordinate bin. Error
then propagates through calculation of the PMF, using these work values for each bin, and then
as we add up bin PMF differences across the reaction path to obtain the PMF profile. As soon as
peak values of work and their associated uncertainties are determined using equations (3.17) for
each reaction coordinate bin, the rest of the process for establishing the PMF profiles and their
uncertainties is the same as that described in the previous chapter, with the exception that in the
peak-finding method we do not need to get involved with block-sizes, as we did in the bin-passing
method.

Chapter 4
Structural properties of the antimicrobial
peptide HHC-36
As use of antibiotics for treating and even preventing bacterial infections became more commonplace, numerous infectious strains of bacteria have developed resistivity against these medicines.
Use of antibiotics in food and health industries is one of the main reasons we humans now have a
much higher chance of surviving to higher ages.
Nevertheless, as more strains of bacteria develop resistivity against traditional antibiotics, an
urgent need arises for developing new antibiotic molecules that can kill the now drug-resistant
infectious bacteria, while remaining harmless to mammalian organisms for the most part.
Many attempts are underway to develop and study such molecules, with a great emphasis on
using naturally occurring peptides that various living organisms produce and use as part of their
immune system against bacterial (and in many cases also viral and fungal) invasions [99]. Many
of the naturally occurring anti-microbial peptides are not suitable candidates for use as medical
treatments, for reasons such as insufficient activity against strains of drug-resistant pathogenic bacteria, or hostility against the host organism, when introduced into physiological environments other
than their native producers, such as the human body. Nevertheless, these peptides are adequate
starting points for a wide-spectrum search for new anti-microbial peptides [8] that may inherit
many of the sequential and/or structural characteristics of the naturally occurring (mostly cationic)
anti-microbial peptides.
Such wide-spectrum studies immediately face the difficulty of dealing with astronomically
high number of possible amino-acid combinations to comprise even relatively short (say, about
10 residues long) peptides. Many of such possible combinations are ruled out as drug candidates,
since adequate candidates are expected to be rich in residues such as tryptophan and arginine. Yet,
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such exclusion hints still do not reduce the scale of the problem at hand.
A direct experimental study of even a small percentage of all possible combinations is thus
neither feasible, nor desirable. But a relatively very small number (a few hundred) of peptides can
be studied using the SPOT (synthetic peptide arrays on membrane supports) technique [100] to
generate a desired library of peptides on cellulose sheets. These sheets can then be studied by loss
of energy-dependent luminescence activity technique to study the antimicrobial activity of all the
peptides in the generated library [101, 102]. By starting from a strong antimicrobial peptide (e.g.,
Bac2A in reference [102]) and careful insertion and/or scrambling of amino acids, one can hope
to find new peptides with enhanced antimicrobial activity. Furthermore, studying the antimicrobial
activity of such a library may help us understand which amino acids appear more frequently in the
stronger antibacterial peptides, and also what order of them would improve antibacterial activity.
Yet, the outcome of such studies can not be of direct use toward finding new drugs, because the
number of possible peptides of a certain length is astronomically large, and studying a few hundred
of them is very unlikely to get us close to best candidates.
That said, the results of such a study can still serve as the input to a broader search among
possible amino acid sequences of a certain length, in search for even stronger antimicrobials. This
latter study should inevitably use computational algorithms of some sort to search through the vast
number of possible amino acid combinations.
A powerful technique in the field of chemo-informatics for relating the chemical structure of a
substance to its activity, is the so-called QSAR (quantitative structure-activity relationship), which
is now widely used in the search for antimicrobial peptides [103,104]. This method utilizes a number of chemical descriptors as signatures to assign to a molecule, based on its chemical structure
at the atomic level. The activity information (in this case, against target pathogenic agents) for a
known set of molecules is also input to the algorithm. This serves as the input data, or the learning
stage for the algorithm. A large pool of possible candidate molecules is then generated, and is input
to the algorithm, through which it searches to find the molecules with highest activity, based on the
structure-activity relation that the algorithm has learned from the training stage.
The chemical composition and the activity information obtained from a SPOT peptide arrays
technique, followed by loss of energy-dependent luminescence activity study on a set of 500 peptides has been used as the input (training set) to an enhanced QSAR algorithm. The training sets
were based on the the linearized variant (RLARIVVIRVAR-NH2 , known as Bac2A) of the bovine
peptide bactenecin (RLCRIVVIRVCR-NH2 ) [101, 102], which is the smallest naturally occurring
broad spectrum antimicrobial peptide.
After going though the training stage, using the provided peptide library, the QSAR algorithm
searched through a random library of 100,000 random 9-mer peptides. The sequences of peptides in
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this library have themselves been generated under the constraints obtained from the training set, but
randomly otherwise. The top 50 peptides from each quartile, as ranked by the algorithm, have then
been tested in vitro for their activity against Pseudomonas aeruginosa, and the two top ones (named
HHC-10 and HHC-36) have also then been tested in vivo for their antimicrobial activity, as well
as for their potential toxicity against mammalian organisms. Both peptides have shown superior
antimicrobial activity compared to all the peptides in the training set and also compared to a control
peptide, MX-226 (an advanced clinical antimicrobial peptide). Furthermore, both peptides showed
substantially less hemolysis, compared to MX-226, over a broad range of concentrations [12].
HHC-36 (KRWWKWWRR), which is the subject of study in this research, has demonstrated
superior antibacterial activity against drug resistant strains of Pseudomonas aeruginosa, Enterobacter cloacae and Staphylococcus aureus, and a few other superbugs, while demonstrating minimal
hostility against host eukaryotic cells. Comprehensive details of the procedure that led to its discovery, as well as the results of in vitro and in vivo tests on HHC-10 (KRWWKWIRW) and HHC-36 is
reported by Cherkasov and co-workers in reference [12]. In the rest of this chapter we focus on the
structural and dynamical properties of HHC-36 molecule, as obtained from molecular dynamics
simulations.

4.1

3D Structure of HHC-36

Looking at the sequence of nine amino acids that comprise HHC-36, we can see a very symmetric
pattern in hydrophilicity variation of residues along the peptide chain, as shown in figure 4.1. As
is the case with globular proteins, one might expect the outer hydrophilic residues in HHC-36
sequence to fold around its inner four hydrophobic tryptophan residues, when the molecule is in
a typical aqueous environment. A closer look at the amino acid sequence suggests that such a
classical folding scenario (leading to, e.g., a very short α-helix structure) may not be materializable
for the HHC-36 peptide: four hydrophilic amino acids at the two ends of the peptide chain (and
one lysine in the middle), are not likely to cover the four massive inner tryptophan residues. With a
molecular mass of 204.2262 g/mol, and an indole (double ring) side chain, tryptophan is the largest
and heaviest amino acid, and a higher number of hydrophilic residues would probably be required
to make a fully folded structure around the four tryptophans. But steric limitations are not the only
obstacles in the way of formation of a classical secondary structure by HHC-36. Five out of the
nine residues in this peptide have charged side-chains (two lysines and 3 arginines), which gives
the peptide an overall net charge of +5. Due to mutual electrostatic repulsion between charged
side-chains, these residues have extra difficulty in folding around the inner four tryptophans, even
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Figure 4.1: Hopp-Woods [105] hydrophilicity map of the HHC-36 peptide.

if it was not for the steric limitations.
The peptide can thus be seen to have an uneasy life in an aqueous medium: it has to expose
its hydrophobic middle residues to water, as these residues are collectively too large to be covered
with the other five charged residues. Yet, the charged residues make the peptide water soluble, as
we have observed in biochemical experiments with the peptide [57]. This dual nature of HHC-36
may partly account for its high tendency to adsorb to bacterial membranes (as will be shown later),
perhaps to cover its hydrophobic tryptophans inside the hydrophobic interior of the phospholipid
bilayer.
To obtain the 3-dimensional structure of HHC-36, we first performed a relatively long (over
600 ns) all-atom molecular dynamics simulation of a single, unfolded peptide molecule in a box
of 9249 water molecules. 7 sodium and 19 chloride ions were also added to the box to neutralize
the whole simulation box and make a (close to) physiological concentration of NaCl (around 150
mM). For the original configuration of the peptide, an α-helix structure for the peptide was taken,
in which the radial distance between the Cα carbons of the first and last (9th ) residues was 12.058
Å. This structure was then unfolded by applying harmonic restraints on these Cα carbon atoms,
thus moving them away from each other to a final radial separation of 45.84 Å. A spring constant of
k = 400 kcal 2 was applied on each steered Cα atom, and the unfolding process was done through
mol.Å
the OFR steering protocol [89] with a drift velocity of 0.75 Å/ns, an oscillation amplitude of 0.5
Å, and an angular frequency of 30π rad/ns.
The initial unfolding simulation and the subsequent folding runs were all done under NPT
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Figure 4.2: The unfolded structure of the HHC-36 peptide, as obtained from an OFR unfolding
simulation. The first residue is colored red at right, with subsequent residues each distinguished
with a different color.
conditions, at the physiological temperature (T = 310 K) and atmospheric pressure (P = 1.00 atm).
CHARMM22/27 [65,66] all-atom force-field was used, along with the TIP3P water model [65,68],
and the runs were done using the NAMD version 2.7 (2.8 for last stages of the folding simulation)
[71]. The unfolded structure, which was used as the starting point for the folding simulation, is
shown in figure 4.2.
The unfolded structure of the HHC-36 peptide was chosen as the starting point for the folding
simulations as it would leave less bias toward some initial structure for the peptide (which would
then require extra time for unfolding, in case the initial structure was much different from the
final correct fold). Furthermore, giving the peptide chain some initial positive potential energy (by
starting from a stretched, unfolded structure) might have aided the progress toward the final folded
structure.
After evolving the unfolded structure of the peptide for about 610 ns, we looked at a number
of structural characteristics of the peptide over the last 60 ns of the run, to determine whether the
peptide has reached some stable (or possibly, meta-stable) configuration. Molecular dynamics simulations of comparable time-length (∼ 1 µs) have been reported for obtaining the whole folding
pathway of small peptides or proteins [106, 107]. In a molecular dynamics study of the folding
pathways of 12 structurally diverse protein domains, with known 3D structures and lengths ranging
from 10 to 80 amino acids, an average folding time of 0.6 µs was found for the chignolin, a peptide
consisting of 10 amino acids [108]. Although the total simulation time we invested in finding the
folded structure of HHC-36 just matches that average time, we will see below that different average
structural characteristics of the obtained final structure strongly suggest that we have obtained the
configuration corresponding to natural state of the HHC-36 peptide in bulk water (with physiolog-
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ical salt concentration). Studies on arginine- and tryptophan-rich cationic antimicrobial peptides
have shown that such peptides often do not assume a strict secondary structure in water, but rather
exhibit a flexible turn structure [21,109]. Based on this, and also on our observations from a longer
simulation trajectory of the peptide structure, initiated from the final microstate obtained from the
∼600 ns trajectory mentioned above, we will see that the HHC-36 peptide also exhibits a flexible
turn structure.

RMSD Measurements for the Average Structure of the Peptide
When studying the folding pathway of a peptide or protein with known structure, an important measure for the convergence of the simulated structure to the known structure is the root mean square
deviation (RMSD) of the obtained structure from the known, or reference structure. An RMSD
value of about 2 Å over the final portions of the simulation interval is usually taken as the evidence
for convergence to the pre-determined structure. In the case of the HHC-36 peptide, as we do not
have a priori knowledge of the correct structure of the peptide (or of whether there is a definite
unique structure), we can only use RMSD calculations for determining the internal convergence of
the peptide structure, as it evolves along the simulation trajectory. In other words, taking the final
portion of the simulation trajectory (in our case, the last 50 ns of the whole 600 ns), we can find the
average structure of the peptide over that range, and then determine the RMSD from that average
structure over the chosen interval. Considering the relatively extended side-chains of the HHC-36
peptide, and expecting that those side-chains would probably have considerable mobility in the
final structure, we take only the backbone structure of the peptide for this calculation: over the last
50 ns of the trajectory, an average structure has been obtained for the backbone of the peptide. To
do this, first the trajectory of the successive peptide structures over the last 60 ns of the simulation
is taken, and in every frame the backbone of the peptide structure is fitted with the backbone of the
first frame of this interval (with a mass weighted scheme). This generates a new trajectory in which
the backbone of the peptide structure in all the frames has the minimum (mass-weighted) RMSD
from the very first frame.
This trajectory is then used to calculate an average structure: an average is taken of the peptide
structure over all these frames, generating a single frame. The overall shape of this structure may
not be of any physical relevance, if the peptide’s backbone is not more or less stable over the
taken time interval. A second fitting procedure is then performed, during which the backbone of
the peptide in each frame of the previously fitted trajectory is now fitted to the backbone of this
calculated average structure, again with the fitting process being weighted by masses of the atoms
in the backbone. This will generate a third trajectory. Notice that the peptide structure is not altered
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Figure 4.3: Root-mean-square deviation of the HHC-36 peptide backbone from the average structure, calculated over the last 50 nanoseconds of the total of 600 nanoseconds of simulation time.
The RMSD shown in (a) is unweighted, i.e., all atoms contribute equally according to their relative
locations, whereas in (b) the calculation is weighted by mass, meaning that heavier atoms make
higher contribution to the calculated RMSD. The red curve in both graph is the moving average for
the corresponding data set.

in any of the processed trajectories, and it is only moved and oriented in such a way that minimizes
the mass weighted RMSD from the peptide backbone in the reference frame.
Finally, the root mean square deviation (RMSD) of the positions of atoms in the backbone of
the peptide in each frame of this third trajectory (as compared with the backbone of the calculated
average structure) is calculated, according to the following relation:
s
RM SD =

PN

i=1

wi (~
ri (t) − r~i (ref erence))2
.
N

(4.1)

This RMSD calculation is done once with equal weights (wi = 1 for all i) and once with wi
assigned according to the mass of each atom, hence a mass-weighted RMSD. The results can be
seen in figure 4.3, where the unweighted RMSD is shown in (a) and the weighted-by-mass one in
(b). Hardly any difference can be observed between these two, and the major observation made
from both graphs is that the RMSD value stays around or below 2 Å for the most part.
Having a small enough value of RMSD over the last portion of a simulation run is just one of
the many criteria for convergence to a final, natural fold. As mentioned before, this check should
best be performed using an experimentally determined structure, which we did not have for the
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HHC-36 peptide. But a relatively small value of RMSD from the average structure can at least
suggest that the simulation has settled to some stable configuration of the peptide.

4.1.1

Searching for hydrogen bonds

Assuming that the obtained structure is close enough to the natural fold of the peptide, next we look
at the distribution of distances between the oxygen atom in the carbonyl group of each amino acid
and the hydrogen atom in the amino groups of the other amino acids along the HHC-36 peptide
chain.
For this calculation, we consider a 1.48 µs trajectory, initiated from the final configuration obtained from the ∼ 600 ns trajectory mentioned before. Together, these provide over 2 microseconds
worth of folding simulation for the peptide. We divide this whole trajectory into the ∼600 ns initial
part discussed above, and the 1.48 µs part, which we consider below.
Over the whole 1.48 µs of simulation, we monitor the O-H distances (between the oxygen atom
of carbonyl group of each amino acid and the hydrogen atoms of the amide groups of the other
amino acids), and establish the distribution of radial distances for all pairs that might possibly form
hydrogen bonds. For example, the distance between the oxygen atom of carbonyl group of the ith
amino acid and the hydrogen atom of the amide group of the (i + 1)th amino acid is not considered,
as adjacent amino acids in the peptide sequence are not likely to form H-bonds.
The probability distributions given in figures 4.4, 4.5 and 4.6, enable us to monitor all possible
traces of hydrogen bond formation in the backbone of the peptide. It can be seen in those figures,
that most pairs of residues either do not engage in hydrogen bonding, or do so very infrequently. A
strong trace of H-bond formation is associated with a strong peak in the radial distance probability
distributions, which has its maximum between ∼2 Å and ∼ 3 Å. A close investigation of figures
4.4, 4.5 and 4.6 reveals two major trends of H-bonds inside the peptide. The first trend is seen as Hbond formation between residues i(O)–(i + 4)(H), which specifies α-turn structures in the peptide
when the H-bonds occur alone (only among one pair of residues) or a short α-helix structure, when
three or more such bonds occur beside each other along the peptide sequence. Specifically, we can
observe peaks between ∼2 Å and ∼ 3 Å in the probability distributions for 1(O)-5(H), 2(O)-6(H),
3(O)-7(H) and 4(O)-8(H) pairs, exhibiting a roughly increasing trend from 1(O)-5(H) to 4(O)-8(H)
pairs, but then disappears for the 5(O)-9(H) pair. The latter effect can be understood by the fact
that the fifth (lysine) and ninth (arginine) residues are both cationic and thus exert considerable
electrostatic repulsion on each-other. The collective effect of H-bond formation among 1(O)-5(H),
2(O)-6(H), 3(O)-7(H) and 4(O)-8(H) pairs can nevertheless grow so strong that the peptide nearly
assumes α-helical shape for intervals as long as ∼200 ns during the simulation, but this structure is
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nevertheless not strong enough to remain for longer periods.
The other trend, is the series of peaks observed at short distances (∼2 Å to ∼3 Å) for the series
of i(O)-(i + 3)(H) pairs, i.e., between the 3(O)-6(H), 4(O)-7(H), 5(O)-8(H) and 6(O)-9(H) pairs,
each specifying a β-turn. The peaks corresponding to H-bond formation are wider for this series
of pairs, than for the α-turn-forming pairs, just mentioned, and the strength of these peaks also
decreases at the 6(O)-9(H) pair.
It is instructive to observe the competition/coexistence of the two sets of turn structures within
the peptide structure, over time. Such an observation can be made using figure 4.7, wherein the
(O)-(H) distance among the prominent pairs involved in turn-formation in the peptide structure is
plotted against simulation time. It can be seen in figure 4.7 that for both sets of turn-formers, the
H-bonds near the middle of the peptide are stronger and occur more often. It also seems (e.g., based
on the 700 ns to 950 ns interval), that although there is some competition between and inside the
two families of turn-forming H-bonds, most of them can co-exist for periods of over 100 ns.
H-bonds contributing to formation of β-turns seem to be less frequently occurring in the structure of the HHC-36 peptide in water. Nevertheless, traces of both effects are visible in Ramachandran plots for different residues of this peptide. This can be seen in the Ramachandran plots of the
peptide-structure, in figure 4.8 upon comparing with the dihedral angles patterns for types I and
VIII β-turns [110], and α-helices [111], shown in figure 4.9. One can see that traces of type VIII
β-turns are common in these figures, e.g. between residues 1 and 4, which implies dihedral angles
values around (-60,-30) for the 2nd residue, and around (-120,120) for the 3rd residue, which can
be clearly observed in the Ramachandran plots for these residues, in figure 4.8. Weaker traces of
type I β-turns are also detectable, e.g., between residues 5 and 8, or residues 3 and 6. The relative
strength of β-turn traces in the Ramachandran plots can be correlated with relative frequencies of
occurrence of the H-bonds responsible for formation of each of those turns.
As can be seen in figure 4.9, (Φ,Ψ) patterns for α-structure (be it a turn or a helix) overlap with
those for β-turns. This makes it difficult to separate the traces of the two kinds of turns, which is
similar and closely related to the difficulty in understanding the time-evolution of the peptide from
observing the formation and breakage of H-bonds among its residues.
Altogether, we can conclude that the HHC-36 peptide is not too different in structural behavior from many other tryptophan- and arginine-rich cationic antimicrobial peptides, studied before [109]. The peptide changes structure dynamically between different α- and β-turn rich structures, and the two turn structures can coexist for relatively long (&100 ns) time intervals. Despite
that, a competition does occur between the two turn structures, and neither one seems to be able to
completely defeat the other and dominate the structure for extended (& µs) periods. We can thus
confidently use the structure of the peptide as obtained from ∼ 600 ns refolding simulations, in our
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peptide-membrane simulations, when we spend at least a few hundred nanoseconds of simulation
time in the latter series of studies.

4.2

Rotational autocorrelations of the HHC-36 peptide

We wish to get an estimate of the time it takes for the peptide to decorrelate from its orientation at a
given instant of time. In simple terms, such an estimation gives us a measure of the time interval it
takes for the peptide to forget about its orientation at an earlier instant in time. Such an estimate is
essential for designing the peptide-membrane simulations in the next chapter, as proper sampling
of the configurations of the peptide-membrane system requires (among other things) sampling over
various orientations of the peptide. One then needs to know how fast such configurations change
over time, so that sufficiently long samplings can be performed to obtain reliable averages.
When a rigid object, such as a carbon nanotube, is studied for its rotational autocorrelations in
an aqueous medium, one can simply record the time-evolution of orientations of the symmetry axes
of the object, and then invoke the relation
C(τ ) = hu(t).u(t + τ )i,

(4.2)

where C(τ ) denotes the rotational autocorrelation function of the object under study, and u(t)
represents the normalized, time-dependent orientation vector of that object. For a fairly rigid object,
one would expect C(τ ) to smoothly decay to zero over some finite time interval T , from its original
value of 1 at τ = 0. The time interval T is then a measure of the rotational relaxation time of the
object (molecule) under study. An example of such a study is given in figure 4.10, where C(τ ) is
calculated for a small singe-walled carbon nanotube (m = n = 2) of length ≈ 11 Å along its axial
direction. The autocorrelation function C(τ ) has been calculated for orientations of the symmetry
axis of this molecule (the vector along the molecule axis), over a 108.685 ns long simulation, where
the nanotube molecule has been allowed to move and rotate freely in a nearly cubical waterbox of
side size ∼ 50 Å composed of 3895 TIP3P water molecules [68], at 310 K and P = 1.00 atm
(simulation was performed using NAMD, version 2.8 [71], and CHARMM27 force-field [66]). It
can be seen in figure 4.10 that C(τ ) for this molecule decays smoothly to zero within 1 nanosecond,
and fluctuates around zero thereafter. The rotational autocorrelation time of this molecule at the
given conditions in water is thus estimated to be ∼ 1 ns.
When one attempts to perform a similar study of the rotational autocorrelation function of the
HHC-36 molecule, the unstable shape of the molecule complicates the calculations. A single, internally fixed axis can not be well defined within the HHC-36 peptide, such that its orientation over
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time can be used toward quantifying the rotational autocorrelations of this peptide. Nevertheless,
we calculated the rotational autocorrelation functions for the three principal axes of the molecule,
using the 1.48 µs trajectory mentioned earlier. To this end, the principal axes of the molecule have
been calculated for each frame of this trajectory, and their normalized value have been used to
evaluate equation (4.2) over the given trajectory, as given in figure 4.11. Although each of these
functions goes to some finite value after a short interval (<10 ns), none of them approaches zero.
Rather, they stay at a very stable average value after the initial decay from their initial value of
1. The rate of initial decrease of these functions to their stable values can not be used confidently
as a measure of the rotational autocorrelation time of the molecule, as the functions never even
approach zero.
We thus take a more conservative approach, and attempt to use the most stable (secondary)
structural features of the HHC-36 molecule to estimate its rotational autocorrelation time. In figure
4.12, a few rotational autocorrelation functions have been plotted together, for the axes connecting
the O-H pairs (between carbonyl and amino groups) in the backbone of the HHC-36 peptide. These
autocorrelations are calculated over the same 1.48 µs trajectory discussed before. Some of these
pairs are strong participants in formation of H-bonds in the molecule, and are thus generally very
stable in mutual distance, while others are often more remote from each other. One might thus
expect to obtain different autocorrelation times when using the axial vectors connecting various
such pairs. We can see, nevertheless, that the rotational autocorrelation functions for all of these
(normalized) vectors behave very similarly, and all decay to zero over periods of about 10 ns. We
use this value as an upper estimate for the rotational autocorrelation time of the HHC-36 molecule
in bulk water, when we design our peptide-membrane simulations in the next chapter.
Trivial as it may sound, we shall note that for the same reason that finding the rotational autocorrelation function of the HHC-36 peptide is difficult, namely, the flexible structure of this peptide,
one can not easily attempt to perform an orientation-dependent study of the peptide-membrane interactions. Because of the non-rigid secondary structure of this peptide, defining its orientation
over time is challenging, if not impossible. We therefore set our goal to perform an orientationindependent study of the peptide-membrane interactions in the next chapter, where enough sampling time will be spent to ensure proper averaging will be performed over orientations of the
peptide at each section along the reaction path.
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Figure 4.4: (1 of 3) Probability distributions of O-H pairs within the HHC-36 peptide, during a
1.48 µs molecular dynamics simulation at 310 K.
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Figure 4.5: (2 of 3) Probability distributions of O-H pairs within the HHC-36 peptide, during a
1.48 µs molecular dynamics simulation at 310 K.
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Figure 4.6: (3 of 3) Probability distributions of O-H pairs within the HHC-36 peptide, during a
1.48 µs molecular dynamics simulation at 310 K.
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Figure 4.7: Time-evolution of the O-H distance among α-turn-forming (a) and β-turn-forming (b)
pairs in the structure of the HHC-36 peptide, over a 1.48 µs molecular dynamics simulation at
310 K. It can be seen that the two sets of H-bonds (and their associated turns) form and break
repeatedly over the simulation time, but formation of α-turns and β-turns are not strictly exclusive,
i.e., the two kinds of turns can co-exist within the peptide structure. The picture on the right hand
side of (a) shows a snapshot of the peptide’s structure during the 700 ns to 950 ns interval, when
a nearly completely α-helical structure is temporarily formed. Two pairs of the H-bond forming
atoms involved in creation of this structure are enlarged and labeled for clarity.
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Figure 4.8: Ramachandran plots obtained for all nine residues of the HHC-36 peptide, obtained for
the 1.48 µs of peptide refolding simulation. Each point on each graph represents the average value
of Φ and Ψ angles during a 5 ns period of the simulation.
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Figure 4.9: Patterns of dihedral angles values for types I and VIII β-turns, [110] and α-helices
[111]. Patterns for other types of β-turn [110] are not seen in Ramachandran plots of the HHC36 peptide (figure 4.8), and we have thus did not show their patterns here. When type I and VIII
β-turns occur between residues i and (i + 3), the (Φ,Ψ) angles for the (i + 1) residue are around
(-60,-30) and go to (-90, 0) and (-120,120) for (i + 2) residue, in types I and VIII, respectively.
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Figure 4.10: Rotational autocorrelation function for the axial vector of a single-walled carbon
nanotube of length ≈11 Å in water, at T = 310 K and P = 1.00 atm. Further simulation details are
given in the text. A snapshot of the molecule shape is given in the inset.
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Figure 4.11: Rotational autocorrelation functions, as calculated using equation (4.2), for the three
principal axes of the HHC-36 peptide, during the 1.48 µs trajectory discussed in the text. It can be
seen that the values do not approach zero, but rather fluctuate around a non-zero value for extended
simulation times.
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Figure 4.12: Rotational autocorrelation functions calculated using equation (4.2), for the axes connecting some of the O(carbonyl)-H(amino) pairs in the HHC-36 molecule structure, over the 1.48
µs trajectory discussed in the text. Some of these pairs (e.g., the 4(O)-8(H) pair) are strong H-bond
formers, while others (e.g. the 1(O)-9(H) pair) are not. We can see that the autocorrelation functions for all of these pairs nevertheless behave very similarly and decay to zero over an interval of
about 10 ns.
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Chapter 5
Interaction of HHC-36 Peptide with Model
Membranes
The progress of physical processes in thermal many-body systems is governed by free energy:
processes generally tend to progress in the direction that minimizes the free energy of the system.
This can be expressed, at a finer level, in terms of entropy and enthalpy of the system, saying that
the general progress of physical processes in a many body system tends to collectively minimize
the enthalpy and maximize the entropy of the system. The delicate interplay between the latter two
quantities is a priori unknown, and can only be established from a knowledge of the change in free
energy of the system through the process under study, together with some further thermodynamical
information about the system (discussed below).
We use the determining role of free energy in dictating the average behavior of the system, as
our guide in studying the interaction of HHC-36 peptide with various model membranes, using
all-atom molecular dynamics simulations. Our starting point will be putting together the structural
information that we learned from peptide-in-bulk-water simulations, with (in each case) a phospholipid model membrane. The system will then be equilibrated under NPT conditions to get ready for
the production (data collection) run. During the production run, the system will be steered using
a simple FR scheme, wherein the membrane patch is held fixed in place with a strong restraining
harmonic potential, and the peptide is moved toward the membrane surface and away from it repeatedly. Non-equilibrium external work that we perform on the system is recorded and is used
subsequently to extract the change in free energy of the system as a function of the normal distance
between the centers of masses of the peptide and the membrane, using the FR method [53], discussed in earlier chapters. The first sets of simulations are performed at the biological temperature
of 310 K, which enables extraction and comparison of the free energy profiles for adsorption of the
85
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peptide to three various membranes under study. As informative as such a comparison is, it still can
not tell us about separate enthalpy and entropy contributions to the process. We wish also to obtain
an entropy-enthalpy decomposition of those PMFs, which can provide much more insight into the
mechanism of interaction and selectivity of the peptide. Such decompositions can be performed
using the relation
∂G(z, T )
S=−
,
H = G + T S,
(5.1)
∂T
wherein S denotes the entropy of the system (relative to an arbitrarily chosen reference value), G
is the Gibbs free energy of the system (whose change equals that of the PMF, in our NPT systems),
and H stands for the enthalpy of the system.
To estimate the temperature derivative in equation (5.1) at T = 310 K, we need the value of G
in at least two temperatures, one being T = 310 K and the other at a close temperature T + δT , so
)
by G(z,T +δTδT)−G(z,T ) . The error in such estimation of the
that we approximate the derivative ∂G(z,T
∂T
)
the derivative will be proportional to δT . A better estimation of ∂G(z,T
can be obtained through
∂T
use of the value of G at T + δT and T − δT , and using the relation
S=−

∂G(z, T )
G(z, T + δT ) − G(z, T − δT )
≈−
,
∂T
2 × δT

(5.2)

)
with error proportional to (δT )2 . We wish to use the approxiwhich gives an estimation of ∂G(z,T
∂T
mation in equation (5.2) to calculate the temperature derivative of G, and this requires a knowledge
of G at three different temperatures: at T = 310 K , 310+δT and 310-δT. The values of G at 310+δT
)
and 310-δT are used (for each z) to estimate ∂G(z,T
and hence to obtain the entropy of the interac∂T
tion, and then enthalpy of the reaction is also obtained through H = G + T.S, using the value of G
at 310 K. This gives a complete energy picture of the peptide-membrane interaction at 310 K.

We chose a δT of 15 K to use in equation (5.2). HHC-36-membrane simulations should thus be
performed at temperatures of 295 K, 310 K and 325 K, to obtain the PMFs at these temperatures.

5.1

Choice of membrane types, and the general plan for computer experiments

The HHC-36 peptide is already established as a strong antimicrobial peptide, effective against
strains of multidrug resistant infectious bacteria, such as Pseudomonas aeruginosa and Staphylococcus aureus. It has also been shown to produce minimal hemolysis within a broad peptide
concentration range of 4.4 to 251 µM [12]. Our goal here is thus to shed some light on the physical
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aspects of this peptide’s activity and selectivity, through quantifying the energetics of its interaction
with the membrane of infectious bacteria, as well as with those of eukaryotic cell membranes.
Three different phospholipid membrane structures are prepared and used in this study: one
(POPC) mimicking the characteristics of phospholipid portion of mammalian cell membranes, and
the other two (3:1 ratios of POPC to POPG and POPE to POPG) have closer similarity to the
phospholipid portion of the membrane of target bacteria. Bacterial cell membranes are known to
be highly active and sophisticated complexes, consisting not only of lipids and cholesterol, but
also of numerous types of proteins with various structural and functional responsibilities. Furthermore, many infectious bacteria species are gram-negative (e.g. Escherichia coli and Salmonella);
these have a complex outer membrane, enveloping the cell’s inner membrane, better known as the
cytoplasmic membrane.
In choosing the model membrane for studying peptide-membrane interactions, the innate complexity of both the target bacteria and host cells should be considered. Cationic antimicrobial
peptides (CAMPs) are known to be able to pass through the outer membrane, through a process
termed “self-promoted uptake” [112, 113], aside from the simple diffusion process. This discovery has vastly simplified the task of studying the peptide-membrane problem for these peptides
against gram negative bacteria. One can then focus on studying the interaction of the peptide with
cytoplasmic membrane of either gram-positive or gram-negative bacteria.
Three major mechanisms have been proposed for antimicrobial activity of cationic peptides
[114, 115]. The outer surface of the cytoplasmic bacterial membranes are typically rich in anionic
phospholipid headgroups. Electrostatic attraction thus triggers the antimicrobial activity, when
the cationic peptide is attracted to, and possibly accumulated on the membrane surface. After
this adsorption stage, the peptide might cause a displacement of the phospholipids by covering a
substantial portion of the membrane (better known as carpeting), a change in membrane structure
(e.g., membrane thinning via lateral alignment of many peptides on the membrane surface), or in
some cases, even formation of a pore in the membrane, e.g., in a barrel stave architecture. These
mechanisms are collectively called the Shai-Matsuzaki-Huang model [116–118].
Each of these scenarios can fatally disturb the metabolism and physical integrity of the target
cell, sometimes even leading to its complete disruption. Noting that all these mechanisms involve
the peptide’s interaction with phospholipid headgroups, we can safely simplify the problem even
further, focusing only on peptide-phospholipid membrane interactions. Even in cases where the
peptide makes its way into the cell and disturbs cell’s metabolism (e.g., through inhibiting enzymatic activity [115]), membrane adsorption/absorption precedes cell insertion and should therefore
be studied carefully first.
As already mentioned, the phospholipid membrane composition of infectious bacteria differs
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significantly from that of eukaryotic cells. Lipid content of the membrane of eukaryotic cells consists mostly of zwitterionic phospholipids, with smaller molar fractions of other ingredients, such as
cholesterol and cardiolipin. The cytoplasmic membrane of bacteria, on the other hand, is often rich
in anionic phospholipids: strains of methicillin-resistant Staphylococcus aureus (a gram-positive
bacterium) contain about 70 - 85% of the negatively charged phospholipid phosphatidylglycerol
(PG) in their total phospholipid content [119]. Phosphatidylglycerol also comprises 18% of the
phospholipid content of the inner membrane of Salmonella typhimurium, and 19% of that of Escherichia coli (both being gram-negative), with the major phospholipid component in both cases
being phosphatidylethanolamine (PE), which makes about 75% of the phospholipid content of the
membrane of Salmonella typhimurium, and 69% in case of Escherichia coli [120]. In E. coli, these
percentages have been shown to vary with temperature for the inner membrane. PG mole percentage varies between 19 and 21%, and PE mole percentage varies between 72 and 75%, when
temperature is changed between 17 ◦ C and 37 ◦ C [121].
Phosphatidylcholine (PC) is the major phospholipid component of mammalian erythrocytes. It
makes up about 30% of the phospholipid content of the human erythrocyte membrane [122, 123],
but its distribution is not symmetric between inner and outer leaflets: the outer leaflet has about
45% PC content among its phospholipids, while the inner leaflet has only 14% [123].
A model membrane made entirely of PC would thus be an adequate choice to mimic mammalian
red blood cell membranes for the sake of studying peptide-membrane interactions, while a 3:1
ratio of PE to PG seems appropriate for mimicking the phospholipid portion of the cytoplasmic
membrane of many of the prominent infectious bacteria [124]. A 3:1 ratio of PC to PG will be used
as a test system to represent a mixed or intermediate behaviour between bacterial and erythrocyte
phospholipid membranes. We have picked these three different combinations of phospholipids
for studying and comparing the interaction of the HHC-36 peptide with mammalian and bacterial
membranes.
After preparing the equilibrated peptide-membrane boxes in each case, we apply the steered
molecular dynamics methods discussed in previous chapters to extract the external work for adsorption of the peptide to the membrane. We then employ the FR method [53] to the resulting
work values, in the fashion presented in Chapter 3, to extract the free energy profiles of the peptidemembrane interaction. These profiles will be found as a function of the normal distance between
the position of the centres of mass of the peptide and the membrane under study in each case. An
orientation-dependent study, i.e., finding the PMF as a function of the peptide orientation at different distances from the membrane, seems neither possible nor informative, considering the unstable
structure observed for the peptide under study.
A comparison of the PMF profiles for the peptide against three different model membranes
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will give us a better physical understanding of why the peptide is more likely to attack bacterial
membranes, while being non-hostile to mammalian cells.

5.2

Building and equilibrating the membrane bilayers

In general, two approaches can be taken for building a peptide-membrane simulation box. The
easiest way is to put everything (peptide, membrane patch, water and ions) together and equilibrate
them for long enough a time, so that the geometrical and energy parameters of the system settle
to an equilibrated value. The problem with this approach is that fluctuations of the simulation box
during the equilibration may impact the structure of the peptide. Although, as we have seen in the
previous chapter, this is not much of a concern in case of the HHC-36 peptide (as its structure will
change rather often, even in most stable simulation boxes), still one needs to keep the peptide in
place with a restraining force while the membrane is fluctuating in area and thickness. We take a
second approach, which is to introduce the peptide molecule to the peptide-membrane simulation
box after the membrane has already been equilibrated. We equilibrated the membrane patches
(pure POPC, and 3:1 mixtures of POPC/POPG and POPE/POPG) and then introduced the HHC-36
molecule, with an appropriate extra number of water molecules and ions above the equilibrated
membrane patch, and equilibrated the resultant system further, to achieve equilibrated initial states
for the production runs. One benefit of this two-stage equilibration is that we can use a flexible box
size in the first stage and let the membrane find its proper dimensions under the applied pressure
(1 atm) and temperature, while a fixed box area (in the dimensions parallel to the surface of the
membrane) can be used in the second stage.

5.2.1

Preparation of the POPC membrane patch

128 molecules of the 1-palmitoyl-2-oleoyl-sn-glycero-3-phosphocholine (POPC) have been put
together in a bilayer patch of 64 phospholipid molecules per leaflet, using the CHARMM-GUI
membrane builder [92, 93]. 4666 water molecules (TIP3P [68]) have been used to make a hydration layers on top and bottom of the membrane patch surface. 12 sodium and 12 chloride ions have
been used to make a salt concentration close to the 0.150 M concentration, which is typical in physiological environments. Initial dimensions of the box, containing the membrane patch (thickness
of the membrane being along the z-direction) have been 84.87 Å, 88.39 Å and 70.00 Å along the
x, y, and z directions, respectively.
Due to overlaps between atoms in the initial structure that made the whole simulation box very
unstable, three stages of equilibration were done at low temperatures, before the box was ready to be
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Figure 5.1: Change in surface area of the POPC membrane patch over time, at 310 K. Values are
plotted every 0.5 ns, and standard deviations are too small to be visible on the graph, except for the
first few nanoseconds of the simulation.

equilibrated at the target physiological temperature of 310 K: after an initial minimization for 10000
steps, the box was first run under NPT conditions with atmospheric pressure at the temperature of
50 K for 1 ns, with a time-step of 1 fs. Next, the box was run for another 0.2 ns at 100 K (also
with a time-step of 1 fs), and then for another 0.2 ns at 200 K (time-step of 1 fs). At this stage
the box became stable enough to be run at 310 K, and we equilibrated it for a total of over 50 ns
at 310 K, under atmospheric pressure. The initial membrane patch equilibrations were performed
using the CHARMM-27 all-atom force-field [66], but CHARMM-27 [66] and CHARMM-36 [67]
force-fields were used later for equilibrating the peptide-membrane box and for the production runs.
All of the POPC membrane box minimization and equilibration stages have been performed using
NAMD [71] version 2.7.
A good metric for determining whether the system has reached equilibrium is the dimensions
of the membrane patch, as it fluctuates and eventually settles to a final stable value. Convergence
of the surface area of the membrane patch can be seen in figure 5.1, for the whole length of the last
stage of equilibration, when temperature was held at 310 K. As can be seen in figure 5.1, during the
second half of this simulation interval, surface area of the POPC membrane patch is fairly stable.
Over the last 20 ns of the shown interval, the surface area has an average value of 3704.38±43.68
Å2 corresponding to and average area per head-group of 57.88±0.68 Å2 . Unfortunately, this value
is not in agreement with the experimentally measured value of 68.3 Å2 [125] (at 30 ◦ C), but appears
to be the value consistent with the force field used.
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Figure 5.2: Change in surface area of the POPE-POPG membrane patch over time, at 310 K. Values
are plotted every 0.5 ns, and standard deviations are too small to be visible on the graph, except for
the first few nanoseconds of the simulation.

5.2.2

Preparation of the mixed POPE/POPG membrane patch

A 3:1 mixture of palmitoyloleoyl-phosphatidylethanolamine (POPE) to palmitoyloleoylphosphatidylglycerol (POPG) molecules has been built, using 32 POPG and 96 POPE molecules, with 48 POPE
and 16 POPG molecules in each leaflet. This membrane patch was also built using the CHARMMGUI membrane builder [92, 93] and hydrated with layers of TIP3P [68] water molecules on its top
and bottom interfaces. 7204 TIP3P water molecules have been used for this purpose, together with
35 sodium and 3 chloride ions to make a near-physiological salt concentration (∼ 0.150 M), while
rendering the whole simulation box electrostatically neutral (each POPG headgroup has one unit of
negative charge, thus we need 32 more sodium ions than chloride ions, to compensate the negative
charge of POPG headgroups). Before running the equilibration, the box had the initial dimensions
of 89.71 Å, 89.30 Å and 81.50 Å along the x, y, and z directions, respectively, with membrane
patch in between (thickness of the membrane being along the z-direction) and layers of water on
its top and bottom. This system behaved more smoothly than the POPC system described above,
so we were able to equilibrate it directly at 310 K, without the need for initial minimization or
equilibration at lower temperatures or with smaller (<2 fs) time-steps.
The resultant system was then equilibrated for a total of 49.1 ns under NPT conditions (P =
1.00 atm, T = 310 K), using a time-step of 2 fs with the CHARMM-27 all-atom force-field [66],
but CHARMM-27 [66] and CHARMM-36 [67] force-fields were used later for equilibrating the
peptide-membrane box and for the production runs. The equilibration simulations were done using
NAMD [71] version 2.7.
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As can be seen in figure 5.2 during the second half of this simulation interval, surface area of the
membrane patch is very stable. Over the last 20 ns of the simulation, the surface area has an average
value of 3426.37±33.37 Å2 corresponding to an average area per head-group of 53.54±0.52 Å2 .
This value is consistent with the experimentally measured value of ∼66 Å2 for pure POPG at 30
◦
C [126]: when we consider an experimental value of 51.2 Å2 for the headgroup area of DLPE
(at 35◦ C) [127], which is also a phosphatidylethanolamine, a linear approximation gives a value
of 54.9 Å2 for the average headgroup area in a membrane made 25% of POPG and 75% of POPE
molecules, which is only 2.47% different from the value of 53.54 Å2 we obtained.

5.2.3

Preparation of the mixed POPC/POPG membrane patch

A 3:1 mixture of POPC to POPG molecules has been built, using 32 POPG and 96 POPC molecules,
with 48 POPC and 16 POPG molecules in each leaflet. The building and subsequent equilibration of
this system follow the same procedure as described above for the other two membrane patches: the
CHARMM-GUI membrane builder [92, 93] was used, and the membrane patch was hydrated with
layers of TIP3P [68] water molecules on its top and bottom interfaces with 7273 water molecules.
36 sodium and 4 chloride ions were added to the system, to make a near-physiological salt concentration (∼ 0.150 M), while rendering the whole simulation box electrostatically neutral. The
box had the initial dimensions of 81.94 Å, 83.33 Å and 90.00 Å along the x, y, and z directions,
respectively, with thickness of the membrane patch being along the z-direction and layers of water
on its top and bottom.
The resultant system was minimized for 4000 steps and then equilibrated for a total of 71.7
ns under NPT conditions (P = 1.00 atm, T = 310 K). A time-step of 1 fs was used during the
first 10 ns of the runs, but we could then safely use a time-step of 2 fs for the next stages. The
CHARMM-27 all-atom force-field [66] was used for these minimization and equilibration stages,
but CHARMM-27 [66] and CHARMM-36 [67] force-fields were used later for equilibrating the
peptide-membrane box and for the production runs. The equilibration simulations were done using
NAMD [71] versions 2.7 and 2.8.
Change in surface area of this membrane patch over the simulation time is shown in figure 5.3,
and again, it can be seen that the surface area drops rather quickly from its initial value of 8055
Å2 to a plateau. Over the last 40 ns of the simulation, the surface area has an average value of
3840±54.03 Å2 corresponding to an average area per head-group of 60.0±0.84 Å2 . This does not
match very well with the experimentally measured value of ∼66 Å2 for POPG at 30 ◦ C [126] and
68.3 Å2 for POPC [125] (at 30 ◦ C), if one assumes a linear scaling of the surface area parameters
in the mixture. A linear scaling of the average surface area per lipid for the 3:1 mixture of POPC
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Figure 5.3: Change in surface area of the POPC-POPG membrane patch over time, at 310 K. Values
are plotted every 0.5 ns, and standard deviations are too small to be visible on the graph, except for
the first few nanoseconds of the simulation.
and POPG, gives a value of 67.7 Å2 , 11.4% different from our measured value in the simulations.

5.3

Interaction of HHC-36 with model membranes

The last frames (i.e., coor file, generated by NAMD [71]) from our membrane patch equilibrations,
as described in the last section, were each merged with another water-box (using the mergestructs
plugin in VMD [128]), containing a 0.15 M NaCl water solution, surrounding a single HHC-36
molecule.

5.3.1

Choice of the initial peptide structure for peptide-membrane simulations

The HHC-36 structure used in our peptide-membrane simulations was taken from the last frame of
a series of re-folding simulations, with a total of ∼ 600 ns simulation time. We continued running
the re-folding simulations (in parallel with our peptide-membrane simulations) for over 1 µs after
the initial 600 ns, to further study the peptide’s structural changes over time, but the initial 600 ns
was long enough to give us a reliable structure to use in peptide-membrane simulations, as traces of
a β-turn structure had already emerged and were stable over the last ∼10% of the 600 ns simulation
time. This turn structure was later observed to compete with an other α-turn motif (see Chapter
4), and no single stable structure for HHC-36 in water was found, but rather two competing turn
structures were observed, with the peptide structure switching between the two over time-scales of
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∼ 100 ns. This finding justified our use of the structure obtained after the initial 600 ns re-folding
run, especially considering that the peptide structure was subject to structural changes due to a
different origin, when put in vicinity of different model membranes. This can be seen (at the end of
this chapter) in figure 5.12, where probability distributions are shown for the major H-bond formers
(i.e. the 4(O)–8(H) and 6(O)–9(H) pairs, as discussed in Chapter 4).
Considering the time-scale of ∼ 100 ns for the peptide’s structural changes, we can be confident
about our use of the initial HHC-36 structure for the peptide-membrane simulations. Secondary
structure of this peptide changes rather rapidly over time, and our peptide-membrane simulations
are long enough to let a few such changes occur. This way, we need not worry about how our initial
choice might affect the PMFs we obtain from these runs.

5.3.2

Preparation of the peptide-membrane boxes

An instance of the HHC-36 molecule, as described above, was taken and an ionized (0.15 M NaCl)
and electrostatically neutralized water box was built around it. This box was merged in each case
with the equilibrated box containing the membrane patch made of 128 phospholipid molecules. The
membrane patches were the POPC, POPC/POPG and POPE/POPG combinations, as discussed in
the last section. In table 5.1 we provide the characteristics of the resultant peptide-membrane boxes
constructed in the fashion just described, together with the equilibration time spent on each box,
before producing the initial states for the production runs. The coordinates of the system were
originally shifted such that the center of mass of each membrane patch be at the origin of the
coordinate system. During all equilibration stages of the peptide-membrane boxes, and for all of
the temperatures simulated, the center of mass of the peptide was restrained to remain around (0, 0,
55 Å), while the z-coordinate of the center of mass of the membrane was also restrained to remain
close to zero. No external lateral force was applied to the membrane during any of the simulations
(equilibration and production runs alike). The membranes’ x and y coordinates were thus free to
fluctuate through interaction with other contents of the simulation box, but these fluctuations (in
either x and y direction) never exceeded 2 Å. The surface area of the membrane (parallel to the x-y
plane) was nevertheless held fixed during the peptide-membrane equilibration runs (except for final
equilibration of the POPC box, as this phospholipid proved to require the longest equilibration
times) and the final production runs, to preserve the equilibrated dimensions of the membrane
patches obtained in (hydrated) membrane-only equilibrations, presented earlier.
Although the x-y dimensions of the membrane are formally held fixed by turning on the ConstantArea option in NAMD [71], the box dimensions do still fluctuate in all 3 dimensions. This is
desirable, partly because we had equilibrated all membrane patches using the CHARMM27 [66]
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Table 5.1: Parameters for the initial peptide-membrane boxes constructed using three different
phospholipid combinations, and an instance of the HHC-36 molecule, together with the durations
of their first stage of equilibration (at P = 1.00 atm and T = 310 K) and the dimensions of the
resultant boxes.
Membrane type

POPC
POPC/POPG (3:1)
POPE/POPG (3:1)

Number
of water
molecules
11592
11881
13531

Number
of Na+
ions
45
70
53

Number
of Cl−
ions
50
43
26

Duration of the
peptide-membrane
box equilibration
10 ns
10 ns
5 ns

Dimensions
of
the
box(x×y×z) after initial
equilibration
77.3Å×74.5Å×142Å
79.7Å×76.6Å×139Å
81.5Å×70.6Å×156Å

force-field, but we later adopted the CHARMM36 [67] force-field for membranes throughout our
peptide-membrane simulations (together with CHARMM27 [66] forcefield for water, ions and the
protein), which we also used in all peptide-membrane equilibration stages. Equilibration with the
new CHARMM36 [67] forcefield should have given our system the proper membrane dimensions
consistent with this force-field. Unfortunately, because NAMD [71] only gives a constant value
for the x-y dimensions of the box when the ConstantArea option is on (although the fluctuation of
box in all dimensions is visible by looking at the resultant dcd file in VMD [128]), a reliable measurement of the new dimensions of the membrane after this new equilibration stage is not easily
possible.
Recalling that we want to find the adsorption PMFs for each of these peptide-membrane systems at three different temperatures (so as to estimate the temperature derivative of the PMF using
equation (5.2)), we now need to prepare the initial equilibrated configurations for each of these
systems at three temperatures of 295, 310 and 325 K. To that end, we use the equilibrated peptide
membrane boxes obtained by the preliminary equilibrations listed in table 5.1, and equilibrate each
one even further, and at the three desired temperatures, to obtain equilibrated trajectories of each
system. A number of microstates (snapshot frames from dcd trajectory files) where then extracted
from each of these equilibrated trajectories, by picking frames (microstates) 2 ns apart from each
other in simulation time 1 . Table 5.2 summarizes the details of this second series of equilibrations and the resultant initial states, which were used for the final production runs. For POPC and
POPE/POPG membranes, the boxes equilibrated at 310 K were used as initial configurations for
equilibrating each system at 295 and 325 K. Each such system was subsequently equilibrated for
long enough a time to ensure that the system settled down at the new temperature.
1

The only exception was the box containing a POPE/POPG membrane at 325 K, for which frames 1 ns apart where
used as initial states for the production FR SMD runs.
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Table 5.2: Details of the final equilibration of peptide-membrane boxes (at P = 1.00 atm and T =
310 K, using CHARMM27 [66] and CHARMM36 [67] force-fields) and number of initial states
generated using the final stage of each equilibration. All of the times shown refer to equilibration
times following those reported in table 5.1. The final interval, mentioned in the second last column,
refers to the interval at the end of the equilibration trajectory, from which initial states have been
taken for the production FR runs. Wherever time is given as sum of two values, x + y in the third
column, x nanoseconds of equilibration has been done at 310 K, followed by y nanoseconds of
equilibration at the target temperature.
Membrane type

Temperature

POPC
POPC
POPC
POPC-POPG (3:1)
POPC-POPG (3:1)
POPC-POPG (3:1)
POPE-POPG (3:1)
POPE-POPG (3:1)
POPE-POPG (3:1)

295 K
310 K
325 K
295 K
310 K
325 K
295 K
310 K
325 K

Duration
of
final
equilibration
run
(ns)
30.71 + 54.95
224.21
30.71 + 120
50
29.13
50
66.71 + 50
66.71
66.71 + 37.36

length
of
final interval
(ns)
20
30
40
38
29
38
20
20
17

number of initial
states
generated
from the final
interval
11
15
21
20
15
20
11
11
18

As can be seen in table 5.2, longer equilibrations have been performed on the POPC systems,
as the membranes made purely from this phospholipid are the least stable (among the three types of
membranes studied here) and have the largest and most frequent fluctuations. As mentioned earlier,
at the end of each equilibration trajectory, a series of frames, 2 ns or 1 ns apart, have been extracted
from the resultant trajectory files, to be used as initial configurations for the production FR SMD
runs.

5.3.3

Steered molecular dynamics simulation of HHC-36 adsorption to POPC
membrane surface

With the peptide-membrane boxes prepared as explained above, we run the production FR SMD
simulations starting from each of the initial states generated from final intervals of the equilibration
runs. The following scheme has been used for all of these simulations: the peptide is moved along
the z-axis from its initial position at z = 55 Å to z = 20 Å (forward direction) and then back to z
= 55 Å again (reverse direction) at a target drift speed of 5.00 Å/ns as illustrated in figure 5.4. A
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forward

reverse

z = 55.00 Å

z = 20.00 Å

z = 0.0 Å

Figure 5.4: General scheme for the steered molecular dynamics (SMD) simulations of the HHC-36
adsorption to different membrane patches. Center of mass of the peptide is moved along the z-axis
from z = 55 Å to z = 20 Å and back, with a target steering speed of 5.00 Å/ns, while the z-coordinate
of the membrane patch is restrained to stay close to zero.
trip from z = 55 Å to z = 20 Å at this speed takes 7 ns. We then keep the peptide at z = 20 Å for
0.50 ns to let the system settle down, and then move it back to z=55 Å , which takes another 7
ns. There, we keep the peptide in place for another 0.50 ns, and then we start over. One complete
round-trip thus takes 15 ns. Considering the rotational relaxation time for HHC-36, which we
estimated in Chapter 4 to be ∼10 ns, the spatial orientation of the peptide at a point during each
forward(reverse) trip can safely be regarded as uncorrelated from its orientation at the same point
during the next forward(reverse) trip, which takes place 15 ns later. This steering scheme is used for
moving HHC-36 against all three types of membrane patches and at all three temperatures studied
in this work.
The reaction coordinate chosen for this study is the z-distance between the centers of mass of
the peptide and the membrane. The range of 20 Å to 55 Å for variation of this reaction coordinate
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was chosen based on some preliminary SMD simulations on this same system that showed the
potential of mean force (PMF) of interaction had a flat region (virtually zero interaction force) at z
& 45 Å. For all of the systems, the peptide was steered using a harmonic potential of stiffness 50
kcal
2 , while the z-position of the membrane patch was held close to zero by means of a harmonic
mol.Å
potential of stiffness 5000 kcal 2 . The procedure for optimally choosing the stiffness of the spring
mol.Å
used to steer the peptide has been given in Chapter 3, and the value of 50 kcal 2 has been chosen
mol.Å
accordingly. Through all of the equilibration and production runs, and for all of these systems, the
CHARMM27 force-field [66] was used for the physical parameters of water, ions and the peptide,
and CHARMM36 force-field [67] has been used for the membranes. TIP3P water model [68] was
employed for the water molecules in the system. Simulations were done using a time-step of 2.00
fs (except for some of the very early stages of equilibration of membranes), and all covalent bonds
involving hydrogens were held rigid. All of the equilibration and production runs were performed
using the NAMD molecular dynamics software [71], under NPT (P = 1.00 atm) conditions, using
LangevinDamping for temperature control and LangevinPiston for pressure control. Surface areas
of the membranes (in the x-y plane) were held constant during the production runs. Electrostatic
and van der Waals forces between atoms were switched smoothly to zero at a cutoff distance of 12
Å.

5.3.4

Production runs and calculation of the PMFs

Following the scheme described above, we collected at least 500 ns worth of FR SMD simulations
(not including the intervals when the peptide was held stationary) for each of the nine systems. A
minimum of ∼ 400 ns of simulation time turned out to be necessary to make reliable and reproducible estimations of the adsorption PMF for these systems, and we have thus used at least 500 ns
worth of simulation time to produce each of the PMFs. All of the adsorption PMFs presented here
have been calculated using the peak-finding method, described in Chapter 3. The error-bars on the
, and despite being presented on all
resultant PMF profiles are of the order of magnitude of 0.1 kcal
mol
the PMF curves, may not be visible, due to their relative small size. We thus chose not to present
error-bars on the entropy and enthalpy curves, as the relative size of error-bars is even smaller on
those graphs.
The adsorption PMFs for HHC-36 peptide to POPC, POPC-POPG and POPE-POPG membranes, and for each membrane type at three temperatures, are shown in figures 5.5.a, 5.6.a and
5.7.a. The total simulation times (not including the intervals when the peptide was held at rest)
are also shown in the legends of each figure. The deeper minima in the PMFs of interaction with
charged membranes obviously suggest that the HHC-36 peptide has a higher affinity for charged
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membranes, and between the two, for the POPE-POPG membrane.
In parts (b), decompositions of the PMFs into their respective entropy and enthalpy contributions (at 310 K) are given, as obtained using equations (5.1) and (5.2) . It can be seen that
adsorption of the HHC-36 peptide to the POPC membrane is enthalpy driven, while its adsorption to the charged membranes, i.e., POPE-POPG and POPC-POPG, is entropy driven. Although
generally consistent with similar decompositions of the PMF for adsorption of bovine lactoferricin
(LFCinB) to pure POPC [69] and pure POPG [70] membranes, these results might appear contrary
to what one might expect, based on the cationic nature of the peptide, and the negative charge of
the POPG headgroups: simple electrostatic attraction of the HHC-36 peptide to the anionic surface of membranes containing POPG might be the first, simplest theory one might put forward to
account for higher affinity of the peptide to these membranes, compared to the pure POPC membrane. However, at least two other factors should be considered in an attempt to understand the
decompositions just mentioned: the aqueous medium in which the interactions occur (especially
on membrane surface), and the changes in the structure of the peptide.
Higher ordering of the water molecules (as shown in figure 5.11) near hydrophilic surface of
the charged membranes makes it harder for the peptide to reach the surface of these membranes.
Higher order of hydration layer makes it enthalpically costlier for the peptide molecule to penetrate
into the ordered water layer and adsorb to the surface of charged membranes. This, however, is only
the beginning of the adsorption story: as the peptide overcomes the enthalpic barrier and disturbs
the ordered water layer to adsorb to the membrane surface, the process is rewarded entropically, as
overall order in the system has reduced through perturbing the highly ordered hydration layer of
the membrane. As it turns out, because of the high electrostatic attraction of the HHC-36 peptide to
the POPG-containing membranes (and also because of high preference of the tryptophan residues
for the membrane surface, as discussed in Chapter 1), the peptide molecule can afford the enthalpic
cost of adsorption, to be rewarded by the entropic increase in the system, resulting in an overall
negative adsorption energies.
Secondary structure of the peptide can also affect the entropic content of the system. Throughout the peptide-membrane simulations, we have monitored the hydrogen bonds in the structure of
the peptide and compared their behavior with the corresponding trends for the re-folding simulations presented in chapter 4. As a typical representative of order in the peptide structure, the probability distributions for the 4(O)–8(H) pair (an α-turn former) and the 6(O)–9(H) pair (a β-turn
former) are shown in figure 5.12. It can be seen clearly that occurence of H-bonds (corresponding
to peaks at r. 3 Å) for both of the O-H pairs shown is most probable in bulk water (no membrane),
and gradually fades as the peptide is put in the vicinity of POPC, POPC-POPG and POPE-POPG
bilayers, with nearly no trace of hydrogen bond when the peptide is put in interaction with the
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POPE-POPG bilayer. Breakage of such hydrogen bonds corresponds to a more flexible, and thus
less ordered peptide structure, which contributes in turn to an increase in the entropy of the system.
Such a contribution seems to be at its maximum for the POPE-POPG system, in agreement with
the high entropic contribution obtained for adsorption of the HHC-36 peptide to this membrane.
Using the trajectory (dcd format) files generated in our peptide-membrane simulations, we can
also study the time-dependent behavior of the waters between the peptide and the membrane. For
the sake of this comparison three trajectory segments are considered randomly from simulations
with POPC, POPC-POPG and POPE-POPG membranes at 310 K, each of duration ∼50 ns, which
will cover three complete FR cycles. As the peptide approaches the membrane along the z-axis, we
monitor the number of water molecule in the box of cross section 8Å×8Å below the peptide. The
height of this column extends from z = 0 (the z-position of the center of mass of the membrane)
to the z-position of the peptide. This box roughly encloses the molecules under the shadow of the
peptide on the membrane. We recorded the number of water molecules and sodium and chloride
ions in this dynamically-sized box, and present them as a function of time for the three trajectory
segments considered, in panels (b) and (c) of figures 5.8, 5.9 and 5.10.
As seen in panel (c) of those figures, although the ion number does indeed change in the boxshaped volume below the peptide, as it adsorbs to each membrane, the fluctuation in the number of
ions is not statistically significant, and no consistent trend can be detected. We therefore focus on
penetration of water into the membrane, which appears to be more relevant for understanding the
enthalpy-entropy decompositions obtained for peptide adsorption.
It can be seen in panel (b) of figures 5.8, 5.9 and 5.10, that there is no considerable difference
in density of water beside the three membrane types considered. The range of fluctuations in
the number of waters, as the peptide adsorbs to the membrane, is also similar in value between
the three types of membranes. However, there is significant and measurable difference in order
parameter of water in the hydration layer of the membranes (defined as the layer with 20 Å ≤ z ≤
25 Å), as shown in figure 5.11. The hydration layer of the POPC bilayer exhibits the least degree
of order, and the hydration layer of the POPC-POPG membrane shows the highest order. One
should note, however, that the hydration layer of the POPE-POPG membrane shows the highest
degree of change in its order parameter (∼50%), compared to the other two systems. This strongly
suggests that the POPE-POPG system experiences the highest increase (compared to the other two
membrane types) in hydration entropy upon peptide adsorption, which accounts for part of the high
entropic contribution obtained for HHC-36 adsorption to this membrane.
It is instructive to take a closer look also at the density of water at different layers beneath
the peptide, as it adsorbs to the membrane. We consider water boxes of the same cross-section
8Å×8Å in the x and y directions, centered by the z axis, but this time at different heights along
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the z axis. Each such box has a thickness of 5 Å along the z-axis. In figures 5.13, 5.14 and 5.15,
we present water counts in such boxes as a function of simulation time, for the same trajectories
as studied in figures 5.8, 5.9 and 5.10, respectively. The same diagrams as in panel (a) of the latter
series of figures are given again in the former set, for the sake of visualizing the chronological
order of events, with respect to the movement of the peptide relative to membrane. The major
observation to be made from panel (b) of these diagrams, is the higher permeability of the POPC
membrane to water, upon peptide adsorption. Specifically, a higher number of water molecules
is observed to penetrate into the two lowest slabs between z=5 Å and z=15 Å. This number is
largest for the pure POPC membrane, and lowest for the POPE-POPG membrane. Although the
adsorption of the peptide to the POPE-POPG membrane is entropy-driven, and is highly dependent
on passing through the dense hydration layer in contact with phospholipid headgroups, the POPEPOPG membrane nevertheless seems to be the least susceptible to water permeation, among the
three membranes studied.

5.4

Comparison of simulation results with isothermal titration
calorimetry experiments

Isothermal titration calorimetry (ITC) is one of the most widely used experimental methods for
studying the energetics of peptide-membrane interactions [129]. When performed and analyzed
carefully, ITC experiments can obtain binding isotherms, free energies of binding, binding constants, and also enthalpy-entropy contributions to the energetics of adsorption. We wish to compare
the results of the simulations presented thus far with the binding free energies and enthalpy-entropy
decompositions obtained from a series of ITC experiments on the HHC-36 peptide. The same three
types of membranes as we used in the simulations have been also studied in the ITC experiments
with this peptide [57]. While the simulations give a bottom-up approach to the measurement of the
energetics of a single peptide molecule’s interactions with model membranes, the ITC experiments
give a top-down view (within certain approximations) of the process, and it is desirable to compare
the two sets of results.
In a typical ITC experiment, the reactant is contained in a measuring cell of volume ∼ 1 ml,
held at constant temperature, whose heat exchange can be measured with high precision (∼ µcal).
The substrate is then injected into the reactant via a Hamilton syringe in precise volumes of ∼ µl,
usually one injection every 4-10 minutes. The Hamilton syringe acts also a stirrer, to ensure that the
substrate mixes quickly and uniformly with the reactant. Heat of reaction of the substrate with the
reactant can thus be measured for the 10-20 injections that usually comprise an ITC measurement,
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toward finding the enthalpy of the reaction, and possibly obtaining the binding isotherm.
The degree of binding Xb , in a peptide-membrane interaction scenario is defined by
Xb =

np
,
n0l

(5.3)

where np is the number of bound peptides in the system, and n0l is the total number of lipid
molecules, available to interact with the peptides. The ultimate goal in peptide-membrane experiments is to determine the dependence of Xb on the concentration of free peptides, cf , in the
system. This is generally given as the binding isotherm
X b = K 0 cf ,

(5.4)

wherein K0 is the binding constant, which, depending on the substances involved, may or may not
be a constant, for the measured range of Xb and cf values.
Two approaches can be taken for a peptide-membrane ITC experiment: a buffer containing
unilamellar vesicles (made of the lipid under study) can be used as the reactant, and measurement
of the heat of reaction for successive injections of a peptide solution to this buffer, can obtain the
enthalpy of reaction. This approach, however can not obtain the binding isotherm (5.4).
The binding isotherm can be obtained from a second type of ITC experiment, where the peptide
solution (of ∼ µM concentration) is initially in the calorimeter cell, and aliquots of relatively
concentrated lipid vesicle suspension (of ∼ mM concentration) are introduced into the cell. The
concentration of free peptide in the reaction cell thus decreases with each injection as a result of
peptides’ binding to vesicles, which results in smaller heats δhi measured after each ith injection.
δhi usually approaches zero after 10-20 injections in such experiments, as all free peptides in the
cell absorb to vesicles. The enthalpy of interaction can then be found simply as
∆H0 =

X δhi
,
c0p Vcell
i

(5.5)

where Vcell is the volume of the calorimeter cell and c0p is the initial concentration of peptide in the
cell.
After the ith injection, a fraction Xpi of all the peptides n0p will be bound to the lipid vesicles.
Assuming that the amount of heat released is directly proportional with the number of peptides
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bound to the lipid vesicles, Xpi can be calculated as
Xpi

Pi
nip,bound
k=1 δhk
=
=
,
0
np
∆H0 .Vcell c0p

(5.6)

where the sum in the numerator goes over the first k injections.
(i)

The concentration cf of the remaining unbound peptides in the cell after the ith injection is
then roughly equal to c0p (1 − Xpi ). Taking into account the change in volume of the solution as a
(i)
result of vesicle injection, cf can be calculated more precisely as
(i)

cf = f (i) c0p (1 − Xpi ),

(5.7)

where the dilution factor f (i) is given by
f

(i)


=

Vcell
Vcell + Vinj

i
≈

Vinj Vcell

Vcell
Vcell + i.Vinj

(5.8)

Equation (5.7) provides the data points for the right hand side of the binding isotherm relation
(5.4). The degree of binding Xb , which appears on the left had side of (5.4), can be calculated after
the ith injection as
nip,bound
c0p Vcell
i
i
= Xp
,
(5.9)
Xb =
niL
i Vinj c0L
where c0L is the concentration of vesicle stock solution in the injection syringe.
The binding isotherm established is not necessarily linear, especially for interaction of cationic
(i)
peptides with anionic lipid vesicles. In the latter case, one may attempt to replace cf , the total con(i)
centration of free peptides in the cell, with cM , the near-membrane concentration of free peptides.
(i)
cM can in general be estimated in two steps: one first uses Gouy-Chapman theory to estimate the
(i)
surface electric potential of the membrane, and then uses that value to find cM from the product of
(i)
(i)
cf and the Boltzmann factor of the electric potential energy. The resulting cM might show a linear
relationship with Xbi [129].
Another approach can be taken, using a Langmuir one-site binding model [130], where the
binding isotherm is described through the relation
Xb = Bmax

K b cf
,
1 + K b cf

(5.10)

where Bmax is the maximum binding capacity of the peptides to lipid vesicles (in mol/mol or
stoichiometric ratio), and Kb is the equilibrium binding (surface partitioning) constant. Use of the
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Table 5.3: Comparison of the energetics of peptide-membrane binding, as obtained from FR SMD
simulations and ITC experiments.
HHC-36 with POPC
ITC experiments results
FR SMD Simulation results
kcal
kcal
kcal
T
∆ G ( kcal
)
T.∆
S
(
)
∆
H
(
)
∆
G
(
) - T.∆ S ( kcal
) ∆ H ( kcal
)
mol
mol
mol
mol
mol
mol
295 K -6.11 ± 0.03
310 K -3.43 ± 0.03
32.7 ± 0.5
-36.1 ± 0.5
-10.2
1.3
-11.5
325 K -2.95 ± 0.03
HHC-36 with POPC-POPG
FR SMD Simulation results
ITC experiments results
kcal
kcal
kcal
kcal
T
∆ G ( mol )
- T.∆ S ( mol ) ∆ H ( mol ) ∆ G ( mol ) - T.∆ S ( kcal
) ∆ H ( kcal
)
mol
mol
295 K -2.55 ± 0.03
310 K -7.13 ± 0.04
-35.6 ± 0.4
28.5 ± 0.4
-10.7
5.30
-16.0
325 K -5.99 ± 0.03
HHC-36 with POPE-POPG
FR SMD Simulation results
ITC experiments results
kcal
kcal
kcal
kcal
T
∆ G ( mol )
- T.∆ S ( mol ) ∆ H ( mol ) ∆ G ( mol ) - T.∆ S ( kcal
) ∆ H ( kcal
)
mol
mol
295 K -5.03 ± 0.04
310 K -8.66 ± 0.04
-68.1 ± 0.6
59.5 ± 0.6
-10.8
-3.6
-7.2
325 K -11.62 ± 0.03

one-site binding model requires a non-linear least-square fitting of Xbi and cif values to equation
(5.10), to obtain values of Bmax and Kb . Subsequently, one can use Kb to obtain binding free
energies of binding
∆G = −kB T ln(Kb ).
(5.11)
The resultant values, as obtained (using the latter approach) from ITC experiments on interaction
of HHC-36 peptide with POPC, POPC-POPG and POPE-POPG lipid vesicles (at T = 310 K) [57],
are compared with ∆Gb values obtained from the peptide-membrane simulations, in table 5.3.
The simulation ∆G values in table 5.3 are nearly equal to the depth of the PMF curves for the
corresponding temperatures and membrane types, as can be seen in figures 5.5.a, 5.6.a and 5.7.a.
The values given in table 5.3 (as estimations of ∆G from simulations), are calculated through the
relation ∆G = −kB T ln(Kb ), where K is the dimensionless binding constant for the adsorption of
the peptide to each membrane, given by [69]
1
Kb =
l − l0

Z

l

dz e−βW(z) ,

(5.12)

l0

where the range l − l0 specifies the height of the region above membrane surface where the peptide
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can be considered bound to the membrane surface, and the PMF W(z) is equivalent to the Gibbs
free energy G(z) in our NPT simulations. We have calculated the integral in (5.12), using the range
l−l0 over which the value of the adsorption PMF is negative. For eight out of the nine PMFs shown
in figures 5.5.a, 5.6.a and 5.7.a, the PMF is zero far from the membrane surface, its value exhibits
a minimum at smaller peptide-membrane distances, and then grows to positive values shortly after
that minimum. The integral in (5.12) can thus be easily calculated in all these cases. The only
exception, is the adsorption PMF of the HHC-36 peptide to the POPE-POPG membrane at T =
325 K, which exhibits such a deep minimum that the PMF remains negative at smallest peptidemembrane distances we have simulated (i.e., 20 Å). For this curve, we extrapolated the left side
of the PMF curve to zero, through fitting the PMF curve to a 7th order polynomial. The value
of the PMF between z = 20 Å and z = 17.5 Å (where the extrapolated extension of the PMF has
just passed the z-axis), was calculated using this scheme, to allow for finding the binding constant
through calculation of the integral in (5.12).
Having found free energies of binding, and also the entropies of this reaction (obtained using
, and the values of ∆G at 295 K and 325 K), both at the physiological temperature
∆S = − ∂(∆G)
∂T
of 310 K, we then found the enthalpies of reaction
∆H = ∆G + T.∆S,

(5.13)

which completes the energy picture of the adsorption process, as obtained from our SMD simulations.
Comparison of free energies of reaction for adsorption of the HHC-36 peptide to POPC, POPCPOPG and POPE-POPG membranes at 310 K, as obtained from simulations and ITC experiments,
shows a closer agreement between simulation and ITC results for the POPE-POPG membrane, than
for the other two membranes, which contain POPC. It should be noted that ITC results exhibit a
very small variation in ∆G values among the three membrane types used. This is contrary to what
one would expect, based on high antimicrobial activity of the HHC-36 peptide (which suggests
high affinity of the peptide to bind to bacterial-membrane-mimicking membranes, such as POPEPOPG) and its very low hemolytic activity (which requires relatively lower affinity of the peptide
to bind to POPC, which is abundant in erythrocyte membranes). The free energies obtained from
our SMD simulations comply better with those expectations, giving a free energy for adsorption to
POPE-POPG membrane which is more than twice that for adsorption to POPC.
Although the enthalpic and entropic decompositions of the simulation ∆G values do not agree
with the corresponding values as obtained from the ITC experiments, it can be seen that binding
of the peptide to the POPE-POPG membrane is the only case (among the three membrane types)
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for which the ITC results give a favorable entropic contribution. This agrees with the arguments
presented earlier about the penetration of the peptide into the hydration layer of the POPE-POPG
membrane, even though ITC results still give an unfavorable (positive) entropic contribution to the
binding energy for the POPC-POPG system, which has the same amount of net surface charge. One
reason for this might be the higher relative change in the ordering of water upon peptide adsorption
to the POPE-POPG bilayer, compared to the corresponding change for the POPC-POPG bilayer, as
can be seen in figure 5.11. Although water layer beside the POPC-POPG bilayer seems to have the
highest level of order among the three membrane types studied, the relative change of water order
is largest (about 50%) for the POPE-POPG membrane, as the peptide adsorbs to the membrane.
In conclusion, we shall recall two points to consider when interpreting our final results, presented in table 5.3. First, ITC experiments involve free reaction of the peptide with the phospholipid
vesicles, which might involve various processes, such as peptide aggregation on the vesicles’ surface, pore formation and penetration into the vesicles’ surface. This should be compared with the
simplified, well-controlled molecular conditions in the SMD simulations, where only adsorption
has been allowed and studied. The resultant energy measurements will therefore (most likely) refer
to different contributing reactions, even though the overall processes are closely related. Second,
the starting points in the energy measurements are different in simulations, versus ITC experiments.
ITC directly gives the enthalpy of reaction, and a model-dependent approach needs to be taken to
decompose the enthalpy into free energy and entropy contributions, whereas the SMD simulations
provide us with free energy differences, the temperature derivative of which gives enthalpic and
entropic contributions. The largest source of error in such a decomposition is perhaps the finite
temperature difference between the systems used to obtain the temperature derivative of the PMF.
As more computational power and more precise calculation schemes (such as the peak-finding
method) can be invoked for studying this and similar systems, and also through developing more
elaborate schemes for decomposing the enthalpy measurements from ITC experiments, the gap
between atomistic simulation and bulk experiment results is hoped to become much smaller in near
future.
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Figure 5.5: a) PMFs of interaction between the HHC-36 peptide and a POPC membrane at three
different temperatures. The membrane surface extends along the x-y plane, and the z-component
of its center of mass is restrained to stay close to zero using a spring constant of 5000 kcal 2 , while
mol.Å
the peptide is steered, using a harmonic potential of stiffness 50 kcal 2 , to go toward the membrane
mol.Å
surface and away from it with a drift velocity of 5 Å/ns, along the z-direction. The x and y components of the center of mass of the membrane are initially at zero, and although not restrained,
stay close to zero throughout the simulations. Total simulation times are given in the legends. b)
Decomposition of the PMFs in (a) to entropy and enthalpy contributions, using equations (5.1)
and (5.2). It is obvious from (b) that adsorption of the HHC-36 peptide to the POPC membrane is
enthalpy-driven, as opposed to its adsorption to POPC-POPG and POPE-POPG membranes, shown
in figures 5.6.b and 5.7.b. One other important feature of the enthalpy and entropy curves in (b) is
that they exhibit extremums within the studied range of the reaction coordinate. Specifically, the
minimum of the enthalpy curve at ∼ 25 Å may suggest that the peptide has no overall affinity for
penetration further into this membrane.
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Figure 5.6: a) PMFs of interaction between the HHC-36 peptide and a POPC-POPG membrane
at three different temperatures. The membrane surface extends along the x-y plane, and the zcomponent of its center of mass is restrained to stay close to zero using a spring constant of 5000
kcal
kcal
2 , while the peptide is steered, using a harmonic potential of stiffness 50
2 , to go toward
mol.Å
mol.Å
the membrane surface and away from it with a drift velocity of 5 Å/ns, along the z-direction. The
x and y components of the center of mass of the membrane are initially at zero, and although
not restrained, stay close to zero throughout the simulations. Total simulation times are given in
the legends. b) Decomposition of the PMFs in (a) to entropy and enthalpy contributions, using
equations (5.1) and (5.2). Adsorption of the HHC-36 peptide to this membrane can be seen to be
entropy-driven, as opposed to its adsorption to POPC membrane.
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Figure 5.7: a) PMFs of interaction between the HHC-36 peptide and a POPE-POPG membrane
at three different temperatures. The membrane surface extends along the x-y plane, and the zcomponent of its center of mass is restrained to stay close to zero using a spring constant of 5000
kcal
kcal
2 , while the peptide is steered, using a harmonic potential of stiffness 50
2 , to go toward
mol.Å
mol.Å
the membrane surface and away from it with a drift velocity of 5 Å/ns, along the z-direction. The
x and y components of the center of mass of the membrane are initially at zero, and although
not restrained, stay close to zero throughout the simulations. Total simulation times are given in
the legends. b) Decomposition of the PMFs in (a) to entropy and enthalpy contributions, using
equations (5.1) and (5.2). Similar to this peptide’s adsorption to POPC-POPG membrane and
unlike its adsorption to pure POPC membrane, it is seen that that adsorption of this peptide to a
POPE-POPG membrane is entropy-driven.
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Figure 5.8: a) Position of center of mass of the HHC-36 peptide along the z axis, as a function of
simulation time, as it interacts with a POPC membrane at 310 K. The graph shows also the average
z-position of the phosphorus atoms in the head-groups of the phospholipids in an 8Å×8Å square
centered by the z-axis, in the upper (closer to peptide) leaflet of the membrane, which represents
a rough measure of the position of the membrane surface. b) Time dependence of the number of
water molecules (for the same trajectory shown in (a)) in a box of cross section 8Å×8Å along the
x and y directions, centered by the z-axis. The height of the box extends between z = 0 (center of
mass of the membrane) and the z-position of the center of mass of the peptide. c) Number of Na+
and Cl− ions in the same box described in (b), and for the same trajectory used in (a) and (b), as a
function of simulation time.
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Figure 5.9: a) Position of center of mass of the HHC-36 peptide along the z axis, as a function
of simulation time, as it interacts with a POPC-POPG membrane at 310 K. The graph shows
also the average z-position of the phosphorus atoms in the head-groups of the phospholipids in an
8Å×8Å square centered by the z-axis, in the upper (closer to peptide) leaflet of the membrane,
which represents a rough measure of the position of the membrane surface. b) Time dependence
of the number of water molecules (for the same trajectory shown in (a)) in a box of cross section
8Å×8Å along the x and y directions, centered by the z-axis. The height of the box extends between
z = 0 (center of mass of the membrane) and the z-position of the center of mass of the peptide. c)
Number of Na+ and Cl− ions in the same box described in (b), and for the same trajectory used
in (a) and (b), as a function of simulation time.
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Figure 5.10: a) Position of center of mass of the HHC-36 peptide along the z axis, as a function
of simulation time, as it interacts with a POPE-POPG membrane at 310 K. The graph shows
also the average z-position of the phosphorus atoms in the head-groups of the phospholipids in an
8Å×8Å square centered by the z-axis, in the upper (closer to peptide) leaflet of the membrane,
which represents a rough measure of the position of the membrane surface. b) Time dependence
of the number of water molecules (for the same trajectory shown in (a)) in a box of cross section
8Å×8Å along the x and y directions, centered by the z-axis. The height of the box extends between
z = 0 (center of mass of the membrane) and the z-position of the center of mass of the peptide. c)
Number of Na+ and Cl− ions in the same box described in (b), and for the same trajectory used
in (a) and (b), as a function of simulation time.
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Figure 5.11: Average order parameter for water molecules in the hydration layer of the three membrane types used, as a function of peptide position. The order parameter chosen is the average of
the cosine of the angle between dipole moment of water molecules and the z-axis, in the chosen
region. The hydration layer is defined as the region between z = 20 Å and z = 25 Å . The average is
taken over the whole trajectories of the peptide-membrane FR simulations (at 310 K) as was used
for producing the PMFs shown in figures 5.5.a, 5.6.a and 5.7.a, using a dcd frequency of 5000,
meaning that frames were recorded each 10 ps during the simulations. Each point in the graph thus
represents the average value taken over ∼ 800 water molecules, during more than 1000 trajectory
frames.
The hydration layer of the POPC membrane is seen to have the least order, and that of the POPCPOPG bilayer to have the highest degree of order. Generally, the order is reduced when peptide
is closer to the membrane, but the POPE-POPG bilayer experiences the highest change (by about
50%) in the order parameter when the peptide is at its closest distance to the membrane, compared
to when the peptide is far away.
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Figure 5.12: Comparison of probability density distributions for the distance between the two of the
major H-bond formers in the HHC-36 peptide, in bulk water and in vicinity of the three different
model membranes (in all cases there is a ∼ 0.15 M NaCl concentration in water, and all the results
are from simulations at T = 310 K and P = 1 atm). In (a) the distributions are shown for the distance
between the oxygen atom from the carbonyl group of the 4th amino acid and the hydrogen atom
from the amino group of the 8th amino acid residue, i.e., 4(O)–8(H). In (b), the corresponding
distributions are shown for the 6(O)–9(H) pair. In both cases it can be seen that traces of H-bond
are strongest in water, and fade away as we go from water to vicinity of POPC, POPC/POPG and
POPE/POPG membranes, respectively. Bulk water simulation results shown are from the last 861
ns of simulation, initiated from the final state obtained from the initial 600 ns re-folding run.
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Figure 5.13: a) Position of center of mass of the HHC-36 peptide along the z axis, as a function of
simulation time, as it interacts with a POPC membrane at 310 K. The graph shows also the average
z-position of the phosphorus atoms in the head-groups of the phospholipids in an 8Å×8Å square
centered by the z-axis, in the upper (closer to peptide) leaflet of the membrane, which represents
a rough measure of the position of the membrane surface. b) Time dependence of the number of
water molecules (for the same trajectory shown in (a)) in boxes of cross section 8Å×8Å along the
x and y directions, centered by the z-axis. The upper and lower z-boundaries of each box is given
in the legend.

116

a
60

z (Å)

50
40
z top phosphorus plane
z peptide

30
20
0

5

10

15

20

25

30

time (ns)

40

35

40

45

50

b

#water

30
#water (5Å - 10Å)
#water (10Å - 15Å)
#water (15Å - 20Å)
#water (20Å - 25Å)

20
10
0
0

5

10

15

20

25

30

35

40

45

50

time (ns)

Figure 5.14: a) Position of center of mass of the HHC-36 peptide along the z axis, as a function
of simulation time, as it interacts with a POPC-POPG membrane at 310 K. The graph shows
also the average z-position of the phosphorus atoms in the head-groups of the phospholipids in an
8Å×8Å square centered by the z-axis, in the upper (closer to peptide) leaflet of the membrane,
which represents a rough measure of the position of the membrane surface. b) Time dependence
of the number of water molecules (for the same trajectory shown in (a)) in boxes of cross section
8Å×8Å along the x and y directions, centered by the z-axis. The upper and lower z-boundaries of
each box is given in the legend.
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Figure 5.15: a) Position of center of mass of the HHC-36 peptide along the z axis, as a function
of simulation time, as it interacts with a POPE-POPG membrane at 310 K. The graph shows
also the average z-position of the phosphorus atoms in the head-groups of the phospholipids in an
8Å×8Å square centered by the z-axis, in the upper (closer to peptide) leaflet of the membrane,
which represents a rough measure of the position of the membrane surface. b) Time dependence
of the number of water molecules (for the same trajectory shown in (a)) in boxes of cross section
8Å×8Å along the x and y directions, centered by the z-axis. The upper and lower z-boundaries of
each box is given in the legend.

118

Chapter 6
Concluding remarks and suggested future
directions
The past 17 years, since the advent of Jarzynski’s equality [40, 41], has been an exciting era to
work on problems in non-equilibrium statistical physics. Although Jarzynski’s equality might have
not been widely employed directly for finding PMF profiles in larger biomolecular systems, a huge
amount of theoretical investigations have been done toward better understanding this relation and
a few others that followed it, most notably of all, the Crooks fluctuation theorem [42], as well
as on revisiting the older notions and techniques in non-equilibrium statistical physics. In this
sense, Jarzynski’s work should at least be considered a paradigm-changer. Fortunately, all this has
happened at a time when computational power has become increasingly more available, affordable
and appreciated.
The bin-passing and peak-finding methods presented in this work have been shown to perform efficiently and accurately in calculating the PMF profiles of molecular systems of different
sizes, using all-atom molecular dynamics simulations. The free energy of binding of the peptide to
POPE-POPG membrane at 310 K was calculated from our simulations to be -8.66±0.04 kcal 2 ,
mol.Å
which is 20% different from the value of -10.8 kcal 2 obtained from ITC experiments on the same
mol.Å
system. For adsorption of the HHC-36 peptide to the POPC-POPG membrane, the simulation and
experimental values were -7.13±0.04 kcal 2 and -10.7 kcal 2 , exhibiting a percentage difference
mol.Å
mol.Å
of 33%. The disagreement between simulation and experimental values for free energy of binding
was much larger for the POPC system, where simulations gave a value of -3.43±0.03 kcal 2 , but
mol.Å
ITC measurements gave a value of -10.2 kcal 2 .
mol.Å

Our PMFs for NaCl dissociation in bulk water, obtained using the bin passing method, exhibited
perfect agreement with classical molecular dynamics results obtained by Timko and coworkers [91]
119
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for the same system. Using the bin-passing method, we also obtained a very nearly symmetric PMF
for passage of a water molecule through a DPPC bilayer, which agreed with the PMF found using
the static force restraint method, for the same system. The accuracy and efficiency of the binpassing and peak-finding methods were thus well established through implementing them for the
various systems studied in this work.
We sincerely hope that the community of molecular simulators take a wider interest in calculating the energetics and dynamically relevant features of biomolecular systems, and we believe that
the FR method [53] will then become more appreciated. Our implementations of the FR method,
namely the bin-passing and the peak-finding methods can then be used (among other methods that
will hopefully emerge) toward obtaining precise measurements of the energetics of the systems
under study. The importance of the inertial effects, as detailed in chapter 3, should always be considered in conducting steered molecular dynamics simulations. As the interest in non-equilibrium
work methods grows from the theoretical investigations to the level of practical applications, more
studies of the nature presented in this thesis can be performed, perhaps using specialized software
packages that facilitate calculations of this type for the non-physicist.
Molecular simulations are now used routinely in chemical and pharmaceutical industries, but
still have a long way to go toward reaching the goal of truly facilitating the development of new
products. The role of molecular simulations in a field like drug development should be compared with technologies such as fast prototyping, in mechanical engineering and industrial design.
Throughout the completion of the work presented in this thesis, we have noticed the need for developing standard frameworks for tackling problems like the peptide-membrane interaction studied
here. Such a framework should specify a minimum set of tests that need to be done on the system
under study (such as finding the structure of the peptide, through experimental or computational
methods, or possibly both), and sets clear objectives on the information that is expected to be
gained through such studies (such as rotational relaxation times of the molecules, or the energetics
of peptide-membrane interactions). In the absence of such frameworks, studies of this nature conducted in academic environments will remain mostly of academic interest, and the much needed
collaboration with the industry, e.g., toward developing new antibiotics, will be unlikely.
On this last note, a number of interesting and informative studies on the HHC-36 peptide can be
performed easily and their absence in this report is only the result of time and resource limitations.
Many cationic antimicrobial peptides have been shown to change their conformation from mostly
unstructured in bulk water, to e.g., α-helical shapes in the vicinity of membranes. A rather long
simulation (of few microseconds length) of the structure of the peptide, while it resides on the
surface of various model membranes, may obtain very interesting insights on this possible process
of structural change and also on the dynamics behind its occurrence. Furthermore, although we
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measured the rotational relaxation time of this peptide in bulk water, it is more than likely that
the estimate of about 10 ns that we found, would change near the surface of the membrane. The
same series of peptide-on-membrane-surface simulations just mentioned, can be used to study the
rotational autocorrelations of the peptide near the membrane surface, and possibly to study the
absorption (rather than mere adsorption) of the peptide to the membranes and the resultant structural
changes in the membrane.
Another rich subject to investigate through such series of simulations (and also through peptidein-bulk-water simulations) would be the cation-π interactions between the side-chains of tryptophan and cationic residues in the HHC-36 peptide. Such interactions have been studied extensively
for some other CAMPs, and play important role in determining both the structure of the peptide
and its interaction with phospholipid bilayers.
Model membranes can now be built using a wider variety of ingredients, including cholesterol,
to better mimic the cytoplasmic membranes of bacteria and mammalian cells. Future simulation
studies of peptide-membrane systems should benefit from this, toward more realistic recreations of
the interactions in physiological environments.
Possible causes of discrepancy between the outcomes of our simulation results and those of the
ITC experiments performed on the HHC-36 peptide, have been discussed in Chapter 5. A lot can
be learned from performing a more diverse set of simulations on this system, such that some of the
simplifying assumptions can be relaxed. An example is simulating the simultaneous interaction of
two or more peptide molecules with a membrane surface, while peptide-peptide interactions can
also be studied over the course of the simulation. This differs from the separate study of peptidepeptide interactions in the absence of the membrane, unless one again invokes the crude estimate of
negligibility of peptide-peptide interactions upon adsorption to the membrane. Indeed, most models
of antimicrobial peptide activity involve a collective behavior of the peptides upon disturbing the
membrane, and such models can indeed be studied computationally, thanks partly to the availability
of the required computational power and parallel, high quality molecular simulation software.
Another source of the discrepancy between the simulation and ITC experiment results might be
the model-dependent manner of the analysis of enthalpy readings from the ITC experiments, for
decomposing them into free energy and entropic contributions. Some of the results thus obtained
indeed contradict the expectations one might have from an antimicrobial peptide with low toxicity. Performing such analyses through Michaelis-Menten kinetics might obtain better agreements
between ITC and simulation results, or at least more physically acceptable values for free energies
and entropies.
One goal in this study has been to find the most accurate PMFs in the most efficient way. While
we made some progress toward that goal, by developing the bin-passing and peak-finding methods

122
and obtaining peptide-membrane adsorption PMFs from all-atom simulations of only ∼ 500 ns
length, we should note that certain features of the interaction of molecules with membranes, such
as the precise way of alteration of phospholipid headgroups upon absorption of a peptide molecule,
might still be best studied through static, equilibrium methods. While traditional, well-established
methods remain useful, we hope that this work has contributed to better understanding some of the
features of molecular simulations, and also to the diversity of available methods in the field.

Appendix A
Oscillating methods for implementing the
Forward-Reverse (FR) method
A.1

The oscillating FR (OFR) method

Consider some molecular-scale process, for which one wishes to find the PMF as a function of
an appropriately chosen reaction coordinate (x), through a steered molecular dynamics simulation.
In general, coordinating the steered process in one direction might be considerably easier than the
other. We call this easier direction of steering the system the forward direction, and the opposite
direction the reverse. In many cases in soft matter physics, steering the system to go through the
reverse process is virtually impossible, the most well-known example of which is perhaps unfolding
proteins, where pushing the two ends of the unfolded amino acid chain over a typical time-scale
(∼ 1 nanosecond) of the un-folding simulation is exceedingly unlikely to re-fold the protein to its
initial geometry.
Call the initial value of the reaction coordinate xA and its final value xB . x might in general
be a multi-dimensional vector variable, but it should nevertheless fulfill the requirements of a controllable reaction coordinate, and in case we choose a multi-dimensional x, its various components
should be consistently tunable. For the sake of simplicity however, we limit our discussion to a
single scalar variable x here.
The essence of the OFR method is steering x to change with a mixed drifting and oscillating
protocol
x = xA + vdrif t t + Asin(ωt), 0 ≤ t ≤ T .
(A.1)
Here T represents the total simulation time one wishes to invest in simulating the process under
study. Without the sinusoidal oscillating term, one would have the regular SMD protocol conven123
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tionally used. The second term steers the reaction coordinate to change in a linear fashion from its
initial to final value, while the third term forces the reaction coordinate to oscillate around its average position at each location, thereby providing the forward and reverse paths required to sample
the forward and reverse work values.
The magnitude of the oscillation amplitude should be chosen according to two criteria: (i) It
should be small enough so that the system under study can reconfigure to its previous state during
the backward half of each oscillation cycle, e.g., an alpha helix must go to its more compressed
state in the backward portion of an oscillation period, allowing for the hydrogen bonds broken in
the forward half to reform again. This essentially means that through the third term in (A.1), we
should explore the elastic response limit of the system, not perturbing it so much that it can not
immediately remember how to regain its instantaneous last configuration. This is in contrast to
what we expect for the rest of the system (e.g., aqueous solvent in bio-molecular systems), which
should de-correlate quickly from cycle to cycle. (ii) The oscillation amplitude should on the other
hand be large enough compared to the radii of the atoms and thermal fluctuations of the system, so
that it can be distinguished from the rapid thermal motions of the system.

Choosing too small an oscillation amplitude would introduce the artifact that consecutive oscillation cycles would be correlated with each other and can not reliably be used as independent
samplings of the work to establish the work averages. These considerations are clearer in Fig.A.1b,
where sectioning the reaction coordinate into bins can be seen along with forward and backward
traverses of these bins with the oscillating protocol, while the reaction coordinate also proceeds
with a smaller drift velocity toward its final value.

From Fig.A.1 we can also observe another criterion for the relative magnitudes of the oscillation
and drift velocities, namely that the amplitude of the oscillation velocity should be much larger
than the drift velocity, so that around each point xn in the reaction path there would be sufficient
number of forward and backward pulls to sample the external work along the bin from xn to xn+1
as frequently as required:
vosc,max = A ω  vdrif t .
(A.2)
The choice of vdrif t is simply made by knowing the range of variation of the reaction coordinate
and the total simulation time. Having decided also on the amplitude of oscillation, one can now
determine ω. To oscillate approximately n times across each point along the reaction coordinate,
one basically needs to oscillate n times along a distance of 2A. Having only the linear drift velocity,
this distance would have been traveled in a time interval ∆t = 2A/vdrif t , which can now be set
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a

Figure A.1: Schematic demonstration of the three levels of change in the reaction coordinate with
the OFR steering protocol. A small area around a point xn along the reaction path is magnified
in panel b to show the mechanism and requirements of the oscillating protocol. The amplitude of
oscillation should be large enough to cover a few “bins” in each oscillation cycle, though not so
large that the system could not quickly re-configure to its immediate past structural state. Bin sizes
should also be chosen large enough so that thermal fluctuations of the steered atom positions be
relatively small compared to the length of a bin (panel c).
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equal to the period of oscillations. One can then write
T =

2A
,
n vdrif t

(A.3)

and hence

πn vdrif t
.
(A.4)
A
Equation (A.4) is approximate in predicting the actual number of times each point along the reaction
will be passed, since thermal fluctuations and the shape of the underlying PMF itself can both cause
slight deviations from n. For a fixed simulation time (and hence a fixed drift velocity) choosing a
larger n would give us more samplings, but it would also increase the oscillation frequency which
deposits power into the system, hence driving it farther from equilibrium. As good convergence
rates of the FR method for n ∼ 10 pulls have been demonstrated [53,54] for a few test systems, one
should be careful not to trade fewer pulls of better quality for more pulls of higher dissipative work.
Indeed, Kosztin et. al. have already pointed that for convergence of this method to the underlying
PMF, the “quality” of the pulls (i.e., having smaller W̄d and smaller deviations from the prescribed
path) is generally more important than their high count [53].
ω=

Equation (A.2) and the requirement that the amplitude of oscillations should be much smaller
than the length of the whole reaction path |xB −xA |, can be combined to give the major requirements
in adjusting the parameters of an OFR simulation,
vdrif t
 A  |xB − xA | .
ω

(A.5)

Starting from x = xA , and changing x according to the aforementioned protocol, the steered
(perturbed) Hamiltonian of the system is
k
Hsteered = H0 + [x̃(t) − (xA + vt + A sin(ωt))]2 ,
2

(A.6)

where H0 is the bare (un-perturbed) Hamiltonian and x̃(t) is the actual value of the reaction coordinate at time t of the simulation interval. The fundamental definition of the PMF w(x) is given
by
Z
1
1
e−βH0 (Γ)
w(x) ≡ − ln[C P (x)] = − ln{C dΓ
δ(x − x̃(Γ))} ,
(A.7)
β
β
Z0
where P (x) is the un-normalized distribution function of the reaction coordinate in the unperturbed
system. Here Z0 denotes the partition function corresponding to H0 , Γ = {r N , pN } represents the
coordinates (r N ) and momenta (pN ) of the system containing N atoms, and the Dirac delta function
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δ(x − x̃) filters every value of x̃, picking only x̃ = x. The constant C in (A.7) has the same
dimension as the reaction coordinate x and is introduced for normalizing the distribution function
and rendering the logarithm argument dimensionless.
There is no need to normalize P (x) at this stage, so that P (x) represents the relative probability
density of x with respect to some arbitrary reference position x0 . Later CP (x) will be chosen so that
the relative Helmholtz free energy change ∆F (x) ≡ w(x) of an NVT system under consideration
refers to some convenient value x0 . The Gibbs free energy change ∆G(x) is defined similarly for an
NPT system, differing from ∆F by a term ∆(P V ). As either pressure or volume is typically kept
constant in molecular simulations, and the typical systems studied by these methods are relatively
incompressible, ∆(P V ) is usually negligible, and either ∆G or ∆F can be used. We will focus on
finding ∆F , which is directly extractable from the FR method expressions for NVT systems and
use it to obtain the free energy profile.
In simulations it is usually possible to artificially change the reaction coordinate according to
a prescribed path of evolution, thereby mimicking the effect of the delta function in (A.7), but this
would introduce artifacts into the system, in the form of an infinitely strong steering potential. One
should therefore choose a reasonably high spring constant in (A.6) and use the harmonic steering
term to change the reaction coordinate with reasonable accuracy.
The essence of the stiff spring approximation is to replace the infinitely sharp delta function in
(A.7) with the Gaussian factor exp[−β(k/2)(x̃ − x)2 ], hence relating the mathematical definition
of the PMF to a quantity measurable in the simulation. Using a stiffer spring, i.e., one with larger k,
improves the approximation in the sense that we get closer to the limit described by the definition
r
δ(x̃ − x) = lim

k→∞

2π − βk (x̃−x)2
e 2
βk

(A.8)

Inserting (A.8) into (A.7) with the PMF replaced by Helmholtz free energy, we obtain
 r

Z
2π
e−βH0 (Γ) − βk (x̃−x)2
1
dΓ
e 2
∆F (x) = − lim ln C
β k→∞
βk
Z0
 r

Z
1
e−βH0 (Γ) − βk (x̃−x)2
2π
dΓ
≈ − ln C
e 2
β
βk
Z0
k→large

(A.9)

Thus, within the stiff spring approximation, by constructing the free energy profile of the biased
system along the reaction path, we also obtain the profile w(x) to within a constant, with the
constant chosen for convenience later, depending on the system.
It is also worth mentioning that the guiding potential used in SMD has a double functionality,
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both as a means of applying the steering force and as the force measuring device. By measuring
the deviation (x − x̃) in each time-step of the simulation, we measure the force and hence the work
performed on the system. The deviation (x − x̃) is the response of the system to the perturbation
we apply to it, and in this sense choosing an unnecessarily large spring constant might also lead to
a cancellation of the averaging caused by a softer spring’s slower response. This would cause the
measurement of the force to be less precise due to being very nearly equal to the rapidly fluctuating
net solvent force on the system.
The introduction of the oscillating term in the steered Hamiltonian (A.6) does not change any
of the conditions required for the stiff spring approximation, as the functional dependence of the
steering potential on (x − x̃) is not changed and only the evolution protocol of x(t) is slightly
modified. Hence, the stiff spring approximation is still valid here. Yet, as a result of introducing
the oscillating term, another effective spring constant is introduced in the system, of which we
need to be aware. Through the back and forth oscillations along the reaction path, those atoms
in closer contact with the steering point experience an effective spring constant, of the order of
mω 2 , where ω is the oscillation angular frequency given by (A.4) and m is the effective mass of
the group of atoms experiencing the steering force. In designing an OFR simulation, the stiffness
(k) of the guiding potential should be chosen much larger than mω 2 , so that the drifting force
always dominates the local resistance of the oscillating structure. This is in addition to (though not
fundamentally independent of) the requirement for the stiff spring approximation that k should be
much larger than 2/[β(δx)2 ], δx being the spatial resolution one seeks in determining the PMF.
The steering protocol (A.1) therefore satisfies the conditions required for the FR method to be
applicable, namely the validity of the Crooks theorem and the stiff spring approximation. Thus, we
can confidently use the key formulae of the FR method, namely that along a reaction path with the
forward work averaged to W̄F and the reverse work averaged to W̄R , the variance of the work σ 2 ,
the change in the free energy ∆F and the average dissipative work W̄d are given by
σ 2 ≡ σF2 = σR2 =

∆F =

W̄F + W̄R
,
β

W̄F − W̄R
,
2

W̄d ≡ W̄dF = W̄dR =

W̄F + W̄R
.
2

(A.10a)

(A.10b)
(A.10c)

The great advantage of the FR method in calculating ∆F is its use of W̄ , which is the easiest
piece of statistical information one can obtain about the work values. The stiff spring approximation guarantees that the distribution of the work values is Gaussian and hence we can sample W̄
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with good accuracy through ∼ 10 to ∼ 100 runs of the process in each direction, which is often
computationally feasible. These different realizations are achieved in our OFR method along the
local oscillations across each small bin (see Fig. A.1b), and the samplings of forward and reverse
work are performed on the fly.
The FR method requires the average dissipative work in the forward and reverse directions to be
equal. Since the dissipative force is proportional to γv, this condition will be satisfied if the mean
steered speeds in the two directions are the same, assuming γ does not depend on direction, which
will be true unless the particle is asymmetric and dragged with fixed orientation. This requirement
is satisfied in the OFR protocol to a good approximation, despite the fact that over the course of time
one proceeds in the forward direction, and so the (magnitude of) average velocity in this direction is
larger than that in the reverse direction. This difference is insignificant as long as the magnitude of
oscillation velocity is at least two orders of magnitude larger than the forward (linear) drift velocity.
One can then expect (A.10c) to remain valid, provided that a large enough n is chosen in (A.4).
Although both the Jarzynski and FR methods formally require the systems under study to start
from an equilibrated initial state, in practical constructions of free energy profiles through SMD by
using these methods, one usually evolves the system all the way from the initial (usually equilibrated) state A to a final state B and the relative free energy for each of the intermediate points of
the reaction coordinate interval are calculated from work samplings that indeed do not start from
equilibrium states, i.e. the system is never in equilibrium for those intermediate points (e.g., in
going from xn to xn+1 in Fig.A.1b). However, as such systems are usually coupled to an enclosing
heat reservoir (often mimicked by Langevin dynamics), the temperature can usually be considered as fixed and well-defined throughout the course of entire nonequilibrium pulls, while other
thermodynamic parameters may not be as sharply defined.
In a test of the FR method on water molecules passing through single-walled carbon nanotubes
(SWNTs), Kosztin et al. [53] observed better convergence of the PMF from continuous pulls across
the whole reaction path than the PMF obtained via dividing the reaction path into 40 equal segments
and starting from an equilibrated configuration along each segment. This suggests that using such
a steering protocol, where the whole reaction path is traversed in one continuos pull, might lead to
PMF curves of (at least) comparable quality with those obtained from segmented curves. In this
regard, we expect even better overall behavior of the system when steered by our proposed OFR
protocol, compared to when it monotonically passes the entire ∆x interval multiple times with
higher drift velocity, as in our method the entire system is less affected by the drifting-oscillating
perturbation, and is thus less prone to experience system-wide temperature fluctuations.
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Figure A.2: Schematic view of the parameters involved in designing a PFR run.

A.2

The Progressive Forward-Reverse (PFR) Method

In designing the OFR method [89] our intention has been to retain the best aspects of the FR
method [53] (theoretical elegance and practical efficiency) and exploit local reversibility to make
sampling in a single run possible. The cost was to introduce a sinusoidally oscillating term to the
steering path, which was not then formally consistent with the requirements of the FR method,
i.e., constancy of the steering velocity. The scheme we present here gets rid of that problem by
performing “saw-tooth” local oscillations, with constant and equal speed in both directions. To
progress the system from xA to xB over the course of the simulation, we spend a bit more time in
each cycle going forward than backward, so that the system progresses gradually in the xA → xB
direction. This way the forward and reverse moves in each cycle will be asymmetric in time, and
we thus call them semi-halves hereafter. We also have the system spend a small fraction of the
length of each cycle staying still at the end of each semi-half. This lets the system settle down
locally and get ready for the next move, hence avoiding part of the big change in velocity at the end
if each semi-half.
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Preparation of a run
Suppose one wishes to invest T nanoseconds of simulation time to find the PMF profile between
two points A and B of a system, characterized by values xA and xB of the reaction coordinate. We
divide T into N intervals of length τ . During each cycle of length τ , we spend a fraction nn1 of τ
to proceed the system in the forward direction (xA → xB ) with constant velocity v. We then keep
the system stationary for a fraction nn3 of τ , and subsequently steer it back in the reverse direction
for nn2 of τ . Finally, we keep the system stationary again for another nn3 of τ . One manifestly needs
to satisfy the relation n1 + n2 + 2n3 = n to cover all the duration of τ . Also, from the procedure
just described, we can see that n1 and n2 should be close in value, with n1 > n2 to provide the
forward net drift toward xB , and also that these two numbers should be generally much larger than
n3 , so that we spend most of the simulation time on sampling forward and reverse works, rather
than staying still. For simplicity we choose to set n3 = 1. Also, if n1 and n2 differ too much from
each other, then one would gather too much more data in the forward direction than in the reverse.
So, here are the criteria summarized:
n1 + n2 + 2n3 = n , n1 ≈ n2 , n1 > n2

(A.11)

1
× τ of time is spent in going forward. ThereDuring each cycle of length τ , a net amount n2 −n
n
2
× τ × v. We choose an
fore, the net forward displacement in the forward direction will be n1 −n
n
“amplitude” δ such that during the forward semi-half of a cycle, the system proceeds by an amount
δ = nn1 τ v.

Knowing that we have divided total simulation time T into N intervals of length τ each, one
formally requires that:
N×

n1 − n2
× τ × v = xB − xA ≡ ∆xAB
n

and so

T
n1 − n2
×
× τ × v = ∆xAB ,
τ
n
which can be solved for v to obtain
v=

∆xAB
n
×
.
∆TAB n1 − n2

(A.12)

The number of times each point along the reaction path is traversed (ignoring fluctuations) will
1
roughly be n1n−n
.
2
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If one chooses to set n3 = 1, and n2 = n1 − 1, then
n = n1 + n2 + 2 = 2n1 − 1 + 2 = 2n1 + 1

(A.13)

Setting n2 = n1 −1 does not mean that the system goes n1 time-steps forward and n1 −1 backward,
as these only specify the fractions, and the actual number of time-steps should be determined later
from these and the relative values of τ and time-step lengths.
With the convention above, the formula for v will slightly simplify to:
v=

∆xAB
.n
T

(A.14)

Remembering that δ was chosen to be equal to the distance traveled in the forward semi-half of
each cycle, we can write:
δ
δ n
v = n1
=⇒ τ = .
(A.15)
.τ
v n1
n
In designing a PFR run, one thus starts by deciding about how much time T to spend on a run and
also about n and δ. The relation among n1 , n2 , n3 and n should be decided, and with the convention
chosen above, v and τ can be found from the corresponding relations:
∆xAB
.n
T
δ n
τ= . .
v n1

v=

(A.16)
(A.17)

As an example, we take the problem of finding the inter-ionic PMF of NaCl in water, discussed
in chapter 2. Suppose the Cl ion is fixed at the origin of coordinate system, and Na is steered by a
finitely stiff spring to move from (2.1 Å,0,0) to (10.0 Å,0,0) in 20 ns of simulation time. We choose
to set n=101, n1 =50 and δ = 0.5Å.
Knowing these, the drift velocity can be found as:
∆xAB
10 − 2.1
Å
.n =
× 101 = 39.895
T
20
ns
δ n
0.5 101
τ= . =
.
= 2.5316 × 10−2 ns = 25316 f s
v n1
39.895 50
v=

Number of time-steps per τ is then found:
number of time-steps per τ =

τ
dt

=

25316
2.00

= 12568

Now, for designing the progressive FR run, we need to find how many steps to go in a direction,
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or stop at a point:
Go forward for 12568 × nn1 steps
Stay there for 12568 × n1 steps
Go reverse for 12568 × nn2 steps
Stay there for 12568 × n1 steps
With n=101 and n1 = 50, these numbers become:
6266
125+1
6141
125
As a result of rounding these answers to integers, the sum of 6266+125+6141+125 will be
12567, and we choose to spend that extra time-step in the middle, still phase, as indicated above.
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