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ABSTRACT

WEIGHTING APPROACHES FOR LONGITUDINAL DATA WITH

TIME-DEPENDENT CLUSTER SIZES

Matthew A. Stephenson Advisors:
University of Guelph, 2013 Dr. Ayesha Ali

Dr. Gerarda Darlington

Generalized estimating equations (GEEs) are commonly used in the mod-

elling of correlated data. However, in the presence of informative cluster sizes, esti-

mates obtained using GEEs may be biased. In order to correct for this bias a weighted

GEE may be used. Previous research has extended the use of weighted GEEs to a

longitudinal setting but requires that cluster sizes remain constant over time. In this

thesis, two new weighting schemes are investigated to allow for valid parameter esti-

mation in a longitudinal setting where cluster sizes are informative and may change

over time. Specifically, this thesis considers weighting by the inverse of the time-

dependent cluster size, and by the total number of observations for a given cluster.

Through Monte Carlo simulation, the performance of traditional GEEs, GEEs under

previously proposed weighting schemes, and these two new models are compared. Re-

sults of these studies show that weighting by the total number of observations results

in unbiased parameter estimates with excellent coverage.
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Chapter 1

Introduction

1.1 Motivation

In this thesis, the performance of generalized estimating equations (GEEs)

with and without weighting mechanisms in the modelling of a relationship between

a binary outcome (diseased versus not diseased) and a binary covariate (exposed

versus unexposed) is examined. In particular, two new weighting mechanisms are

proposed and evaluated. Liang and Zeger (1986) proposed the use of GEEs to allow for

consistent estimation of regression parameters in the presence of correlated outcomes.

In the modelling of the relationship between an outcome and one or more covariates

of interest, it is necessary to account for the correlation among outcomes arising from

multiple observations being made on the same observational unit. In such instances,

the observational units define “clusters” and the number of observations made on any

single unit is its cluster size. For example, in the study of periodontal disease, an

individual subject would constitute a cluster and the number of teeth for any given

subject would be the cluster size.

If one is to follow an observational unit over time and take repeated mea-

surements, then it is also necessary to account for the correlation that occurs due
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to the longitudinal nature of the study. Such an experimental design would result

in data with a hierarchical correlation structure and two sources of correlation: the

longitudinal correlation due to successive measurements being taken on the same

cluster-member, and the within-cluster correlation due to multiple measurements be-

ing made on a cluster at a specific time. In the periodontal disease setting, these two

sources of correlation would be: the correlation due to a given tooth being followed

over time, and the correlation among teeth within a mouth.

GEEs are based on a quasi-likelihood approach in which it is assumed that

a known function of the mean is a linear function of the covariates, and that the

variance can be expressed as a function of the mean (Liang and Zeger, 1986). In the

estimation of the regression parameters, the data analyst first must specify a working

correlation matrix, R(↵). There are several commonly used correlation structures in-

cluding auto-regressive, exchangeable, independence, and m-dependent. In this thesis

only the exchangeable and independence correlation structures are considered. An

exchangeable correlation matrix assumes equal correlation between all pairwise com-

binations of observations and will result in a correlation matrix with ones along the

diagonal and correlation ↵ in all o↵ diagonal elements. Setting the working corre-

lation matrix to the identity matrix, I, is analogous to setting ↵ = 0 and assuming

independence among observations both within and among clusters. Under the in-

dependence assumption, the regression parameter estimates are equivalent to those

achieved with a generalized linear model (GLM). However, the estimated variances

of the regression parameter estimates will di↵er as GEEs make use of the sandwich

variance estimator (Liang and Zeger, 1986). It has been shown that the consistency
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of parameter estimates does not depend on the correct specification of the correlation

structure, but does require that any missing data are missing completely at random

(MCAR) (Liang and Zeger, 1986). Further details on GEEs and the methods used

to estimate the regression parameters may be found in Appendix A.1.

There are many instances in which the MCAR assumption is violated, one of

which arises from the presence of informative cluster sizes. Cluster sizes are informa-

tive when the outcome depends upon the size of the cluster and regression parameter

estimates obtained from fitting GEEs in the presence of informative cluster sizes may

be biased (Ho↵man et al., 2001). Reconsider the periodontal disease setting: indi-

viduals who are at high risk for periodontal disease may have fewer teeth due to

previous tooth loss, compared to individuals who are at low risk for disease. Further,

estimates may be biased towards the relationship between response and covariate ex-

hibited by individuals at low risk for disease as they may have larger cluster sizes and,

therefore, will have more observations in total than those at high risk. Consequently,

these healthy individuals will contribute more information to the estimation of the

regression parameters.

Two main approaches exist to accommodate informative clustering and in-

volve resampling or reweighting. Within-cluster resampling (WCR) (Ho↵man et al.,

2001) provides a simple, yet computationally intensive method for regression param-

eter estimation in the presence of informative cluster sizes. Here a single observation

is randomly sampled with replacement from each of the N clusters to result in a new

data set of size N . As the N observations are independent, a traditional GLM is

fit. This process of resampling and fitting a GLM is repeated many times to form
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the final summary WCR parameter estimate and its corresponding variance estimate.

Further details on WCR are included in Appendix A.2.

Cluster-weighted generalized estimating equations (CWGEEs) (Williamson

et al., 2003), link WCR with GEEs, and provide asymptotically equivalent estimates

to those achieved by WCR. CWGEEs involve weighting each cluster-member’s con-

tribution to the score function by the inverse of the cluster size. This weighting

mechanism results in the formation of a single set of estimating equations and is,

therefore, far less computationally intensive than WCR. Both WCR and CWGEEs

are valid in the presence of informative cluster sizes with the benefit of not requiring

the data analyst to specify a correlation structure. This is because WCR makes use

of GLMs, and the CWGEE works under the assumption of an independence working

correlation matrix.

Wang et al. (2011) extended the use of WCR and CWGEEs to a longitudinal

setting, provided that cluster sizes remained constant over time. In this setting, the

cluster weighting removes the need to specify the within-cluster correlation structure;

however, the data analyst must specify the correlation structure due to repeated mea-

surements. For example, the correlation among teeth within mouth is not specified,

but the correlation of a given tooth over time is. A main limitation of the methods

developed by Wang et al. (2011), that is addressed in this thesis, is that cluster sizes

must remain constant over the study period. In many cases this assumption may be

unrealistic; in the periodontal example, it is more likely that cluster sizes will tend to

reduce over time (e.g. if diseased teeth are extracted).

In this thesis, two new weighting schemes are proposed: (i) weighting by
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the time-dependent inverse of the cluster size; and (ii) weighting by the inverse of

the total number of measurements taken on a given subject. Through Monte Carlo

simulation, these approaches are evaluated and compared to GEEs, and CWGEEs.

Chapter 2 sets up notation, provides further details on the extension of CWGEEs

to a longitudinal setting and introduces the two new weighting schemes. Chapter

3 presents the Monte Carlo simulation study and compares the performance of six

di↵erent statistical models. Chapter 4 illustrates the new weighting methods on a

real data set to model the risk of calving in dairy cattle. Finally, Chapter 5 discusses

and summarizes the main results of the thesis and provides some possible avenues for

future research.
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Chapter 2

Methods

In this chapter the notation for this thesis is introduced, background infor-

mation on the extension of CWGEEs to a longitudinal setting is presented and two

new weighting schemes are proposed.

2.1 Background

Let Yijk be the binary response for the k-th observation, k = 1, . . . ,M , on

the j-th member, j = 1, . . . , nik, of the i-th cluster, i = 1, . . . , N , where nik denotes

the cluster size for the i-th cluster at time k, and M represents the maximum number

of observations for any given cluster member. Similarly, let X0
ijk represent a p ⇥ 1

vector of covariates. As cluster sizes may reduce over time, some cluster members

may be followed for fewer than M visits.

Because Yijk is a binary response, a logistic regression type model can be

considered where the log odds of the outcome of interest is assumed to be a linear

function of the covariates such that,

log

✓

µijk

1� µijk

◆

= Xijk�, (2.1)
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where µijk is the mean of Yijk (probability Yijk = 1), and � is a p ⇥ 1 vector of

parameters. Alternatively, µijk can be expressed as a function of the covariates and

regression parameters as follows:

µijk (Xijk;�) =
exp (Xijk�)

1 + exp (Xijk�)
. (2.2)

The log odds and the mean parameter presented here in the context of a GEE are

identical to those of a GLM.

2.1.1 Cluster-weighted generalized estimating equations

Wang et al. (2011) demonstrated how CWGEEs could be extended for the

estimation of regression parameters in a longitudinal setting with informative cluster

sizes. Their methods require that cluster sizes remain fixed over time, i.e., nik = ni1

for all k, where ni1 is the baseline cluster size. Removing the subscript k, let X0
ij be

a p⇥ k matrix of covariates, Yij be a k⇥ 1 vector of outcomes, and µij be a k vector

of means. Estimates for the cluster-weighted model, �̂CW , can be found by using a

Newton-Raphson method to iteratively solve the following estimating equations:

U(�,↵) =
N
X

i=1

1

ni1

nik
X

j=1

Uij(�,↵) = 0, (2.3)

with Uij being a p⇥ 1 vector such that,

Uij(�,↵) = X0
ijA

0
ijV

�1

ij

�

Yij � µij (Xij;�)
 

, (2.4)
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where Vij is the working covariance matrix of Yij which is given by

Vij = A
1
2
ijR(↵)A

1
2
ij/�, (2.5)

Aij is a k ⇥ k diagonal matrix with the k-th element given by the variance function

for a logistic regression

µijk (Xijk;�) {1� µijk (Xijk;�)} , (2.6)

R(↵) is the working correlation matrix, and � is the scale parameter which takes on

a value of 1 for binary outcomes. Note that a summation over the longitudinal time

points k is not necessary as it is taken into account in the matrix multiplication for

the calculation of Uij.

The correlation parameter ↵ may be estimated using a method of moments

estimator as described by Liang and Zeger (1986). This method is implemented

in standard statistical software such as SAS (SAS Institute Inc., 2011), where the

Pearson residuals for a weighted analysis are defined as,

r̂ijk = (yijk � µ̂ijk)
r

wijk

µ̂ijk(1� µ̂ijk)
. (2.7)

Here, µ̂ijk is defined as in equation 2.2 with � being replaced by its current estimate,

�̂, and wijk = wi = n�1

i1 is the weight for the given observation under this weighting
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scheme. Next, ↵ may then be estimated according to the equation:

↵̂ =

PN
i=1

P

j>j0
P

k>k0 r̂ijkr̂ij0k0
PN

i=1

n

1

2

⇣

Pnik
j=1

PM
k=1

wijk

⌘⇣

Pnik
j=1

PM
k=1

wijk � 1
⌘o

� p
. (2.8)

Note that in a weighted GEE the summation in the denominator must be over the

weights, or the e↵ective cluster sizes, rather than over the observed cluster sizes. An

algorithm which alternates between the estimation of the regression parameters and

the correlation parameter may be utilized until convergence is achieved.

The variance of the vector of CWGEE estimates, �̂CW , can be estimated by

using the sandwich estimator,

V̂ = Ĥ�1ĜĤ�1, (2.9)

where

Ĥ =
N
X

i=1

1

ni1

nik
X

j=1

@Uij(�, ↵̂)

@�

�

�

�

�

�

�=ˆ�

and

Ĝ =
N
X

i=1

(

1

ni1

nik
X

j=1

Uij(�̂, ↵̂)

)(

1

ni1

nik
X

j=1

Uij(�̂, ↵̂)

)0

.

Recall that Uij is a p⇥1 vector, and the summation over the longitudinal time points

is already taken into account in its calculation.
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2.2 Time-dependent and Subject Weighting

In this section, two new weighting mechanisms to estimate regression param-

eters when cluster sizes are informative and changing over time are proposed. For

simplicity, an independence working correlation matrix is assumed for both methods.

As such, let Uijk be the contribution to the score function for the j-th member of the

i-th cluster (subject) at the k-th visit defined as:

Uijk(�) = wijkX
0
ijk {Yijk � µijk (Xijk;�)} , (2.10)

where wijk is the weight for a given observation that depends on the weighting scheme

being used.

2.2.1 Time-dependent weighted generalized estimating equations

The first new method investigated involves weighting by the inverse of the

time-dependent cluster size, nik. Note that here, the weights will be constant across

all cluster members for a given time with,

wijk = wik = n�1

ik . (2.11)

This weighting creates a pseudo-population wherein at each time, each subject con-

tributes equally to the estimation of the regression parameters. If nik = ni1 for all k,

i.e., cluster sizes remain constant, then the time-dependent weights will be equivalent
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to those used in the CWGEE (Wang et al., 2011).

The regression parameter estimates, say �̂TW , can be found by using a

Newton-Raphson method to iteratively solve the estimating equations

U(�) =
N
X

i=1

nik
X

j=1

M
X

k=1

Uijk(�) = 0. (2.12)

However, in contrast to equation 2.3, here a summation over the k longitudinal time

points is necessary as the summation is not taken into account within the calculation

of Uijk(�).

Similar to the cluster-weighted setting, the variance of �̂TW can be estimated

by the sandwich estimator

V̂ = Ĥ�1ĜĤ�1 (2.13)

where

Ĥ =
N
X

i=1

nik
X

j=1

M
X

k=1

@Uijk(�)

@�

�

�

�

�

�

�=ˆ�

and

Ĝ =
N
X

i=1

(

nik
X

j=1

M
X

k=1

Uijk(�̂)

)(

nik
X

j=1

M
X

k=1

Uijk(�̂)

)0

.

Again a summation over the longitudinal time points k is necessary here as it is not

taken into account in the calculation of Uijk(�).



12

2.2.2 Subject-weighted generalized estimating equations

The second new weighting method investigated is weighting by the inverse

of the total number of observations for the i-th cluster. Here the weights wijk will be

constant across all cluster members at all time points, and are defined as:

wijk = wi =

 

M
X

k=1

nik

!�1

. (2.14)

The regression parameter estimates for this weighting scheme, say �̂SW , can again

be found as the solution to equation 2.12 with variance estimates obtained by the

sandwich estimator defined in equation 2.13. Like CWGEE, the weights for the SW

method are constant across all cluster members at all time points, but the weights in

the SW method further reflect changes in cluster size by considering all time points

rather than just the baseline cluster size.
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Chapter 3

Simulation Study

To compare the performance of the models previously discussed, a Monte

Carlo simulation study was conducted. The data generation was similar to that

of Ho↵man et al. (2001) and Williamson et al. (2003), and was motivated by the

previously discussed periodontal disease.

In particular, the relationship between a binary covariate (exposed versus

unexposed) and a binary outcome (diseased versus not diseased) was modeled. The

exposure status, Xi, was assigned to each of N = 500 clusters by randomly gener-

ating a Bernoulli random variable with probability of success equal to 0.5. As the

assignment was at the level of the cluster, all observations within a cluster shared the

same exposure status. The cluster level baseline risk for the i-th cluster, BLRi, was

generated as a random variable from a Beta(a, b) distribution, where a and b satis-

fied pre-requisites for the mean baseline risk, E(x) = a
a+b

, and for the within-cluster

correlation, ↵ = 1

a+b+1

. In particular, the intercept, �
0

, was pre-specified as �1.5

throughout all studies, and the log odds ratio for exposed versus unexposed observa-

tions, �
1

, could take on possible values of � log(2), 0, and log(2). When the log odds

ratio takes on a value of 0, the exposure status of the cluster does not a↵ect the risk of

disease. The within-cluster correlation was varied with values of ↵ = {0.01, 0.3, 0.6}
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being considered. The values of ↵ were chosen to assess the performance of the various

models when there was a low, moderate, and high within-cluster correlation.

In the simulation study, two di↵erent approaches for generating the cluster

sizes were considered, the first was motivated by the periodontal disease example.

Since a typical human mouth has a maximum number of 32 teeth (assuming no extra

teeth are present), the maximum cluster size in the simulation was set to 32. For

simplicity, let L denote the maximum cluster size for the remainder of this thesis. To

ensure that cluster sizes were informative, clusters with BLR greater than or equal to

the mean of a Beta(a, b) random variable were randomly generated from a truncated

binomial(32, 0.85) distribution with 0 excluded. For clusters with BLR less than

the mean of a Beta(a, b) random variable, cluster size was randomly generated from

a truncated binomial(32, 0.55) distribution with 0 excluded. By using these two

di↵erent distributions to generate the cluster sizes, clusters with low baseline risk

tended to be larger than clusters with high baseline risk. Therefore, the cluster sizes

were informative.

In the second approach for generating cluster sizes, the methods of Ho↵man

et al. (2001) and Williamson et al. (2003) were more closely followed. In particular,

L was set to 10 or 20, and the low risk cluster sizes were generated as truncated

binomial with a probability of success equal to 0.75, while the probability of success

in the high risk group was set at 0.25. Further for L = 10, cluster sizes of {0, 1, 9, 10}

were excluded; for L = 20, cluster sizes of {0, 1, 19, 20} were excluded. Algorithm

1 outlines the data generation for both simulation approaches discussed here. Note
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that in lines 6, 9, and 15 of Algorithm 1 the function expit(�) = exp(�)
1+exp(�)

describes

how the parameters for the beta distributions were chosen. Further, the exclusion set

✏ corresponds to the set of values excluded in the truncated binomial distributions.

It was also necessary to generate multiple observations for each cluster mem-

ber. The maximum number, M , of longitudinal observations for any given cluster

member (e.g. tooth) was specified as 5 visits. Each outcome, Yijk, at each of the

k = 1, . . . ,M longitudinal time points, for each of the the j = 1, . . . , L cluster mem-

bers belonging to the i = 1, . . . , N clusters, was randomly generated as a Bernoulli

variate with probability of success equal to the BLRi. To allow cluster sizes to change

over time, data were removed at a rate dependent upon the BLRi. More specifically, a

cluster level removal risk, Ri, was randomly generated from a Beta(c, d) distribution

with mean equal to BLRi and within-cluster correlation equal to ↵. The removal

status, Zijk, was generated as a Bernoulli variate with probability of success equal to

Ri for visits 2, . . . ,M . A cluster member was removed from the data set after the first

instance for which Zijk = 1, and for all subsequent visits following the first removal

event.

As there were 3 possible values of each L, ↵, and �
1

there were 27 parameter

combinations considered in total as summarized in Table 3.1. One thousand data sets

were generated for each of these 27 parameter combinations each of which were fit

using six di↵erent models:

1. GEE with an independence working correlation matrix (GEEi);

2. GEE with an exchangeable working correlation matrix (GEEe);

3. Cluster-weighted GEE with an independence working correlation matrix (CWi);
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Algorithm 1 Generating data with informative cluster sizes.
Inputs
N = number of subjects, M = maximum visits,
L = maximum cluster size, ✏ = exclusion set,
⇡L = success probability for low

risk group”,
�
0

= logit of mean baseline risk,

⇡H = success probability for high
risk group”,

�
1

= log odds ratio,

↵ = within-cluster correlation.

Outputs
X = exposure status, Y = outcome,
Z = removal status.

1: function Simulate Data(N,M,L, ⇡L, ⇡H , ✏, �0

, �
1

,↵)

2: for i in 1, . . . , N do

3: Xi ⇠ Bernoulli (0.5)

4: if Xi = 0 then

5: solve for a, b such that:

6: expit(�
0

) = a
a+b

, ↵ = 1

a+b+1

7: else if Xi = 1 then

8: solve for a, b such that:

9: expit(�
0

+ �
1

) = a
a+b

, ↵ = 1

a+b+1

10: end if

11: BLRi ⇠ Beta(a, b)

12: pi ⇠
(

⇡L if BLRi <
a

a+b

⇡H if BLRi � a
a+b

13: ni ⇠ Truncated binomial (L, pi) excluding ✏

14: solve for c, d such that:

15: BLRi =
c

c+d
, ↵ = 1

c+d+1

16: Ri ⇠ Beta(c, d)

17: for j = 1, . . . , ni do

18: for k = 1, . . . ,M do

19: Yijk|Xi ⇠ Bernoulli (BLRi)

20: Zijk|Xi ⇠ Bernoulli (Ri)

21: end for

22: end for

23: end for

24: return(X,Y,Z)

25: end function
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4. Cluster-weighted GEE with an exchangeable working correlation matrix (CWe);

5. Time-dependent weighted GEE with an independence working correlation ma-

trix (TW);

6. Subject-dependent weighted GEE with an independence working correlation

matrix (SW).

All models were fit using the geepack (Halekoh et al., 2006; Yan and Fine, 2004; Yan,

2002) package in R (R Core Team, 2013).

Note that, in the estimation of an exchangeable correlation matrix it was

assumed that corr(yijk, yij0k0) = ↵ for all j 6= j0 and/or k 6= k0 (i.e. an equal correla-

tion among replicate measurements on the same cluster-member, and among cluster-

members at a given time). While this may not be an accurate assumption for all

scenarios, recall that the consistency of parameter estimates does not depend on the

correct specification of the correlation structure (Liang and Zeger, 1986). However,

this assumption was made in the data simulation.

The mean of the 1000 parameter estimates ( ¯̂�
0

,
¯̂
�
1

), and the mean of the 1000

standard error estimates of the parameter estimates (s̄e(�̂
0

), s̄e(�̂
1

)) were computed

for each of the six models. The empirical standard errors of the parameter estimates

(ese(�̂
0

), ese(�̂
1

)) were calculate as:

 

1000

X

s=1

(�̂s � ¯̂
�)2

999

!

1/2

, (3.1)

where s indexes the simulated data set, s = 1, 2, . . . , 1000. In addition, the proportion

of 95% confidence intervals that captured the true value of the regression coe�cients

(coverage) was recorded.
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Table 3.1: Summary of the simulation study parameter values considered.
Study Parameter Possible Values Considered

L 10, 20, 32
M 5
N 500
↵ 0.01, 0.3, 0.6
�
0

�1.5
�
1

� log 2, 0, log 2

Table 3.2 and 3.3 present full simulation results for only two di↵erent com-

binations of simulation parameters as the results were relatively consistent across all

combinations of study parameters. Tables 3.4 to 3.6 display the empirical coverages

for �
0

and �
1

across all 27 parameter combinations.

Table 3.2 presents the results for L = 32, �
1

= 0, and ↵ = 0.3. Here, it can

be observed that SW had negligible bias for both parameters (�0.003 for �
0

, �0.002

for �
1

) and excellent coverage (close to the expected 95%). GEEe showed similar

results for �
1

, with slightly smaller standard errors, but with higher bias (�0.0552)

and poorer coverage for �
0

(approximately 91%) when compared to SW. The bias and

standard errors of �
1

for the remaining four models were competitive with GEEe, but

exhibited poorer coverage (less than the expected 95%). Further, these models showed

high bias for �
0

with very poor coverage (less than 50%).

Table 3.3 presents the results for L = 10, �
1

= � log 2 = �0.693, and

↵ = 0.3. The trends seen here are similar to that observed in Table 3.2, but the bias

in �
0

is more marked for GEEe and the coverage for �
0

for all models were poor (less

than 30%), with the exception of the SW model (approximately 94%). Further, the

coverage for �
1

using GEEi and TW were poor (less than 90%), but excellent for the

other methods, including SW (close to 95%).

Tables 3.4 to 3.6 show the coverages for the 27 di↵erent combinations of

study parameters. It can be seen that overall the SW method is the only method that
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performs well across all combinations of the simulation parameters. The SW method

resulted in coverages that were consistently close to the expected 95%, for both �
0

and

�
1

. Not surprisingly, the GEEi model did not perform well for any of the parameter

combinations. The GEEe model performed poorly when the correlation was low,

↵ = 0.01, or when the maximum cluster size at a given time was small, L = {10, 20}.

Interestingly, when the correlation was moderate or high ↵ = {0.3, 0.6}, and the

maximum cluster size at a given time was large, L = 32, the GEEe model resulted in

excellent coverage for both �
0

and �
1

. Both of the CW models performed adequately

when the correlation was low, ↵ = 0.01, with CWe slightly outperforming CWi. These

two CW methods showed coverages close to 95% for both �
0

and �
1

. However, with

even a moderate correlation, the two CWmethods resulted in extremely poor coverage

for �
0

, while retaining good coverage for �
1

. The TW method did not perform well

overall, resulting in good coverage for both parameters only when the correlation

was low, ↵ = 0.01, and the maximum cluster size was large, L = 32. For all other

combinations of simulation parameters the TW method resulted in extremely poor

coverage of �
0

.
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Table 3.2: Mean point estimates, mean robust standard errors, empirical standard
errors, and coverage (95%) for six di↵erent statistical models, based on 1000 data sets
with N = 500 clusters, maximum visits M = 5, maximum cluster size L = 32, and
true parameters �

0

= �1.5, �
1

= 0, ↵ = 0.3.
GEEi GEEe CWi CWe TW SW

¯̂
�
0

-2.167 -1.552 -1.941 -1.293 -1.679 -1.503
se(�̂

0

) 0.084 0.091 0.086 0.091 0.089 0.092
ese(�̂

0

) 0.083 0.091 0.086 0.090 0.088 0.090
Coverage 0.000 0.907 0.000 0.388 0.487 0.956

¯̂
�
1

-0.001 -0.002 -0.001 -0.002 -0.002 -0.002
se(�̂

1

) 0.118 0.128 0.122 0.129 0.126 0.130
ese(�̂

1

) 0.119 0.129 0.123 0.129 0.126 0.131
Coverage 0.943 0.950 0.942 0.942 0.943 0.950
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Table 3.3: Mean point estimates, mean robust standard errors, empirical standard
errors, and coverage (95%) for six di↵erent statistical models, based on 1000 data sets
with N = 500 clusters, maximum visits M = 5, maximum cluster size L = 10, and
true parameters �

0

= �1.5, �
1

= � log 2 = �0.693, ↵ = 0.3.
GEEi GEEe CWi CWe TW SW

¯̂
�
0

-2.428 -1.934 -1.968 -1.189 -2.435 -1.537
se(�̂

0

) 0.092 0.098 0.101 0.120 0.100 0.111
ese(�̂

0

) 0.093 0.111 0.099 0.132 0.102 0.107
Coverage 0.000 0.013 0.002 0.286 0.000 0.943

¯̂
�
1

-0.802 -0.728 -0.699 -0.628 -0.801 -0.707
se(�̂

1

)) 0.150 0.160 0.163 0.193 0.162 0.181
ese(�̂

1

) 0.150 0.158 0.161 0.193 0.163 0.178
Coverage 0.897 0.956 0.958 0.933 0.897 0.956
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Table 3.4: Coverage rates for �
0

and �
1

for six di↵erent statistical models, based on
1000 data sets with N = 500 clusters, maximum visits M = 5 , �

0

= �1.5, and
maximum cluster size L = 10 for various values of ↵ and �

1

.
Method

↵ �
1

Parameter GEEi GEEe CWi CWe TW SW
0.01 � log 2 �

0

0.250 0.327 0.916 0.929 0.390 0.946
�
1

0.910 0.922 0.946 0.943 0.917 0.948

0 �
0

0.254 0.339 0.934 0.931 0.395 0.944
�
1

0.939 0.942 0.944 0.945 0.946 0.943

log 2 �
0

0.269 0.349 0.914 0.925 0.405 0.946
�
1

0.945 0.955 0.954 0.945 0.927 0.948

0.3 � log 2 �
0

0.000 0.013 0.002 0.286 0.000 0.943
�
1

0.897 0.956 0.958 0.933 0.897 0.956

0 �
0

0.000 0.021 0.002 0.232 0.000 0.929
�
1

0.954 0.958 0.959 0.949 0.949 0.946

log 2 �
0

0.000 0.060 0.003 0.216 0.000 0.946
�
1

0.902 0.943 0.942 0.936 0.915 0.956

0.6 � log 2 �
0

0.000 0.060 0.000 0.050 0.000 0.934
�
1

0.938 0.953 0.949 0.942 0.936 0.950

0 �
0

0.000 0.137 0.000 0.033 0.000 0.938
�
1

0.949 0.959 0.959 0.960 0.947 0.959

log 2 �
0

0.000 0.282 0.000 0.023 0.000 0.934
�
1

0.943 0.954 0.958 0.946 0.939 0.950
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Table 3.5: Coverage rates for �
0

and �
1

for six di↵erent statistical models, based
on 1000 data sets with N = 500 clusters, maximum visits M = 5, �

0

= �1.5, and
maximum cluster size L = 20 for various values of ↵ and �

1

.
Method

↵ �
1

Parameter GEEi GEEe CWi CWe TW SW
0.01 � log 2 �

0

0.037 0.107 0.915 0.934 0.530 0.943
�
1

0.907 0.921 0.941 0.945 0.938 0.946

0 �
0

0.041 0.110 0.913 0.921 0.935 0.954
�
1

0.947 0.948 0.944 0.941 0.943 0.948

log 2 �
0

0.045 0.128 0.920 0.913 0.520 0.943
�
1

0.942 0.944 0.955 0.950 0.946 0.946

0.3 � log 2 �
0

0.000 0.293 0.001 0.015 0.094 0.930
�
1

0.849 0.947 0.949 0.926 0.906 0.942

0 �
0

0.000 0.417 0.000 0.008 0.097 0.953
�
1

0.952 0.953 0.962 0.959 0.948 0.951

log 2 �
0

0.000 0.504 0.000 0.005 0.104 0.930
�
1

0.893 0.943 0.948 0.910 0.915 0.942

0.6 � log 2 �
0

0.000 0.591 0.000 0.000 0.000 0.951
�
1

0.928 0.951 0.959 0.938 0.940 0.951

0 �
0

0.000 0.709 0.000 0.000 0.000 0.952
�
1

0.848 0.934 0.944 0.841 0.944 0.941

log 2 �
0

0.000 0.775 0.000 0.002 0.000 0.951
�
1

0.931 0.954 0.942 0.950 0.925 0.951
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Table 3.6: Coverage rates for �
0

and �
1

for six di↵erent statistical models, based
on 1000 data sets with N = 500 clusters, maximum visits M = 5, �

0

= �1.5, and
maximum cluster size L = 32 for various values of ↵ and �

1

.
Method

↵ �
1

Parameter GEEi GEEe CWi CWe TW SW
0.01 � log 2 �

0

0.264 0.643 0.870 0.918 0.935 0.935
�
1

0.923 0.929 0.938 0.929 0.927 0.929

0 �
0

0.275 0.675 0.898 0.939 0.946 0.953
�
1

0.958 0.955 0.957 0.954 0.949 0.954

log 2 �
0

0.272 0.669 0.880 0.925 0.948 0.935
�
1

0.952 0.958 0.961 0.956 0.963 0.929

0.3 � log 2 �
0

0.000 0.900 0.000 0.379 0.506 0.956
�
1

0.940 0.951 0.945 0.948 0.945 0.949

0 �
0

0.000 0.907 0.000 0.388 0.487 0.956
�
1

0.943 0.950 0.942 0.942 0.943 0.950

log 2 �
0

0.000 0.910 0.001 0.350 0.486 0.956
�
1

0.945 0.954 0.958 0.944 0.936 0.949

0.6 � log 2 �
0

0.000 0.937 0.000 0.351 0.002 0.955
�
1

0.955 0.955 0.951 0.954 0.952 0.955

0 �
0

0.000 0.929 0.000 0.308 0.001 0.951
�
1

0.939 0.944 0.931 0.939 0.938 0.944

log 2 �
0

0.000 0.939 0.000 0.297 0.000 0.955
�
1

0.948 0.948 0.942 0.944 0.943 0.955
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Chapter 4

Application to Dairy Cattle Data

Data which farmers voluntarily reported to the Canadian Dairy Network

data repository were analyzed using the weighting methods introduced in Chapter 2.

The original data set included observations on 309,828 dairy cows from 5,097 herds

over the period of 1995–2012 in the province of Ontario. For each cow, the entry

and exit date from the herd, calving dates, and conformation score were recorded.

Conformation score is an overall measure of the quality of a cow and was thought

to potentially a↵ect the odds of calving. In this application, the herds form clusters,

while the individual cows form the cluster members. Typically, large farms will

keep individual cows for a shorter period of time when compared to small farms

(Hadley et al., 2006). Consequently, this di↵erential management practise may lead

to di↵erential calving patterns, thereby resulting in informative cluster sizes.

The productive herd life of each dairy cow was first calculated as the dif-

ference between the exit date from the herd and the date of the first calving. This

method of determining the longevity of a dairy cow is common in the dairy science

literature (Essl, 1998) and was needed to build a longitudinal variable for calving.

For the purposes of this analysis, cows with no exit date recorded were excluded since

the measure of productive herd life could not be calculated. The exit date may have

been missing either due to a failure in reporting by the farmer, or because the cow

still remained on the farm at the time of data analysis. After removing dairy cows
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with no recorded exit date, there were 278,203 dairy cows from 4652 herds remaining.
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Figure 4.1: Risk of calving by number of observations per herd for the dairy cattle
data

A longitudinal binary variable that was assigned a value of 1 if the dairy cow

calved during the interval of interest, 0 otherwise, was then defined as the outcome

of interest. For the purposes of this analysis, herds were followed over a maximum of

five intervals, each of width 283 days, starting at day 0 and ending at day 1415. The

width of the interval was chosen to be the commonly reported value for the gestation

period of a dairy cow (Knott, 1932). Each cow was followed for the duration of

their productive herd life. This process resulted in many cows having fewer than the

maximum of five follow-ups.
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Conformation score was also dichotomized, as follows. A random sample of

250 herds was removed from the data set and the median conformation score for these

250 herds was calculated. This median conformation score was used to identify cows

with high conformation scores in the remaining 4402 herds. The new binary covariate

took on a value of 1 if the conformation score for a given dairy cow was greater than

the median conformation score for all cows in the sample of 250 herds, 0 otherwise.

The final analysis was performed on only the 4402 herds for which confirmation score

was dichotomized. In contrast to the simulation study, note that this covariate is

measured at the level of a cluster-member (cow), rather than at the level of a cluster

itself (herd).

Figure 4.1 shows a scatter plot of the mean risk of calving for herds belonging

in each quartile of the total number of observations made on a herd across all time

points, where the quartiles were defined as:

• Quartile 1 herd observations  239

• Quartile 2 239 < herd observations  361

• Quartile 3 361 < herd observations  541

• Quartile 4 herd observations > 541.

It can be seen that cows belonging to small herds have a slightly greater risk of calving

than cows belonging to large herds.

Table 4.1 presents the parameter estimates from fitting the six models stud-

ied in the simulation study to the cow data. The estimates for both the intercept

and the slope are relatively similar for all six methods with a slight di↵erence being

observed for the intercept estimate for the SW model. This trend could be due to

the cluster size only being weakly associated with the risk of calving. Regardless, the
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Table 4.1: Comparison of regression parameter estimates and their standard errors
(SE) for six di↵erent statistical models in the modelling of the risk of calving

GEEi GEEe CWi CWe TW SW

Intercept 0.8968 0.8876 0.8812 0.8759 0.8865 0.8425
SE 0.003 0.0028 0.0044 0.0047 0.0144 0.0058

Conformation Score 0.0483 0.0612 0.0381 0.0419 0.0420 0.0458
SE 0.0041 0.0034 0.0063 0.0063 0.0151 0.0089

association between conformation score and the risk of calving was significant for all

six models considered. In particular, the risk of calving seems to be increased for

cows with a high conformation score relative to that of cows with a low conformation

score.
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Chapter 5

Discussion

Informative cluster sizes occur when the outcome depends upon the size of

the cluster. When fitting a GEE model to data in the presence of informative clus-

ter sizes, weighting methods are necessary to obtain unbiased parameter estimates.

Through a simulation study it has been shown that for clustered data with longi-

tudinal outcomes the use of the SW scheme produces unbiased parameter estimates

with excellent coverage across all combinations of parameters tested. It has also been

shown that the TW scheme results in a biased estimate of the intercept with poor

confidence interval coverage rates. This trend may be a result of high risk clusters

reducing to a cluster size of zero before the M -th visit because once all cluster mem-

bers have been removed, the cluster will no longer contribute information to the score

function for subsequent visits. As such, the regression parameter estimates will be

biased towards those clusters that contribute information to the score function at

every visit, i.e. the low risk clusters.

It may be beneficial to note that if the new SW method were cast as a

WCR method it would be equivalent to repeatedly selecting one observation (across

all cluster members and across all visits) from each of the i = 1, . . . , N clusters, and

fitting a traditional GLM. However, previous simulation studies by Ho↵man et al.

(2001) and Williamson et al. (2003) take Q = 10, 000 resample-based estimates when

the maximum total number of observations per cluster is 7. In the simulation study
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presented in Chapter 3, the maximum total number of observations per cluster was

5⇥32 = 160 observations, in which case, it is likely that many more than Q = 10, 000

resamples would need to be selected to obtain stable estimates. As such, this approach

would be computationally prohibitive.

In the simulation study, it was found that when there was moderate or

high correlation present, and the maximum cluster size at a given time was large,

the GEEe model performed well, producing estimates with little bias and excellent

coverage. However, it is worth noting that the data were generated such that both the

within-cluster correlation and the longitudinal correlation were equal and followed an

exchangeable correlation matrix. If there were no missing data, then the simulated

data would follow a GEEe model. A brief investigation was performed, and it was

found that when L = 32 and ↵ = 0.3, the estimation of the correlation parameter

was very similar to the expected 0.3, but for L = {10, 20} the correlation parameter

was often underestimated (results not shown).

Liang and Zeger (1986) note that regression parameter estimates should be

consistent even when the correlation structure is misspecified. However, this consis-

tency was not demonstrated in the simulation study conducted in this thesis. Rather,

the parameter estimates and their corresponding coverages were quite di↵erent for the

GEEi and GEEe models. As it is often di�cult to know the true correlation structure

in a real data analysis, the SW method, which does not require the specification of

a working correlation matrix provides, an excellent alternative to conventional un-

weighted GEE analysis.
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Directions for Future Research

The results in this thesis could be used to motivate many future research

projects. Firstly, the robustness of the GEEe model needs to be studied to see if

the trends observed in this thesis persist when the data follow alternative correlation

structures (e.g. AR-1 or m-dependent). Secondly, how the proposed methods could

be used to estimate the correlation structure itself would be interesting because only

estimation of the regression coe�cients was focussed on here. A natural approach

would be to develop a secondary set of estimating equations specifically for the cor-

relation, analogous to those developed by Williamson et al. (2003). Finally, these

models may be extended to a longitudinal setting in which the cluster level risk and

exposure status are not held constant over time. This extension, in which the risk and

exposure are allowed to vary with time, may be more realistic in many applications.
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Appendix A

Appendix

A.1 Generalized Estimating Equations

Generalized estimating equations (GEEs) as proposed by Liang and Zeger

(1986) allow for the estimation of regression parameter estimates when data are cor-

related. This approach allows for the consistent estimation of regression parameters

and their variances, even if the correlation structure is misspecified. In this thesis,

two di↵erent GEE models, each with a di↵erent working correlation matrix were fit.

The two working correlation matrices considered were: (i) independence; and (ii) ex-

changeable. Under an independence assumption, the working correlation matrix is set

to the identity matrix (i.e. R(↵) = I). For the purposes of our analysis, an exchange-

able working correlation matrix where it was assumed that corr(yijk, yij0k0) = ↵ for all

j 6= j0 and/or k 6= k0 was considered. This corresponds to an equal correlation among

replicate measurements on the same cluster-member, and among cluster-members at

a given time.

For simplicity, let t = 1, . . . , Ti index the total number of observations for

cluster i where Ti =
PM

k=1

nik. Then Yi may be defined as a Ti⇥1 vector of outcomes

for the i-th cluster while X0
i may be defined as a p ⇥ Ti matrix of covariates for the

i-th cluster. The contribution to the score function for cluster i may be calculated

as:
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Ui(�,↵) = X0
iA

0
iV

�1

i (Yi �Xi�), (A.1)

where Vi is the working covariance matrix for Yi given by

Vi = A
1
2
i R(↵)A

1
2
i /�, (A.2)

where again � = 1 and Ai is a Ti ⇥ Ti diagonal matrix with elements given by

µit (Xit;�) {1� µit (Xit;�)} . (A.3)

Estimators for the regression parameters, �̂, may be found by using an

iterative procedure to solve the equation

N
X

i=1

Ui = 0, (A.4)

while the variance-covariance matrix for the GEE regression coe�cient estimates,

may be estimated by the sandwich estimator:

V̂ = Ĥ�1ĜĤ�1 (A.5)

where

Ĥ =
N
X

i=1

@Ui(�, ↵̂)

@�

�

�

�

�

�

�=ˆ�

and

Ĝ =
N
X

i=1

n

Ui(�̂, ↵̂)
on

Ui(�̂, ↵̂)
o0

.
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Under the assumption of an exchangeable working correlation matrix, the

correlation parameter ↵ must also be estimated. Again, ↵ may be estimated using the

method of moments estimator as described by Liang and Zeger (1986). First define

the Pearson residuals as

r̂it =
yit � µ̂it

p

µ̂it(1� µ̂it)
, (A.6)

where µ̂it is defined by equation 2.2 with � being replaced by the current estimates,

�̂. Next, ↵̂ can be computed according to the equation:

↵̂ =

PN
i=1

P

t>t0 r̂itr̂it0
PN

i=1

�

1

2

Ti (Ti � 1)� p
 

. (A.7)

Note here, the summation in the denominator is over the clusters as there are no

weights in this model.

A.2 Within-cluster Resampling

Recall that a key assumption for GEEs is that any missing data are missing

completely at random. However, when the cluster-size is associated with the outcome

(i.e. in the presence of informative cluster sizes) this assumption is violated. The use

of GEEs in the modelling of a data set when cluster sizes are informative may result

in biased parameter estimation.

Ho↵man et al. (2001) present within-cluster resampling (WCR) as a method

to provide valid parameter estimates in the presence of informative cluster sizes.

Specifically, one observation is randomly sampled from each of the N clusters with

replacement and a traditional generalized linear model is fit. This procedure is re-

peated, say q = 1, . . . , Q times, with the WCR estimate of �, denoted �̄, being the
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average of the Q resample-based estimates, and

�̄ = Q�1

Q
X

q=1

�̂q, (A.8)

where �̂q is the standard maximum likelihood estimate of � for the q-th resampled

dataset. In the WCR model, the variance of the estimates may be estimated by

V̂WCR = Q�1

Q
X

q=1

V̂q �Q�1

Q
X

q=1

⇣

�̂q � �̄
⌘⇣

�̂q � �̄
⌘0

(A.9)

where V̂q represents the estimated covariance matrix for the q-th resample-based es-

timates �̂q.


