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ABSTRACT

Pattern Recognition in Single Molecule Force Spectroscopy Data

Hilary Joyce Paulin Advisor:

University of Guelph, 2013 Professor John Dutcher

We have developed an analytical technique for single molecule force spectroscopy

(SMFS) data that avoids filtering prior to analysis and performs pattern recognition

to identify distinct SMFS events. The technique characterizes the signal similarity be-

tween all curves in a data set and generates a hierarchical clustering tree, from which

clusters can be identified, aligned, and examined to identify key patterns. This pro-

cedure was applied to α-lactalbumin (α-LA) on polystyrene substrates with flat and

nanoscale curvature, and bacteriorhodopsin (bR) adsorbed on mica substrates. Clus-

ter patterns identified for the α-LA data sets were associated with different higher-

order protein-protein interactions. Changes in the frequency of the patterns showed

an increase in the monomeric signal from flat to curved substrates. Analysis of the

bR data showed a high level of multiple protein SMFS events and allowed for the

identification of a set of characteristic three-peak unfolding events.
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Chapter 1

Introduction and Background

Single-molecule force spectroscopy (SMFS) is, as the name suggests, a single-molecule

technique. By attaching the tip of an atomic force microscope (AFM) to an individ-

ual molecule and measuring the force required to mechanically unfold the protein,

each measurement represents a single possible outcome of the experiment, represent-

ing a minute fraction of the possible conformations, and it cannot be interpreted in

isolation. To draw rigorous conclusions, hundreds to thousands of individual measure-

ments must be made and subsequently averaged. Two challenges arise immediately.

First, how do we decide which measurements should be included in the average? It

is inevitable that some results will be spurious, representing contamination, multi-

ple molecules attaching to the tip, or negligible signal, and rigourously identifying

these events is necessary to obtain a meaningful average. Second, how do we take

advantage of the single-molecule nature of the experiment to identify discrete, rare,

or meaningful events without distorting the result by failing to average over a suf-

ficient number of events, or by averaging over several distinct events and losing the

information entirely? The recurring, stable structures of proteins in isolation and in

association with substrates and each other is the source of their function as well as

our fascination with them, and the potential for using SMFS to directly access the
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interactions responsible for these arrangements is great [4]. Nonetheless, care must

be taken to ensure the statistical validity of any conclusions drawn from investigating

a subset of measurements.

In this chapter, I will introduce the basics of protein adsorption and the two

protein systems under investigation in this study, bacteriorhodopsin (bR) and α-

lactalbumin (α-LA), and discuss the prior SMFS studies of these systems. I will then

discuss recent developments in improving the statistical analysis of SMFS data, and

suggest an analytical process that is broader and more inclusive than those previously

developed. In the following chapter I will detail this new analytical procedure, and

demonstrate this technique for α-LA and bR, with results that focus in particular on

intermolecular interactions between adsorbed proteins.

1.1 SMFS of adsorbed proteins

With their amphiphilic nature, proteins exhibit a high affinity for surfaces of all types.

This association is driven by three primary interactions: (a) changes is hydration of

the substrate and protein groups, (b) electrostatic interactions between protein and

substrate, and (c) structural rearrangements of the protein upon adsorption [16]. At

hydrophobic interfaces, globular proteins form strongly-adsorbed monolayers driven

primarily by a rearrangement of the tertiary structure to expose the hydrophobic

regions of the core to the surface. These rearrangements produce changes in the

protein secondary structure, destabilizing α-helix and β-sheet regions, resulting in

strong, non-reversible binding. At a hydrophilic interface, however, the interactions

between surface and protein are primarily electrostatic, and some proteins may be

able to maintain their solution structure near the surface [17]. Norde et al. thus

distinguished between proteins that resist structural deformation at a surface (‘hard’

proteins) and those that do not (‘soft’ proteins). While bulk methods of studying
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proteins at surfaces have provided insight into the kinetics, thermodynamics, sec-

ondary structure changes, and gross structural properties of the adsorption layer,

understanding the precise structural arrangement of proteins on surfaces requires a

molecular level technique [4].

One such single-molecule technique, SMFS, has been used to investigate the con-

formation of proteins at solid surfaces since 2000, when Oesterhelt et al. probed the

conformation of individual bR molecules arranged in a purple membrane on a mica

surface [18]. Bacteriorhodopsin, a hard protein, shows minimal interaction with the

hydrophilic mica surface, with the monolayer stabilized primarily by interactions be-

tween neighbouring monomers [14]. As such, SMFS experiments probe essentially a

native arrangement of bR molecules, akin to their arrangement when embedded in a

cellular membrane. In contrast, α-lactalbumin (α-LA), a small globular whey protein,

shows a very high degree of structural rearrangement and thus, surface affinity, on

a hydrophobic surface, and is thus a soft protein [16]. SMFS experiments probe the

new, surface-adsorbed structure of α-LA and its interactions with the substrate and

neighbouring adsorbed proteins. Together, these proteins provide contrasting case

studies for the use of SMFS to study the conformations and interactions of adsorbed

proteins. Bacteriorhodopsin is well-studied, while α-LA is a new target for SMFS

experiments.

SMFS probes an adsorption layer by bringing a nanometer scale tip of an AFM

cantilever to the surface, allowing the adsorbed proteins to bind to the tip, and then

retracting the tip (Figure 1.1). The mechanical force applied by the tip stimulates

protein unfolding. This experiment can be performed by maintaining a fixed force,

probing the energy landscape and folding kinetics, or by maintaining a constant ve-

locity, probing the lengths of structural components and the forces required to disrupt

intermolecular, intramolecular, and molecule-substrate interactions [1]. The second

type of experiment, constant velocity, is used in this study, providing measurements
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z

F (z)

v

Figure 1.1: Schematic of an SMFS experiment. The z-piezo motor moves the sample
with speed v, pulling a protein (blue) between the tip and the surface, resulting in a
force F (z) on the AFM cantilever at tip-sample separation distance z. (Not to scale.)

of force as a function of the separation between the tip and surface (or the extension

of the protein trapped between them).

The SMFS measurements performed in the constant velocity mode are made far

from equilibrium, resulting in characteristic force-separation ‘sawtooth’ peaks (see

Figure 1.2) [1]. These asymmetric peaks, with nonlinear, increasing force followed by

a rapid linear decrease, represent unfolding events, in which the entropic stretching of

a segment of the polypeptide chain is followed by the unfolding of a protein domain,

releasing additional polypeptide chain that can be further stretched. The final saw-

tooth peak thus represents the detachment of the protein from the surface or the tip

after its maximal extension [1]. The behaviour of these peaks is well-characterized by

the one-dimensional approximation to the worm-like chain (WLC) model of polymer

dynamics, as developed by Bustamante et al. for DNA in 1994 [5] and later confirmed

to be effective in the description of mechanical protein unfolding [6]. The WLC model

describes a polymer with segments of fixed inter-segment angle but free rotation, and
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the one-dimensional equation is given by:

F (z) =
kBT

p

[
1

4(1− z/Lc)2
− 1

4
+

z

Lc

]
(1.1)

relating the force F to the separation z by two parameters, the contour length Lc

and the persistence length p. The persistence length of a protein, which is a measure

of stiffness of a polymer chain, has reliably been shown to be approximately 0.4 nm

[1]. The contour length, however, is the asymptotic approach of the separation z as

the force diverges, and is interpreted as the fully-extended length of the polypeptide

segment stretched between the tip and the surface [1]. Figure 1.2 shows an example

force-separation curve with fits to the WLC model providing the contour length values

of two domains. Thus, given force-separation SMFS curves, information about the

lengths of polypeptide domains can be obtained using the WLC model. These lengths

can then be associated with predictions about the lengths of protein subdomains or

full monomers so that details of the structure and interaction of the proteins can be

inferred.

1.2 SMFS of α-lactalbumin

Earlier studies have chosen whey proteins such as β-lactoglobulin (β-LG) and α-LA

to investigate the effects of interfacial adsorption because of their native role in the

stabilization of suspensions [12]. These small globular proteins form adsorption layers

at the oil-water interfaces in milk, making them natural proteins to study since they

adsorb to a hydrophobic suface. The smaller of the two, α-LA, has been shown to

have significant higher-order quaternary structure in solution, with x-ray structures

suggesting the formation of hexamers [7]. However, the adsorption affinity of α-LA

to polystyrene, a model hydrophobic surface, is very high due to the strong rear-

rangement of its tertiary and secondary structure upon association with the surface
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Figure 1.2: A representative force-sepearation SMFS curve (blue) measured for α-
LA on a flat PS surface with two peaks fit to the WLC model (red) as described in
equation 1.1. The persistence length is fixed to a value of 0.4 nm. Each peak has
a contour length Lci, given in nm. The peak-to-peak difference, ∆Lc, specifies the
length of the second domain.

[16], such that one cannot extrapolate from structural knowledge in solution to that

on the surface. In particular, Engel et al. showed that the adsorption of α-LA to

polystyrene microspheres resulted in a loss of tertiary structure, including the ejection

of the calcium ions that stabilize the solution structure [9].

Work in our laboratory by Kurylowicz et al. used SMFS to study the effect of

nanoscale surface curvature on the last contour length values [13], a proxy for the

oligomerization state, extending a previous study on β-LG [12], demonstrating that

increasing surface curvature correlated with a decrease in oligomerization. Surfaces of

pure polystyrene of various curvatures were prepared and protein was adsorbed onto

them, and SMFS experiments under a neutral buffer were performed at a constant

velocity. All curves that did not appear to represent single-attachment events, or

that had insufficient signal, were manually filtered out of the data set. The remaining

curves were fit to the WLC model to extract the final contour lengths. Figure 1.3

shows the resulting histograms for both β-LG as well as for α-LA (analyzed using the
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same procedure) [13], comparing the results of adsorption to flat and highly curved

PS surfaces. The shift to smaller Lc values for the highly curved surface for both

proteins is attributed to a decrease oligomerization on the curved surface. These

results are consistent with the hypothesis that a highly curved surface should strain

lateral interactions between neighbouring monomers, shifting the equilibrium from

higher- to lower-order oligomers.

0 50 100 150 200 250
Contour Length (nm)

0.000

0.005

0.010

0.015

0.020

0.025

Fr
e
q
u
e
n
cy

(a)
flat (1262)

27 nm (310)

0 50 100 150 200 250 300
Contour Length (nm)

(b)
flat (1372)

27 nm (397)

Figure 1.3: Last contour length analysis for (a) α-LA [13] and (b) β-LG on flat and
curved PS surfaces. The surface curvature was defined by NPs with diameters of 27
nm.[12].

These analyses revealed small but measurable shifts in the last contour length

distribution for both α-LA and β-LG. However, the histograms do not show distinct,

separate distribution peaks that allow for direct association of specific contour lengths

with monomers, dimers, or higher-order oligomers. The broadness of the distribution

peak around the fully-extended length of a single protein (60 nm for β-LG, 50 nm

for α-LA) suggests that the spacing between average last contour lengths associated

with different oligomers is comparable to the variability, due to, e.g., variation in tip

attachment location on the protein. The lack of specific adsorption sites between the

tip and protein (as well as the protein and surface, and proteins with neighbouring

proteins) broadens the distribution considerably, obscuring the oligomeric states of

the protein.
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In these experiments on α-LA and β-LG, approximately a quarter of all SMFS,

or ‘pulling’ measurements made, and a third of all pulling measurements containing

signal, were used in the final analysis. Selecting these curves, however, involves a

combination of manual and numerical filtering steps that are not entirely well-defined.

It is common in SMFS-based studies to filter the data set to contain only those curves

that behave in some pre-determined way. If this pre-determined behaviour is not

founded on a physical understanding of the surface-adsorbed state of the protein, and

represents a small fraction of the data, it is easy for this filtering step to introduce a

bias that can influence or even dominate the final result.

1.3 SMFS of bacteriorhodopsin

Bacteriorhodopsin has been studied using AFM imaging techniques since 1988 [21]

and using SMFS techniques since 2000 [18]. A light-driven proton pump native to the

Halobacterium salinarum, bR has a characterisitic seven α-helix structure. Müller

et al. showed that this well-characterized structure could be resolved using AFM

imaging at a sub-nanometer level, identifying the seven helices as well as the peptide

loops from both the cytoplasmic and extracellular sides [15]. In a neutral Tris buffer

with 150 mM KCl, the bR molecules formed a single well-ordered layer with a height

of 5.6 ± 0.1 nm with the molecules primarily oriented to expose the cytoplasmic

surface.

In comparison to the relatively inclusive filtering of α-LA that retained as much

as a third of the measured curves, studies of bacteriorhodopsin have been much more

selective. Initial studies by Oesterhelt et al. used pre- and post-pulling imaging to

ensure that only single bR molecules were removed in a pulling event, and furthermore

restricted the analyzed spectra to those of maximum separation lengths between 60

and 70 nm [18]. The minimum length restriction filters the data set to include only
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Figure 1.4: The structure of bR shown schematically with the amino acid lengths of
the subdomains (A) and in three dimensions with the corresponding cytoplasmic and
extracellular surfaces (B) [18].

those events in which the tip attaches to the C-terminus of the protein. Overlapping

thirteen of these curves allowed for the identification of four major peaks, the last

three of which were associated with the unfolding of three pairs of helices: G-F, E-

D, and C-B (see Figure 1.4). Relating the peaks to the helix domains was done by

fitting the sawtooth peaks to the WLC model using a fixed persistence length value

of 0.4 nm and multiplying the contour length by the theoretical length of a peptide

unit, 0.36 nm. Thus the theoretical contour lengths as the helical pairs unfold in

order are 88 a.a. (32 nm), 148 a.a. (53 nm) and 219 a.a. (79 nm). Furthermore, the

anchoring of bR was shown to be due to its interaction with the purple membrane (i.e.

interactions of a monomer with its neighbours) and not due to interaction between

the extracellular loops and the mica substrate.

This analysis is highly rigorous in that it is very probable that each curve repre-

sents the extraction of a single bR monomer from C-terminus to N-terminus. Further

analysis using these techniques has identified different pathways of bR unfolding using

subsets of curves from N = 20 to N = 32 [14]. However, with such time-consuming

requirements at data collection time, very few curves are obtained for analysis. To
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improve the throughput and the resulting statistics, Bosshart et al. discarded the

imaging step and implemented numerical and manual filtering to select less than

0.1% of a very large data set (∼ 400,000 curves) [2]. These remaining curves were

aligned and contour length histograms of the major peaks were plotted to show their

average relative locations. In all these studies, however, no investigation of curves

showing interaction between monomers (i.e. curves with detachment lengths greater

than 80 nm) was done.

1.4 New analytical techniques

With the ability to collect large volumes of SMFS curves and the aim of discriminating

between different unfolding events, new data analysis techniques for classification

and pattern recognition have been implemented. Kuhn et al. developed methods

to detect and align peaks in force-separation curves, and then used a hierarchical

clustering algorithm to identify distinct patterns within a set of curves based on the

full set of peaks in a force-separation curve [11]. This process was performed on a

previously filtered data set containing just 19 curves, and thus requires substantial

prior understanding of the data to select the relevant subset.

In comparison, Dietz and Reif focused on identifying characteristic peak shapes

within a data set by designing a theoretical force-separation peak shape (a ‘fin-

gerprint’) for green fluorescent protein (GFP) and finding matches within force-

separation curves [8]. This pattern recognition algorithm or ‘fingerprint matching’

allowed for the filtering of large data sets (N > 1000). Again, this technique requires

prior understanding of the unfolding behaviour of the protein in order to design an

appropriate fingerprint shape.

A third approach by Bosshart et al. [3] to identify patterns and align SMFS

curves was performed using the same initial filtering techniques as in [2] to select
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0.3% of a set of 450,000 bR curves. Each of these curves was then transformed

individually to smoothed contour length histograms. These probability distributions

were then aligned and averaged to obtain the optimal alignment of the full data

set. To identify patterns, curves were sorted into peak number groups and then

further sorted using three different classification algorithms for comparison: cross

correlation-based classification, PCA classification, and K-means clustering. These

refined subgroups were then correlated with the structure of bR, allowing for the

localization of unfolding barriers. As in the previous two cases, all investigation and

classification was done after substantial filtering.

Although each of these techniques uses rigorous methods of alignment, pattern

recognition, and classification, all rely on either a prior knowledge of the structure

of the protein on the surface or a rejection of the vast majority of the initial data

collected, or both. To study the oligomeric interactions of a protein like α-LA, prior

filtering is difficult, as there is no maximum or minimum fixed length that is useful

for filtering. Indeed, the variability in contour length is the subject of the present

investigation. In addition, if we wish to understand the interactions of a monomer of

bR with its neighbours in a purple membrane, it will be neccessary to loosen the length

restriction substantially, resulting in larger, more variable data sets. Furthermore, for

any protein system, even one as well-understood and repeatedly studied as bR, the

rejection of 99.7% of the original data set must bring the significance of the remaining

curves into question. Do these few curves truly represent the ‘common’ unfolding

pathways of bR, or merely a few, rare unfolding events? To answer these questions,

it is necessary to obtain a full understanding of the behaviour of all curves obtained

in an SMFS experiment. In the following study, we will use several of the techniques

employed by Kuhn, Dietz and Reif, and Bosshart, expanding the scope of the analysis

to require minimal to no filtering.
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1.5 Scope of thesis

The primary goal of this thesis is to demonstrate the efficacy and desirability of ana-

lyzing a full experimental SMFS data set for patterns. Though we apply our analysis

to experimental SMFS results of the adsorption of α-LA and bR, these proteins have

been chosen to demonstrate the general use of the analytical technique and are not

themselves the focus of the investigation. The experimental procedures used for both

α-LA and bR in these experiments are identical to those previously used in our labo-

ratory (for α-LA) and in others (for bR) in order to compare prior work to the results

obtained using the pattern recognition techniques developed in this study. A rigorous

analysis of the precise adsorption behaviour of either protein is thus beyond the scope

of this thesis; rather, we will provide broad examples as to the kinds of analyses that

can be performed with these tools.

The analytical technique that is the goal of this thesis involves programs written

in the Python programming language that can process the full set of measurements

made over the course of an SMFS experiment and identify key patterns in that data

set. The programs written for the analysis are designed to accept the raw data

obtained in the experiment and process it in a manner such that the key features of

the curves are emphasized, either in the canonical force-separation space of SMFS or

in a transformed contour length space that reflects the WLC nature of protein pulling

curves. The core of the analytical technique is the pattern recognition step that takes

either of these forms of the data and, by calculating the similarity between all pairs

of curves in an experiment, implements a hierarchical clustering algorithm. This

thesis focuses first on the steps required to rigorously define this pattern recognition

algorithm, and second on the visualization and examination of the identified patterns.

The analysis is applied to experiments performed on α-LA adsorbed onto flat and

highly curved PS substrates, as well as to experiments performed on bR adsorbed to

mica.
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Chapter 2

Experimental Procedures

2.1 Surface preparation

In the present experiments, bR was adsorbed onto freshly cleaved muscovite mica,

and the α-LA was adsorbed onto hydrophobic surfaces of spin-coated polystyrene

(PS) of two curvature types: flat and nano-curved.

To prepare the hydrophobic surfaces, the procedure described by Kurylowicz et

al. [12] was followed. To create flat hydrophobic surfaces, high-molecular weight PS

(MW/Mn = 1.12, MW = 675, 000) was fully dissolved in toluene (∼ 1 h at room

temperature) at 1% concentration by mass. This solution was then spin-coated onto

oxidized Si(100) 1cm×1cm chips by placing a drop of solution on a chip that had been

cleaned with toluene and spinning until dry at 1500 RPM (∼ 5 s). The chips were

then placed under oil-free vacuum and annealed at 105◦C for 18 h. This produced

flat PS surfaces with a thickness of 70 to 80 nm that were used directly as the flat

hydrophobic surfaces for SMFS of α-LA.

To produce chemically identical, stable surfaces with nanoscale curvature, PS

nanoparticles (NPs) with a diameter of 27 nm (Bangs Laboratories, PS02N) were

spun onto a PS-coated Si chip. To obtain the optimal contact angle for the formation
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Figure 2.1: Morphology of 27 nm PS spin-coated NPs at 3000 RPM under optical
and atomic-force microscopy. The frond-like structure contains individual NPs that
are identifiable under an AFM for SMFS experiments. The location of the 10 nm PS
film is visible in the AFM image (not shown for the optical image), with the uncoated
region in the upper-left corner of the scan.

of NP monolayer for larger NP sizes (60 nm and larger), the stock solution was diluted

with additional surfactant, mixing equal parts of the stock PS NP solution with a

1:400 solution of dioleoyl-phosphatidylcholine in methanol. However, the 27 nm NPs

seemed to act as their own surfactant and provided sufficient coverage and ordering

for the purposes of SMFS when spun directly from the stock solution (10% PS NP

by mass). As such, a drop of the stock 27 nm NP solution was placed on a PS-coated

silica chip and then spun at 3000 RPM for approximately 10 s. The chips were then

rinsed with methanol and dried under clean nitrogen gas. The morphology of the

NP layer was checked using optical bright-field microscopy using an Olympus BX-60

microscope. A representative optical microscopy image is shown in Figure 2.1.

To ensure that the curved surfaces have identical chemical composition as that of

the flat PS surfaces, we transferred an ultrathin PS capping layer of the same PS as

the base surface onto the NP layer using a water transfer technique [12]. A solution

of 0.25% (by mass) PS in toluene was spun onto a freshly cleaved 2 cm× 10 cm piece
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of muscovite mica at 2000 RPM, producing a uniform 10 nm thick PS film. The

PS-coated mica was placed under vacuum and annealed at 105◦C for 18 h. After

annealing, the film was scored with a fresh razor blade into 1 cm2 squares. The entire

piece of mica was then slowly dipped at a 45◦ into a bath of MilliQ water at 80◦C

angle, allowing the hydrophobic squares of PS film to lift off the hydrophilic mica.

The PS film squares floated on the surface of the water, allowing the NP-coated chips

to be lifted from below through the water surface, transferring the thin film to the PS

surface. Following this water-transfer procedure, the chips were placed under vacuum

for minimum of 1 h to remove all water, and then were stored in air prior to use.

2.2 Protein preparation

The protein α-LA (Sigma Aldrich, type III,< 85% calcium) was stored as a lyophilized

powder at -20◦C prior to preparation. The protein was dissolved at 1% (by mass) into

a 20 mM imidazole buffer (pH = 6.8). For flat PS substrates used in the present ex-

periments, the protein was used immediately after preparation; for the highly curved

substrates, the protein solution was frozen in microcentrifuge tubes at -80◦C and

rapidly thawed prior to use.

The bR was prepared from frozen 4 mg/mL stock in sucrose. 200 µg of the stock

solution was dissolved in 100 mM NaCl and centrifuged to separate out the protein.

The precipitated protein was then dissolved at 200 µg/mL in 20 mM Tris-HCl buffer

with 150 mM KCl at a pH of 7.8. This stock solution was stored at 5◦C and diluted

to 10 µg/mL prior to use.

To adsorb both proteins onto surfaces, 20 µL of protein solution was deposited on

a 1 cm2 substrate and incubated for 15 min (bR) to 1 h (α-LA). The excess liquid

was then removed by wicking with a Kimwipe. Drops of clean buffer were applied

and wicked twice more to remove any weakly adsorbed protein. A final drop of buffer
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was deposited onto the substrate, leaving what should be a layer of strongly adsorbed

protein under clean buffer. The protein-coated substrates were placed on the AFM

in the liquid imaging cell and the tip was allowed to equilibriate for 15–30 min before

imaging and SMFS experiments.

2.3 AFM imaging and force spectroscopy

The protein pulling experiments are performed similarly to the method used by Kury-

lowicz et al. [12]. A Veeco Multimode AFM with a Nanoscope IV controller was used

to image samples and make force spectroscopy measurements. All measurements were

made in buffer (identical to the buffer used in the protein solution) under an open

fluid cell using Nanoworld PNP-TR triangular cantilevers. A fresh cantilever was

used for each sample, and the fluid cell was rinsed with RBSTM-35 dilute solution and

dried with filtered nitrogen gas between experiments.

The nominal spring constant of the cantilevers was 0.08 N/m, and it was mea-

sured in situ for each tip via the thermal tuning method to confirm that they were

within 20% of the nominal value. The deflection sensitivity was also measured at the

beginning of each experiment and was on average 45 V/m, resulting in an imaging

force of < 4 nN. This soft imaging force minimizes damage to the film and NP layers

and disruption of the adsorbed protein layer. AFM images were collected in contact

mode over a lateral range of 0.5 to 1 µm, with scan rates chosen to limit the lateral tip

velocity to 3 µm/s and integral and proportional gains set to 0.4 and 1.2, respectively.

To perform vertical pulling experiments, the tip was lowered to the surface at a

speed of 0.775 µm/s, allowed to press into the surface for 2 s, and then retracted at

the same speed for a total displacement of 400 to 600 nm. The 400 nm distance was

consistently used for all α-LA experiments; the bR experiments used longer distances

of 600 nm to allow the measurement of longer pulling curves. For all flat surfaces,
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an area of 500 µm × 500 µm was scanned to confirm that the surface was free of

defects and contaminants. A 10 × 10 grid of points was constructed on top of this

area using the Digitial Instruments Nanoscope ‘Point-and-Shoot’ software module

(Bruker AXS); the tip was then allowed to sample these points, taking only one

pulling measurement at each grid point before moving to the next. This was done to

limit repeat sampling of the same protein and allows for 100 SMFS measurements to

be made in a single region before moving to a new region and collecting a new AFM

image.

For the curved surfaces, this procedure was modified to account for the specific

targeting required to ensure the known high curvature associated with the tops of the

NPs. First, a region with well-packed nanoparticles and a well-adhered PS capping

layer was located on the surface by identifying a film-covered “frond-like” region. An

AFM image was collected for a subregion of the total area of 500 µm × 100 µm.

Several (two to five) NPs that protruded above the average height of the surface

with a well-adhered capping layer were targeted with the Point-and-Shoot software,

producing a custom set of targets to be measured by the tip during the force sampling.

Due to a small but persistent lateral drift in the system and to prevent oversampling

of the same NP, the number of curves collected in a given image slice was limited to

five per NP. This procedure was repeated over the full area of the image, at which

point the tip was moved to a new region on the surface.

For both flat and curved surfaces, force spectroscopy measurements were per-

formed for 1–3 h, depending on the frequency at which a non-zero signal was ob-

tained. The experiment was concluded when the hit rate was approximately 10%.

For experiments on flat surfaces, we obtained between 800 and 1000 curves, whereas

the targeting of the tops of NPs resulted in smaller data sets with 200 to 500 curves

per experiment.
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Chapter 3

Data Analysis Techniques

3.1 Manipulating the raw data

The AFM SMFS experiment involved measuring two variables over time: the ‘ramp’

or z-piezo position zp in meters and the cantilever deflection δV in volts. The ramp

value represents the vertical location of the z-piezo relative to the baseline (which

changes with time due to thermal drift). The cantilever deflection was measured by

detecting the position of the laser beam reflected from the end of the AFM cantilever

onto a four-quadrant photosensor. The deflection in volts was converted into deflec-

tion δm in meters through the sensitivity (α, m/V) as measured by the thermal tune

process [20]:

δm = αδV . (3.1)

The real displacement d of the tip must take into account not just the z-piezo position

but also the bending of the cantilever towards the surface, as shown in Figure 3.1.

Thus the actual vertical displacement is the z-piezo position zp less the tip deflection

δm:

d = zp − δm (3.2)
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Figure 3.1: A schematic diagram of the z-piezo position and tip deflection during an
SMFS experiment, with the deflection δ and the z-position zp labeled. The reflected
laser beam is shown as a dashed line.

which is typically specified in nm. Finally, the force experienced by the cantilever is

a function of its deflection δm and its spring constant k (N/m) (Figure 3.2(a) to (b)):

F = kδm = kαδV . (3.3)

Thus by measuring two parameters that are constant for a given AFM cantilever,

the sensitivity α and the spring constant k, the force and displacement for a given

force-displacement curve can be obtained directly. The spring constant k is obtained

by measuring the slope of the z-piezo position-deflection curve after it intersects the

solid surface, as can be seen in Figure 3.2b, under the straightforward assumption

that there should be zero real displacement of the tip after it has come into contact

with the hard surface.

However, the displacement is not measured relative to the position of the surface,

but rather relative to the starting position of the tip, which fluctuates over the course

of an experiment. To measure the tip-sample separation, which is the key parameter

for determining the mechanical unfolding a protein, we set the zero-separation position

to be the surface location, and we transform the force-displacement curve by reflecting
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the curve across both the force and the separation axes such that the separation and

pulling force are both positive values. To shift the force values such that the no-force

region has an average value of 0 pN, the last 5% (307 data points for a standard

force array length of 6144 points) of the force array was averaged and this value was

subtracted from the force values for the entire array. These steps are illustrated in

Figure 3.2 d and e. This procedure provides the force as a function of the separation

between the surface and the tip. A positive force thus indicates that there is a molecule

attached to both surface and tip, exerting a force on the tip that points towards the

surface; i.e. a ‘pulling’ force. This allows us to connect the experimental data to

theoretical models of polymer extension that describe the force along a stretched

protein backbone as a function of its end-to-end distance, e.g. the WLC model.

3.2 Finding the signal in force-separation data

The previous section details the transformation of the raw data collected by AFM

during an SMFS experiment into force-separation data that has consistent baseline

values and thus allows for direct comparison between force-separation curves. How-

ever, much of the data contained in a force-separation curve contains no information

about the molecules being probed in the experiment. First, a significant tail with no

signal (beyond the noise baseline) occurs after the final detachment. This tail varies

in length due not only to the length of the protein-induced signal, but also due to

the thermal drift of the piezo resulting in shorter retraction distances. Since the tail

is often the majority of the data in a given curve, it can dominate further numerical

analysis of the curve’s behaviour.

To remove the tail, we calculate the standard deviation of sets of 200 points in

the force array, starting at the tail end of the data (the largest separation value) and

shifting to smaller separation values in increments of 20 points. When the standard
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Figure 3.2: The steps used to transform the raw deflection vs z-piezo position data
into force-separation data. First, the deflection in nm (already converted from volts),
as in (a) is converted to a force in pN via the spring constant, k, as in (b). The
displacement is then calculated from the deflection and z-piezo position (c). The
force is reflected across the x-axis and zeroed using the last 5% of the data points
(d). The displacement is also flipped (e) and then zeroed so that the surface-intercept
equals zero, providing a measurement of the force relative to the tip-sample separation
in (f).

deviation exceeds a cut-off value (30 pN for the data sets shown here), the calculation

is finished and the beginning of the signal region is considered to begin at the point

with the largest separation value in that set of 200 points. Figure 3.3 illustrates this
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procedure, showing the value of the running standard deviation for an example curve,

and the corresponding regions of signal and no-signal in the force-separation curve.
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Figure 3.3: Removing the tail of a force-separation pulling curve that contains no
pulling signal. The top plot shows the running standard deviation (top) for the force-
separation curve below, calculated for sets of 200 points in steps of 20 points. The
no-signal region, described by a standard deviation of less than 30 pN, is shown as the
red region. Once the standard deviation has exceeded 30 pN (moving in increments
of 20 points from right to left), shown as the blue region, the tail is removed (bottom,
red) and the remaining data (bottom, blue) is considered to have a signal and is
retained.

Second, there is not only the long negative force-region in which the tip is in

contact with the surface but, in many pulling curves there is also a subsequent region

of positive force called an adhesion peak. The adhesion peak is due to the tip ‘sticking’

to the surface, and as such does not correspond to forces induced by the mechanical

unfolding of the protein but is a property of the surface and tip alone. There is
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Condition Description

1. Positive force Finds the index of the first positive value in the
force array starting from the smallest separation
value.

2. Standard deviation Finds the index of the end of the initial region of
very high noise (SD < 100 for 10 points).

3. Separation jumps Finds the index of the first separation jumps larger
than 0.1 nm.

4. End of peak Finds the index of the end of the peak using the
maximum value array.

5. Force increase Finds the index of the next force increase after the
force value corresponding to the index in step 4.

Table 3.1: Sequential criteria for identification of the adhesion peak region by finding
the index corresponding to the force and separation pair at the end of this region.
Each step begins its iterative search with the index provided by the previous step.

a significant amount of variation from curve to curve in the size of the adhesion

peak, both in terms of force and its width along the separation axis. As such, I

have developed an adaptive algorithm to identify the adhesion peak region using

four conditions, an example of which is shown in Figure 3.4. This algorithm first

sorts the force-separation arrays by separation (rather than time of collection), and

then performs a peak-identifying algorithm that is suited to noisy data, using several

iterative criteria to remove the adhesion peak by applying conditions to different

properties, listed and described in table 3.1, of both the original force array and

a ‘maximum value’ force array. The maximum value force array is calculated by

comparing the original force array with the same array shifted by 50 points to the

left and right. If the shifted force arrays exceed the original force array at any given

separation value, the new array is set to zero; otherwise, it maintains its original

force value. Depending on the shape of the adhesion peak, some criteria will be more

significant than others.

The subset of each force-separation curve that remains after removing both the

no-signal region and the adhesion-peak region contains all of the relevant information

necessary to understand the protein force response. All subsequent transformations
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Figure 3.4: Removing the adhesion peak using a custom adaptive algorithm to obtain
the protein-pulling region of the force-separation curve. The force-separation curve
(a, blue) is shifted left (a, green) and right (a, red) and the values in the original curve
that corrspond to the maximum force value of these three curves at every separation
value are used to construct a ‘maximum’ force array (b, red). Conditions applied to
the original force-separation array and the maximum force-separation array find the
end of the adhesion peak (b, green). The force-separation curve is thus separated into
an adhesion peak region (c, red) and a pulling signal region (c, blue).

of the data begin with these curves.

3.3 Obtaining average force-separation curves

The force and separation arrays are parameterized with respect to time, such that

each pair of values (F, z) corresponds to an instant in time since the beginning of the

tip approach process. Due to the noise in the experiment and the non-linear response
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of the protein to force, the separation is not monotonic with time and the spacing

between separation values is not constant. To use the mathematical tools described

in later sections to compare two force-separation curves directly, it is desirable to

parameterize force as a function of a constant, evenly spaced separation array, s,

instead:

(F, z)→ (Fav(s), s) (3.4)

where Fav(s) is an approximate force value at a specific separation s. The maximum

separation value in s is the maximum separation specified in the experiment (e.g. 400

nm) and the spacing used in this experiment is 0.5 nm, such that:

s = [0, 0.5, 1.0, . . . , 399.5, 400] (3.5)

We compute the corresponding average force array Fav by taking an average of the

force at each value of s. We average over fixed ranges of separation, s ∈ (s−δs, s+δs),

which may contain one or many separation values, to account for the large variation

in spacing between separation values z in a force-separation curve:

Favg(s) =
1

N

∑
s−δz≤z≤s+δz

F (z) (3.6)

where N is the number of points in the summed range. Figure 3.5 shows two example

points calculated using for δs = 1.0 nm. The resulting average force curve shown in

Figure 3.6, along with the average force values calculated using δs values of 2 nm,

0.5 nm and 0.25 nm. This procedure also functions as a smoothing algorithm, as

well a straightforward means of obtaining force arrays of identical length that will be

useful for correlation calculations performed in further analysis. The strength of the

smoothing is determined by the δs parameter.
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Figure 3.5: Visualization of the calculation of the spatial average at two separation
(s) values, 15 nm (red) and 25 nm (orange) for a characteristic force-separation data
(blue). The value of δs used here is 1.0 nm; each highlighted separation region is
s ± δs. All force values within each region (small, dark red and orange points) are
averaged to produce an average force value at each s value (large red and orange
circles).

3.4 Transform to Lc-space

To obtain a representation of the original SMFS force-separation data curves that

contains the specific features relevant to the oligomeric state, we first define our

relevant feature as the number and distribution of WLC curves within the force-

separation data. We have used the WLC model for the force response of our protein,

as in earlier work, but instead of using the final contour length as a single-valued

metric, we obtain a distribution of contour lengths that describe a ‘fingerprint’ of the

original force-separation data.

Given the one-dimensional approximation of the WLC model for the relationship

between the tip-sample separation z and the force F for a polymer with contour
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Figure 3.6: The spatially averaged forces (red) projected onto a master separation
array (δs = 0.5 nm) for four different sδs values: (a) 2 nm, (b) 1 nm, (c) 0.5 nm, and
(d) 0.25 nm, overlaid on the raw force-separation data (blue).

length Lc and persistence length p at temperature T :

F (z) =
kBT

p

[
1

4(1− z/Lc)2
− 1

4
+

z

Lc

]
(3.7)

we can invert this equation and find the valid contour length Lc for the WLC curve

that passes through any (F, z) pair in force-separation space. To perform this two-to-

one dimensional transform, we begin with the steps specified by Bosshart et al. [3],
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making the following substitutions:

λ = 1− z

Lc
(3.8)

ω =
4F (z, Lc)

α
− 3 (3.9)

(where α = kBT/p) to rearrange (3.7) into a third order polynomial:

4λ3 + ωλ2 − 1 = 0. (3.10)

The solution to (3.10) that corresponds to the physical WLC model is:

λ∗ =
1

12

(
3

√
216− ω3 + 12

√
324− 3ω3

+
ω2

3
√

216− ω3 + 12
√

324− 3ω3
− ω

)
. (3.11)

Substituting γ for the radical as follows:

γ =
(

216− ω3 + 12
√

324− 3ω3
)1/3

(3.12)

we can rewrite the root as:

λ∗ =
1

12

(
γ +

ω2

γ
− ω

)
. (3.13)

The real component of (3.13) corresponds to our real contour length solution for

a force-separation pair. Using equation 3.8, we can determine the ratio of the contour

length (Lc) to the separation (z) and solve for Lc:

1− z

Lc
= Re

{
1

12

(
γ +

ω2

γ
− ω

)}
Lc = Re

{
1− 1

12

(
γ +

ω2

γ
− ω

)}−1

× z. (3.14)
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Figure 3.7: An example of a force-separation pulling curve with valid points for the
Lc transform labelled in green. The red portion of the curve is the signal associated
with protein pulling, and the blue is the remaining, removed data.

This calculation can be performed for any pair of values in force-separation space,

but to be valid physically it is only applied to values where the force is equal to or

greater than 45 pN. Forces smaller than 45 pN do not represent WLC behaviour [3].

Furthermore, we perform this calculation on the portion of the curve that represents

the protein-pulling event: the limited part of the curve that excludes the no-signal

tail and the adhesion peak (Figure 3.7).

An example of the transform from two-dimensional force-separation data to one-

dimensional contour length data is shown in Figure 3.8. The contour length describing

the WLC curve that passes through each point in the valid region of data is calcu-

lated and added to a list of contour lengths Lc. The resulting list of Lc values can be

represented as a histogram or as a probability distribution. In particular, we use a

Gaussian kernel density estimator (KDE), a non-parametric function that estimates

the probability distribution of a given random sample, to produce a smooth distribu-

tion [19]. For our specific case, we wish to determine an estimate of the probability

density f(Lc) to which a random sample (Lc1, Lc2, . . . , Lcn) belongs. The kernel den-

29



0 10 20 30 40 50
Contour Length (nm)

0.00

0.02

0.04

0.06

0.08

0.10

D
e
n
si

ty
/F

re
q
u
e
n
cy

0 10 20 30 40 50
Separation (nm)

100

50

0

50

100

150

200

250

Fo
rc

e
 (

p
N

)

Figure 3.8: By calculating the contour length describing the WLC curve that passes
through each individual point in a force-separation pulling curve (bottom), a distri-
bution of all valid contour lengths can be constructed (top) as a histogram (blue) or
a Gaussian kernel density (red curve).

sity estimator is then:

f̂(Lc) =
1

n

n∑
i=1

K
(Lc − Lci)

h
(3.15)

where K is the kernel and h is the bandwidth, a parameter that controls the smoothing.

For the Gaussian KDE, the kernel is the standard normal density function, φ(Lc).

The KDE can be thought of as the probability of any given contour length value

being a good fit for the original data. The bandwidth can be interpreted similarly

to the bin width of a histogram and in this experiment, a variable bandwidth was

chosen to optimize the smoothing for different density distributions: 0.125(max(Lc)).

The width of the peaks represents the goodness of the fit to the WLC model as well

as the noise present in the curves. Thus the WLC curves that are the best fit to

the features can be found by simply locating the peaks of the KDE to determine the
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Figure 3.9: The kernel density (top, red) represents the probability of any contour
length being a ‘good’ fit for the initial data. The peaks of this distribution (top, black)
thus can be found to determine the best-fitting worm-like chain curves (bottom, black)
for the raw data (bottom, blue).

corresponding best-fit values of the contour length. This distribution will be referred

to as the contour length density, or Lc-density curve.

Although this is an effective and efficient method of finding WLC peaks in a

single pulling curve, especially compared to the least-squares methods that must first

locate every valid region of points representing a WLC curve before allowing the

determination of the contour length, the KDEs are useful in that they contain more

information than simply the best-fit contour lengths. Peak-to-peak distances, the

presence of side peaks, and the degree of baseline thermal noise are all features of

the original force-separation curves that are contained in the transform to Lc-density

space.

Not all features present in a force-separation curve are preserved in this transform.

For example, the value of the detachment forces are removed. Any force-separation

peaks that are below the baseline force of 45 pN are also removed. Finally, any
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features that are identified are subject to the assumption of the WLC nature of the

data. By applying the WLC model conversion, the assumption that each peak is

worm-like in nature is implicit in the resulting description of the data. Very poor fits

will be indicated by shallow peaks or poorly defined peaks, but smaller deviations from

the model, particularly for short sawtooth peaks with few force-separation points in

the valid region for the transform, are not evident. However, the WLC model is well-

established as the accepted model for interpreting protein SMFS experiments, so that

this experiment must only discard obvious non-WLC. A common non-WLC polymer

behaviour is peeling, where the subunits of a polymer with constant surface adhesion

forces are sequentially removed from the substrate, resulting in force plateaus instead

of sawtooth peaks.
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Figure 3.10: Effects of changes to the persistence length of the kernel density over the
range of 0.2–0.6 nm. The KDE (blue) and its peaks (black) shift to larger values as
the persistence length decreases, and the shift is more pronounced at higher contour
lengths. The difference between the peaks for persistence lengths of 0.36 nm (orange)
and 0.4 nm (red) are 0.18 nm for the smaller contour length peak and 0.5 nm for the
larger contour length peak.

Finally, the transform imposes one fixed parameter, the persistence length. Two

common values assigned to the persistence length for globular approximations of
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Figure 3.11: Effects of changes to the persistence length of the worm-like chain fits
obtained from the KDE. The Lc-density curves (top) and the corresponding best
fit WLC curves (bottom) are shown for persistence lengths of 0.2 nm (red), 0.4 nm
(black) and 0.6 nm (orange).

proteins are 0.36 nm and 0.4 nm [1]. The difference in the KDE curves and their

peak Lcvalues between these two persistence length values is negligible, especially on

the sub-100 nm detachment length curves obtained in these experiments. An example

of the effect of changing the persistence length from 0.2 nm to 0.6 nm is shown in

Figure 3.10. The WLC fits resulting from the extremes of this range are shown in

Figure 3.11. It is clear from this example that reducing the persistence length below

0.4 nm is not ideal as the fit becomes visibly too shallow (reflecting the higher chain

flexibility); higher persistence lengths may describe components of a protein chain

that maintain a more rigid secondary structure but, on average, a value of 0.4 nm

provides a better description of all peaks, and thus p = 0.4 nm is fixed in all further

analysis.
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3.5 Comparing curves

With the goal of finding common patterns in a data set, we first require some mea-

surement of similarity between any pair of curves. A convolution operation serves as

the basic element of this measurement, shown generally in (3.16) and for the discrete

case of length M arrays in (3.17):

(f ∗ g)(u) =

∫ ∞
−∞

f(x)g(x− u)dx (3.16)

=
M∑

m=−M

f [m]g[m− u] (3.17)

where u represents an index shift from the initial index u = 0, corresponding the

unshifted positions of the force-separation curves as obtained in section 3.1. The

convolution can be rapidly calculated discretely for the full valid range of u using

a fast Fourier transform (FFT). Two arrays of length M will produce a convolution

array of length 2M−1. The convolution can be normalized, as in the cosine correlation

function, Cf,g(u) by dividing by the lengths of f and g [8]:

Cf,g(u) =

∫ ∞
−∞

f(x)g(x− u)dx√∫ ∞
0

f 2(x)dx

∫ ∞
0

g2(x)dx

(3.18)

which is for discrete arrays [10] of the same length:

Cf ,g[u] =

M∑
m=−M

f [m]g[m− u]√√√√ M∑
m=1

f [m]2
M∑
m=1

g[m]2

. (3.19)

The cosine correlation equals a maximum of 1 when f = λg, and a minimum of −1

when f = −λg, where λ is any positive real number. To make use of a clustering
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algorithm, we will restrict our coincidence metric Γ to the range of 0 and 1; this will

occur whenever f and g are strictly positive (or zero), as is the case for the kernel

density estimators. This requirement is introduced artificially to the averaged force

curves by setting any negative force value to zero.

To increase the sensitivity to the amplitudes of the peaks in the input arrays

(in either Lc-density or force-separation space), rather than to only their shapes, we

introduce a scaling factor sg,f , as in [8]:

sf,g =



√√√√√√√√√
M∑
m=1

f [m]2

M∑
m=1

g[m]2
if

M∑
m=1

f [m]2 ≤
M∑
m=1

g[m]2

√√√√√√√√√
M∑
m=1

g[m]2

M∑
m=1

f [m]2
if

M∑
m=1

f [m]2 >
M∑
m=1

g[m]2.

(3.20)

This scaling factor is not equal to 1 for distributions of equal area, as it depends on
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Figure 3.12: (a) Two distributions with equal area, one with a single peak of amplitude
1.0 (blue) and a second with two peaks of amplitude 0.25 and 0.75 (red, solid), are
aligned by shifting the second curve to the position of maximum coincidence (red,
dashed). (b) The cosine correlation function (dashed) and coincidence function with
scaling (solid), with the maximum coincidence Γ at real shift x∗ marked in red.

the length of the vectors and not their integral areas, but is always between 0 and 1
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for positive curves. Figure 3.12 shows the effect of the scaling factor for two curves of

equal area. The effect of this scaling factor simplifies the normalization of the cosine

correlation, such that the denomintator is the dot product of the ‘longer’ array alone,

instead of the square root of the product of the two dot products. This produces a

coincidence array Γf ,g[u] that is less than or equal to the cosine correlation array.

Γf ,g[u] = Cf ,g[u] ∗ sf ,g (3.21)

The coincidence array provides the scaled cosine correlation array for any two

arrays f and g as a function of the shift u, where u can range from−M toM (as before,

M is the number of elements in the arrays f and g). In general, we will calculate Γ for

the ‘full’ overlap, as is found by the FFT convolution, with zero boundary conditions

used to pad the array, and impose any limitations on u afterwards. We define the

best coincidence value as

Γf ,g = Γf ,g[u∗] (3.22)

where u∗ maximizes Γf ,g[u] subject to the constraint

−m ≤ u∗ ≤ m (3.23)

where m ≤ M . Figure 3.13 demonstrates the effect of a maximum shift that is less

than M, restricting the range of shifts over which the coincidence metric is calculated.

It is often more useful to convert the index of the shift u∗ to the corresponding value

of the x-position of f and g, x∗, achieved by simply multiplying the shift index by

the grid spacing of the x array; all figures plot the shift along the x-axis in terms

of x rather than u. This pair of values, coincidence and shift, define the similarity

relationship between f and g and will be used in the subsequent clustering analysis.
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To optimize the clustering analysis and prevent division by zero in the code, we also

have two special cases. If f = 0, we fix the coincidence and shift values of f and g as:

(Γf ,g, u
∗) =

 (1, 0) if g = 0

(0, 0) otherwise.
(3.24)

In other words, we set the optimal shift for a zero array with any other array to be
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Figure 3.13: (a) Two distributions with equal area, one with a single peak of amplitude
1.0 (blue) and a second with two peaks of amplitude 0.6 and 0.4 (red, solid), are
aligned by shifting the second curve to the position of maximum coincidence (red,
dashed) subject to a maximum allowed shift of x = 2. (b) The cosine correlation
function (dashed) and coincidence function with scaling (solid), with the green region
being the range of allowed shifts (−2 ≤ x ≤ 2) with maximum coincidence Γ at real
shift x∗ marked in green. The red area is outside these limits, and as such the overall
maximum coincidence marked in red is inaccessible.

no shift (u∗ = 0) and maintain the natural coincidence value of 0, but for two zero

arrays, we set their coincidence value to be 1, reflecting their identical nature. In the

case that there are multiple shifts that provide equal maximal coincidence values, we

select the smallest shift as the defining one.

Figures 3.12 and 3.13 show only the effect of shifting one curve (based on order of

data collection, an arbitrary ordering) relative to the other. When applying the shift

to align any set of curves, the curves are aligned using their relative shifts, and then

subsequently shifted together to their average separation position. Thus the effect of

aligning a pair of curves based on the shift of the second curve relative to the first
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Figure 3.14: Comparing the coincidence values of a real example pair of curves (α-
LA on flat PS) before and after best-alignment in Lc-density space (a, b) and force-
separation space (c, d). The coincidence values (Γ) and shifts (x∗) are also shown, and
the aligned curves are located at their average separation location. In force-separation
space, the average force projection is shown on top of the real force-separation data.

gives the same result as a shift calculated for the same pair in the opposite order. For

a pair of curves this is simply the equivalent of shifting each curve by half the best

shift in opposite directions, as in Figures 3.14 and 3.15. For the alignment of larger

sets of curves, the process will be discussed in Section 3.7.

This coincidence array can be calculated for any pair of curves, with some technical

limitations. Since the FFT is an operation acting only on the y-array of any x-y curve,

the two y-arrays must be functions of the same x–array to provide a meaningful result.

Furthermore, the spacing of that x–array should be constant in order to provide an

equal weighting of data points for convolution. It is also most consistent if the y-

arrays are of the same length (and thus representing the same domain of x), though

in the case that they are different lengths the FFT convolution algorithm will simply

restrict itself to the length of the smaller array.
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These conditions are fulfilled naturally by the method of the Lc-density transform,

which uses a fixed contour length array on which to calculate the Gaussian KDE,

so that the resulting KDE arrays are well-ordered and directly comparable via the

coincidence function. For the force-separation arrays, the averaged force projection

described in Section 3.3 must first be calculated for each curve. Although this does

allow the force-separation curves to be compared, it introduces a few artifacts. First,

because we do not want to obtain any negative coincidence values, any dips below

zero that may contain useful shape information are removed. Secondly, because the

force values are equally spaced along the separation axis, data originally of higher or

lower density (and thus perhaps more signfiicance or accuracy) is now presented as

equally important. This can result in, for example, a single point remaining in the

adhesion peak producing a significant feature that alters the coincidence value and

shift value significantly for a pair of curves. This occurs, for example, in Figure 3.14,

producing a lower coincidence value than is perhaps expected based on the Lc-density

curves.

In general, Figure 3.14 provides a useful comparison between determining coin-

cidence values between the same pair of curves in Lc-density and force-separation

space. In Lc-density space, the curves are nearly identical. The initial peak in the red

curve in force-separation space is insignificant in the contour length transform, since

it was perhaps only two or three original force-separation points that do not result

in a statistically significant contour length peak when compared to the two sawtooth

force-separation peaks that follow. Furthermore, the Gaussian KDE will naturally

produce higher coincidence values, as it is, by definition, a sum of Gaussians, produc-

ing a much more limited variation in shape and no noise as compared to the original

force-separation curves. As a result of these factors, the coincidence metric of the

best-aligned curves is 0.916 in Lc-density space, but only 0.512 in force-separation

space. In the cluster analysis that will be described in Section 4, this is a very large
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Figure 3.15: Comparing the coincidence values of two real pairs of curves (α-LA on
flat PS) in Lc-density space (a, b). The corresponding force-separation curves (c,
d) are aligned using the best shift from the Lc-density alignment. The coincidence
values (Γ) and shifts (x∗) are also shown, and the aligned curves are located at their
average separation location.

difference that can significantly alter the clustering result. Despite the lower coin-

cidence values found in force-separation space, it may still be preferable to work in

this space instead of the Lc-density space since it preserves more of the features of

the original data. If, for example, there is signifcant variation in the detachment

forces (i.e. the maximum force of the sawtooth peaks in a force-separation curve),

comparing curves in force-separtion space, but not Lc-density space, will account for

this variation.

3.6 Hierarchical agglomerative clustering

Given a data set of SMFS curves, either transformed into Lc-density curves or average

force projection curves, the coincidence matrix Γ can be calculated. This matrix is
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symmetric, where the Γij entry is the coincidence value (as described in Section 3.5)

of the ith and jth curves, pi and pj, as shown in Eq. 3.25 for a set of N curves. The

diagonal entries are 1, corresponding to curves having perfect self-similarity.

Γ =



1 Γ12 · · · Γ1N

Γ21 1 · · · Γ2N

...
. . .

...

ΓN1 ΓN2 · · · 1


(3.25)

A complementary matrix of the best shifts X, Eq. (3.26), is also stored, where the

Xij entry is the shift corresponding to the maximum coincidence value of curves pi

and pj; the diagonals are thus 0, corresponding to no shift being required to best

align a curve with itself. The matrix is antisymmetric, where Xij = −Xji for all i

and j in {1, . . . , N}, and as such only the upper or lower triangular portion of both

the shift and coincidence matrices must be calculated and stored.

X =



0 X12 · · · X1N

X21 0 · · · X2N

...
. . .

...

XN1 XN2 · · · 0


(3.26)

The coincidence matrix serves as the input to any algorithm designed to sort

data by similarity. In particular, we will use the agglomerative hierarchical clustering

algorithm [10] to sort a data set into a series of sets of ‘clusters’ of descending sim-

ilarity. This algorithm requires a measurement of the ‘distance’ between the input

data. The distance criteria is a real number value defined by the user that represents

how far apart – or more generally, how dissimilar – a pair of input data are, with the

only restriction that the distance must be 0 or greater. We have already defined a

measurement of similarity between all pairs of curves, the coincidence metric. Thus

41



subtracting the coincidence matrix from 1 provides a distance matrix D of identical

information that is appropriate for direct use by the clustering algorithm. Though no

maximum distance is specified by the algorithm, as the minimum coincidence between

two curves by our coincidence metric is 0, the maximum distance will be 1.

D = 1− Γ (3.27)

The agglomerative hierarchical clustering algorithm works as follows: the original

data set of N curves, defined as {p1, p2, . . . , pN}, creates the initial set of N clusters

(‘leaves’),

Cn | n ∈ {1, . . . , N}, (3.28)

with each curve pi in its own cluster Ci. The algorithm searches the distance matrix

D for the pair of clusters (initially, curves) that have the shortest distance between

them and joins their clusters together to form the (N+1)th cluster. The properties of

the (N+1)th cluster consist of the contained clusters (which iteratively describes a list

of curves) and their distance upon joining. This process of selecting the two nearest

clusters Cs and Ct, removing them from the existing set of clusters and replacing

them with the new cluster Cu, continues iteratively until only the trivial cluster of

every curve (the ‘root’) remains.

The method for deciding the distance between clusters used in this analysis is

referred to as complete clustering, which used the Farthest Point Algorithm to define

the distance between clusters as the furthest distance between all pairings of curves

from those clusters [10]. To define this rigorously, consider two clusters, Cs and Ct,

defined by their contained curves. For example, if Cs contains the first, fifth, and
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sixth curves, Cs = {p1, p5, p6}. The distance between these clusters is then:

D(Cs, Ct) = max{Dij | pi ∈ Cs, pj ∈ Ct}. (3.29)

For comparison, the single clustering method uses the Nearest Point Algorithm and

defines cluster-cluster distance as the distance between the nearest pair of curves:

D(Cs, Ct) = min{Dij | pi ∈ Cs, pj ∈ Ct}. (3.30)

Other algorithms include average, weighted, and centroid and Ward methods [10].

Complete clustering is more sensitive to discrete patterns than simple clustering as

it avoids the chaining phenomenon, wherein all curves are added in sequence to the

same cluster. Furthermore, it is less computationally intensive, and provides direct

methods of interpretation when compared to the more complex clustering methods,

and thus is used in this analysis [10].

3.7 Cluster analysis

The form of information stored from an agglomerative hierarchical clustering proce-

dure is called the linkage matrix, Z. Each row of the linkage matrix specifies the

creation of a new cluster by listing the two clusters joined, the maximum distance

between the two clusters, and the index assigned to the new cluster.

Z =



a b D(Ca, Cb) N + 1

c d D(Cc, Cd) N + 2

...
...

...
...

(2N − 2) (2N − 3) D(C2N−2, C2N−3) (2N − 1)


(3.31)
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Figure 3.16: Five example SMFS curves in (a) Lc-density space are clustered using
complete-linkage agglomerative hierarchical clustering. The clustering is visualized
as (b) a dendrogram, where the horizontal position of each node corresponds to the
minimum coincidence value (or 1 − Dn, where Dn is the maximum distance) of the
cluster. The clusters can be aligned using the information in the shift matrix X, and
are shown in order of formation with the corresponding minimum coincidence values
Γ in (c).

Thus for a set of N curves, the linkage matrix will have dimensions of (N−1)×4. This

matrix can be represented in a tree-like graph called a dendrogram, where each row of

the linkage matrix is represented by a node joining two clusters, which is located at a

position defined by their separation. Figure 3.16 shows the dendrogram resulting from
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the clustering of an example data set of five real curves from an SMFS experiment

of α-LA on flat polystyrene. The clusters at each node are shown after alignment.

This algorithm is executed using Python’s scipy.cluster.hierarchy package’s linkage

function.

The alignment procedure is non-iterative, opting for computational simplicity, as

in general the shifts between pairs are transitive:

Xab +Xbc = Xac. (3.32)

This is not a mathematical property of the data, but an observational one that is

sufficient for our alignment purposes. First, we define a cluster Cn containing Mn

curves, which we will define as pni for i ∈ {1, . . . ,Mn}. A shift matrix for this

particular set of curves Xn is constructed from the original shift matrix for the entire

data set and contains only the relative shifts between the Mn curves in Cn. To align

the curves in this cluster, we find the minimum absolute row sum. This row gives the

index of the curve that is most central in the cluster Cn, which we call pni∗ :

pni∗ = pni, where i∗ is chosen to minimize
Mn∑
j=1

|Xn,ij|. (3.33)

In this way, we define a set of optimal shifts, Sn = {sn1, sn2, . . . , sMn}, corresponding

to the entries in the row i = i∗. Since applying these shifts to the curves pni would

place them at the arbitrary location of pni∗ , we subtract the average shift to produce

a set of centered shifts, S̃n = Sn − 〈Sn〉, that will align the curves at the average

location. In practice, this amounts to adding s̃ni to the x-axis array of pni.

The importance of finding the curve that results in the least amount of absolute

shifting lies in the fact that we often impose a maximum shift on the coincidence

metric calculation. This maximum shift is motivated by physical interpretation and

depends on the system under study, but for now it is only necessary to understand
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Figure 3.17: To observe the similarity in a cluster of curves (a), the curves must be
aligned. Alignment is performed by shifting curves to the solid curve in the set, blue
(b), purple (c), and green (d). Choosing the middle curve in the set (green), provides
an ideal alignment (d). The maximum shift in this example is 10 nm.

the implications of this maximum shift xmax (defined in Section 3.5 by a maximum

index shift −m < u < m) on an alignment procedure. If an arbitrary curve is picked

as the alignment curve (e.g. pn1), it is possible that this curve is substantially to the

left or right of the cluster as a whole. If the maximum shift is small, not all curves

in the set will align well to pn1, despite aligning well to other members of the set. By

selecting the middle curve in the set, pni∗ , and aligning each curve to it, the resulting

alignment will be superior in revealing the overlap of the curves, as shown in Figure

3.17.

The list of every cluster formed during the clustering process provided by the

linkage matrix is not the most convenient method of examining clusters; two processes

of extracting clusters for examination are more useful and will briefly be described

here in general for theoretical purposes, and then discussed more extensively with
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examples in Section 4. First, we are most often interested in looking at a disjoint set

of clusters that represents a partitioning of the entire data set given some minimum

similarity requirement. This set of clusters, FΓ, is best described by visualizing a

vertical ‘slice’ at the specified coincidence value Γ on the dendrogram, demonstrated

in Figure 3.18, and thus is referred to as a ‘flat’ set of clusters. Each horizontal line

this slice intersects corresponds to a cluster in FΓ. For 0 ≤ Γ ≤ 1, each FΓ is disjoint

and complete, but not unique, as multiple values of Γ can produce identical flat sets of

clusters. A flat set of clusters can be produced from the linkage matrix quite directly,

and is stored simply as a list T of indexes where Ti equals the index n specifying to

which cluster Cn the curve pi belongs.

In practice this flattening is also performed using an open-source Python algorithm

(fcluster) in the scipy.cluster.hierarchicy package, but understanding the algorithm is

useful. We wish to find the set of clusters that correspond to the maximum distance

D (or minimum coincidence Γ = 1 − D). The list T is initialized with each entry

equaling its index, so for a set of N initial observations, T = [1, 2, ..., N ] (each curve

pi is in its own cluster Ci). Recall that the linkage matrix Z stores the information

about the formation of each new cluster in order of nearest to farthest cluster-cluster

distances, starting from cluster N + 1, such that the ith row of Z is given by:

Zi = [Zi1 Zi2 Zi3 Zi4]

= [a b D(Ca, Cb) N + i] (3.34)

and it specifies indexes (a and b) of the clusters merged to form cluster CN+i, as well

as the distance between Ca and Cb, D(Ca, Cb). Thus to create a new list T in which

each entry Ti indicates the cluster to which curve pi belongs to at distance D, we

excecute the following algorithm, beginning with the first row (i = 1) of Z:

1. If the distance Zi3 is greater than D, stop.
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Figure 3.18: Slicing the dendrogram for this twelve-curve clustering at Γ = 0.75 (a)
intersects six lines corresponding to the six clusters that form the flat set F0.75 (b).
For comparison, slicing at a lower coincidence value, Γ = 0.25 (c), intersects three
lines, producing three clusters in the flat set F0.25 (d). The curves in each resulting
cluster have a minimum coincidence of Γ, but can have significantly higher similarity;
cluster C18, for example, is in F0.75 and F0.25.

2. Find all the entries of T equal to Zi1 or Zi2 (curves in the merged clusters).

3. Update these entries to be equal to Zi4 (the new cluster index).

4. Repeat steps 1 to 3 for the next row in Z.
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This algorithm produces a new list T where Ti references the cluster containing pi,

as desired, and each cluster contains curves with a maximum distance of D. This

provides an easy way to check a large data set for patterns while requiring a specific

degree of similarity. To investigate the gross structure of the data, a low coincidence

value can be chosen. If one wishes to look for finer patterns with higher degrees of

similarity, a high coincidence value can be chosen instead.

The primary disadvantage of using these flat sets of clusters to identify patterns

is that different patterns may exhibit different degrees of similarity, such that a value

of Γ that identifies a consistent pattern of one type by placing all such curves in the

same cluster may group two or more patterns in another cluster. It is therefore useful

to not only be able to observe a single cluster at a given Γ, but to investigate the

subclusters which compose it. This is a key advantage to hierarchical clustering that

should be exploited to provide a richer understanding of the data set; the tree-like

nature of the clustering result provides the user with the ability to iteratively explore

subclusters and better determine the variety of patterns therein.

C21

Γ =0.427
(a) C16

Γ =0.881

(b)

C19

Γ =0.674

(c)

Figure 3.19: Subcluster example from the 12-curve clustering in Figure 3.18. Cluster
C21 (a) can be divided into its left (b, C16) and right (c, C19) subclusters based on
the hierarchical tree structure. The minimum coincidence values Γ of each cluster are
also shown.
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For now, let us simply define the nature of a subcluster. In agglomerative hier-

archical clustering, each cluster beyond the initial ‘leaves’ of the tree is formed by

combining two existing clusters into a node. These two clusters are defined as the left

and right subclusters (an arbitrary distinction determined by the scipy algorithm to

allow for plotting of non-intersecting dendrograms). Figure 3.19 shows how inspection

of the subclusters of a given cluster can reveal distinct patterns at higher coincidence

values.

It should be noted that this flattening of the hierarchical clustering provides dis-

joint clusters that are less ideally grouped than those that would be provided by

directly specifying some minimum similarity and performing an non-hierarchical al-

gorithm such as K-means clustering [10]. The advantages of hierarchical clustering

are that the algorithm is very rapid, it requires no a priori guess at the ideal num-

ber of clusters, and one can explore a range of specificity of clusters, which may be

necessary if different patterns in the data exhibit different levels of similarity.
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Chapter 4

Cluster Analysis Results

4.1 Cluster analysis of α-LA on flat substrates

To observe the results of the clustering procedure and draw some conclusions as to

the general behaviour of α-LA on a flat hydrophobic substrate, we have clustered

a set of 3201 SMFS curves based on the Lc-density curves described in Section 3.4.

The persistence length is fixed to 0.4 nm, and the minimum force is 45 pN. The

coincidence matrix is calculated using a maximum allowed shift of 15 nm. This

shift was chosen after looking at the common peak-to-peak distances to provide good

alignment of nearby, similarly shaped peaks without allowing many neighbouring

peaks to be skipped in search of a higher coincidence value. The resulting clustering

in the dendrogram is shown in Figure 4.1. The large empty space at the bottom of

the dendrogram represents all identically zero Lc-density curves, due the valid force-

separation region containing fewer than 15 points. As these curves are identical, they

are clustered immediately at Γ = 1.

We will investigate the nature of the resulting clusters by first observing the set

of clusters F0.65 resulting from the flattening of the hierarchical clustering at the low

coincidence value of 0.65. This flattening produces 169 clusters of 3201 curves, with
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Figure 4.1: Clustering dendrogram of all α-LA flat SMFS data. Maximum allowed
shift Xmax = 15 nm. The location where the cluster tree is flattened at Γ = 0.65 is
indicated by the vertical dashed line.

a median and mean cluster sizes of 7 and 19, respectively. At this low coincidence

value, only twelve curves remain unclustered. Approximately 78% of the data set

is contained in the forty-eight clusters of N ≥ 15 (0.47% of the data set), with

the remaining 22% representing infrequent or unique events. The largest of these

clusters is C1, which contains the 545 curves that have an Lc-density distribution of

0. These curves are considered to be ‘no signal’ curves, and can be effectively ignored

in further analysis. We can consider the frequencies of the following event type both

as a percentage of the original data set (N = 3201), or as a percentage of the ‘signal’

data set (N = 2656).

The Lc-density curves can be sorted into the clusters in F0.65 and then each cluster

can be aligned and centered for visualization. As there are thousands of clusters in the

hierarchical clustering, the indexing for clusters will be specific to a set of flattened
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clusters (e.g. F0.65 contains {C1, C2, . . . , C169}, or {1, 2, . . . , 169} for brevity). The top

twenty-four clusters by size are shown in Figures 4.2 and 4.3. The plots differ in the

limits of the y-axis. Figure 4.2 has variable limits on the y-axis, chosen to maximize

the visibility of each particular cluster, allowing for the details therein to be discerned.

Figure 4.3 has fixed limits on the y-axis, obscuring the features of the distributions

providing a better understanding of the clustering, e.g. the reason clusters 14 and

17 are separate, despite appearing similar in shape. The next twenty-four largest

clusters are also shown, with variable y-axes in Figure 4.4 and fixed y-axes in Figure

4.5.

If we wish to investigate only the behaviour of the well-defined, single-molecule

pulling events, we can remove the clusters that reflect non-WLC behaviour (such as

peeling, resulting in many small peaks in Lc-density space) and curves that likely

represent the independent attachment of multiple molecules to the tip (‘multiple-

attachment’ type) and thus cannot be interpreted as single-molecule events. On flat

PS, these represent a significant portion of the data set. This filtering step mimics

the manual filtering that often occurs in experiments, removing curves that do not

appear to be single-molecule events, but allows for the consideration and examination

of many curves with similar behaviour simultaneously, rather than deciding whether

or not a curve is valid individually prior to a full analysis. To identify any cluster

type, we do not only examine the aligned cluster in Lc-density space, but we also

examine the individual curves in each cluster in both Lc-density and force-separation

space to optimally label the cluster. This is particularly important when working

with a new data set, so that accurate interpretations of Lc-density curve shapes can

be made.

Of the forty-eight largest clusters in F0.65, twenty-three of them can be considered

to represent multiple-attachments. The key features in the Lc-density curves that

correlate to this behaviour are very close peaks with troughs between peaks that
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Figure 4.2: Largest 24 clusters for α-LA on flat PS at Γ = 0.65. The y-axis varies
between subplots to maximize the distribution of each cluster. The colours denote the
identified cluster types: multiple-attachment (light blue), early multiple-attachment
(orange), one peak (dark blue), two peak (red), three peak (green), and mixed (pur-
ple).
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Figure 4.3: Largest 24 clusters for α-LA on flat PS at Γ = 0.65. The y-axis is
fixed for all subplots to highlight the differences between distributions. The colours
denote the identified cluster types: multiple-attachment (light blue), early multiple-
attachment (orange), one peak (dark blue), two peak (red), three peak (green), and
mixed (purple).
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Figure 4.4: Next 24 largest clusters for α-LA on flat PS at Γ = 0.65. The y-axis
varies between subplots to maximize the distribution of each cluster. The colours
denote the identified cluster types: multiple-attachment (light blue), early multiple-
attachment (orange), one peak (dark blue), two peak (red), three peak (green), and
mixed (purple).
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Figure 4.5: Next 24 largest clusters for α-LA on flat PS at Γ = 0.65. The y-axis is
fixed for all subplots to highlight the differences between distributions. The colours
denote the identified cluster types: multiple-attachment (light blue), early multiple-
attachment (orange), one peak (dark blue), two peak (red), three peak (green), and
mixed (purple).
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Figure 4.6: Examples for multiple-attachment cluster types of many peaks, both
with (top, C78) and without (bottom, C160) a final well-defined WLC peak (top).
The force-separation curves (blue, right axis) and the Lc-density curves (black, left
axis) are shown for each example curve.

do not return to 0, resulting in significant white-space below the curves. Many of

these clusters also contain a large number of peaks (e.g. 165, 78, 82), but there

also exist multiple-attachment type clusters defined only by two peaks with poor

separation (155, 168). In force-separation space, the curves in these clusters have

short sawtooth peaks that do not return to the zero-force baseline between peaks.

Of the twenty-three clusters exhibiting this behaviour, fourteen are predominantly

multiple-attachment (e.g. 78, 82, 104 and 105), while the remaining nine have at

least a single well-defined WLC peak at the end of the curve (e.g. 166, 160 and 95)
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but have clear regions of multiple protein attachment at low values of the separation.

We will refer to these clusters as ‘early multiple-attachment’ type as separate from

the purely multiple-attachment cluster type. Figure 4.6 provides examples of these

types of clusters, with characteristic curves showing the individual Lc-density and

force-separation curve behaviour.

The remaining twenty-five signal-containing clusters represent sets of curves that

have well-defined peaks corresponding to non-overlapping WLC peaks in the original

force-separation curves. This data set can be analyzed as a whole or further sub-

divided into cluster types. We can use this analysis to see if there is a well-defined

relationship between the last contour length in a pulling curve and the number of

peaks (often interpreted as the oligomerization for short proteins) in that curve. To

do this, the clusters that have not already been assigned multiple-attachment types

can be assigned one of three additional types: one peak, two peak, or a higher order

number of peaks (3+ peak). Figure 4.7 shows example clusters and curves that exhibit

these types of behaviours. Though it is rare in this data set, a ‘poor signal’ type is

also listed for clusters that have almost no signal. This usually occurs when either the

force baseline is non-linear or the adhesion peak was not fully removed, resulting in

the detection of a signal that is transformed into Lc-density space but is not induced

by protein pulling. Thus this data set is divided into seven qualitative categories

of behaviour defined by cluster type: no signal, poor signal, multiple-attachment,

early multiple-attachment, 1 peak, 2 peak and 3+ peak. We refer to these categories

as cluster types rather than curve types to emphasize that while the curves in the

clusters are examined, it is each cluster and not each curve that is sorted into a

category.

A given cluster at a coincidence value as low as 0.65 will not contain only one

well-defined type of curve, but a general assignment can still be made in most cases,

where over 80% of the curves in a cluster have the same underlying behaviour in
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Figure 4.7: Example of clusters for well-defined single (top, C148) double (middle C60),
and three or more (bottom, C116) peaks in Lc-density space. The force-separation
curves (blue, right axis) and the Lc-density curves (black, left axis) are shown for
each example curve. The x-axis represents both separation and contour length; the
relationship between these variables is non-linear, resulting in the increasing offset of
the Lc peaks from the sawtooth force-separation peaks at larger lengths.
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terms of number of peaks. For the four clusters (the purple clusters in Figures 4.2

through 4.5) which exhibit a mixed type of behaviour (‘mixed-behaviour’), we will

look at their individual subclusters and assign those subclusters to one of the cluster

types previously defined. Figure 4.8 shows the first level of subclusters for the cluster

C15. The higher coincidence values reflect clusters with greater similarity, allowing

more definitive assignments to be made. In the case of cluster C145, however, the

first level of subclusters still contains a fair bit of variation, where it cannot be said

that 80% of the curves in each subcluster correspond to the same type. To perform a

more accurate assignment, the second level of subclusters are examined and shown in

Figure 4.9. These curves can be then added to the sets of curves by type to increase

the fraction of data that is accounted for in the analysis.
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Figure 4.8: Subclusters of cluster 15 in F0.65. The original subcluster has a minimum
coincidence value of Γ = 0.731. The left subcluster has a minimum coincidence value
of Γ = 0.833 and is classified as a two peak cluster. The right subcluster has a
minimum coincidence value of Γ = 0.821 and is classified as a multiple-attachment
cluster.

For a cluster assignment based on the low coincidence value of 0.65, clusters
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Figure 4.9: Subclusters of cluster 145 in F0.65. (a) The original subcluster has a
minimum coincidence value of Γ = 0.702. The final four subclusters are assigned to
the following cluster types: (d) two peak, (e) one peak, (f) multiple-attachment, and
(g) two peak, with corresponding minimum coincidence values of 0.929, 0.872, 0.920
and 0.788.

are not expected to have uniform behaviour; every cluster will contain curves that

display a significant variation. The hope is that, on average, the variation in curve

types within a cluster will average out, allowing the broad assignment to provide

useful information. A rigorous assignment, however, would involve both beginning

the cluster assignment at a higher coincidence value (e.g. 0.8) and looking at least

at the first level of subclusters of each cluster for a fine-grained type assignment. To

demonstrate the process, however, I have chosen to work at a lower coincidence value.
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Cluster type Number Percentage Percentage
of curves of set (%) of signal (%)

No signal 545 17.02 –
Poor signal 3 0.09 –
Multiple attachment 1021 31.90 38.48
Early mult. attachment 194 6.06 7.31
One peak 380 11.87 14.32
Two peak 253 7.90 9.54
Three+ peak 105 3.28 3.96
Total 2501 78.13 68.83

Table 4.1: Number of curves by cluster type for ala on flat PS at Γ = 0.65. The
frequencies shown are as a percent of the total data set (N = 3201) and as a percent
of the curves with a non-zero signal (N = 2653).

Table 4.1 lists the total number of curves in all clusters assigned to each type, as

well as their percentage of the total data set and good signal data set for the assigned

cluster (including the subclusters from the mixed-behaviour clusters). Each subset

of data can then be analyzed separately so that we can investigate the separate

behaviours of each curve type. For example, last contour length distributions for

each cluster type can be created so that we can observe how each type of behaviour

contributes to the aggregate histogram of last contour lengths. This also allows us

to tailor our peak-finding algorithm to best find the WLC peaks for one, two, and

three or more major peaks in the contour length density distribution. For the one

peak cluster type, the largest peak’s contour length is identified as the ‘last’ contour

length. For the two peak type, the contour length of the longer of the two largest

peaks is identified, and for three or more (including the multiple-attachment type

curves), the longest contour length peak above a threshold of 5% of the probability

density of the largest peak is identified.

Figure 4.10 shows the separate and aggregate histograms with and without the in-

clusion of the early multiple-attachment type of cluster, which would often have been

included in the original analysis using prior manual filtering criteria. The overlapped

histograms for each cluster type shows the breadth of each individual distribution.
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Figure 4.10: Last contour length histograms of α-LA on flat PS by cluster groupings,
both without (top) and with (bottom) clusters with well-defined last WLC peaks but
earlier mutliple attachments.

The presence of the shoulder at 20 to 30 nm can be attributed to the two peak cluster

type, and the side peak at 45 nm is due primarily to the 3+ peak cluster type. As the

3+ peak clusters contained all curves with three or more peaks, and the higher order

peaks should have longer last contour lengths, a longer tail to the right would be ex-

pected. The 3+ peak distribution, however, is relatively symmetrical, and the tail in

the aggregate histogram above 60 nm is due to a combination of the 3+ and two peak

clusters. The addition of the early multiple-attachment type of cluster contributes

strongly to the longest contour length region of the aggregate distribution, but the

lack of a well-defined peak and the breadth of the distribution suggest that these
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curves are not well-associated with any particular oligomer state. Nonetheless, they

do indicate protein-protein interaction with a well-defined last contour length and

will be considered in the comparison with the results obtained for curved substrates

in Section 4.3.

Type 〈Lc〉 (nm)
√
〈L2

c〉 − 〈Lc〉2 (nm)

1 peak 12 7
2 peaks 27 12
3+ peaks 50 16
Early mult. att. 67 23

Table 4.2: Mean and standard deviation of the last contour length distributions by
cluster type for α-LA on flat PS, excluding outliers defined as contour lengths above
180 nm.

Table 4.2 shows the mean and standard deviation of each cluster type subset,

quantifying both the shift of the average last contour length to larger Lc values as

the number of peaks in a cluster increases, and the corresponding increases in the

widths of the distributions. These distributions are all somewhat skewed to larger

Lc values, but the very strong skew in the combined distributions is primarily an

effect of the summation of overlapping distributions of decreasing amplitude. It is

of particular interest to consider these values in light of the known fully-extended

length of α-LA, which is approximately 50 nm. Although it is not expected that a

single protein extension will reach this value due to tip and surface attachment points

being located at locations within the chain other than at the C- and N-termini, the

fact that both the one and two peak cluster types lie well below this value suggests

that direct association of peak location with number of monomers requires further

evidence. It is possible that the both the one and two peak cluster types reflect

monomer interactions with the surface, with one or two adhesion points. The early

multiple-attachment curve type and, less certainly, the 3+ peak cluster type can only

definitively be associated with oligomerization because their last contour lengths are

on average 50 nm or greater.
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4.2 Cluster analysis of α-LA on curved substrates

An identical analysis can be performed using the same protein, α-LA, on a hydropho-

bic substrate with nanosscale curvature (37 nm diameter curvature as described in

Section 2.1). Here, we have clustered a set of 1287 pulling curves based on the Lc-

density curves, with the same parameters for persistence length (0.4 nm) and mini-

mum force (45 pN), and maximum allowed shift (15 nm) as used for the flat substrate

data. The resulting clustering is shown in the dendrogram in Figure 4.11. Again, the

large empty space at the bottom of the dendrogram represents the clustering of all

identically zero Lc-density curves due to no signal being present above the minimum

force threshold at Γ = 1.0.
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Figure 4.11: Clustering dendrogram of all α-LA curved SMFS data. Maximum al-
lowed shift Xmax = 15 nm. The location where the cluster tree is flattened at Γ = 0.65
is indicated by the vertical dashed line.

Flattening the hierarchical clustering at the same low coincidence value of 0.65
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produces a set of 214 clusters of 1287 curves. This data set thus has a lower level of

overall similarity than the flat data set, producing more clusters with fewer curves;

seventy of these clusters contain only one curve (compared to only twelve in the flat

data set), and the mean and median cluster sizes are 6 and 2, respectively. I believe

this is primarily due to a higher noise-level in the α-LA data collected on highly curved

substrates, introducing small spurious peaks that add a randomness to the height of

the Lc-density peaks that correspond to the sawtooth force peaks of interest, resulting

in lower coincidence values between of similar events. However, selecting clusters that

contain at least approximately 0.5% of the data set (N ≥ 6) as before provides us

with 46 clusters containing 72% of the data set, comparable to approximately 78%

for the data collected on the flat substrate. As for the flat substrate data, the largest

cluster, C1, with 231 curves, represents curves with no signal in Lc-density space.

Alignment and centering of the curves in the largest forty-six clusters is shown in

Figures 4.12 and 4.14 with variable y-axes and in Figures 4.13 and 4.15 with fixed y-

axes. Three differences between the clusters obtained α-LA on flat and highly curved

substrates are apparent. First, the most populated clusters from the curved substrate

SMFS experiment are not dominated by the long multiple-attachment type clusters

as they are in the case of the flat substrate. Second, many more one peak type

clusters are present. Third, some of the ‘multiple peak’ clusters that are present are

of a markedly different nature than those in the flat substrate clustering, containing

more small peaks with more shallow troughs between them, most notably clusters

185, 181, and 154. These clusters do not represent WLC behaviour at all, and as

such are consider to be ‘poor signal’ clusters.

The first two of these clusters (181 and 185) represent not protein pulling but

peeling type behaviour, likely due to a detaching of a portion of the thin PS capping

film. The second type, seen in cluster 154, is due to a low level of noise that exceeds

the usual baseline of 45 pN and is not removed by the tail-removal algorithm described
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Figure 4.12: Largest 24 clusters for α-LA on curved PS at Γ = 0.65. The y-axis varies
between subplots to maximize the distribution of each cluster. The colours denote the
identified cluster types: multiple-attachment (light blue), early multiple-attachment
(orange), one peak (dark blue), two peak (red), three peak (green), mixed (purple),
and poor signal (black).
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Figure 4.13: Largest 24 clusters for α-LA on curved PS at Γ = 0.65. The y-axis is
fixed for all subplots to highlight the differences between distributions. The colours
denote the identified cluster types: multiple-attachment (light blue), early multiple-
attachment (orange), one peak (dark blue), two peak (red), three peak (green), mixed
(purple), and poor signal (black).
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Figure 4.14: Next 22 largest clusters for α-LA on curved PS at Γ = 0.65. The y-axis
varies between subplots to maximize the distribution of each cluster. The colours
denote the identified cluster types: multiple-attachment (light blue), early multiple-
attachment (orange), one peak (dark blue), two peak (red), three peak (green), mixed
(purple), and poor signal (black).
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Figure 4.15: Next 22 largest clusters for α-LA on curved PS at Γ = 0.65. The y-axis
is fixed for all subplots to highlight the differences between distributions. The colours
denote the identified cluster types: multiple-attachment (light blue), early multiple-
attachment (orange), one peak (dark blue), two peak (red), three peak (green), mixed
(purple), and poor signal (black).
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in Section 3.2. Figure 4.16 shows an example cluster and characteristic curves of a

peeling cluster. A third type of poor signal that is also not noticeably present in the

flat substrate data set consists of very short peaks (containing few data points over

a short range of separation values) for which detachment is observed very quickly,

which is also possibly due to the tip pulling on a loose portion of the thin PS capping

film. These three types of clusters are grouped together and removed from the good

signal data set for further analysis.
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Figure 4.16: Example cluster for peeling signal (C185). The force-separation curves
(blue, right axis) and the Lc-density curves (black, left axis) are shown for easch
example curve.

Cluster type Number Percentage Percentage
of curves of set (%) of signal (%)

No signal 231 17.95 –
Poor signal 107 8.31 –
Multiple attachment 202 15.70 21.29
Early mult. attachment 28 2.18 2.95
1 peak 288 22.38 30.35
2 peaks 36 2.80 3.79
3+ peaks 30 2.33 3.16
Total 922 71.64 61.54

Table 4.3: Number of curves by cluster type for ala on curved PS at Γ = 0.65. The
frequencies shown are as a percent of the total data set (N = 1287) and as a percent
of the curves with a good signal (N = 949).
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Following the same procedure as for the flat substrate data set, the remaining

clusters are sorted into different cluster types, as shown in Table 4.3. Five clusters

required a subclustering assignment for the curved substrate data set, which was

performed in the same manner as for the flat data set. The percentage of curves

without any signal was within 1% of that for the flat substrate data set, suggesting

that the proteins were adhered equally well. The curved substrate signal, however,

was dominated by the 1 peak curves, with very small signals that can be attributed to

clear 2, 3 or higher numbers of peaks, as well as fewer curves with clear WLC peaks

following early multiple-attachments.

The histograms in Figure 4.17 shows separate and combined histograms for α-LA

on the curved substrates, illustrating the very small contribution of the higher order

peak structures to the overall last contour length distributions. The two peak distri-

bution is also almost entirely contained within the one peak distribution, such that

there is no visible signal from the two peak type alone in the aggregate histograms.

The tail of the aggregate histograms above 40 nm is the result of the combination of

small signals from all multiple-peak type signals. Table 4.4 shows that there still is a

shift to larger Lc values in the average last contour length as the number of peaks in

a cluster type increases, but the signal is small and the standard deviations are large.

For α-LA on a curved substrate, the one peak signal is clearly dominant.

Type 〈Lc〉 (nm)
√
〈L2

c〉 − 〈Lc〉2 (nm)

1 peak 12 7
2 peaks 21 15
3+ peaks 57 27
Early mult. att. 46 23

Table 4.4: Mean and standard deviation of the last contour length distributions by
cluster type for α-LA on curved PS, excluding outliers defined as contour lengths
greater than 180 nm.
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Figure 4.17: Last contour length histograms of α-LA on curved PS by cluster group-
ings, both without (top) and with (bottom) clusters with well-defined last WLC peaks
but earlier mutliple attachments.

4.3 Comparing cluster analysis of α-LA on flat and

curved PS substrates

To compare the results of the clustering analysis of α-LA on flat and curved substrates,

we can look at the data in various ways. First, it is straightforward to compare the

number of curves in each type of cluster, as shown in Figure 4.18. From this chart, it

is evident that there is a reduction in every type of multiple peak cluster on the curved

surface in favour of an increase in the one peak cluster type, indicating less interac-

tion between surface-adhered proteins overall. Though the multiple-attachment type
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Figure 4.18: Number of curves for each cluster type for α-LA on flat and curved PS
substrates. The cluster types are one peak, two peak, three or more peaks, early
multiple-attachment, and multiple-attachment.

of curve would not usually be studied, the marked reduction in its frequency from

the flat to the curved substrate provides an additional piece of information; since

multiple-attachment type peaks must occur when proteins are quite close together,

this decrease with surface curvature indicates that the packing of proteins, regardless

of their interaction on the surface, decreases on the curved substrate. Furthermore,

the decrease in multiple-attachment on the curved substrate is a source of the increase

in the one peak curves.

We can also examine the histograms of last contour lengths for each cluster type

and see if the distributions are similar between substrates. It is of interest to compare

both the shape and the relative sizes of the curve type histograms, as well as their

contributions to the aggregate histograms, so we present the same data in several

ways to discuss these different points. The mean and standard deviation of the last

contour length distributions by cluster type from the previous sections are presented

in Table 4.5, with the median for further comparison. In addition, we will look at the
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distributions of the last contour length of the multiple-attachment cluster types.

Flat last Lc (nm) Curved last Lc (nm)
Type mean median std mean median std
1 12 11 7 12 11 7
2 27 25 12 21 15 12
3+ 50 45 16 57 53 27
Early 67 64 23 46 44 23
Mult 37 31 22 33 26 21

Table 4.5: Table of last contour length statistics by cluster type for α-LA data on flat
and curved PS substrates.

Figure 4.19 shows the histograms of last contour lengths for the one, two and 3+

peaks cluster types of curves on both types of substrates. The one peak histograms

are nearly identical; they have the same mean, median, and standard deviation as

well as the same visual appearance. For the two and 3+ peak cluster types, the small

sample size on the curved substrate prevents rigorous comparison, but for the two

peak type, the distribution is shifted to smaller Lc values for the curved substrate,

peaking in the 15 to 20 nm range instead of the 20 to 25 nm range, such that the

strong shoulder from the two peak signal for the flat substrate is not present at all

for the curved substrate. Similarly, the 3+ peak distribution on the curved substrate

as compared to that for the flat substrate lacks the strong peak between 40 and 60

nm. Figure 4.20 shows the cumulative effects of each cluster type on the aggregate

histograms of last contour length.

Figure 4.21 shows the aggregate histograms of the three well-defined peak cluster

types for both substrates together with the last contour length distributions for the

multiple-attachment types of clusters. The early multiple-attachment followed by a

WLC peak histograms have the same trend as for the 2 and 3+ peaks histograms,

with the curved substrate distribution being both broader and shifted towards smaller

contour length values. The multiple-attachment histograms have a similar skew to-

wards smaller Lc values, but have the additional feature of a very prominent peak in

the 15 to 20 nm bin for the curved substrate data. This bin comes from the strong
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Figure 4.19: Comparison of the shapes and relative sizes of the distributions of the
last contour length peaks in each cluster type for α-LA on flat (top row) and curved
(bottom row) substrates. Clusters with 1 peak (a,d), 2 peaks (b, e) and 3 or more
peaks are shown (c, f).
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Figure 4.20: The effects of adding 1, 2 and 3+ peak type curves to the last contour
length histograms for α-LA data on flat (a) and curved (b) surfaces. The blue his-
togram contains only last contour lengths from curves in clusters with 1 peak. The
red includes those with 1 or 2 peaks, and the green includes those with 1, 2 or 3+
well-defined peaks.
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presence of the shorter multiple-attachment type; two adjacent peaks (∆Lc much less

than the usual 10 nm) very early in the curve, often overlapping with the adhesion

peak substantially. These clusters exist in both the flat (e.g. cluster 156 and 168)

and the curved (e.g. 196, 213, 42) data sets, so it is likely that these curves represent

a specific, consistent type of behaviour that is lost in the greater presence of longer

and more variable multiple-attachments in the flat data set. A reassignment of all

short clusters into different sub-types would perhaps lend greater understanding to

the difference between single and double peaks below 20 nm in each data set.

The cumulative histogram of the well-defined peak types with both multiple-

attachment types shown in Figure 4.22 reveals the distinct difference in the flat and

curved data sets regardless of the stringence of the criteria for filtering out non-single

molecule events. The last contour lengths distribution of the curved data set peaks

sharply below 20 nm, whereas the flat data set has a broader shoulder to larger

Lc values due to the much greater contribution of two, three, and early multiple-

attachment types of curves, indicating a higher rate of protein-protein interaction. If

we interpret the one peak curves as purely single-molecule interactions and all others

as multiple protein interactions of any type, we can say that for the data that has been

classified, interaction between proteins decreases from accounting for approximately

80% of SMFS events on the flat substrate to 50% on the curved substrate, which is a

37.5% reduction. If the two peak clusters also represent single-molecule events, then

the decrease is from approximately 67% on the flat substrate to 45% on the curved

substrate, or a 33% reduction. Thus even without certainty in defining the types

of curves that represent single-attachment, multiple molecule SMFS events, we can

conclude that increasing the curvature decreases the association between proteins on

a hydrophobic surface by as much as a third.

78



0 20 40 60 80 100120140
Last Lc  (nm)

0

20

40

60

80

100

C
o
u
n
t

(d)

0 20 40 60 80 100120140
Last Lc  (nm)

0

20

40

60

80

100

C
o
u
n
t

(e)

0 20 40 60 80 100120140
Last Lc  (nm)

0

20

40

60

80

100

C
o
u
n
t

(f)

0

20

40

60

80

100

120

140

C
o
u
n
t

(a)

0

20

40

60

80

100

120

140

C
o
u
n
t

(b)

0

20

40

60

80

100

120

140

C
o
u
n
t

(c)

Figure 4.21: Comparison of the shapes and relative sizes of the distributions of the last
contour lengths in each cluster type for α-LA on flat (top row) and curved (bottom
row) substrates. The clusters with well defined peaks (1, 2, or 3+) (a,d), early
multiple-attachments with final WLC peaks (b, e), and multiple-attachments (c, f)
are shown.
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Figure 4.22: The effects of adding multiple-attachment type curves to the last contour
length histograms for α-LA data on flat (a) and curved (b) surfaces. The purple
histogram contains only last contour lengths from curves with well-defined (1, 2, or
3+) peaks. The orange histogram includes the last contour lengths from curves with
early multiple-attachments but final WLC peaks, and the blue histogram includes all
last contour lengths from multiple-attachment type curves.
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4.4 Bacteriorhodopsin clustering in force-separation

space
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Figure 4.23: Clustering dendrogram of all bacteriorhodopsin SMFS data in force-
separation space. Maximum allowed shift Xmax = 30 nm. The location of the flat-
tened clusters at Γ = 0.2 is indicated by the vertical dashed line.

In our SMFS study of bacteriorhodopsin (bR), we will show the results of clus-

tering 1849 curves in force-separation space to provide a contrasting example to the

Lc-density transform analysis of α-LA. The force-separation data was transformed

into average force curves as detailed in Section 3.3, with a separation array spacing

of 0.5 nm and an averaging range of δs = 0.5 nm. The coincidence matrix and cor-

responding shift matrix were calculated with a maximum shift of Xmax = 30 nm,

and the full dendrogram is shown in Figure 4.23. The maximum shift of 30 nm was

chosen after an initial investigation of the data to maximize clustering of similar peak

shapes by force value and overall length, rather than precise peak location. The fairly
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low levels of signal above the baseline, and the broader distribution of the signal in

force-separation space than in Lc-density space, prevents spurious shifting from dom-

inating the resulting clustering and alignment. Figure 4.24 provides a histogram of

the best averaged shifts in each cluster at Γ = 0.2.
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Figure 4.24: Average best shift values for all clusters of bR at Γ = 0.2 with a maximum
allowed shift of 30 nm. The blue region is ±σ, corresponding to 68.2% of the data
and the green region ±2σ, or 95.4% of the data. The standard deviation is σ = 9.86
nm.

To sort the data into broad categories for preliminary investigation, a coarse clus-

tering at a very low coincidence value of Γ = 0.2 was performed. Although this is

substantially lower than the value of 0.65 used for the α-LA clustering, in average

force space, the coincidence value of subjectively similar curves is lower, due to the

noise between peaks. The fourty-four resulting clusters (100% of the data set) have a

mean size of 44.1 curves and a median size of 20.5 curves. Twenty-six of these clus-

ters, accounting for 50.84% of the data set, contain negligible signal; because there is

no minimum force cut-off as in the contour length density transform clustering, any

noise that prevents the complete removal of the adhesion peak or no-signal tail region

is considered a signal in the clustering. Since the coincidence metric is scaled by the

length of the longer signal array, the similarity between a small signal with only, e.g.,

40 non-zero points and another with 80 non-zero points will be low, resulting in sep-
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arate clustering. This produces a large number of essentially ‘no signal’ clusters that

can be quickly filtered out of the data set. The remaining eighteen clusters (49.16%

of the data set) are shown as the overlap of all force-separation data points in Figure

4.26 after alignment. To see the effects of alignment in highlighting the common

features of a cluster, Figure 4.25 shows two clusters before and after alignment.

Figure 4.25: Examples of alignment of bR clusters in force-separation space by best
shift values. Clusters 39 (a and c, N = 154) and 18 (b and d, N = 35) from the
clustering of bR at Γ = 0.2 are shown before (a, b) and after (c, d) alignment by
average best shifts.

The full clustering of bR in force-separation space shows that the proteins interact

quite strongly with their neighbors. As the contour length of a bR monomer is

∼ 90 nm (248 a.a.× 0.36 nm/a.a) [3], the coarse clustering shows that most clusters

must contain signal from the unfolding of two or more molecules. Figure 4.27 plots

the last contour length histogram for all curves in the signal set, calculated using

the contour length density transform and finding all peaks greater than 25% of the

maximum peak. The unshifted values of last contour lengths are used to show the

experimentally-obtained positions of the contour lengths, rather than their average

locations by cluster. The three regions (below 80 nm, 80 to 100 nm, and above 100
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Figure 4.26: Aligned force-separation clusters of bR at containing signal at Γ = 0.2.
Clusters are sorted into three types: long, low-force peaks (‘low’, blue), many short,
high-force peaks (‘high’, red), and a single cluster with short, mid-strength force peaks
(‘middle’, green).

nm) are chosen to highlight the expected locations of monomeric peaks. All previous

work suggests the maximum last contour length of a monomer should fall just under

80 nm. The dominant signal in the last contour length histogram, however, falls above

this, centred on the 90 nm limit. If instead of considering only the last contour length
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peak locations, we consider the histogram of all contour length peaks in each curve,

it appears that a large number of peaks prior to the detachment peak do fall into this

region. Nonetheless, it is clear from a cursory examination of the cluster shapes that

the most common events detected must involve more than one bR molecule being

removed from the surface.
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Figure 4.27: Contour-length histograms for all bR signal curves for last contour length
(left) and all contour lengths (right). The green region is 0 to 80 nm, the yellow region
is 80 to 100 nm, and the red region is 100 nm and above. The vertical dashed lines
indicate the location of the three dominant expected peaks at 32 nm, 54 nm and 79
nm.

To further discuss the data, we will split the clusters into sets based on the broad

patterns visible in the clustering. As shown by colour in Figure 4.26, we define three

types of clusters. The first type, the ‘low signal’ set, describes the clusters of curves

with low (∼ 100 pN) force peaks, primarily including long, shallow sawtooth peaks.

The second type, the ‘high signal’ set, accounts for the clusters with high (300 pN or

greater) force peaks, and primarily includes many short, overlapping sawtooth peaks.

The third type accounts for a single cluster (39) containing 154 curves. This cluster

does not fit well with the low signal type due to its many close peaks and the slightly

higher (∼ 150 pN) force signal, but also has too small a force signal to belong to

the high signal type. Thus we define a ‘mid signal’ cluster type for cluster 39 alone.

Table 4.6 lists the number of curves in each type and their corresponding fraction of
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the total and signal data sets.

Cluster type Number of curves Percentage Percentage
of curves of set (%) of signal (%)

No signal 940 50.85 –
Low signal 417 22.55 45.87
Mid signal 154 8.33 16.95
High signal 338 18.28 37.18

Table 4.6: Number of curves by cluster type for bR at Γ = 0.2. The frequencies shown
are as a percent of the total data set (N = 1849) and as a percent of the curves with
a signal (N = 909).

Although the high signal type most likely represents multiple-attachment curves

and thus can be removed from study, the low signal data set requires careful exami-

nation. The low detachment forces of 100 pN have been definitively associated with

single-molecule bR events at a pH of 7.8 [14]. These clusters have the best overlap

and definition despite the low forces involved, indicating a high degree of reliability in

the shape of the sawtooth peaks (e.g. clusters 20 and 18). These clusters, then, must

be interpreted as representing some repeated unfolding event. The previous analyses

on bR SMFS curves have always discarded all curves with maximum separation peak

values (not contour length values) greater than 80 nm [2], and often greater than 70

nm [14]. If we compare these clusters to the cut-off value of 80 nm, shown in Figure

4.28, we can see that only clusters 38, 36, 19, and 35 would remain. The longer curves

remain unstudied, despite representing very reliable events, with clusters containing

between 0.6% and 8% and a combined of 23% of the curves in the signal data set.

The lack of obvious sub-peaks in all but a few clusters and the length of the seem-

ingly uninterrupted sawtooth peaks with separation lengths much longer than a bR

monomer are difficult to interpret; however, if one examines the contributing curves,

it becomes apparent that smaller peaks with inconsistent locations relative to the

peak highlighted by the alignment are present in all of these longer clusters, as visible

in the curves shown in Figure 4.29. Understanding the origin of these curves would
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Figure 4.28: Aligned force-separation subset of clusters of bR at containing low force
signal. The dashed vertical lines are located at a separation of 80 nm.

provide insight into how bR monomers associate with their neighbors in a monolayer,

as they must involve the unfolding of segments of neighboring monomers in different

sequences.

The histogram of maximum contour lengths (defined as the largest peak in the

Lc-density curve) for the sub-80 nm low signal curves shown in Figure 4.30 indicates

that there do appear to be three dominant peaks, as expected from previous studies,

but the width of these peaks are large and the counts are small, so the uncertainty

is quite high. As a broad check, however, we can compare the peak ranges to the

expected contour length locations of the first three pairs of α-helices (ordered from

the C-terminus, the exposed side of bR on mica) that have been shown to unfold

together with some regularity by Müller et al. [14]. The first peak ranges from 10

to 40 nm, encompassing the peak at 32 nm that is attributed to the unfolding of
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Figure 4.29: Example force-separation curves from bR cluster 16, a long, low signal
cluster. The blue lines are the force-separation curves, and the red line is the average
force curve.

the first two α-helices, G and F. The second peak from 50 to 70 nm includes the

peak at 54 nm, attributed to the unfolding of the third and fourth α-helices, D and

E. The final peak (less-well defined and possibly artificially induced by filtering the

clusters by removing those with force-separation peaks longer than 80 nm) from 80

to 90 nm falls slightly above the peak expected to represent the unfolding of the fifth

and sixth α-helices, C and B, at 79 nm, but also potentially includes any signal from

the unfolding of the last helix, A. The maximum length of bR as identified by Müller

et al. as 232 a.a. in [14], accounting for the apparent attachment location of the

N-terminus, corresponds to a final contour length of 83.5 nm.

The signal-to-noise ratio in all the low signal clusters is, unsurprisingly, low. The

sawtooth peaks prior to the detachment peak rarely exceed forces of 100 pN, and the
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Figure 4.30: Maximum contour length peaks for curves in the low signal clustersq
(light blue) and curves in the low signal clusters that have a final detachment below
80 nm (dark blue).

noise in this data set is quite high, resulting in significant uncertainty in identifying

any peaks that occur before the detachment peak. The mid signal cluster, cluster 39

(Figure 4.25), provides a somewhat stronger signal, particularly for early peaks, for

comparison with those curves analyzed in prior studies. The higher signal, however,

results in the clustering of curves that are reasonably dissimilar. Taking the first

two iterations of subclusters, shown in Figure 4.31, the left subcluster appears to be

better aligned at the last peak than the right subcluster. Figure 4.32 superimposes

the theoretical WLC curves for Lc = 32 nm, 54 nm, 79 nm, and 83.5 nm on the

overlapped force-separation curves of this subcluster. Good alignment is observed for

the second peak in particular, but this should be attributed to the strongest force-peak

dominating the alignment, rather than the peak being located at a more consistent

separation. Regardless, the good agreement for one peak with a theoretical value,

as well as the approximate alignment of the final peak with the maximum contour

length, is strong evidence that these curves represent the unfolding of a bR monomer.

That this cluster includes 62 curves, or 6.8% of the signal set (and 3.3% of the entire

data set) suggests that filtering to less than 1% of the data must involve discarding

88



other curves that reflect monomeric behaviour.

Figure 4.31: The first and second level subclusters of the mid signal cluster (cluster
39) of bR in force-separation space, aligned and averaged by subcluster.
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Figure 4.32: Left subcluster of the mid signal cluster (cluster 39) after alignment of
bR with theoretical WLC curves superimposed. The red dashed curves correspond
to WLC curves with the three theoretical contour lengths of 32, 54 and 79 nm rep-
resenting the pairwise unfolding of the first six α-helices, and the green dashed curve
corresponds to the WLC curve with final detachment contour length of 83.5 nm.
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Chapter 5

Conclusions and Future Directions

5.1 Summary of results

The primary goal of this work is to implement pattern recognition techniques with

minimal to no filtering, allowing for the investigation of all interactions present in

an adsorbed protein system with no biases towards a specific type of interaction. To

this end, I developed an analytical procedure to process an entire, unfiltered set of

raw data obtained in an SMFS experiment by isolating the relevant signal and either

averaging the force or transforming to Lc-density space (within the context of the

WLC model) to produce directly comparable curves. The similarity between every

pair of curves was defined using a coincidence metric, allowing for a restricted range of

separation shift values to maximize the coincidence between each pair. The resulting

coincidence matrix was then used to compute a hierarchical clustering tree that can

be explored to identify the clusters corresponding to repeated pulling events, with

the corresponding shift matrix describing the alignment of each cluster.

This procedure was performed on data sets collected for α-LA adsorbed on flat

and curved (37 nm diameter) PS surfaces using the Lc-density space transform. The

resulting hierarchical clustering trees were flattened at a low coincidence value of Γ =
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0.65, and all clusters representing approximately 0.5% or more of the data set were

visualized and characterized by type, removing all clusters that represented no signal

(17 to 18% of the data set) and those that represented poor signal. The last contour

length values were calculated for each curve and plotted by cluster type. Comparison

of the results on flat and curved PS substrates showed similar shapes of distributions

for each cluster type, particularly the one peak cluster type, but markedly different

frequencies of each. On the curved surfaces, the frequency of multiple peak types of

curves for both single-attachment and multiple attachment decreased in frequency,

and the frequency of one peak curves increased substantially, confirming a decrease

in protein-protein interaction on the curved substrate. The increase in frequency of

the one peak signal was 33 to 37.5%, measured after accounting for 70 to 80% of the

data set.

The clustering of bR was also performed in force-separation space, converting to

Lc-density space after clustering only to identify the best-fitting WLC curves. Cluster-

ing the entire bR data set and plotting the flattened clusters at Γ = 0.2 and removing

50.84% of the data set which had negligible signal revealed that the majority of the

signal curves corresponded to the unfolding of multiple bR molecules, with maximum

separation lengths well beyond the 80 nm limit identified by previous studies as the

monomer detachment separation ([2, 14, 18]). The majority of the identified clusters

do not have strong subpeak structure, but are clustered based on the presence of a

single, dominant and usually final detachment peak. A histogram of the maximum

contour lengths corresponding to the curves in these clusters roughly correlate to the

expected positions of the unfolding of the initial three pairs of α-helices. Only one

cluster showed the characteristic three dominant peaks. Investigation of the higher-

similarity subclusters contained in this cluster gave force-separation patterns that

conform to the general peak locations predicted by the lengths of the first three pairs

of α-helices, with a final peak corresponding to the fully extended contour length of
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the bR monomer; the variability in the location of the peaks, both absolutely and rel-

atively, is much larger in these results than the values determined in previous studies

that analyzed much smaller subsets of these monomeric unfolding curves.

5.2 Future work

The analyses provided in this thesis, particularly those for bR, are preliminary. Im-

provement to the assignment by curve types could be easily made by examining

clustering results at higher levels of similarity and by further identifying key, distinct

unfolding patterns for separate examination. This would be aided in particular by

working with larger data sets, especially when searching for the less common mul-

tiple peak unfolding curves that have been the focus of prior investigation for bR.

Obtaining a data set for α-LA on curved PS of comparable size to that on flat PS

would also improve the analysis. For all data sets, but especially the α-LA on curved

PS and the bR data set, a higher signal-to-noise ratio is desired to properly identify

force peaks on the order of 100 pN.

It should be noted, however, that the analysis outlined here should not be at-

tempted on data sets much larger than 5000 curves. By definition, the pairwise

calculation of the coincidence matrix goes like N2 for large N , so that while calcu-

lating the coincidence matrix for 1000 curves may take only 6 hours, a coincidence

matrix for 3500 curves can take a full 24 hours. While this runtime can be linearly

reduced by decreasing the number of points in the average force or Lc-density arrays,

for large N the exponential behaviour will make runtimes prohibitive. Therefore, the

recommendation for use of this analytical procedure for unfiltered data sets is to limit

them in size to a maximum of 5000 curves, and to remove all curves with zero signal

prior to analysis. This number of curves should be more than sufficient to identify

any pattern of significance. Although examining small clusters with high coincidence
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values does make it possible to identify rare events with specific forms, I believe the

advantages of this procedure lie in the other direction. Identifying the overall be-

haviour of a data set can then lead to the development of rigorous filtering criteria

after, rather than before the behaviour of the adsorbed protein is understood. The

resulting filtering criteria will thus be based not on a priori expectations of protein

behaviour but on the real features and patterns present in the data. Furthermore,

the choice of metric by which different experiments can be compared can be chosen to

highlight these features, such as the number of peaks, peak-to-peak distance, detach-

ment forces, and the contour lengths of all or only the final peaks. This clustering

analysis provides a broad view of the patterns contained in the data; the conclusions

that can be drawn about the structure and interaction of adsorbed proteins and the

procedures used to rigorously characterize them will depend on the system under

study.

Some improvements no doubt can be made to the existing analysis as well. The

single coincidence metric used here does not highlight all types of curve similarity;

developing separate coincidence metrics for the average force-separation and the Lc-

density clustering analyses would likely improve the sensitivity to the specific types of

features in these two spaces. It is also possible to perform clustering using multivariate

similarity metrics, so that if multiple measurements of similarity are provided (for

example, a coincidence metric and the number of peaks), along with an appropriate

weighting, the clustering algorithm can take into account multiple feature types that

are difficult to account for in a single metric. It would also be interesting and useful

to compare the clusters identified using the hierarchical clustering algorithm to a

non-hierarchical clustering algorithm such as K-means clustering, or non-clustering-

based pattern-recognition techniques such as principle component analysis [10]. K-

means clustering would in particular be useful, as the iterative refinement of clusters

performed by this algorithm produces more accurate groupings than the hierarchical
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method. The hierarchical clustering, however, is a valuable step when little is known

about the overall structure of a data, as K-means clustering requires the number of

desired clusters as input.

Ultimately, whether as presented here or augmented with the techniques suggested

above, this analytical procedure provides a unique insight into the richly structured,

complex data sets obtained from single-molecule force spectroscopy experiments that

is both broad and deep. With the plethora of information obtained by investigating

the patterns present in SMFS data, new connections between theory and experiment

can be hypothesized and explored.
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[15] D J Müller, F A Schabert, G Büldt, and A Engel. Imaging purple membranes

97



in aqueous solutions at sub-nanometer resolution by atomic force microscopy.

Biophys. J., 68(5):1681–1686, May 1995.

[16] W Norde. The behavior of proteins at interfaces, with special attention to the

role of the structure stability of the protein molecule. Clin. Mater., January

1992.

[17] W Norde, T A Horbett, and J L Brash. Proteins at Interfaces III: Introductory

Overview. pages 1–34. ACS Symposium Series, Washington, DC, December 2012.

[18] F Oesterhelt, D Oesterhelt, M Pfeiffer, A Engel, H.E. Gaub, and D J Müller.

Unfolding pathways of individual bacteriorhodopsins. Science, 288(5463):143–

146, April 2000.

[19] E Parzen. On estimation of a probability density function and mode. Ann. Math.

Stat., 33(3):1065, 1962.

[20] Veeco Instruments Inc. Multimode SPM Instruction Manual, 2004.

[21] D L Worcester, R G Miller, and P J Bryant. Atomic force microscopy of purple

membranes. J. Microsc., 152(3):817–821, December 1988.

98


