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Woven string kernels are a form of evolvable, directed, acyclic graphs specialized
to perform DNA classification. They are introduced in this thesis, given a rigorous
theoretical treatment as a mathematical object, and shown to have a number of interesting properties. Two forms of woven string kernels, uniform and non-uniform, are
discussed. The non-uniform woven string kernels are repurposed for use as updating
rules for cellular automata. The details of their representation and implementation
are presented. A chapter of this thesis is devoted to a visualization technique called
non-linear projection, an evolvable form of multidimensional scaling that is used in
the analysis of experimental results. The woven string kernels are tested on simple
and complex synthetic data as well as biological data, using an evolutionary algorithm to find woven string kernels that are acceptable solutions for classification.
They perform marginally on the simplest synthetic data - based on GC content - for
which they are not entirely appropriate. They exhibit perfect classification on the
more complex synthetic data and on the biological data. Woven string kernels have a
number of parameters including their height, the number of initial strings from which
they are built, and the amount of weaving used to generate the final structure. A
parameter study shows that these parameters must be set based on the type of data
under analysis. Experimentation with woven string kernels as rules for updating cellular automata show that having a larger population and more available colour states

are correlated with an increase in performance as apoptotic one dimensional cellular
automata. This thesis concludes with directions for future work related to theory and
experimentation, for both uniform and non-uniform woven string kernels.

iv

To My Family
For showing me that hard work pays off.

v

Acknowledgements
There are no appropriate words for the depth of gratitude I have for my parents
and what they’ve done to get me to this point. While my mother isn’t around to see
the end, I know how proud she would have been. They pushed me when I was lazy,
straightened me out when I was on a bad path, and gave good advice that I should
have listened to much more than I did. Most importantly, they gave me a good start
from the beginning, and did their best to ensure I had everything I would need, no
matter the cost to them.
In a similar vein, the words “thank you” don’t even come close to cutting it for what
my advisor, Dr. Daniel Ashlock, has done for me. He has forgotten more about
mathematics and being a professor than I’ll ever know, and his advice on matters
academic and nonacademic is invaluable. I wouldn’t be in this position today without
his guidance, and his financial support, and for that I am forever grateful. He is an
inspiration, and I envy the next group of graduate students that he takes on, for
experiencing the new worlds he will open up to them. I’d also like to thank Colin
Lee, the best mathematician I know, for his invaluable help in getting this thesis into
presentable shape.
I’d like to thank my advisory and examination committee, for taking the time to
apply their insights and expertise to the improvement of this work.
Thank you to my fiancée Tanya, she means more than the world to me and without
her this would all be for nothing.

vi

Table of Contents
List of Figures

viii

List of Tables

xii

1 Introduction
1.1 Central Dogma of Molecular Biology . . . . . .
1.1.1 DNA . . . . . . . . . . . . . . . . . . . .
1.1.2 RNA . . . . . . . . . . . . . . . . . . . .
1.1.3 Replication and Synthesis . . . . . . . .
1.2 The Sequence Classification Problem . . . . . .
1.3 Evolutionary Computation . . . . . . . . . . . .
1.3.1 Overview . . . . . . . . . . . . . . . . .
1.3.2 Selection . . . . . . . . . . . . . . . . . .
1.3.3 Reproduction . . . . . . . . . . . . . . .
1.3.4 Generational and Steady State Evolution
1.3.5 The Fitness Landscape . . . . . . . . . .
1.3.6 Exploration and Exploitation . . . . . .
1.4 Side Effect Machines . . . . . . . . . . . . . . .
1.5 String Kernels and Kernel Methods . . . . . . .
1.6 Cellular Automata . . . . . . . . . . . . . . . .

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

1
2
3
4
4
6
10
10
11
12
13
14
15
15
19
21

2 Theory
2.1 Augmented Prefix Tree Acceptors . . . . . . . . . . . . . . . . . . . .

23
54

3 Representation and Implementation
3.1 Representation . . . . . . . . . . . . .
3.1.1 Uniform WSKs . . . . . . . . .
3.1.2 Non-uniform WSKs . . . . . . .
NWSKs for DNA . . . . . . . .
NWSKs for Cellular Automata
3.2 Implementation . . . . . . . . . . . . .
3.2.1 DNA Classification . . . . . . .

56
56
56
58
59
60
61
61

.
.
.
.
.
.
.

.
.
.
.
.
.
.

.
.
.
.
.
.
.

.
.
.
.
.
.
.

.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.

.
.
.
.
.
.
.

vii
3.2.2
3.2.3

Fitness Function . . . . . . . . . . . . . . . . . . . . . . . . .
CWSKs . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

4 Nonlinear Projection
4.1 Introduction . . . . . . . . . . . . . . . . . . . . . .
4.1.1 Multidimensional Scaling . . . . . . . . . . .
4.1.2 A Survey of Related Methods . . . . . . . .
Principal Components Analysis . . . . . . .
Isomap . . . . . . . . . . . . . . . . . . . . .
Locally Linear Embedding . . . . . . . . . .
Laplacian Eigenmaps . . . . . . . . . . . . .
Curvilinear Distance Analysis . . . . . . . .
4.2 The Evolutionary Algorithm . . . . . . . . . . . . .
4.2.1 Experimental Data . . . . . . . . . . . . . .
4.3 Characteristics of NLP as an Optimization Problem
4.3.1 The irrelevance of input dimension . . . . .
4.3.2 Revisiting parameters of the NLP algorithm
4.4 Applications . . . . . . . . . . . . . . . . . . . . . .
4.4.1 Visual classification of polyominos . . . . . .
4.4.2 Projection of the (7,3)-Hamming Code . . .

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

62
62

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

67
67
69
69
69
70
71
72
73
74
74
75
78
80
80
81
82

5 Data Used, Design of Experiments and
5.1 Synthetic and Biological Data Sets . .
5.1.1 Self-expanding Data . . . . . .
5.1.2 Biological Data . . . . . . . . .
5.2 Results . . . . . . . . . . . . . . . . . .
5.2.1 GC Data . . . . . . . . . . . . .
5.2.2 Self-Expanding Data Sets . . .
5.2.3 HLA Data . . . . . . . . . . . .
5.3 Cellular Automata . . . . . . . . . . .

Results
. . . . . .
. . . . . .
. . . . . .
. . . . . .
. . . . . .
. . . . . .
. . . . . .
. . . . . .

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

84
84
84
88
89
90
94
103
105

6 Conclusions and Next Steps
6.1 Summary of Theory Results . . . . . .
6.2 Representation and Implementation . .
6.3 Nonlinear Projection . . . . . . . . . .
6.4 Data Used, Design of Experiments, and
6.4.1 Uniform WSKs . . . . . . . . .
6.4.2 CWSKs . . . . . . . . . . . . .

. . . . .
. . . . .
. . . . .
Results
. . . . .
. . . . .

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

113
113
114
116
117
117
119

.
.
.
.
.
.

viii

List of Figures
1.1

1.2
1.3

1.4
1.5

1.6

1.7

1.8

1.9

2.1

Illustration of the central dogma of molecular biology. The special link
from RNA to RNA is exemplified by RNAi, RNA that builds to RNA,
regulating it. This image is in the public domain and was retrieved
from the Wikimedia Commons. . . . . . . . . . . . . . . . . . . . . .
The double-helix structure of a strand of DNA. This image is in the
public domain and was retrieved from the Wikimedia Commons. . . .
This is a picture of the extended central dogma of molecular biology,
with enzymes. Note that the green arrows represent unusual flows of
information. This image is in the public domain and was retrieved
from the Wikimedia Commons. . . . . . . . . . . . . . . . . . . . . .
Crossover demonstrated visually. These images are property of the
c Ashlock 2013 research lab and have been used with permission. . .
Presented are two different fitness landscapes. The left is multimodal
with optima spread out over the fitness landscape, the right has its
optima clustered more closely together. These images are property of
the c Ashlock 2013 research lab and have been used with permission.
A side effect machine with four states, and the state counts generated
by running a given string through the side effect machine. This image
is the property of the c Ashlock 2013 research lab and has been used
with permission. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
Presented are two examples of chaos automata fractals. These images
are the property of the c Ashlock 2013 research lab and has been used
with permission. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
An eight state chaos automaton, using similitudes to generate fractal
images based on input from a given string. This image is property of
the c Ashlock 2013 research lab and has been used with permission. .
Shown above are four examples of evolved cellular automata using a
string representation. These images are property of the c Ashlock 2013
research lab and have been used with permission. . . . . . . . . . . .

22

An example of a woven string kernel labeled with the DNA alphabet.

24

3
4

6
13

14

16

17

17

ix
2.2

2.3
2.4
2.5

2.6

2.7
2.8
2.9
2.10
2.11
2.12
2.13
3.1
3.2
3.3
3.4
3.5

3.6
4.1

This woven string kernel is obtained by identifying vertices 6 and 7
of the woven string kernel shown in Figure 2.1. This is a regular,
consistent identification. Notice that the new edge labels are the union
of the old ones. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
The construction of a WSK-tree from the recognized set CGAT, ATCG,
CGTG. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
WSK A and WSK B . . . . . . . . . . . . . . . . . . . . . . . . . . .
The vertices on level 1 have a nonempty intersection of their labeled
out-sets. They each have an edge labeled with T, but have differing
destinations for those edges. Attempting to identify the vertices would
cause an inconsistent configuration. . . . . . . . . . . . . . . . . . . .
The single vertex on the third level is a cycle join, since it is the first
vertex where two distinct paths that originated from the same vertex
pass reconverge. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
Linearization of a WSK . . . . . . . . . . . . . . . . . . . . . . . . .
A WSK-tree where every vertex on the same level has a unique downWSK. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
Construction of the R-minimal WSK. . . . . . . . . . . . . . . . . . .
Identifications turning the left WSK into the right WSK. Notice this
is not the minimal WSK . . . . . . . . . . . . . . . . . . . . . . . . .
The four possible edge configurations from a given vertex. . . . . . .
An example of a woven string kernel with a union of out-sets and
destinations. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
An identification of the vertices gives the picture. . . . . . . . . . . .
String representation of a WSK with m strings . . . . . . . . . . . . .
Encoding for an non-uniform WSK capable of dealing with strings from
the m-character alphabet {0, 1...m − 1}. . . . . . . . . . . . . . . . .
Encoding for an non-uniform WSK capable of dealing with strings from
the DNA alphabet. . . . . . . . . . . . . . . . . . . . . . . . . . . . .
Encoding for an non-uniform WSK that can read strings from the DNA
alphabet, and its resulting picture. . . . . . . . . . . . . . . . . . . .
General encoding for an non-uniform WSK capable of dealing with
strings from the m-character alphabet {0, 1...m − 1}. Note the lack of
counters on the nodes. . . . . . . . . . . . . . . . . . . . . . . . . . .
An example of a CWSK with 8 nodes, using 7 states with a maximum
jump length of 3. . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
Two forms of the vertices of the cube when projected from R3 to R2 .
The value ρ is the Pearson correlation of the 2- and 3-dimensional
distance matrices, used as the fitness measure by the evolutionary algorithm. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

25
29
31

35

36
40
41
45
47
48
51
52
57
59
59
65

66
66

76

x
4.2

4.3

4.4

4.5

4.6
4.7

Shown are confidence intervals for mean fitness over 100 replicates of
the default algorithm on the six mathematically structured data sets.
The confidence interval widths are one pixel high and so not visible. .
Shown are renderings of the projections of the mathematically structured data sets. The starting dimension of the data set is given after
the name of each data set. Glyph choice is made to separate categories
of points when there are natural categories; glyphs are tied to square
faces of the hypercubes. . . . . . . . . . . . . . . . . . . . . . . . . .
Box plots of the hypercube and torus data sets showing the index of
the sample in which fitness arrived within 0.001 of its final value. This
quantity is called the time of last innovation. . . . . . . . . . . . . . .
Box plots of six experiments in a parameter study of NLP on the 5hypercube. The nominal algorithm uses population size 100 and a
number of mutations selected uniformly at random in the range 1-5.
Box plots are labeled with their deviation from this standard value;
the nominal algorithm is labeled with its number of mutations. . . . .
A projection of the feature vectors of the members of the set of polyominos with five or fewer squares. . . . . . . . . . . . . . . . . . . . .
A nonlinear projection of the (3,7)-Hamming code. Points are marked
with the weight of the vector. The apparently bold ‘3’ in the lower left
is a superposition of two vectors of weight 3. . . . . . . . . . . . . . .

A self-expanding string automaton over the binary alphabet together
with the initial segment of the string it generates. . . . . . . . . . . .
5.2 This is an example of a 12 state self-expanding automaton used to
generate random synthetic DNA with an entropy of 5.92099. . . . . .
5.3 The taxonomy of synthetic self-expanding DNA sequence data. . . . .
5.4 Shown is the WSK of height 4 which had the highest training fitness
when classifying GC content 60% versus 40%. . . . . . . . . . . . . .
5.5 The nonlinear projection of the cross-validation sequences as data points
from the 60% and 40% GC content data sets. . . . . . . . . . . . . .
5.6 Shown is the WSK of height 4 which had the highest training fitness
when classifying GC content 55% versus 45%. . . . . . . . . . . . . .
5.7 The nonlinear projection of the cross-validation sequences as data points
from the 55% and 45% GC content data sets. . . . . . . . . . . . . .
5.8 Shown is a height k = 3 WSK suited for the GC-content data problem.
5.9 Shown is the WSK of height 4 which had the highest training fitness
when classifying self-expanding data sets 36 and 43. . . . . . . . . . .
5.10 The nonlinear projection of the cross-validation sequences as data points
from data sets 36 and 43, separated by the WSK in Figure 5.9. . . . .
5.11 Shown is the WSK of height 4 which had the highest training fitness
when classifying self-expanding data sets 3 and 45. . . . . . . . . . .

77

79

80

81
82

83

5.1

85
87
88
91
91
92
92
94
96
96
97

xi
5.12 The nonlinear projection of the cross-validation sequences as data points
from data sets 3 and 45, separated by the WSK in Figure 5.11. . . . .
5.13 Shown is the WSK of height 4 which had the highest training fitness
when classifying self-expanding data sets 13 and 31. . . . . . . . . . .
5.14 The nonlinear projection of the cross-validation sequences as data points
from data sets 13 and 31, separated by the WSK in Figure 5.13. . . .
5.15 Shown is the WSK of height 4 which had the highest training fitness
when classifying self-expanding data sets 0, 10 and 19. . . . . . . . .
5.16 The nonlinear projection of the cross-validation sequences as data points
from data sets 0, 10 and 19, separated by the WSK in Figure 5.15. . .
5.17 Shown is the WSK of height 4 which had the highest training fitness
when classifying self-expanding data sets 1, 5 and 6. . . . . . . . . . .
5.18 The nonlinear projection of the cross-validation sequences as data points
from data sets 1, 5 and 6, separated by the WSK in Figure 5.17. . . .
5.19 Shown is the WSK of height 6 which had the highest training fitness
when classifying self-expanding data sets 7, 18 and 33. . . . . . . . .
5.20 The nonlinear projection of the cross-validation sequences as data points
from data sets 7, 18 and 33, separated by the WSK in Figure 5.19. . .
5.21 Shown is the WSK of height 6 which had the highest fitness when
classifying the HLA data set. . . . . . . . . . . . . . . . . . . . . . . .
5.22 The nonlinear projection of the cross-validation sequences as data points
from the HLA data set, separated by the WSK. . . . . . . . . . . . .
5.23 The CWSKs with the highest fitnesses from their respective parameter
studies. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
5.24 Time histories from six different evolutionary runs using a population
with 10 members. . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
5.25 Time histories from six different evolutionary runs using a population
with 100 members. . . . . . . . . . . . . . . . . . . . . . . . . . . . .
5.26 Time histories from six different evolutionary runs using a population
with 1000 members. . . . . . . . . . . . . . . . . . . . . . . . . . . . .
6.1
6.2
6.3

97
98
98
100
100
101
101
102
102
103
104
106
110
111
112

These images are used to display the diversity of solutions from a single
experiment, runs 1 through 12. . . . . . . . . . . . . . . . . . . . . . 121
These images are used to display the diversity of solutions from a single
experiment, runs 13 through 24. . . . . . . . . . . . . . . . . . . . . . 122
These images are used to display the diversity of solutions from a single
experiment, runs 25 through 30. . . . . . . . . . . . . . . . . . . . . . 123

xii

List of Tables
3.1

IUPAC codes for sets of DNA bases. . . . . . . . . . . . . . . . . . .

5.1

Values of parameter study on height, initial strings and number of
nodes joined. The mean best fitness with the 95% confidence intervals
over 30 runs are given. . . . . . . . . . . . . . . . . . . . . . . . . . . 93
Values of parameter study on height, initial strings and nodes joined.
The mean best fitness and 95% confidence intervals over 30 runs are
given. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 95
States and their colour association. . . . . . . . . . . . . . . . . . . . 107
Values of parameter study on varying population size and the number
of states. The mean best fitness with the 95% confidence intervals over
30 runs are given, along with the highest fitness from each experiment. 108

5.2

5.3
5.4

58

1

Chapter 1
Introduction
Publications
A. McEachern and D. Ashlock, Woven String Kernels for DNA Sequence Classification
Proceedings of the 2013 Congress on Evolutionary Computation, PP 1578-1585, 2013.

The continuing technological advances in genome sequencing, such as microarrays
[24, 1] and ChIP sequencing techniques [52, 53] have produced an unprecendented
wealth of biological sequence information. Understanding and using this sequence
information can have a massive impact on medicine, pharmacology, biotechnology
and fields still waiting to be discovered. It is no surprise that there has been a surge
of sophisticated computational methods created to deal with the amount of information suddenly available for analysis. This thesis introduces and focuses on a single
technique, woven string kernels, which is used for biological sequence classification
purposes. The main motivation for this research is to develop a new technique to
add to the collection being created to assist in the current movement of automating
the discovery of information from biological sequences. However, that is not the only
goal as this research presents interesting problems, both abstract and experimental.
Mathematically, woven string kernels offer a great amount of interesting abstract

2
mathematical problems to be solved. Experimentally, the implementing new representations and testing of their performance should always be the goal of a researcher
who deals in evolutionary computation and modeling. The objectives of this thesis
are as follows: 1) Develop a mathematical theory on a variety of topics regarding
woven string kernels. 2) Use an evolutionary search to find woven string kernels that
are acceptable DNA string classifiers, by implementing an appropriate representation
that allows for successful completion of that task. 3) Repurpose woven string kernels
as general rules for cellular automata, and analyze how woven string kernels perform
in that situation with experimentation using an evolutionary search. 4) Review the
technique of nonlinear projection, a multidimensional scaling problem performed with
evolutionary computation, and perform experiments to gain insight into its characteristics. 5) Perform experiments using woven string kernels as DNA classifiers to
test and analyze their performance on three separate data sets, two synthetic and
one biological. 6) Using all of the experimentation and analysis done in this thesis,
provide direction for more research.
Chapter 1 of this thesis provides background information on several concepts,
including previous work on the DNA sequence classification problem. Chapter 2 contains mathematical theory of woven string kernels. Chapter 3 is on the representation
and implementation of woven string kernels. Chapter 4 details an evolutionary form
of multi-dimensional metric scaling as a visual technique. Chapter 5 gives descriptions of the experiments performed and the data used, as well as results of how well
the woven string kernels performed on the given data classification tasks. Chapter 6
contains the final conclusions, discussions and next steps for this research.

1.1

Central Dogma of Molecular Biology

Nucleic acids are large macromolecules composed of nucleotides [23]. The nucleotide subunits of nucleic acids are themselves composed of smaller units. A nucleotide is comprised of three covalently linked units: a nitrogenous base, a five carbon
mono-saccharide (either ribose or deoxyribose), and a phosphate group. There are
two types of nucleic acids that occur in biological systems: deoxyribonucleic acid

3

Figure 1.1: Illustration of the central dogma of molecular biology. The special link
from RNA to RNA is exemplified by RNAi, RNA that builds to RNA, regulating it.
This image is in the public domain and was retrieved from the Wikimedia Commons.
(DNA) and ribonucleic acid (RNA). In most organisms, DNA stores the genetic information of the organism. There are several types of RNA molecules responsible for
conveying genetic information from the stored genetic material in DNA during the
production of proteins in order to carry out the biological functions of the organism.
The central dogma of molecular biology deals with the detailed residue-by-residue
transfer of sequential information. It states that information cannot be transferred
back from protein to either protein or nucleic acid, as seen in Figure 1.1. The word
“dogma” was used inappropriately by Francis H. Crick in [38], Figure 1.1 is an incomplete framework for the mechanisms of turning DNA into proteins. The extended
central dogma of molecular biology is described in subsection 1.1.3.

1.1.1

DNA

In DNA, the monosaccharide is deoxyribose, and four nitrogenous bases are found:
adenine (A), guanine (G), cytosine (C) and thymine (T) [23]. The structure of the
DNA macromolecule is the double helix, and it is composed of two primary polynucleotide chains bound together by hydrogen bonding between two complementary
nucleotide bases. G always pairs with C, and A always pairs with T, as seen in
Figure 1.2.
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Figure 1.2: The double-helix structure of a strand of DNA. This image is in the public
domain and was retrieved from the Wikimedia Commons.

1.1.2

RNA

RNA shares the same nucleotide bases with DNA, with the exception of thymine.
Thymine is replaced with uracil (U), and serves to differentiate the nucleic acids so
they can perform separate functions [60]. If they shared the same bases, the chance of
an error would be much higher and could occur in the storing of genetic information,
the passing of that information over the course of generations and in the use of that
information in expressing the functional properties of the organism [60].

1.1.3

Replication and Synthesis

The replication of DNA is semiconservative; it uses the one parental and one
newly synthesized strand of DNA to generate their double helical structures. This
replication requires the unwinding of the double helix to form replication forks where
complementary strands of DNA can be synthesized. In eukaryotes (organisms that
have cells that contain a nucleus, such as human beings), there are multiple initiation
sites for DNA replication, not all identical [23]. Genetic information determines the
structure and function of an organism, but to achieve that goal it must be expressed.
The expression of genetic information involves transferring the information into proteins. This is accomplished by a two stage process in which the DNA is transcribed to
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RNA molecules and then translated into the nucleotide sequence of the polypeptide.
Three types of RNA are involved in the protein synthesis, structural or ribosomal
RNA (rRNA), messenger RNA (mRNA) and transfer RNA (tRNA). Forming RNA
uses the DNA strand as a template with only one strand of DNA. The DNA contains
the information for specific initiation and termination sites for transcription into RNA
molecules, that is, where to start and stop unwinding the double helix strand. The
tRNA molecules transfer and properly align the mRNA, which specifies the amino
acid sequence for the protein and the rRNA supplies the structural framework for the
proper alignment required for protein synthesis.
The majority of genes transcribed into RNA give rise to a single type of mRNA.
The RNAs of some genes, however, follow patterns of alternative splicing, when a
single gene gives rise to more than one mRNA sequence [60]. This is used to particular
effect in some viruses, and allows various types of relationships between a gene and
its mRNA product. This can make it difficult to properly classify, or even to locate,
certain sequences when they have alternative splicing patterns. Alternative splicing
is a process by which the exons of the RNA produced by transcription of a gene (a
primary gene transcript or pre-mRNA) are reconnected in multiple ways during RNA
splicing. The resulting different mRNAs may be translated into different protein
isoforms; thus, a single gene may code for multiple proteins.
Alternative splicing occurs as a normal phenomenon in eukaryotes, where it greatly
increases the diversity of proteins that can be encoded by the genome; in humans,
over 80 percent of genes are alternatively spliced [60]. There are numerous modes of
alternative splicing observed, of which the most common is exon skipping. In this
mode, a particular exon may be included in mRNAs under some conditions or in
particular tissues, and omitted from the mRNA in others.
Figure 1.1 outlines a very basic framework for the DNA-RNA-protein interactions
in the human body. Figure 1.3 incorporates what is known today about all of the
possible interactions. The green arrow labelled with reverse transcription describes
interactions that cause information to be transferred from RNA to DNA, and is
known to be caused by retroviruses, such as HIV, in humans. The green arrow
labelled with RNA replication describes events where RNA writes to RNA, in events
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Figure 1.3: This is a picture of the extended central dogma of molecular biology, with
enzymes. Note that the green arrows represent unusual flows of information. This
image is in the public domain and was retrieved from the Wikimedia Commons.
such as RNA silencing and RNA editing [3]. Non-coding RNAs, not shown in Figure
1.3 are involved in many interactions, are prevalent in DNA and include functionally
important RNAs, such as ribosmal RNAs and transfer RNAs [27].

1.2

The Sequence Classification Problem

The sequence (or string) classification problem can be defined formally in the
following manner: Given a set of sequences S, where S = {s1 , s2 , s3 , ..., sn } or S =
{s1 , s2 , s3 , ...} in the case where S is an infinite set, and a set of labels L, where
L = {l1 , l2 , l3 , ..., ln } or L = {l1 , l2 , l3 , ...} when L is an infinite set, assign each si the
correct li . With the right classification technique, each string in the set is assigned
the appropriate label, based on some discriminating factor(s).
There are several types of sequence classification problems. Here is an outline
some of the common ones and reviews of existing techniques. These techniques fall
into three broad categories: motif finding, alignment and substring based techniques,
and small substring statistics. The most computationally difficult of these three is
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motif finding. Alignment and substring matching are essentially a solved problem
with tools like BLAST and suffix trees [46]. Small substring matching techniques are
the basis of many Markov-model and string kernel techniques [80].
A DNA motif is defined as a nucleic acid sequence pattern that has some biological significance such as being a DNA binding site for a regulatory protein, i.e., a
transcription factor binding site and plays significant roles in gene expression and regulation [45]. Generally, the pattern is short (5 to 20 base-pairs long) and the locations
of a motif may vary in different homologous sequences. In the recent and exciting
publications by the ENCODE group, it was found that 8.5% of dinucleotide bases are
covered, meaning within 8 kb (kilobases) of a DNA-protein interaction, by transcription factors binding sites [33]. It is likely that this proportion is an underestimate
of the true value. RNA expression can be effectively predicted from the patterns of
transcription factor binding sites (TFs), and in the study the TFs were selectively
enriched in two distinct types of promoter class. TFs can be multifunctional and can
bind with various loci in the genome.
Direct motif location can be extremely difficult, even computationally intractable,
without an alternative computational approach. These approaches have included Position Weight Matrices and its many variations, Gibbs sampling algorithm based
approaches such as AlignACE [71], BioProspector [64] and Gibbs Motif sampler [63],
expectation maximization based models [25], greedy approaches such as Consensus
[47], genetic algorithm based approaches such as Finding Motifs with a Genetic Algorithm (FMGA) [62] and Motif Discovery with a Genetic Algorithm (MDGA) [32],
and the Hidden Markov model Motif finder (HMMF) [61].
A position weight matrix (PWM) is a set of weighted scores stored in a matrix.
The weighted scores result from finding specific substrings in DNA. A PWM has one
row for each symbol of the alphabet, one column for each position in the pattern and
assumes independence between positions in the pattern, as it calculates scores at each
position independently from the symbols at other positions [41, 79]. PWMs are used
in combination with Consensus and Gibbs sampling techniques, along with variations
of many bioinformatics techniques.
Gibbs sampling randomly chooses a possible motif of a fixed length from one se-
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quence in the data, based on some selection method such as expectation-maximization.
The algorithm then chooses another sequence and examines each substring of the
same length. It then computes the probability that the selected substring is the motif. Then the algorithm randomly selects a substring from the sequence according to
the distribution of the probabilities to replace the original motif. This algorithm will
run until an acceptable local optimum has been found or until a specified time limit
has been reached.
Consensus uses a greedy algorithm to align functionally related sequences and applies the algorithm to identify the binding sites for the E. coli CRP protein [47]. Bailey and Elkan [25] develop software MEME+ by using an Expectation Maximization
technique to fit a two component mixture model to find motifs. Genetic algorithms
have been applied to the motif finding problem. One example is FMGA. FMGA was
found to have better performance than the Gibbs Motif Sampler in both accuracy
and computing time [62]. MDGA is another program that uses genetic algorithms to
find motifs in homologous sequences. It uses information content to evaluate individuals. MDGA achieves higher accuracy than Gibbs sampling based approaches with
less computation time [32].
Hidden Markov Models have been in applied in combination with the SmithWaterman local alignment algorithm [75] in [61]. It is proposed, and shown experimentally, that HMMF can achieve comparable accuracy with other tools such as
Gibbs Sampler, BioProspector, and MDGA. The HMMF technique was comparable
on sequences with a single binding site motif and its performance on those with multiple binding site motifs is significantly better. The small size of the biological data
(less than 20 sequences) suggests that the technique needs to be tested for speed and
efficacy on larger data sets.
The k-spectrum string kernel [69], used in conjunction with a classifier method
like support vector machines (SVM), is a powerful and simple string classification
method. The kernel compares strings (or text documents, for example), using a
count vector generated by k -mer. These vectors are then evaluated using a SVM
classifier. Other examples of successful applications using k -mers and its variations
as part of a classification method can be found at [56, 5, 30, 7, 2].
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In [55], De Jong et al use SVM in combination with k-spectrum feature selection
techniques. The “wrapper approach” [58] is computationally infeasible for large data
sets. Clearly, building a classifier around every possible feature subset is beyond our
computational capabilities at this time, since the k-spectrum has |a|k (in the case of
DNA, 4k ) k -mers. Instead, they select features with a simpler heuristic, choosing the
best features to construct the classifiers with, called the filter approach. Two DNA
classification problems were attempted, with the following results. Motifs selected
with a heuristic involving evolution performed significantly better for both DNA
classification problems, versus a baseline comparision with the 6-spectrum kernel.
Information gain tests showed 87% of 6-mers gave no information gain, while every
evolved motif had positive information gain. Part of the purpose of their study was
evolving motifs to capture biologically informative data.
Memetic algorithms (MAs), also called hybrid genetic algorithms, are a form of
evolutionary computation techniques and have been applied for de novo motif discovery [31]. This particular study performed a comprehensive study on MA frameworks,
studying how changing components of the MA affected optimization performance.
Comparisons with state-of-the-art methods on benchmark data sets show competitive and improved performance of MAs on motif discovery problems.
The basic local alignment search tool (BLAST)[6] has been the workhorse of molecular biology. BLAST is a heuristic that approximates Smith-Waterman algorithm[75],
but is roughly fifty times faster. BLAST is an excellent tool for sequence categorization, and is available at NCBI (http://www.ncbi.nlm.nih.gov/). One sequence
categorization problem is that of homology. If two sequences are homologous, they
are likely to share a common function, but may have different compositions. Functional similarity among proteins or DNA is often incorrectly concluded on the basis
of sequence similarity. When the sequences are long enough, there are enough disparate areas to locally align and there is no known technique that can outperform
BLAST. However, when the sequences are short enough (<250 characters), BLAST
leaves something to be desired for categorization accuracy. If the key to classifying
a set of DNA sequences is a small substring that occurs at different positions then
a motif searcher is a more appropriate tool. If the secondary structure of the RNA
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derived from the DNA or small substring statistics are the important factor, then
special purpose software may be needed. It was put forward in the early 1970’s that
more than 98% of human genetic code was not responsible for protein production
[40]. Although this idea has been widely disregarded by the scientific community, it
wasn’t until the ENCODE Project Consortium released their encyclopedia of DNA
in September 2012 that it was confirmed that the 98% of DNA formerly thought
to be “junk” is actually packed full of regions of gene control and expression [33].
With this new information it becomes even clearer the task of classification of DNA
substrings remains an extremely difficult and important problem. The complexity
of DNA makes it unlikely that one given method will be able to provide all of the
answers. Instead, using a collection of methods, each specializing on a given aspect
of the problem, will be far more likely to give a clearer picture of what is happening
regarding the myriad interactions of DNA, RNA and proteins. This thesis details one
method amongst a plethora of DNA classification and motif-finding solutions. This is
a small subset of the vast amount of research to be done in the Bioinformatics field,
there are still many years of research left before the task is done.

1.3
1.3.1

Evolutionary Computation
Overview

Evolutionary computation uses the theory of evolution as inspiration [8]. A standard evolutionary algorithm has roughly the following form:
Algorithm 1. Structure of an Evolutionary Algorithm
Create a population of structures
Repeat
Test the structures for quality
Select structures to reproduce with a quality bias
Produce new variations of selected structures
Replace old structures with new ones
Until Satisfied.

11
Usually, the initial population of structures is randomly generated to allow for a
broader initial search of the solution space. A fitness function is used to determine
the quality of a structure, that is, to evaluate whether a structure accomplishes the
desired task or not. Evolutionary algorithms use a random search of structures, that
is directed by the fitness function, to find good solutions to a given problem. This
process is driven by selection and reproduction. This example of a standard algorithm is very general. It does not specify what the structures are and the selection,
variation and replacement operators are also left to be defined. Thus, there is a broad
range of applications for which this algorithm could be used. This broad nature, however, usually requires that each evolutionary algorithm be geared specifically for each
problem, and often the choice of parameters and operations can make the difference
between success and failure.

1.3.2

Selection

Selection is driven by the fitness function. Once all the structures in the population
have been assigned a fitness as a result of their performance on the given problem,
selection is carried out according the specification of the experiment designer. The
following is a list, and their descriptions, of selection methods used in evolutionary
algorithms [8].
• Random selection: Parents are selected uniformly at random.
• Single tournament selection: The population is shuffled randomly and divided
into groups of size n. The two most fit individuals in each group are chosen to
be parents, and their two offspring are copied over the worst two members in
that group.
• Double tournament selection: A subpopulation of size n is selected randomly,
the most fit individual is chosen from that group. Then another group of size n
is chosen, and the fittest individual from that group is chosen to breed with the
first. Double tournament selection may be done with replacement, or without.
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• Fitness proportional selection: Also called roulette selection, parents are chosen
with probabilities directly proportional to their fitness relative to total fitness
in a population.
• Rank selection: Similar to fitness proportional, except each member in the
population is assigned a rank based on fitness. If each member i has rank ri ,
P
the the probability of being selected as a parent is rRi , where R = ni=1 ri .
A standard algorithm is said to be elitist if a specified number of structures with
the highest fitness are guaranteed to survive until the next generation. Many standard
evolutionary algorithms are elitist.

1.3.3

Reproduction

Following the biological mechanisms of crossover and mutation, a standard evolutionary algorithm selects two structures. These two structures, called parents, breed
to create two new structures, analogous to children. The two variation operators that
an evolutionary algorithm uses are crossover to generate children with information
contributed from each parent, and mutation to add additional variation.
Figure 1.4 is a depiction of types of crossover. One point crossover randomly
generates a locus, called the crossover point. The genes in the loci are then copied to
the children so that the information received by each child is from different parents.
Two point crossover, which is the most used type, generates two loci and exchanges
information as in single point crossover. Multi-point crossover generates multiple loci
and exchanges information. After crossover, mutation operators are applied to the
children. Mutation operators change something in the structure at random. If the
structure is a string, for example, then a character is changed. A single point mutation
involves randomly selecting a position within the gene and applying a mutation at that
position. Multiple point mutations consist of a fixed number of point mutations on a
gene. A probabilistic mutation with rate α, also called a uniform mutation, operates on
every position in a gene and can change the character at that position with probability
α. A Lamarckian mutation of depth k looks at all possible combinations of k or
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One point crossover.

Two point crossover.

Multi-point crossover.

Figure 1.4: Crossover demonstrated visually. These images are property of the
c Ashlock 2013 research lab and have been used with permission.

fewer point mutations and uses the one resulting in the highest fitness, breaking ties
uniformly at random. If an algorithm is elitist, the structures with the lowest fitness
have the highest probability of being replaced by the children of the fittest parents.
Once this step is completed, it is said that a generation, or a mating event, has
been completed and a new round of selection and variation can begin. Selection and
variation are opposing forces; variation creates new structures and explores the space
of solutions, whereas selection deletes old structures and forces structures towards an
optimal solution.

1.3.4

Generational and Steady State Evolution

A generational algorithm updates the entire population via breeding. In its most
extreme form, a generation is the replacement of the entire population of an evolutionary algorithm by new structures. A steady state algorithm uses mating events in
which a minimal amount of breeding takes place before a new creature is placed into
the population. The population updating techniques of an evolutionary algorithm

14

Figure 1.5: Presented are two different fitness landscapes. The left is multimodal
with optima spread out over the fitness landscape, the right has its optima clustered
more closely together. These images are property of the c Ashlock 2013 research lab
and have been used with permission.

lie on an axis from generational to steady state. Evolution, for general or steady
state algorithms, often runs for a predetermined amount of mating events, or until
an acceptable solution is found.

1.3.5

The Fitness Landscape

A fitness landscape is, roughly, the graph of the fitness function over the gene
space and can be imagined as a series of hills, valleys, and plateaus. Examine Figure
1.5. Represented are two fitness landscapes with differing topologies. The fitness
landscape on the left has many solutions spread out in a ring shaped plateau, whereas
the landscape on the right has its solutions clustered in a rugose hilltop. The topology
of a given space, to the extent that it has one, is generated by the fitness function
and the variation operators. The variation operators also determine what part of the
landscape is visited by an algorithm. Let us represent the peaks of hills as locally
optimal solutions, slopes of hills as solutions approaching or moving away from those

15
peaks, and plateaus as a group of solutions constitutionally different but generating
the same fitness. If an elitist evolutionary algorithm is being used, then any time a
solution discovers and begins moving up a hill top, it is unlikely that variation will
allow a solution to move off that hill. Thus, the exploration of other hills, if they
exist, is more difficult. If the solution happens to be climbing the hill of the globally
optimal solution, then that is the optimal strategy. There are many problems with
several locally optimal solutions, however, and it is entirely possible that a population
of solutions will be trapped on a hilltop, never finding the globally optimal solution.

1.3.6

Exploration and Exploitation

Exploration and exploitation play extremely important roles in evolutionary computation. Exploration, which is the searching for solutions in a given problem space,
is driven by the variation operators of an evolutionary algorithm, and allows structures to discover better and or different solutions according to the fitness function.
Exploitation, which prunes away solutions which are unsatisfactory, is driven by
selection, and generally removes the most incompetent structures from the population each generation. Balancing these aspects of evolutionary computation can be
difficult, especially if the information known about a problem is incomplete. For
problems where there are many optima far apart, a higher emphasis on exploration
may be beneficial, whereas if there exists one global optimum strengthening the exploitation might provide better results. Following the metaphor of imagining optima
as the hills in a landscape, exploration searches for different hills and exploitation
climbs hills that have already been found.

1.4

Side Effect Machines

Side effect machines (SEMs) are finite state machines developed for DNA sequence
classification [67, 18, 12, 21].
Since SEMs are part of the inspiration for woven string kernels, this section will
provide a brief discussion of the history and applications of SEMs to date. The original
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Figure 1.6: A side effect machine with four states, and the state counts generated by
running a given string through the side effect machine. This image is the property of
the c Ashlock 2013 research lab and has been used with permission.

SEM is a deterministic finite state machine with n states, and four transitions from
each state. Each transition is labeled with one letter from the alphabet {A, C, G, T },
and the graph representing the SEM is connected. The main innovation of the SEM
is that each state has some side effect associated with it. Chaos automata are an early
form of SEM [9]. Chaos automata are state conditioned iterated function systems.
When chaos automata read the character of a string, it uses that character as a signal
for both state transfer and output. They use similitudes associated with each state
to generate a fractal image based on strings of DNA. Figure 1.7 gives two examples
of chaos automata, and Figure 1.8 is a representation of how the chaos automata are
implemented. R is the counter-clockwise rotation of the similitude in radians, D is
the XY displacement, and S is the shrink factor, scaling toward the origin.
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Figure 1.7: Presented are two examples of chaos automata fractals. These images are
the property of the c Ashlock 2013 research lab and has been used with permission.
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Figure 1.8: An eight state chaos automaton, using similitudes to generate fractal
images based on input from a given string. This image is property of the c Ashlock
2013 research lab and has been used with permission.
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The SEM upon which woven string kernels are based are of a simpler variety.
Each state has a counter associated with it, so that each time a state is visited the
counter is incremented. The SEM starts in the first state, and a DNA string is read
sequentially, left to right. The character read drives the transition to the next state
and the SEM then reads the next character. This process is repeated until the string
ends, and what is left is the number of times each state is visited, represented by a
vector of integers in the positive orthant of Rn . Then the vector is normalized, to
negate, or at least reduce, the effect of string length. The idea was for these vectors
to be used in conjunction with a classifier method.
The first version of side effect machines [18] to be used as part of a string classifier heuristic employed a k-means classifier [28], the Rand index [70], and a steady
state evolutionary algorithm [8]. The ideal SEM produces dissimiliar vectors for
DNA strings that have dissimilar properties, and similar vectors correspond to similar strings. Evolution is used to search the space of SEMs and select ones based on a
fitness score generated by k-means and the Rand index. K-means was chosen as the
initial classifier due to its simplicity, but some vector configurations produced by the
SEMs proved difficult for the classifier to handle, due to their non-convex clusters in
Rn .
The next classifiers used as part of the kernel method were the k-nearest neighbors
(k-nn) classifier [67, 39] and support vector machines (SVMs) [21, 30]. This generation of SEMs, as part of a kernel method with more complex classifiers, was better
able to handle more complex classification problems. The drawback is the added
runtime to the algorithm. K-nn and SVMs require training and cross-validation data
in order to deal with the problem of overfitting, which is always a possibility with an
evolutionary algorithm. Overfitting of data by an algorithm is equivalent to a student memorizing the answers for a singular test without ever learning the material.
Since that is not the desired outcome, continually reshuffling subsets of the data and
keeping a subset of the data separate to cross-validate the SEM competence was a
practice implemented during that research.
Side effect machines have also been used as quaternary edit metric decoders [49].
Used as fuzzy classifiers to classify biological codewords, SEMs showed a marked im-
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provement in speed over computing the edit distance, at a small cost to accuracy.
In [22], hundreds of small SEMs (4 and 6 states) are evolved for feature selection,
in hopes of identifying informative biological features about transposon elements in
DNA. All previous SEM research had been on using the SEM as a black box part of
a classification algorithm. The SEM produces a count vector which is then classified,
but there was no knowledge of what the inner workings were of most SEMs. Only a
few evolved cases were examined, and even then analysis proved difficult. Through
a novel method called dissimilarity clustering, a diverse set of biological features are
chosen from the set of the evolved SEMs. Using these features, a random forest (RF)
classifier was added to the algorithm, replacing SVM or k-nn. This is the first study
to use RF classification with respect to the SEM algorithm. RF classification is an
ensemble classifier made of decision trees, and is robust against overfitting while being
quite accurate [29].

1.5

String Kernels and Kernel Methods

Direct sequence comparison or alignment may not be the solution to every sequence categorization problem. It may be that only certain features of a sequence are
relevant to the questions being asked. If that’s the case, then a different philosophy
towards the solution is needed. Many machine learning heuristics use the Kernel
Trick [4]. The Kernel Trick states that if k is a positive semi-definite function, then
k(x, y) =< φ(x), φ(y) >V where V is an inner product space, and φ : D → V . If x
and y are elements in the original space D, a kernel k can be chosen such that
k :D×D →<
and let k be symmetric, continuous and positive semidefinite. The most salient feature of this idea is that it states that the inner product space need not be explicity
formulated. The distance (or similarity) of two elements in the original space can
be directly calculated using the kernel without using the inner product space at all.
String kernels implicitly map input sequences onto (often high dimensional) feature
vectors. This is usually done in conjunction with a classifier such as support vector
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machines [30], and the combination of string kernel and classifier is called a kernel
method.
Clustering is the problem of sorting a set of objects into groups, or clusters, such
that the objects in the same cluster are more similar to each other than to those in
other clusters. This idea can be used in conjunction with a kernel method. If two
strings are similar in composition or function, then the proper choice of string kernel
should produce feature vectors that are close (using an appropriate metric) to each
other in the feature space. Clearly, the choice of string kernel and classifier can drastically affect how a kernel method will perform on a given data set. It is also likely
that a kernel method that works for a given data set may not be the best choice for
another sequence classification problem. A great deal of research has been done in
the area of kernel methods, but there is still much to do for this class of problems
[43].
A side effect machine (SEM) is an idiosyncratic string kernel, and can be used with
classifier methods such as k-means clustering or SVMs to categorize DNA strings[19,
12, 21]. SEMs operate by associating side effects with the states of a finite state
machine. The use of SEMs permits the researcher to leverage information stored in
the state transition structure, making machines that might be identical as recognizers
behave differently as classifiers. The SEMs in previous research associate a counter
with each state so that the number of times each state is visited becomes a numerical
feature associated with each state. The key to effective use of these numerical features
is to locate side effect machines for which the count vectors are good feature sets.
SEMs as a kernel method, in conjuction with a classifier such as k-nearest neighbor
classifiers or SVMs, have been used for binary sequence classification. Strings are
classified based on their respective feature vectors, which are ultimately an aggregrate
of the state counts. During research on the SEMs, the ability of a side effect machine
to correctly classify data was at least partially dependent on the number of states
[67]. If only a subset of the states of a SEM is used to classify a given data set, then
there must be unused states, at least in relation to the salient information in the data.
How a feature vector is generated by a SEM is part of the inspiration for woven string
kernels.
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1.6

Cellular Automata

Cellular automata are simple mathematical models used to investigate self-organization
in statistical mechanics [77]. They have also been used in image generation, biological
modelling, investigations of artificial life, and many other applications [73, 78, 14, 16].
Figure 1.9 gives some examples of evolved cellular automata. They have also been
used to explore agent-case embeddings, an interesting method of comparing solutions
based on phenotypic, rather than genotypic, characteristics [11]. CA use updating
rules as part of their algorithms, and WSKs can be used as a representation of those
rules. A representation for CA rules is general if every possible rule can be written
using that representation. This thesis focuses on one-dimensional, seven state CA
with the possibility of asymmetric updating rules. It has been shown that some onedimensional, two state CA that have asymmetric updating rules, specifically rules 30
and 110 [78], display interesting behaviors that are neither stable nor chaotic. These
rules are in reference to one-dimensional radius one binary automata. Rule 110 has
also been shown to be Turing complete in a paper by Matthew Cook in 2004 [34].
To the extent of this author’s knowledge the only paper to use CA with eight state
symmetric updating rules can be found in [14], where the topology of the fitness
landscape is analyzed. No such analysis is conducted in this thesis; the purpose of
evolving woven string kernels to be asymmetric general rules for CA is to examine
the behavior of the CA. Such analysis is a future endeavor beyond the scope of this
work. In Chapter 3 representation of how a woven string kernel is implemented for
CA is discussed, and in Chapter 5 results of the evolutionary search are presented.
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Figure 1.9: Shown above are four examples of evolved cellular automata using a string
representation. These images are property of the c Ashlock 2013 research lab and
have been used with permission.
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Chapter 2
Theory
This chapter is a mathematical description and investigation of the properties of
woven string kernels. The investigation covers a variety of topics.

Woven String Kernel Theory
Definition 1. A woven string kernel (WSK) is a finite, directed, acyclic graph
with a distinguished vertex, called the root. The root is the unique vertex with indegree
zero and there is a path from the root to every vertex in the digraph. The edges of a
WSK are labeled with subsets of an alphabet A. No label may appear more than once
in the set of edges starting at a given vertex.
An example of a WSK using the alphabet A = {A, C, G, T } appears in Figure
2.1.
Definition 2. The in-set of a vertex u is the subset of an alphabet A that label the
edges that have u as a destination. The out-set of a vertex v is the subset of A
labeling the edges leaving v.
Definition 3. A leaf of a WSK is any vertex that has no out-set.
Definition 4. The edge distance between two vertices in a WSK is the number of
edges in a shortest path connecting them.
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Figure 2.1: An example of a woven string kernel labeled with the DNA alphabet.
Definition 5. A WSK is k-uniform if all paths from the root to a leaf have length
k.
Definition 6. A string is recognized by a WSK if a directed path from the root to
a leaf has the letters of that string in order as its edge labels. For a WSK K, RK is
the set of all strings it recognizes.
For the WSK in Figure 2.1 the string “CCCC” is recognized while the string
“AAAA” is not. The recognized set for this WSK is
RK = {CAAA, CAAC, CAAT, CT AA, CT AC, CT AT, CCCC
CCCG, CGAC, CGAG, GCCC, GCCG, GGAC, GGAG}

Definition 7. An identification of two vertices in a WSK is obtained by fusing them
into a single vertex together with all incident edges. An identification of a vertex v
and a vertex u requires that the out-sets of the vertices being fused be consistent. An
identification is consistent if the vertex created by the identification does not have
two or more edges sharing the same label while having distinct destinations.
Definition 8. A regular identification fuses two vertices that are the same edge
distance from the root.
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Figure 2.2 gives an example of a regular identification of the WSK shown in Figure
2.1. When vertices 6 and 7 are identified the edges labeled with A,C and C,G are
superimposed; the resulting edge has as its label the union of the previous edge
labels yielding A,C,G. This identification is consistent. Inconsistency would result if
the destination, for a given label, of edges leaving the two vertices being fused were
distinct vertices.

Figure 2.2: This woven string kernel is obtained by identifying vertices 6 and 7 of the
woven string kernel shown in Figure 2.1. This is a regular, consistent identification.
Notice that the new edge labels are the union of the old ones.

Lemma 1. A regular identification cannot cause the size of the recognized set of a
k-uniform WSK to decrease.
Proof:
Note that paths from the root to a leaf correspond to elements of the recognized
set. Consider the regular identification of two vertices u and v. When identified no
paths which previously existed from the root to either u or v are removed and no
paths from u or v to a leaf that previously existed are removed. Thus all paths from
root to leaf which pass through u and v are preserved. If two leaves are identified all
paths from the root to the identified vertex are still preserved. Since paths from the
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root to a leaf correspond to strings in the recognized set, no string can be removed
from the recognized set of a WSK. 2
Corollary 1. Suppose that A and B are k-uniform WSKs so that B is obtained from
A by a sequence of regular identifications Then
RA ⊆ RB
In other words, the size of the recognized set of strings is monotone with respect to
regular identifications.
Proof:
With regular identifications, when two vertices are identified, the new edge labels
are the unions of old edge labels. It is impossible to destroy pre-exisiting paths from
the root to a leaf of k-uniform WSKs with regular identifications, that is, strings
cannot be removed from RA , by Lemma 1. It is possible, however, to create new
paths by the union of edges, thus increasing the size of the set of recognized strings.
2
For example, consider the regular identification transforming the WSK given in
Figure 2.1, into the WSK given in Figure 2.2, the 8 strings {CAAG, CCCA, CCCT, CT AG,
GCCA, GCCT, GGAA, GGAT } are added to the recognized set of Figure 2.2.
Definition 9. A k-uniform WSK A is said to be a cover of a k-uniform WSK B if
B can be obtained from A by a sequence of regular identifications, and if RA = RB .
Definition 10. A k-uniform WSK A is a subcover of a k-uniform WSK B if B can
be obtained from A by a sequence of regular identifications. A subcover A is proper
if RA ⊂ RB .
Clearly, the WSK in Figure 2.1 is a subcover of the WSK in Figure 2.2, since new
paths are added from the root to the leaves with the identification of vertices 6 and
7.
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Definition 11. A maximal subcover of A is a k-uniform WSK that subcovers
every subcover of A. Similarly, a maximal cover of A is a k-uniform WSK that
covers every cover of A.
Definition 12. An identification of two vertices is flat if it does not increase the size
of the set of recognized strings of a k-uniform WSK. That is, flat identifications add
no new paths from the root to a leaf.
Lemma 2. Let a k-uniform WSK A cover a k-uniform WSK B. Then every regular
identification in a sequence of regular identifications that transforms A into B is flat.

Proof:
Note that by Lemma 1 no identification can decrease the size of the recognized
set. Suppose by way of contradiction that B can be obtained from A by a sequence
of identifications at least one of which is not flat then the proof of Lemma 1 implies
that RA ⊂ RB . However since A is a cover of B, RA = RB , which is a contradiction.
Thus all identifications must be flat.2

Definition 13. A WSK-tree is a WSK with no undirected cycles, and each edge is
labeled with exactly one character from an alphabet A.
Definition 14. A k-uniform WSK is regular if it is obtained from a k-uniform
WSK-tree by regular identifications.
Lemma 3. A k-uniform WSK-tree is a regular k-uniform WSK.
Proof:
Notice that a tree is obtained from itself by an empty sequence of regular identifications; it thus satisfies the definition of a regular WSK.2
Definition 15. A WSK may be said to have levels which are the set of all vertices
a given edge distance from the root.
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Algorithm 2. Recognized Set Building Algorithm for a WSK
Recursively travel the WSK, compiling the string of edge labels from the root to any
vertex with no out-set.
This algorithm will exhaustively search the WSK for its recognized set.
Lemma 4. A k-uniform WSK-tree A is its own maximal subcover.
Proof:
Consider a k-uniform WSK B, such that A 6= B, and let B be a subcover of A.
Then A could be produced from B by at least one regular identification. However,
since a regular identification of any two vertices in a WSK-tree will produce an undirected cycle, or cause an edge to be labeled with more than one character from an
alphabet A, it is clear that only A can be its own maximal subcover. Then from
Definition 11, A subcovers every subcover of A, namely itself. This proof is easily
extended to handle the covers relation as well. 2
Lemma 5. A WSK-tree is uniquely determined by its recognized set.
Proof:
The following construction will serve as proof. Create a root vertex. Consider the
first string in the recognized set. Create an edge with the first letter of the string as
its label, direct it to a new, distinct vertex. Create another edge from that vertex,
and label it with the next letter of the string, then direct it to a new, distinct vertex.
Continue this process such that each vertex has indegree 1 and outdegree 1, except the
last vertex which will have no out-set and the edge directed to it will be labeled with
the last letter of the string. Consider the next string in the recognized set. If the first
letter is different than the first letter in the preceding string, repeat the process just
outlined. If the first letter in both strings are the same, follow the edge labeled with
that letter to the vertex it is directed. Compare the second position in each string.
If they are different, follow the process described above, treating the vertex you are
currently at as the root vertex. If they are the same, follow the edge and repeat
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the checking process until a position is reached where the letters are different, then
generate a new edge from the current vertex and direct it to a new, distinct vertex.
Continue generating new edges and vertices until the end of the string is reached.
Repeat for each string in the recognized set and the result will be the WSK-tree.
This is the standard algorithm for building a tree structured dictionary. See Figure
2.3 for an example.
Proof of uniqueness: Assume there are two such WSK-trees S and T such that RS
= RT , and S 6= T. Then there should be at least one path in S that is not in T, or
vice versa. However, since each path in a WSK-tree corresponds to a single string in
the recognized set, and RS = RT , then there cannot be a path in S that is not in T.
Thus, S = T. 2

Figure 2.3: The construction of a WSK-tree from the recognized set CGAT, ATCG,
CGTG.

Definition 16. A partition of a set S is a set of nonempty subsets of S such that
every element s ∈ S is in exactly one subset.
Definition 17. The induced partition S by a k-uniform WSK B, denoted as PB =
S, is the partition of Ak , strings of length k over an alphabet A, into strings recognized
by B at each of its leaves, and those not recognized. If B has m leaves, then PB has
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m + 1 members, since each member of the partition corresponds to a leaf of B, with
one extra for strings not recognized.
Lemma 6. Every partition of Ak , the set of strings of length k over an alphabet A,
is induced by a k-uniform WSK.
Proof:
A k-uniform WSK B induces a partition PB of Ak in the following sense. Since
each label may appear at most once on an edge leaving a given vertex, any string of
length k that is recognized by B corresponds to a unique path from the root ending in
a vertex with no out-set. PB consists of sets of strings Qv whose recognition paths end
at a vertex v that is a leaf of B, and Qnil of length k strings that are not recognized
by B. In other words, the membership of a given string to a given cell of the partition
is determined by which vertex the path the string follows ends at on level k in B.
It is possible to construct a k-uniform WSK for any given partition of Ak with the
following steps. Let Pi , i ∈ 1, · · · , n be an arbitrary partition of Ak . Take the union
of Pi for i > 1, calling this set K. Let P1 be the unrecognized set and the other Pi
be the other cells in the partition. Construct the maximal subcover WSK-tree using
K as the recognized set and the construction outlined in Lemma 5. Now each string
in K corresponds to a path from the root to a unique leaf. For all i > 1, repeatedly
identify and merge all leaves which correspond to strings in Pi into a single leaf. The
resulting WSK is k-uniform, has n − 1 leaves each of which correspond to one of the
Pi , i > 1, and induces the desired partition.2
Definition 18. A leaf crush is the identification of all leaf vertices in a k-uniform
WSK A.
It should be clear as to why a leaf crush is always possible, for any WSK. Since a
leaf has no out-set, identifying it with another leaf, which also has no out-set, causes
no consistency violations.
Theorem 1. A partition P induced by a k-uniform WSK A may also be induced by a
distinct k-uniform WSK B. That is, the relationship between a WSK and its partition
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is not necessarily unique.
Proof:

Figure 2.4: WSK A and WSK B

Consider Figure 2.4. Clearly, A and B both produce the same partition, where
the paths from the root to a leaf correspond to strings that end in G end at the leaf
on the left, and the paths that correspond to the strings that end in T end at the
leaf on the right. It is clearly the case that distinct WSKs can produce the same
partition. 2.
Definition 19. A partition Pa is said to be a refinement of a partition Pb if every
element of Pa is a subset of some element of Pb .
Theorem 2. If a k-uniform WSK A is a subcover of a k-uniform WSK B, then PA
is a refinement of PB .
Proof:
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Let us consider PA and PB . If A subcovers B, then by Corollary 1, we know that
RA ⊆ RB . Pick a leaf u in A. For any string that is recognized by u, there exists
a leaf v in B that must recognize that string. Since a regular identification cannot
cause more vertices to appear, it follows that if v recognizes at least one string that
u recognizes, it must recognize all strings that u recognizes. It’s possible that v will
recognize more, but since A subcovers B, v, at the very least, recognizes the same
strings as u. Thus, the cell of PA that corresponds to u is a subset of the cell of PB
that corresponds to v. Thus, since every element of PA must be an element of PB ,
using Definition 19, it becomes clear that PA is a refinement of PB .2
Definition 20. The size of a k-uniform WSK A is the number of vertices in A.
Lemma 7. Let a k-uniform WSK A have size a and a k-uniform WSK B have size
b. If there exists a regular identification that turns A into B, then a − 1 = b. If there
is a sequence of i regular identifications that turn A into B, then a − i = b.
Proof:
Any identification turns two vertices into one vertex. Thus, the size of the new
WSK created by an identification can be obtained by subtracting one from the size
of the previous WSK. If it takes i identifications to get from A to B, then subtract i
from the size of A to obtain the size of B.2
Theorem 3. The relation ‘covers’ is a partial order on k-uniform WSKs.
Proof:
The relation ‘covers’ is a partial order on a set if it has:
1. Reflexivity: A covers A.
2. Antisymmetry: If A covers B and B covers A, then A = B.
3. Transitivity: If A covers B and B covers C, then A covers C.
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1) Clearly, RA = RA , and A can be obtained from A by an empty sequence of
identifications.
2) Assume that RA = RB and that A 6= B. Let size(A) = a and size(B) = b. If A
covers B, then b < a, by Lemma 7. If B covers A, then a < b, which is a contradiction.
Thus, A = B.
3) Consider the sequence of regular identifications that transform A into B. Now
consider the sequence of regular identifications that transform B into C. Append
the latter sequence to the end of the former sequence, thus creating a sequence of
identifications that transform A into C.2
Theorem 4. The relation ‘subcovers’ is a partial order on k-uniform WSKs.
Proof:
This proof is almost identical to the proof of Theorem 3. 2

Definition 21. A subpartial order is a subset of a partial order that is also a
partial order using the same relation.
Theorem 5. The relation, a k-uniform WSK A is a cover of a k-uniform WSK B
is a subpartial order of A is a subcover of B.
Proof:
Consider the sequence of regular identifications that turn A into B. If A subcovers B, these identifications are either flat or aren’t flat. If A covers B, then every
identification must be flat. Thus, the set of types of identifications of A covers B is
a subset of the set of types of identifications of A subcovers B. Clearly, cover is a
subpartial order of subcover. 2
Definition 22. The root set of a vertex n is the set of strings that correspond to a
path from the root vertex to n, denoted Rn .
Definition 23. The suffix set of a vertex n is the set of strings that correspond to
a path from n to a vertex that has no out-set, denoted Sn .
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Lemma 8. The number of strings that are associated with, that pass through, a given
vertex n, such that n is not a leaf, is |Rn | · |Sn |. If n is a leaf then the number of
strings associated is |Rn |.
Proof:
To generate the strings associated with n, we can append each element of Sn to each
element of Rn . If |Rn | = a and |Sn | = b, there are b strings to append to each of the
a strings in Rn . Thus we generate a total number of a · b strings, which is equal to
|Rn | · |Sn |. 2
Theorem 6. If two vertices, m and n in a k-uniform WSK A, are regularly identified,
transforming A into a new k-uniform WSK B, then the number of new strings added
to the recognized set of B is
|Rn | · |Sm \Sn | + |Rm | · |Sn \Sm |
where |Sm \Sn | and |Sn \Sm | are the number of strings in Sm that are not in Sn and
vice versa.
Proof:
Regularly identify m and n. All strings associated with m and n are now associated
with a single vertex. The new strings added to RA from the identification are going
to be the strings created by appending all the strings in Sm that are different from
the strings in Sn (any common strings in the suffix set will not create new recognized
strings) to all strings in Rn , and vice versa. From Lemma 8, we know the total number
of strings added will be |Rn | · |Sm \Sn | + |Rm | · |Sn \Sm |. 2
Definition 24. Let the labeled out-set of a vertex u be denoted as Γo (u). The
labeled out-set is the set of ordered pairs of labels of the out-set of u in conjunction
with their destinations, given as (label(s), destination). The labeled in-set of u is
the ordered pair of the labels that have u as a destination in conjunction with the
vertices they orignated from, given as (label(s), origin) and is denoted as Γi (u).
Lemma 9. Two vertices of k-uniform WSK A, u and v, can be regularly identified
if the following is true. Either Γo (u) and Γo (v) have no labels in common, or any if
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ordered pair from the labeled out-set of u is a subset of the labels of an ordered pair
from the labeled out-set of v, or vice versa, those ordered pairs must also share the
same destination.
Proof:
If the labeled out-sets of two vertices do not have at least one label in common, then
there are no restrictions on their regular identification. Attempting to identify two
vertices with out-sets that share at least one edge label while those edges have distinct
destinations will result in two edges sharing at least one label with two different
destinations, which is a violation of consistency in Definition 7. Refer to Figure 2.5
for an example. 2

Figure 2.5: The vertices on level 1 have a nonempty intersection of their labeled outsets. They each have an edge labeled with T, but have differing destinations for those
edges. Attempting to identify the vertices would cause an inconsistent configuration.

Lemma 10. If u and v are distinct vertices on the same level in a k-uniform WSK
then Ru ∩ Rv = ∅.
Proof:
Suppose u and v are distinct vertices on the same level in a k-uniform WSK. Recall
that each string in Ra corresponds to a unique directed path from the root to a. If
s ∈ Ru , beginning at the root and following the edges labeled with characters from
s sequentially, the destination is u, and hence cannot be v. The same holds for any
string in Rv . 2
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Definition 25. The coverage of a k-uniform WSK is the ratio of the size of its
recognized set to the set of all strings of length k over a given alphabet A.
Definition 26. A vertex is a cycle join if two distinct paths from a vertex above
it have that vertex as their first common vertex, other than the origin of the paths.
Refer to Figure 2.6 for an example.

Figure 2.6: The single vertex on the third level is a cycle join, since it is the first vertex
where two distinct paths that originated from the same vertex pass reconverge.

Definition 27. Consider a given WSK A and a vertex u. Then the down-WSK of
u is the WSK B that has u as its root vertex.
Theorem 7. Consider two vertices u and v in a k-uniform WSK B. Let u and v be
on the same level l, such that Su 6= Sv . If u and v can be identified turning the WSK
B into a k-uniform WSK C, then the recognized set of B is a strict subset of the
recognized set of C.
Proof:
Recall that RB ⊆ RC since B is a subcover of C. Assume u and v can be identified.
Since Su 6= Sv there exists a string in Su that is not in Sv or vice versa. Without loss
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of generality, assume s ∈ Su and s ∈
/ Sv . By Lemma 10, Ru ∩ Rv = ∅, and since u
and v are not the root, Ru and Rv are both non-empty. There exists a string t in Rv
which is not in Ru . Thus, the string resulting from t appended with s is recognized
by the WSK C but not by the WSK B. Thus RB ⊂ RC . 2
Proposition 1. If two vertices m and n of a k-uniform WSK A are on the same
level l and have identical suffix sets, then their regular identification, if possible, will
be flat. The identification must be completed in a bottom-up fashion.
Proof:
Consider two vertices m and n in a WSK A, and let them have identical suffix
sets. Now recall Theorem 6. The number of strings added will be
|Rn | · |Sm \Sn | + |Rm | · |Sn \Sm |
However, if we examine |Sm \Sn | and |Sn \Sm |, it is clear that both of these values will
be zero, since Sm = Sn . Thus, our formula yields
|Rn | · 0 + |Rm | · 0 = 0
Demonstrating that no strings are added to the recognized set of A when vertices that
have identical suffix sets are regularly identified, which is flat according to Definition
12.
Attempting to identify m and n immediately will result in consistency violations. The
following steps ensure that they can be identified without increasing the recognized
set, or violating consistency conditions.
1. Identify all leaves with identical in-sets.
2. On level k−1, identify any vertices that have edges originating from them which
share a destination.
3. Successively repeat step two for each level in ascending order until level l is
reached.
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4. All edges sharing the same label(s) from m and n now have the same destination,
allowing m and n to be identified.
2
Theorem 8. The maximal subcover of a k-uniform WSK A is the unique k-uniform
WSK-tree T such that RA = RT .
Proof:
The following proof by construction should suffice. If A = T, then no work is
needed, from Lemma 4. If A 6= T, start with the leaves of A. If any leaf is a cycle
join, create a new leaf for every edge that has that leaf as its destination, such that
each new leaf has indegree 1. If any edge is labeled with more than one character,
create new leaves and new edges for each label such that edge is labeled with one
character, and each edge has a distinct leaf for a destination. Now proceed to level
k − 1. If any vertex is a cycle join, create a new vertex for each path that has that
vertex as its destination, and for each newly created vertex, append the same downWSK as the original cycle join. Every vertex on level k − 1 should now have indegree
1. If any of those edges from level k − 2 are labeled with more than one character,
create a new vertex on level k − 1 and new edges from its point of origin on level k − 2
such that every newly created vertex has indegree 1, and the same down-WSK as
the vertex from which it was created. Repeat this process for each level in ascending
order until the root vertex is reached. Every edge will be labeled with one character,
and every vertex will have indegree and outdegree 1, except for the leaves, which
have outdegree 0, satisfying Definition 13. Call this WSK-tree T’. This tree will have
the same recognized set as A, since every separation of vertices and edge labels are
appended with the same suffix sets. No new labels are being added to the created
edges, and each vertex that is spawned by a cycle join or an edge labeled with more
than one character must have the same down-WSK. If the vertices of the WSK-tree
are identified in such an order so as to reproduce A, no new strings will be added,
from Proposition 1.
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Now use Algorithm 2 and the construction in Lemma 5 to construct a WSK-tree
from the recognized set of A. This tree must have the same recognized set as T’,
since both of these WSK-trees were created from the same recognized set. However,
from Lemma 5 it is known that a WSK-tree is unique with respect to its recognized
set, so it must be the case that T’ = T. Examination of the two trees will reveal that
at most, the vertices of T’ are a reordering of the vertices of T. Thus, the maximal
subcover is unique. 2
Lemma 11. The number of vertices on level k of a maximal cover of a k-uniform
WSK A is equal to the number of paths from the root that end at vertices of level k
of A.
Proof:
From Theorem 8, the maximal cover of A is a WSK-tree T. Algorithm 2 and
Lemma 5 can be used to obtain T. Examining T, notice that every string in RA has
a distinct path assigned to it. At any level k, simply count the number of vertices
present at that level.2
Definition 28. A linear WSK is a WSK that has one vertex per level, with edges
that may contain more than one label per edge.
Lemma 12. Any k-uniform WSK can be turned into a linear WSK, through a method
called linearization.
Proof:
Let A be a k-uniform WSK with at least one vertex on level k. If A has more than
one vertex on level k, perform a leaf crush, such that all the leaves are identified. Then
for any vertex u on level k − 1, Γo (u) has one destination for every label associated
with it, the only vertex on level k. Since the destination of Γo (u) is the same for
every vertex on level k − 1, every vertex on that level can be identified, such that
there will remain one vertex on level k − 1. This implies that every vertex on level
k − 2 will have the same destination of Γo , thus every vertex on level k − 2 can now

40
be identified. This cascade of identifications can continue until A has been turned
into a linear WSK. See Figure 2.7 for an example. 2

(a) Original WSK

(b) Leaf crush

(c) Identification of

(d)

vertices on level 2

Linear
WSK

Figure 2.7: Linearization of a WSK

Definition 29. A sub-WSK chain is a finite sequence of k-uniform WSKs. Regular
identification causes transitions to subsequent WSKs.
Lemma 13. K-uniform WSK-trees are maximal elements and linear WSKs are minimal elements in a maximal sub-WSK chain.
Proof:
Recall that an element a of a partially ordered set P is the maximal element if there is
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no element g  P such that g > a. Similarly, an element b  P is a minimal element if
there is no element g  P such that g < b. This can be extended to sub-WSK chains,
which are partially ordered sets of WSKs. Since a WSK-tree is a maximal subcover,
there is no WSK that subcovers a WSK-tree. Thus, we can think of a WSK-tree as
the maximal element of a sub-WSK chain. Following the same reasoning, a linear
WSK cannot be a subcover of anything, since it has one vertex per level. Thus, a
linear WSK is the minimal element of the sub-WSK chain. 2
Lemma 14. Consider a k-uniform WSK-tree T and the related linear WSK L. The
sub-WSK chain connecting T to L is not necessarily unique.
Proof:
Consider Figure 2.8.

Figure 2.8: A WSK-tree where every vertex on the same level has a unique downWSK.
Since every vertex on the same level has a unique down-WSK, the order of identification is irrelevant when linearizing this WSK-tree. To demonstrate this, simply
consider the leaves of the WSK-tree presented. We can identify the first and second
leaf, starting a given sub-WSK chain of linearization. Or we can identify the first and
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third leaf, creating a different WSK and a different sub-WSK chain, whose minimal
element is still the same as the first chain. 2
Definition 30. The cover (subcover) distance between a k-uniform WSK A
that covers (subcovers) a k-uniform WSK B is the number of regular identifications
necessary to transform A into B.
Lemma 15. Let a k-uniform WSK A cover (subcover) a k-uniform WSK B. The
cover (subcover) distance between them is unique.
Proof:
Let size(A) = a and size(B) = b. We can ignore the trivial case where there exists
only one sub-WSK chain. Assume there exists two distinct sub-WSK chains from A
to B, and let them have different lengths, i and j, respectively, such that i 6= j. Then
a − i = b and a − j = b, which is a contradiction. 2
Lemma 16. Sub-WSK chains are well-ordered.
Proof:
Consider a given sub-WSK chain. Organize the sub-WSK chain by size, arranging the WSKs in ascending order. Every WSK in the chain must have a different
size, since regular identification lessens the number of vertices by one when it causes
transitions from a given WSK to the next. To show well-ordering, it must first be
demonstrated that a sub-WSK chain is a strict total order. Clearly, a sub-WSK chain
is reflexive, for any WSK A in the sub-WSK chain size(A) ≤ size(A). For any two
WSKs A and B in the sub-WSK chain, either the size(A) < size(B) or size(B) <
size(A). The proof for antisymmetry is the same as the proof in Theorem 3. Lastly,
if size(A) < size(B), and size(B) < size(C), then size(A) < size(C), for WSKs A,
B, and C in the sub-WSK chain. Choose any subset of the sub-WSK chain, arrange
them by size in ascending order. There must be a WSK with the smallest size, since
no two WSKs have the same size in a given sub-WSK chain. Thus, sub-WSK chains
are well-ordered. 2
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Definition 31. A k-uniform WSK A is said to be a minimal WSK with respect
to RA if each vertex on the same level has a unique suffix set and one leaf vertex
that is the destination of all paths from the root. This property is referred to as
R-minimality.
Lemma 17. Consider the WSK-tree T and the WSK A such that RT = RA , and let
A be R-minimal. Then the sub-WSK chain with respect to the recognized set from T
to A has T as its maximal element and A as its unique minimal element.
Proof:
It is obvious that T is the maximal element of the sub-WSK chain, since T is its
own maximal cover, by Lemma 4. If A is minimal with respect to the recognized set,
then on a given level l every vertex of A has a unique suffix set. From Theorem 7,
any regular identification of two vertices that have different suffix sets will cause the
recognized set to increase. Thus, A is the minimal element of the sub-WSK chain
that maintains the same recognized set as T.2
Construction 1. Construction of the R-minimal WSK.
Consider a k-uniform WSK. If there is more than one vertex on level k, perform
a leaf crush. Every vertex located on level k − 1 now has one edge, and each edge
has the same destination, being the single vertex on level k. If any two vertices
u and v on level k − 1 have identical suffix sets, identify them. Now examine the
vertices on level k − 2. If two vertices m and n have identical suffix sets, identify
them. Once all vertices (if any) on level k − 2 are identified, examine vertices on
level k − 3 and repeat the process until the root vertex is reached. What is left will
be the minimal WSK with respect to the recognized set. All identifications are flat
by Lemma 2, and every vertex will have a unique suffix set, satisfying Definition 31. 2

Theorem 9. A k-uniform WSK that is minimal with respect to a given recognized
set is unique, up to a reordering of vertices.
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Proof:
A WSK is R-minimal if every vertex on a given level has a unique suffix set and it
has one leaf vertex. If two WSKs A and B are R-minimal with respect to the same
recognized set, then the only differences between them would be the positioning of
vertices and paths. Examine any vertex on some level in WSK A. Then an inspection
of WSK B on the same level will reveal a vertex with the same down-WSK. Thus, a
modified graph isomorphism g could be created such that g : A → B with g preserving vertices, edges, directions and labels. In effect, g would simply be a reordering of
the vertices on the levels of A such that they matched the order of the vertices on
the levels of B. 2
Consider Figure 2.9. Using the recognized set {GT G, GT C, GAT, T AT,
T T G, T T C}, we can use Lemma 5 to construct the WSK-tree, which is given in
subfigure (a). If we follow the steps in Construction 1, subfigure (b) is the result of
the leaf crush, (c) is the identifications of the vertices on the second level, and (d) is
the R-minimal WSK once identifications are fully resolved.
Theorem 10. Consider a k-uniform WSK A. If either of the following two conditions
hold: (i) the size of a set of identical suffix sets is greater than two, or (ii) there is
more than one set of identical suffix sets, each with size at least two, then there exists
more than one sub-WSK chain with respect to RA . The converse, if the size of the set
of identical suffix sets is two or less, or there is only one set of identical suffix sets of
size two or less, then there exists a unique sub-WSK chain, holds true.
Proof:
Let A be R-minimal with the exception of vertices u, v and w on some level l, and let
them have identical suffix sets, Su , Sv , Sw , respectively. It could be shown that there
exist several sequences of identifications from A to A0 , the true R-minimal WSK, but
it is enough to show the following. Assume without loss of generality that u and v
can be identified without changing RA . Then identify w with their product, forming
one sub-WSK chain. To form another sub-WSK chain with different elements, we
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(a)

(b)

(c)

(d)

Figure 2.9: Construction of the R-minimal WSK.

could identify v and w first, then identify u with their product. If there exists more
than one set of identical suffix sets, different sub-WSK chains can be created simply
by changing the order in which the vertices are identified.
To prove the converse, recall that Construction 1 states that identical suffix sets must
be identified ‘bottom up’, to avoid any additions to the recognized set. That being
the case, if there are only two identical suffix sets, then the order in which they are
identified is predetermined. Thus, if there are only two identical suffix sets in A, then
there is a unique sub-WSK chain from the A to the R-minimal WSK, A’ 2
Definition 32. Let S be a partition of Ak including the “not recognized” class. Then
S is an equivalence class on a set of k-uniform WSKs. A WSK in this class is minimal
with respect to the partition S if it has the fewest vertices. We refer to this property
as P-minimal.
Refer back to Figure 2.4. WSK B is clearly P -minimal, since it contains the
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fewest number of vertices. The only identification that could be made would be the
two leaves, and that would change the WSK’s partition.
Construction 2. Construction of the P -minimal WSK.
Refer back to Construction 1. Do not perform a leaf crush, since that will change
the partition. Instead, start on level k-1, following the same steps in the Construction
1. This will produce the WSK that maintains the recognized set, the partition, and
has the fewest vertices.
Definition 33. A graded poset is a partially ordered set P that is equipped with a rank
function ρ, which is a function from P to Z, satisfying the following three conditions:
1. ρ is constant on all minimal elements of P, usually with value -1 or 0
2. ρ is isotone, that is, if a ≤ b, then ρ(a) ≤ ρ(b), and
3. ρ preserves covering relations: if a ≺ b , then ρ(a) + 1 = ρ(b).
An alternative characterization is a graded poset is a partially ordered set where
all maximal antichains are the same length [74].
Lemma 18. A sub-WSK chain is a graded poset.
Proof:
It is easily seen due to Lemma 15 that all maximal chains must be the same length,
as long as they are maximal with respect to the same minimal element. So while any
two maximal chains with respect to the R-minimal WSK will be the same length,
they could very well be of differing lengths when compared to a maximal chain with
respect to the linear WSK. As for the three conditions, consider two WSKs A and
B. If we allow ρ(A) to be equivalent to size(A), then it is a fairly direct proof that
the three conditions hold. For condition 1, if A is minimal (R, P, or linear), then
let ρ(A) = 0. For condition 2, let the ordering of the sub-WSK chain be descending.
That is, if A comes before B in the sequence of WSKs in the sub-WSK chain, we can
say A > B. Clearly, the size(A) > size(B). And lastly for condition 3, if A covers
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Figure 2.10: Identifications turning the left WSK into the right WSK. Notice this is
not the minimal WSK
(subcovers) B, and it requires one identification to turn A into B, then size(A) =
size(B) + 1. 2
Figure 2.10 is an extended example of identifications in a regular WSK and is as
follows. The left WSK is the WSK-tree generated by the initial strings. The “join”
operator first denotes level, then which vertices are identified. Vertices are numerically
labeled from left to right, starting at 1. For example, 2:1,2 is an instruction to identify
the left and middle vertex on level 2. Each vertex in the identified WSK is also
assigned a blue number. The leaves are assigned labels C1, C2 and C3, which stands
for count 1, count 2, and count 3 respectively, and would be used to generate the
feature vector. In the case of this WSK, it would produce a feature vector with three
elements, discussed later in Chapter 3.
Theorem 11. Consider a given vertex in a WSK, such that the labels of the edges
of the WSK are subsets of an alphabet of size 4, and the out-set of that vertex has
between one and four distinct edges. If the destination does not matter, then there
are 51 ways to label the out-set. If the destination does matter, then there are 377
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distinct ways to label the out-set of that vertex.
Proof:
There are four possible configurations for a given out-set. Figure 2.11 details the
possible scenarios.

Figure 2.11: The four possible edge configurations from a given vertex.

Let us first deal with the case that destination does not matter. If the destination
does not matter, then any reordering of the edges is simply an isomorphism. When
destination is important is a matter which is dealt with later on. In the case that a




vertex has one edge in its out-set, there are 41 + 42 + 43 + 44 = 15 distinct ways to


label that edge. With two edges, there are 42 + 3 × 43 + 7 = 25 ways. For 3 edges,


4
+ 6 × 44 = 10 ways and for 4 edges there is only 1 way to label, since each edge
3
must have one label. Thus, there are 15 + 25 + 10 + 1 = 51 ways to label the edges
when destination is irrelevant.
On to the case where destination is important, and switching the labels would cause
drastic changes to the recognized set. Luckily, in the case of one edge the count
remains 15, since there are no other edges with which to switch labels. If there are



two edges in the out-set, then there are 2× 42 + 3 × 43 + 7 = 50 ways to distinctly

label that out-set. The 42 term is the result of the number of ways to assign 1 edge

to each label. The 3 × 43 is the number of ways to assign 3 edges to 2 labels. The
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last term, 7, is the number of ways to assign 4 distinct labels to 2 edges. Thus, there
are 6 + 12 + 7 = 25 ways to label two edges with 4 labels, and we multiply that result
by 2, since there are 2! ways for each of these possibilities to occur. Thus, we are left
with 50 ways to label 2 edges. For 3 edges, consider the following counting argument.



If each edge receives one label, then there are 43 × 32 × 21 = 24 possibilities. If one



edge receives two labels, then the count is 42 × 21 × 11 = 12 possibilities. Adding
these two, we get 36, and we multiply this by 3!, since there are 6 ways each of these
possibilities could occur. Giving us 216 ways to distinctly label 3 edges. If we have 4
edges, then there are 4! × 4 = 96 ways to label, following similar counting arguments
to the previous cases. Adding up these numbers, 15 + 50 + 216 + 96 = 377, we
can see there are 377 ways to label the out-set of a vertex when the order of labeling
matters.2
Theorem 12 (The Edge Counting Theorem). Consider a given WSK. If there are
m vertices on a level l, n vertices on a level l + 1, and e is the number of edges, then
there are

n−1
X

 
n
(−1) ·
· P (n − e)m
e
e=0

where P (n) =

n4 +2n3 +11n2 +14n
,
24

e

ways to draw edges from level l to level l + 1, such that

no vertex on level l has outdegree greater than 4, and every vertex on level l + 1 has
at least indegree 1.
Proof:
Let us start with the formula for P(n). We define P (n) =

n
1



+

n
2



+

n
3



then

1
1
1
n(n − 1) + n(n − 1)(n − 2) + n(n − 1)(n − 2)(n − 3)
2!
3!
4!
n2 − n n3 − 3n2 + 2n n4 − 9n3 + 11n2 − 6n
P (n) = n +
+
+
2
6
24
n4 − 5n3 + 11n2 + 14n
P (n) =
24
P (n) = n +

+

n
4


,
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which gives us P(n). We then use an inclusion-exclusion counting argument to

justify the rest of the terms. ne is the number of ways we can select e vertices on
level l + 1 that receive at least one edge. P (n − e)m is the number of ways we can send
edges to n − e vertices on level l + 1, from m vertices on level l, with each vertex on
level l sending up to 4 edges. Since this is a sum, edge configurations will be counted
more than once, so we use the inclusion-exclusion term (−1)e , to account for that.2
This brings up the question, given a set of random strings that generate a WSKtree, what is the probability of being able to regularly identify two vertices on a given
level?
Theorem 13. Consider a k-uniform WSK A whose edge labels come from an alphabet
A, such that |A| = S and the level l + 1 6= k that has m vertices. Then the probability
of being able to regularly identify two vertices on l is
"
1− 1−



m−1
m

  S−1
 2 #S
2
−1
·
2S − 1

Proof:
We justify the probability with the following arguments. The term



2S−1 −1
2S −1

2

is

the likelihood u and v will not share any labels. Since an edge may contain any
subset of the alphabet, or the entire alphabet, clearly the number of possible edge
label configurations is the size of the power set less one (we ignore the empty set
and assume the edge has a vertex on level l + 1 as a destination). We square that
value to account for the probability on both vertices. We then multiply that term by
m−1
m

which is the probability the edges of the vertices will have different destinations.

We subtract that value from 1 to get the probability their identification will violate
consistency conditions, and raise that entire expression to the power S, since there
are S possible labels for which this could happen. Finally, we subtract that quantity
from 1 again, obtaining the probability that identifying the two vertices won’t violate
consistency conditions, for any label. 2
We will briefly explore this probability as a function of S and m. If we fix S = 4
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and let m → ∞ we can see that the expression will become:
"
  2 #4
7
1− 1−
≈ 0.62561313908
15
In the case of the number of vertices on a level growing without bound, the probability
two vertices can be regularly identified is about 58 . This sort of exploration is purely
abstract, since any WSK is going to have a relatively small, finite number of vertices,
due to computational and human constraints. Clearly, if S and m grow without
bound, the probability that two vertices can be identified approaches 1, which agrees
with intuition.
To make clear the idea of the union of the out-sets of two vertices being equal to
at least one out-set, consider the following picture.

Figure 2.12: An example of a woven string kernel with a union of out-sets and
destinations.
In the simple case presented in Figure 2.12, the out-set of vertex 1 is G with
destination of vertex 4 and T with destination of vertex 3, while the out-set of vertex
2 is G with destination vertex 4. Thus their union is equal to the out-set of vertex 1,
as seen in Figure 2.13.
Definition 34. A WSK A is a sub-WSK of a WSK B if the vertices(A) ⊆ vertices
(B) the labels(A) ⊆ labels(B) and the edges(A) ⊆ edges(B).
Definition 35. A nonjoining vertex is the root of a sub-WSK that is a WSK-tree.
A nonjoining vertex cannot be a leaf.
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Figure 2.13: An identification of the vertices gives the picture.
Corollary 2. Every vertex that is not a leaf in a WSK-tree is a nonjoining vertex.
Proof:
It is clear that every sub-WSK of a WSK-tree is also a WSK-tree, since there are no
undirected cycles in a WSK-tree, or any of its sub-WSKs. Thus, it follows that every
vertex of a WSK-tree that is not a leaf is also a nonjoining vertex.2
The following lemma answers the question implied in Theorem 11, “when does the
destination of an edge matter?” Referring to how many possible out-sets there can
be and/or whether it affects how count vectors are produced, discussed in Chapter 3.
Lemma 19. Reordering the labels of the sub-WSK of a nonjoining vertex n, such
that Sn is not altered, gives an isomorphic WSK that at most rearranges the order of
the partition.
Proof:
The following construction should serve as proof. Consider Sn . If Sn has one element
then any reordering of the labels will produce the same WSK-tree, making it trivial.
Let Sn consist of more than one element. Let Sn serve as the recognized set for
the sub-WSK that is a WSK-tree which has the root vertex n. Place some order
on the elements of the recognized set. Using the recognized set and n as the root
vertex, generate a WSK-tree in the manner specified by Lemma 5. Now reorder the
elements in the recognized set such that the ordering is different from the original
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ordering. Generate a second WSK-tree. This second WSK-tree will contain all the
same elements as the original WSK-tree, except now the paths that correspond to
the strings in Sn may have different destinations, which would at most reorder the
elements in the original partition.2
Theorem 14. Let there exist a k-uniform WSK A, let a WSK D be R-minimal such
that RA = RD but A 6= D, and let there exist more than one sub-WSK chain from
A to D. Regular identifications that turn A into D are order irrelevant, as long as
consistency conditions are not violated.
Proof:
If A = D, then no identifications are possible, since regularly identifying any vertices
in an R-minimal WSK will cause an increase in the recognized set. If there is only one
sub-WSK chain with respect to the recognized set, then the order of identifications
is fixed, from Theorem 10.
Now consider a sequence of regular identifications turning A into D. Each of those
identifications must be flat, and there must exist either a set of identical suffix sets
with size greater than 2, or more than one set of identical suffix sets. Since RA must
be maintained, the order of those identifications, as long as they remain flat and
consistent, can be interchanged. Since cover distance is unique, as proven in Lemma
15, each sub-WSK chain must be the same length, but the existence of multiple subWSK chains, which are simply reorderings of flat identifications that produce the
same result, justifies the statement of the theorem. 2
Definition 36. A degenerate (l, d)-motif is defined as a pattern of length l over
the IUPAC code with no more than d degenerate positions [42].
Definition 37. The super motif of a k-uniform WSK is the motif corresponding
to the linearization of the WSK.
Lemma 20. There is a bijection of linear WSKs with degenerate motifs.
Proof:
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Motifs and their degenerate forms are homologous, that is, they share the same
function, though their form is slightly different. The degenerate form of a given motif
differs by one or more characters. As long as the edge labels of the linear WSK are
the same as the characters in the motif, the WSK will recognize the motif and its
degenerate forms.2
Consider the following example. If a given motif for a binding site of a certain protein
is TATAGC, it is possible that evolution has adapted to mutation by recognizing that
AATAGC is also the binding site for the same protein. A degenerate motif can be
written as (A/T)ATAGC. Thus, if a linear WSK contains an A and a T as the labels
of its initial edge, and then has the rest of the string as edge labels, it will recognize
the motif, possibly correctly classifying a given string. This concept will be further
discussed in Chapters 5 and 6.

2.1

Augmented Prefix Tree Acceptors

It has been noted that woven string kernels bear a resemblance to augmented
prefix tree acceptors (APTAs) [76, 59, 37]. In fact, there is a concept and terminology
overlap. The merging of nodes and the idea of a consistent merge, as outlined in
[48] are similar to the same concepts for WSKs. However, the following discussion
should highlight the differences between APTAs and WSKs. With APTAs, all nodes
are labeled as either accepting, rejecting, or unknown. WSKs share none of these
designations, nodes have no labels attached to them beyond the ordinal, for indexing
purposes. APTAs can be non-deterministic, two (or more) edges labeled with the
same string can proceed to different destinations, and there are no restrictions on
edge relationships between nodes. There can be a transition from node 1 to node 2
and also from node 2 to node 1, for example. WSKs are strictly feed-forward, that is,
transitions can’t double back, and WSKs are completely deterministic. The merging
of two (or more) nodes with respect to APTA is also handled differently than with
WSKs, although the two concepts are fairly similar. For the merging of two nodes in a
WSK, the process is referred to as identification. The consistent identification of two
nodes in a WSK has more restrictions on it, since the non-determinism of the APTA
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allows for far more mergings than a WSK. Identification of nodes in a WSK is also a
much simpler process than the merging of two nodes in an APTA. Identification only
requires examination of the output of two nodes at edge distance one, whereas the
merging process requires examination of entire subgraphs. Both APTAs and WSKs
are generated from a set of strings, but there are notable differences. APTAs are
given a set of positively or negatively labeled strings and the process used to generate
them is completely deterministic, whereas WSKs are generated from a more stochastic
process, and searched for by evolution, as outlined in Chapters 3 and 5.
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Chapter 3
Representation and
Implementation
This chapter details the representation of both k-uniform and non-uniform WSKs.
It then describes the implementation of k-uniform WSKs as DNA classifiers, and nonuniform WSKs as rules for cellular automata.

3.1

Representation

3.1.1

Uniform WSKs

Recall from Chapter 2 that a k-uniform WSK is a WSK where all paths from
the root to a leaf are of edge-length k. The k-uniform WSKs used in this thesis are
represented by two finite strings of integers. The first string consists of m strings of
length k used to generate the k-level WSK-tree. Note that all WSK-trees generated
in this fashion are k-uniform. These strings are arranged such that the beginning
of the second string is appended to the end of the first string, and so on until the
beginning of the mth string is appended to the end of string m − 1 (see Figure 3.1),
composing a single string.
The second string in the representation is a list of randomly generated integers
whose values lie between 1 and 1000000. Any integer value I in this string that fails
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Figure 3.1: String representation of a WSK with m strings
to satisfy I > levels × nodes2 is discarded for reasons that will become clear shortly.
The first string is used to generate the WSK-tree, as outlined in Lemma 5. The
second string of integers is what will determine how the WSK is “woven”, that is, it
will determine which nodes in the WSK to join, such that those joins are regular and
consistent. Each integer, Ik in the string is processed in the following manner. First,
Ik mod k is used to choose which level of the WSK to search for nodes to identify.
Then integer division is applied, Ik ÷ k = P1 , yielding some whole number, called P1 .
To choose the first node, use the operation a = P1 mod n, where n is the number of
nodes and a is the designation of the given node (recall, n nodes on a given level are
labeled 0 to n − 1, from left to right). To choose the second node, perform another
integer division, P1 ÷ n = P2 , to obtain P2 . Then b = P2 mod (n − 1), where b is
the designation of the second node. If the two nodes, a and b have a consistent Γo ,
they are identified. An identification thus might be something like “identify nodes 1
and 3 on level four”. Since each node must have either no destination or a unique
destination for each DNA base on the next level, some identifications of nodes are
illegal. When an integer decodes to an illegal identification, it is ignored. Refer back
to Figure 2.10 in Chapter 2, for an example of the starting tree and the result given
by a series of identifications.
Two variation operators are used during reproduction. The first is one point
crossover of both the string of initial DNA k-mers and the string of large integers
that encode identifications. This choice was made, instead of two point or uniform
crossover, because initial testing showed better results. It seems likely that this is because this representation is highly epistatic. An epistasic representation is one whose
performance is dependent on the position of substructures within that representation.
Removal of any substructure, such as a substring from the string representation of a
WSK, can drastically alter the performance of a given representation on a problem.
The second variation operator is a mutation operator that changes one character in
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the DNA string and replaces one large integer. This mutation operator is applied from
1-3 times to each new WSK with the number of mutations being chosen uniformly at
random.
The labels of the edges in a WSK are subsets of the DNA alphabet. In the case
where an edge has a label that consists of more than one character, the IUPAC code
is used. Refer to Table 3.1 for information about codes and the bases they represent.
Bases

Code

Bases

Code

A

A

A,G

R

C

C

C,T

Y

G

G

C,G,T

B

T

T

A,G,T

D

A,T

W

A,C,T

H

C,G

S

A,C,G

V

A,C

M

A,C,G,T

N

G,T

K

Table 3.1: IUPAC codes for sets of DNA bases.

3.1.2

Non-uniform WSKs

A non-uniform WSK (NWSKs) is a WSK where paths from the root to a leaf need
not be the same length. The following representation, given in Figure 3.2, encodes a
non-uniform WSK. It is a far simpler encoding than the one for the uniform WSKs
since the connectivity, how the string kernel is woven, is already determined. A
second collection of data elements is not needed to “weave” the WSK from a starting
WSK-tree.
The values xm
n {0, · · · , t}, where is t some non-negative integer, are instructions
for the NWSK. Each row represents a node and its transition structure. If the NWSK
is currently at node (row) j, and the next character in the string is 0, then the value
at x0 j = b is a command to transition to node j + b. The number of nodes used in a
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Character Read
Node

0

1

2

...

m−1

Counts

0

x0 0

x1 0

x2 0

···

xm−1 0

C0

1

x0 1

x1 1

x2 1

···

xm−1 1

C1

2
..
.

x0 2
..
.

x1 2
..
.

x2 2
..
.

···
..
.

xm−1 2
..
.

C2

n-1

x0 n−1

x1 n−1

x2 n−1

···

xm−1 n−1

Cn−1

Figure 3.2: Encoding for an non-uniform WSK capable of dealing with strings from
the m-character alphabet {0, 1...m − 1}.
given representation is the length of the k-mer multiplied by t, plus 1. This ensures
that when the NWSK reads a given k-mer it will not attempt to transition to a node
that does not exist. NWSKs are represented as a linear string, making it easy to
apply one-point crossover and point mutation variations.
NWSKs for DNA
Character Read
Node

A

C

G

T

Counts

0

xA 0

xC 0

xG 0

xT 0

C0

1

xA 1

xC 1

xG 1

xT 1

C1

2
..
.

xA 2
..
.

xC 2
..
.

xG 2
..
.

xT 2
..
.

C2
..
.

n-1

xA n−1

xC n−1

xG n−1

xT n−1

Cn−1

Figure 3.3: Encoding for an non-uniform WSK capable of dealing with strings from
the DNA alphabet.
An example of a general NWSK that uses the DNA alphabet is given in Figure
3.3 and an example NWSK is given in Figure 3.4.
NWSKs that sort DNA are currently unexplored objects, both mathematically
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and experimentally. Delving into them is an area of future research, and beyond the
scope of this thesis. Some questions for the future stand foremost, however. It is not
clear what sort of effect having a counter on each node will have. In that sense, these
objects will behave similarly to side effect machines. They will produce features that,
after being selected for by evolution, may be useful for classification by a separate
classifer such as k-nearest neighbor or support vector machines. These features will
not be generated by reading the whole string like a side effect machine would, rather
the k-mers of the string one k-length window at a time. They may behave similarly
to the spectrum string kernel, or evolution may induce implicit feature mining by
selecting the existing paths in an NWSK. The question of which nodes should have
counters on them is a testable problem. Evolution can be used to search for NWSKs
that have counters on all, or a few, nodes, and scale in between those two extremes to
see how performance is affected, if at all. An obvious hypothesis for future testing is
that different configurations of nodes with counters in an NWSK will produce features
that cause different responses with a given type of classifier.
NWSKs for Cellular Automata
NWSKs can be used as general rules for one-dimensional cellular automata (CA),
and more importantly, as asymmetric general rules, allowing for interesting behaviors
to emerge from a given CA. Figure 3.5 is a generalized example of a NWSK as general
rules. NWSKs that are used as general rules for cellular automata will be referred to
as CWSKs.
In this thesis, the m characters used are the seven integers 0 through 6, and the
value for a given xn m can take on any integer value between 0 and 3. In the case of
CWSKs, if a character causes a transition to a non-existent node, then the CWSK
returns back to the root node. If the WSK is large enough, this does not occur in
practice. The output is determined by the node at which the CWSK is currently
located. This output can be determined by any association the programmer feels
appropriate. In the case of the CWSKs used in this thesis, outputs are assigned
randomly and then selected for by evolution. If the CWSK is located at node i, it will
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output a character mi from the m-character alphabet and then it will transition based
upon its window sum mod m. This process is described in detail in subsection 3.2.3.
Note that this allows a node to have transitions back to itself, and that no node has
a counter associated with it. This violates the strictly feed-foward nature of WSKs,
but with the lack of counters on any node it is safe to say that NWSKs generated
for cellular automata are a specialized version of NWSKs. While it is possible to
associate features with a given NWSK for CA, they aren’t especially interesting,
since classification is not the goal. The goal is to analyze the behavior demonstrated
by the CA with seven state asymmetric updating rules, discussed further in Chapter
5.

3.2

Implementation

This section describes the process of how a WSK operates and how fitness is
assigned to it.

3.2.1

DNA Classification

For a given classification problem, all WSKs, uniform and non-uniform, read string
data in the same manner. A WSK starts at the root node and the beginning of the
string. It then attempts to read the k-length substring starting at the beginning of
the string. The first letter from the substring is used to drive transition to a new node.
The WSK then moves to the second letter of the substring and uses it to transition to
another node. The process repeats until the WSK reaches the end of the substring.
The WSK transitions back to the root node and the k-length window moves to the
right one character and the process begins again, selecting a new substring whose first
character is the second character of the first substring. In the case that a WSK reads
a character that does not label a transition in the digraph representing the WSK from
the node it is currently located at, the WSK stops reading the substring, moves back
to the root node, and selects the next substring. The WSK continues until all k-mers
in the given string are processed. Each leaf of the WSK is equipped with one counter
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for each category of classification. Thus, in a binary classification problem, a leaf in
the WSK will have two counters associated with it. Every time a substring from a
given category reaches a leaf, the appropriate counter is incremented. These counts
are then used with the fitness function, described next.

3.2.2

Fitness Function

Two fitness functions to evaluate k-uniform WSKs were tested. The training data,
to be explained in further detail in Chapter 5, is fed into the WSK and counts are
accumulated in the leaves for each category of training data. For each leaf, a quantity
called the Q-statistic is computed. This is the square of the largest number of counts
caused by any one category at a leaf divided by the total number of counts at that
leaf. If all counts at the leaf are from one category, then the Q-statistic equals that
count; otherwise it is smaller. The two fitness functions are:
X

f1 =

Q(L)

(3.1)

Leaves L

and
f2 = C ∗

X

Q(L)

(3.2)

Leaves L

where C is the fraction of all k-mers processed that resulted in counts. The latter
fitness function is a modification of the first intended to discourage solutions that
ignore almost all k-mers and cherry-pick a few that yield excellent Q statistics. The
second function is used in all experiments reported in Chapter 5. The first fitness
function was used in a few preliminary experiments where its cherry-picking defect
was noticed.

3.2.3

CWSKs

The cellular automata in this thesis operate in the following manner. 401 cells are
joined sequentially to form a row, and cell 0 and 400 are considered to be connected,
to cause a wrapping effect. Cells are updated by summing themselves and their
two nearest neighbors on either side, five cells in total, and then outputting a new
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number in the cell’s position based on that sum, according to some rule. Once all the
cells are updated in the row, one time step has been said to have occurred, and the
algorithm begins again at the first cell, starting the next time step. The CWSKs are
synchronous, meaning all cells are updated before moving to the next time step. This
thesis uses CWSKs as general rules for one-dimensional apoptotic CA. Apoptotic
automata are evolved to fill as much space as possible while dying no later than a
prespecified time, and the following formal definition, taken from [14], allows us to
place a constraint on the CA as they evolve.
Definition 38. The apoptotic fitness of a CA rule, for a given set of initial conditions
and time limit, is zero if the time history of the automata contains any living cells at
the time limit. If no live cells remain in the final step then the fitness is the number
of live cells in the time history from time zero to the next to last step.
Based on the definition, it is desirable to develop CWSKs that cause the cellular
automata to “die” before the last time step, in this case the 401st, while filling in
each cell with as many non-zero characters as possible. State zero is designated as
the state in which a cell is quiescent, or dead. The CWSK starts at node zero. It
then sums itself and its 4 nearest neighbors, outputs the value of whatever state the
CWSK is currently in, and transitions to another node based on that sum mod the
number of states. A CWSK can only have as many outputs as states. Examine Figure
3.6 for a more detailed description of operation.
For the CWSK described in Figure 3.6, assume that it starts at node zero. The
resulting sum of itself and its neighbors is 9. Since there are only seven states 9 mod
7 is 2. The CWSK then outputs a 1, and then transitions to node 3, based on the
transition chart described. From node 3, the CWSK will transition based on that
window sum, and output a 3. Once the WSK encounters a sum that causes it to
transition to a node that does not exist, it outputs its state number and resets back
to the root node. In Chapter 5, time histories, as well as fitness scores, are used
to evaluate the performance of a given CWSK. This time history consists of all 400
time steps, such that the first row is on top, and the rows are ordered sequentially so
that the row from the 400th time step is on the bottom. The cell states 0 through 6
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correspond to the colours white, red, green, blue, yellow, and magenta, respectively.
These colours are chosen for maximum contrast.
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Figure 3.4: Encoding for an non-uniform WSK that can read strings from the DNA
alphabet, and its resulting picture.
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Figure 3.5: General encoding for an non-uniform WSK capable of dealing with strings
from the m-character alphabet {0, 1...m − 1}. Note the lack of counters on the nodes.
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Figure 3.6: An example of a CWSK with 8 nodes, using 7 states with a maximum
jump length of 3.
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Chapter 4
Nonlinear Projection
This chapter is a review of the technique of nonlinear projection, with some verification experiments outlining some of its properties. It provides some background
information, explains how the technique works, gives some applications and details
experimental results. Nonlinear projection is not an original contribution made by
this thesis, however the verification experiments and the analysis of its characteristics are. Nonlinear projection is used as a visualization aid to analyze results of the
experiments in Chapter 5; it is not used a pre-filter for machine learning purposes.

4.1

Introduction

Nonlinear projection (NLP) is a form of multidimensional scaling performed with
evolutionary computation. The goal is to find a collection of points in a low number of
dimensions that comes as close as possible to duplicating the inter-point distances for
a collection of points in a high number of dimensions. A recent survey of techniques
for multidimensional scaling is [44] which gives many fast heuristics and variations
on the technique. Visualization of high dimensional data, such as biomedical and
image processing data, is important and requires sophisticated computational techniques. Dimensionality reduction is often core to these techniques, and is necessary to
transform the high dimensional data into a more manageable number of dimensions.
Nonlinear projection is a flexible, generic method for performing this task.
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In [15] a simple evolutionary technique for visualizing data, an early version of
nonlinear projection, was presented. The goal is to provide a relatively faithful projection of points from a high-dimensional space into a two-dimensional space that
distorts the inter-point distances as little as possible. The original form of NLP used
evolutionary computation to minimize the squared error between the distance matrix
of the original data and the Euclidean distance matrix of the the projection of the
points in two dimensions. The representation is a simple list of point coordinates and
the problem is treated as a standard real-valued evolutionary optimization.
One problem with minimizing the squared error between original and projected
distances is that the optimizer must get scale of the problem right. Estimating the
scale of the data is possible but is an added and unnecessary complication. Instead,
the Pearson correlation coefficient, given in Equation 4.1, of the original distances
with distances of points that are within the unit square is used as the fitness function
for NLP and is maximized by evolutionary search. Pearson correlation of distance
matrices is invariant under translation, rotation, reflection across a line, and scaling
of either of the data sets whose correlation coefficient is being given and so permits
the evolutionary algorithm to solve the problem of relative distance without worrying
about other quantities. The Pearson correlation coefficient is given by:
Pn
(xi − x)(yi − y)
cor = i=1
(n − 1)sx sy

(4.1)

Where for z ∈ {x, y}, z denotes the sample mean and sz denotes the sample standard
deviations.
In this research, the set of points denoted by {xi : i ∈ I}, for some index set I,
are points in a high dimensional space. The points within the projection into the
unit square is denoted by {yi : i ∈ I}. The Pearson correlation coefficient determines
how faithful the distances in the projection are to the actual distances between the
count vectors in the higher dimensional space. Evolution is then used to discover a
projection that maximizes the Pearson correlation coefficient.
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4.1.1

Multidimensional Scaling

Multidimensional scaling (MDS) is a family of methods that analyzes proximity
data on pairs of objects [44]. Proximity information can consist of the similarity or
dissimilarity between those pairs. If the data is given as similarities, some monotone decreasing transformation will convert them into dissimilarities. Dissimilarities
between objects i and j can be assumed to have a value di,j . The goal of MDS is
to map a set of objects i = 1, ..., n to points x1 , ..., xn ∈ <k such that the dissimilarities, di,j are well-approximated by the distances kxi − xj k, denoted as δi,j in the
embedding space. High dimensional data often contains many data points and often
some error or bias with regard to the fitted distances and the original dissimilarities.
Thus a measure of fit by the minimization of a cost function called “Stress”, given
by Kruskal, has become the leading MDS method. In the simplest case, Stress is a
residual sum of squares, where:
Stress =

X

di,j − δi,j 2

1/2

i<j

and is minimized by straightforward gradient descent. Other functions can be used
to define Stress.

4.1.2

A Survey of Related Methods

Here are reviewed a number of techniques for performing multidimensional scaling.
This list is by no means exhaustive, as there are several variations of each technique
as well as other techniques not reviewed here, it is meant to give an idea of the other
work done in this area.
Principal Components Analysis
Principal components analysis (PCA), mathematically defined as an orthogonal
linear transform, transforms a number of possibly correlated variables into a smaller
number of uncorrelated variables called principal components [54]. Each principal
component accounts for as much of the variability in the data as possible, with subsequent components accounting for as much of the remaining variability as they can.
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For a data matrix X T with zero empirical mean, the PCA transformation is as follows:
Y T = XT W
Y T = V ΣT
where Σ is an m by n matrix with non-negative reals on the diagonal and W ΣV T is the
singular value decomposition of X. Given a set of points in Euclidean space, the first
principal component is the eigenvector with the largest eigenvalue and it corresponds
to a line that passes through the mean and minimizes sum squared error with those
points. After all correlation with the first principal component has been subtracted
out from the points, the second principal component follows suit. Eigenvalues indicate
the portion of the variance that is correlated with the eigenvectors. What PCA does
is essentially rotate the set of points around their mean to align them with the first
few principal components. This moves as much variance as possible into the first few
dimensions. The values of the remaining dimensions tend to be negligible and can be
dropped with a minimal loss of information.
Isomap
Isomap is an approach to solving dimensionality reduction problems that uses
local metric information to learn the underlying global geometry of a data set [51].
By using geodesic distances in place of Euclidean ones, it makes the projection of a
certain class of nonlinear manifolds possible. Geodesic distances, in the presence of
a metric, are defined to be (locally) the shortest path between points in the space.
This class gathers all compact, smooth submanifolds of <n that can be isometrically
mapped to a convex domain of <m . Isomap uses the following procedure in a nonlinear
projection:
1. Select randomly l points.
2. Connect neighboring points: connect each point either with the k closest other
ones, or with those lying closer than a certain threshold.
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3. Compute the matrix D of all pairwise geodesic distances: run Dijkstra’s algorithm [35] for each point and store the pairwise distances between all points in
a symmetric matrix M .
4. Center M by computing the mean of the rows, the mean of the columns and the
mean all entries. Then subtract the mean of the rows from each row, subtract
the mean of the columns from each column and add the grand mean to all
entries; this makes M equivalent to P T P .
5. Calculate the eigenvalues and eigenvectors of the centered M and sort eigenvectors according to the descending order of their associated eigenvalues.
6. Choose p such that the residual variance associated with the l - p last eigenvectors is sufficiently small; suppress those eigenvectors.
The p kept eigenvectors give the coordinates of the mapped points in the pdimensional projection space.
Locally Linear Embedding
Locally linear embedding (LLE) uses geometric intuition as the basis for its algorithm [72]. Provided there is sufficient data (such that the manifold is well-sampled),
it is expected that each data point and its neighbors lie on, or close to, a locally linear
part of a manifold. With the choice of k neighbors, each point in a data set is reconstructed from linear coefficients associated with those neighbors. Reconstruction
error is measured by:
2

E(W ) =

X

~i −
X

i

X

~j ,
Wi,j X

j

which adds up the squared distances between all the data points and their reconstructions. Wi,j , are the weights which summarize the contribution of the jth data
point to the ith reconstruction. E(W) is minimized by constrained linear fits. LLE
~ i to a lower
then constructs a neighborhood preserving mapping by mapping each X
dimensional Y~i representing global internal coordinates on the manifold. This is done
by minimizing the embedding cost function:
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2

φ(Y ) =

X
i

Y~i −

X

Wi,j Y~j ,

j

This cost function is based on locally linear reconstruction errors, but the weights
are fixed from the previous equation and the data points Y~i are optimized.
In summary, the LLE algorithm works as follows:
~ i.
1. Compute the neighbors of each data point, X
~ i from its neighbors,
2. Compute the weights, Wi,j , that best reconstruct each X
minimizing the cost by constrained linear fits.
3. Compute the vectors Y~i best reconstructed by Wi,j , minimizing the cost by its
bottom nonzero eigenvectors.
Laplacian Eigenmaps
Laplacian eigenmaps (LEM) uses an approach that constructs a graph incorporating neighborhood information of the data set [26]. By using the notion of the
Laplacian of the graph, it then computes a low dimensional representation of the
data set that optimally preserves local neighborhood information. The algorithm of
LEM is as follows:
1. Construct an adjacency graph. Place an edge between two points if they are
“close”, based on some measure, such as Euclidean distance.
2. Choose weights for the edges, according to the distances between the points
they join.
3. Compute eigenvalues and eigenvectors for the generalized eigenvector problem:
Lf = λDf
Where D is the diagonal weight matrix, its entries are column sums of W,
P
Dii = j Wij . L = D − W is the Laplacian, a symmetric, positive semidefinite
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matrix. Let f0 , ...fk−1 be the solutions of the generalized eigenvector problem,
ordered according to their eigenvalues,

Lf0 = λ0 Df0
Lf1 = λ1 Df1
...
Lfk−1 = λk−1 Dfk−1
0 = λ0 ≤ λ1 ≤ ... ≤ λk−1
The f0 eigenvector corresponding to the 0 eigenvalue is left out the next m
eigenvectors are used for embedding in m dimensional Euclidean space.
Curvilinear Distance Analysis
Curvilinear Distance Analysis (CDA) comes from Curvilinear Component Analysis (CCA), intended to be a nonlinear alternative to principles component analysis
(PCA) [50]. As well, CDA may be seen as a neural version of Sammon’s nonlinear
mapping (NLM), created as a nonlinear version of metric MDS using gradient descent instead of eigenvalue decomposition. CDA uses a vector quantization to select
a subset from the data. Then CDA optimizes a criterion that explicitly measures the
preservation of the pairwise distances:
ECDA =

X

(δi,j − di,j )2 F (di,j , λ),

1≤i≤l
i<j

where δi,j is the distance between points in the data space and di,j is the distance
between points in the projection space. F (di,j , λ) is the weighted contribution of
a pair of points in the projection space. Usually, F is given as the Heaviside step
function.
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4.2

The Evolutionary Algorithm

The default evolutionary algorithm used to perform NLP employs a population of
tentative projections stored as lists of points (x, y). The points are initially generated
to lie within the unit square with corners (0, 0) and (1, 1). The model of evolution is
single tournament selection. Variation operators are two point crossover of the lists
of points (points are treated as atomic objects that cannot be split by crossover) and
two mutation operators. The first mutation operator randomly replaces a point with
a new point selected uniformly at random within the unit square. The second adds
a Gaussian random variable with a standard deviation of 0.1 to both coordinates of
a point. The default evolutionary algorithm uses size seven tournament selection, a
number of mutations selected uniformly at random in the range 1-5, and a population
size of 100. These values were chosen during application of NLP in other studies
[57, 15, 17, 13] where NLP was used to visualize data. The algorithm is run for
400,000 selection events with summary fitness statistics collected every 4,000 fitness
events. These choices are examined in a parameter study.

4.2.1

Experimental Data

Several data sets are used to test evolutionary nonlinear projection. They are
1. A set of 100 points sampled uniformly at random from a circle of radius one in a
plane through the origin generated by the vectors (1,0,1,0,1,0) and (0,1,0,1,0,1)
in R6 . This data set is included to illustrate the irrelevance of the input dimension, a matter discussed in Section 4.3.1.
2. The vertices of a 3-cube, a 4-cube, and a 5-cube, realized as the set of points in
R3 or R4 in which all possible points with coordinates equal to 0 or 1 are chosen.
These data sets were chosen because they vary equally in all their dimensions
and have nontrivial structure in every subset of their set of dimensions.
3. A set of 100 points sampled from a torus with major radius six and minor radius
one rotated isometrically into R6 . The torus is chosen because it has three
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dimensional structure that cannot be displayed in a 2-dimensional projection.
4. A set of 300 points, 100 each from three tori with major radius six and minor radius one rotated isometrically into R6 and displaced in different directions. This
data set is a simple generalization of the torus data set, chosen to demonstrate
the ability of NLP to preserve discrete groups.
5. A set of 300 points, 100 each from three tori with major radius six and minor
radius one rotated isometrically into R9 so that each set of points is in an orthogonal subspace. This data set is a second generalization of the torus data set
that shown how NLP uses distance in two dimensions to display orthogonality.

4.3

Characteristics of NLP as an Optimization Problem

The several versions of the NLP algorithm used in applied work in the past typically located, in multiple replicates, a single best result. That best result was also
located in a majority of the runs. Noticing that this was the case was somewhat of a
challenge because this result was often in different rotational orientations or reflected
across an line in the plane. To reduce this difficulty, the following normalization is
applied to the projections to give them a standard form.
1. All projected points are translated so that the projection of the first point is at
(0,0).
2. The set of projected points rotates about the origin so that the projection of
the second point is on the x-axis of the plane.
3. If the projection of the third point has negative y-coordinate the projected
points are reflected about the x-axis to give it a positive y coordinate.
The repeated, and usually majority, location of the best fitness found across 10100 replicates in a number of projects that used NLP as an exploratory visualization
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tool led to the hypothesis that the algorithm was performing a simple unimodal
optimization. One goal of this study was to confirm or refute this unimodality. The
vertices of a cube in R3 was used as a test data set refute this hypothesis. In 100
replicates the cube exhibited two distinct optima, examples of which are shown in
Figure 4.1. These optima are distinguished both by their fitness values and their
renderings of the cube. Versions of the higher fitness projection were located in 90 of
100 replicates, the lower fitness replicate appeared in 10 of 100 replicates.

ρ=0.6841

ρ=0.6873

Figure 4.1: Two forms of the vertices of the cube when projected from R3 to R2 . The
value ρ is the Pearson correlation of the 2- and 3-dimensional distance matrices, used
as the fitness measure by the evolutionary algorithm.
The mean fitness of the mathematically structured data sets, other than the circle,
are shown in Figure 4.2. In the experiments on the circle a correlation coefficient of
1.0 was obtained in 99 of 100 replicates with a correlation of 0.9997 obtained in the
other replicate; a rendering of one of the projections appears in Figure 4.3. Figure 4.2
demonstrates that the 3-, 4-, and 5-cubes are the most difficult data sets with difficulty
rising with dimension. The three toroidal sets also have an intuitive difficulty order.
The set with only one torus is easy, the NLP managing to efficiently fit distance
orthogonal to the circle at the major diameter into a two dimensional annulus. The
data set with three tori in random orientations in <6 had relatively large distances
between the tori, making the problem relatively easy. The three orthogonal tori in
<9 were closer but the algorithm managed to map the use of orthogonal dimensions
into distance in the plane fairly well with a best fitness of ρ = 0.946353.
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Figure 4.2: Shown are confidence intervals for mean fitness over 100 replicates of the
default algorithm on the six mathematically structured data sets. The confidence
interval widths are one pixel high and so not visible.
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Examples of renderings of projections of the circle, 4- and 5-cubes, and data sets
based on tori are shown in Figure 4.3. Notice that the cubes manage their projection
by almost ignoring the 4th and 5th dimensions. The tori are somewhat distorted, but
their essential characters are preserved in the renderings.
One method of deciding if an algorithm has been run long enough is to see when it
is arriving at its final fitness value. Since the correlation coefficient depends continuously on the position of each point, tiny increases in fitness can continue indefinitely.
For this reason index of the first fitness sampling in which a replicate came within
0.001 of its final value is tracked. Figure 4.4 shows this time of last innovation for
the data sets derived from hypercubes and tori.

4.3.1

The irrelevance of input dimension

A feature of NLP that may not be immediately obvious is that the dimension of
the input data is irrelevant to the behavior of the algorithm. The rapid convergence
to a fitness (correlation) of 1.0 (to six decimals) for the data drawn through a circle
rotated to change nontrivially in each dimension of R6 is the result of this irrelevance.
The first step of the algorithm is to transform the input data into a distance matrix.
At this point the “dimension” of the data set is now equivalent to the minimum
dimension that can can contain any n-space rotation of the data. In the case of
the circle data the distance matrix is indistinguishable from the equivalent distance
matrix for data drawn from a circle in two dimensions. In this case the NLP is
converging to something very close to a projection onto principal components.
The data sets for the circle and single torus add gratuitous dimensions that are
eliminated when the distance matrix is computed from the input data. The hypercubes and data sets that sample three tori do not have gratuitous dimensions and the
algorithm has non-trivial work to do in order to locate high-fitness projections of the
data.
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Circle (D = 6)

4-Hypercube (D = 4)

5-Hypercube (D = 5)

Torus (D = 6)

Triple Tori (D = 6)

Orthogonal Tori (D = 9)

Figure 4.3: Shown are renderings of the projections of the mathematically structured
data sets. The starting dimension of the data set is given after the name of each data
set. Glyph choice is made to separate categories of points when there are natural
categories; glyphs are tied to square faces of the hypercubes.
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Figure 4.4: Box plots of the hypercube and torus data sets showing the index of the
sample in which fitness arrived within 0.001 of its final value. This quantity is called
the time of last innovation.

4.3.2

Revisiting parameters of the NLP algorithm

The hardest of the mathematically structured data sets is the 5-hypercube. Experiments were run varying algorithm parameters to have population sizes of 10 and
1000 (instead of 100) and to let the number of mutations be 1 or chosen uniformly at
random in the range 1-3 and 1-7 (rather than 1-5). A box plot of the resulting fitness
values appears in Figure 4.5. This modest parameter study suggests that algorithm
is robust to variation of these parameters.

4.4

Applications

In this section some of the ways that NLP can be applied are demonstrated.
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Figure 4.5: Box plots of six experiments in a parameter study of NLP on the 5hypercube. The nominal algorithm uses population size 100 and a number of mutations selected uniformly at random in the range 1-5. Box plots are labeled with their
deviation from this standard value; the nominal algorithm is labeled with its number
of mutations.

4.4.1

Visual classification of polyominos

A polyomino is a set of squares, connected by sharing a face, that form a connected
set. The following set of features were extracted from the set P5 of 18 polyominos
with five or fewer squares.
1. number of squares,
2. longest dimensions,
3. shortest dimension,
4. number of corners,
5. number of concave corners,
6. perimeter,
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ρ = 0.0.953681
Figure 4.6: A projection of the feature vectors of the members of the set of polyominos
with five or fewer squares.
7. longest line of squares,
8. Number of dihedral symmetries admitted by the polyomino.
9. Polyonmio has a 180 degree rotational symmetry (0=no, 1=yes).
This feature set was chosen because no two of the polyominos in P5 have equal
feature vectors. The vectors were then normalized to lie in the range [0,1] and treated
as points in R9 , and then subjected to nonlinear projection. The result is shown in
Figure 4.6 with the polyominos themselves used as glyphs for display. Notice that
position agrees well with the sorting principles implied by several of the features.

4.4.2

Projection of the (7,3)-Hamming Code

The (7,3)-Hamming code [68] is a selection of 16 binary vectors of length seven
that have the following properties (i) the smallest Hamming distance between any
two members is 3, (ii) every binary vector of length seven is at Hamming distance
one from a member of the code, (iii) the code has a transitive automorphism group -
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performing a bitwise exclusive or of any word with all other words takes each member
of the code to another member. This third condition means that the symmetry group
of the code can take any member to any other member, like the vertices of a cube.

Figure 4.7: A nonlinear projection of the (3,7)-Hamming code. Points are marked
with the weight of the vector. The apparently bold ‘3’ in the lower left is a superposition of two vectors of weight 3.
Treating the vectors in the code as points in R7 with coordinates equal to 0 or
1, a NLP of the code was performed. All 100 replicates returned a version of the
picture in Figure 4.7 with fitness ranging from 0.498129 to 0.498323. The variation
is almost certainly due to minor jittering of the points. The weight of a vector is
the number of ones in the vector. The (7,3)-Hamming code contains one word each
of weights 0 and 7 and seven words each of weight 3 and 4. The drawing exhibits a
number of symmetries that follow the 7-dimensional structure of the code. The words
of weight 7 and 0 are at maximum distance; the ring shape made by 14 of the points
corresponds to a chain of close pairs of code words that go around the “waist” of the
7-cube, from which the words are drawn.
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Chapter 5
Data Used, Design of Experiments
and Results
This chapter details the construction of the synthetic data sets and the origin and
description of the biological data set used for the DNA classification problems. It
then gives the results of experimentation with k-uniform WSKs on those data sets.
The experiments conducted and performance of the CWSKs on the apoptotic CA
problem is given last.

5.1

Synthetic and Biological Data Sets

Three types of data are used. The first is quite simple, synthetic data with a
specific GC content but otherwise with uniformly random base selection. The other
two sorts of data are more complex.

5.1.1

Self-expanding Data

Examine the automaton in Figure 5.1.
The arrow in the upper left specifies that the automata first emits a “0” and
starts in state A. Thereafter the symbols that it emits drive its transitions and subsequent emissions. The automata forms a deterministic specification of an infinite
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0110100100110110010110100110...
Figure 5.1: A self-expanding string automaton over the binary alphabet together with
the initial segment of the string it generates.
binary string. The interesting feature of this automaton is that it can emit multiple
symbols on a single transition. The resulting string of bits, for the automata shown,
is aperiodic. A proof for this fact could not be found, so one is supplied in this thesis.
Theorem 15. The resulting string of bits, for the automaton shown in Figure 5.1, is
aperiodic.
Proof:
This is a proof by contradiction with cases to prove that the automaton will
produce aperiodic strings. Begin by assuming periodicity at position n, with period
k. Let this periodic substring be defined as S. If the automaton reads S, it will
produce one or more, possibly shifted, copies of S. Define the number of zeroes in
S as aS and the number of ones as bS . Now define f (S) as the automaton scanning
S entirely. Assume k is even. Since |S| = aS + bS , once the automaton has read
the entire substring, the size of the string produced is |f (S)| = k(aS + bS ). However,
since two bits for every zero and one bit for every 1 will be output by the automaton,
it is also known that |f (S)| = 2aS + bS . Then,
k(aS + bS ) = 2aS + bS

(k − 2)aS = (1 − k)bS
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Now, let aS , bS ≥ 1. If k = 0, the left side is negative and the right side is positive,
which is a contradiction. If k = 2, it implies that k = 1, which is a contradiction. If
k > 3, it causes the left side to be negative and the right side to be positive, which
is a contradiction. Now consider the case when k is odd. Run S twice through the
automaton, and using reasoning similar to the previous arguments,
k(aS + bS ) = 2(2aS + bS )

(4 − k)aS = (k − 2)bS
If k = 1, the left side is positive and the right side is negative, which is a contradiction. If k = 2 it implies k = 4. If k = 4, it implies k = 2. If k > 4, the left
side is negative and the right side is positive, which is also a contradiction. When
k = 3, aS = bS . This is a contradiction as well, however, since it is impossible to have
an equal number of zeroes and ones in an odd length substring. Thus, the resulting
string of bits produced by the automaton in Figure 5.1 is constructively aperiodic. 2
The synthetic DNA data is generated using 12-state self-expanding string automata over the DNA alphabet with transmission and emission strings filled in uniformly at random, like the one presented in Figure 5.2. Each row in the figure
corresponds to what a given state will do based on the character it reads. It will emit
between 0-3 numbers, with “.” meaning nothing, and then transition to the state
given by the arrow. The numbers 0123 correspond to CGAT, respectively. Randomly
generated automata are sampled until the Shannon entropy of the distribution of 6mers in the first 4000 DNA bases exceeds 5.8. This level of randomness is roughly the
top 1% of the distribution, based on a sampling study. The resulting string, starting
with the 50th base, is then broken into non-overlapping strings of length 150-250. Sets
of 50 strings are generated in this fashion for use in training and cross-validation. A
collection of 50 such data sets were generated. The Euclidean distance on vectors of
3-mer counts were then used to establish distances between data sets and a neighborjoining taxonomy on these data sets was constructed. This taxonomy permits us to
select pairs of synthetic data set that are more or less similar to one another. The
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Input
State

0

1

2

3

1)

03.→ 3

100→ 2

21.→ 2

322→ 2

2)

300→ 2

0..→ 0

20.→ 2

0..→ 1

3)

03.→ 2

3..→ 1

231→ 1

0..→ 2

4)

23.→ 3

12.→ 1

3..→ 0

2..→ 3

5)

1..→ 3

21.→ 3

3..→ 2

01.→ 1

6)

203→ 2

1..→ 1

101→ 3

01.→ 2

7)

1..→ 3

112→ 3

301→ 0

00.→ 3

8)

32.→ 2

003→ 0

221→ 0

1..→ 1

9)

03.→ 1

000→ 2

00.→ 2

1..→ 0

10)

3..→ 1

20.→ 0

03.→ 2

3..→ 2

11)

1..→ 3

12.→ 0

10.→ 1

3..→ 1

12)

2..→ 2

100→ 0

331→ 0

2..→ 0

Figure 5.2: This is an example of a 12 state self-expanding automaton used to generate
random synthetic DNA with an entropy of 5.92099.
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taxonomy is given in Figure 5.3.
Note that the multiple degenerate motif character of features locatable with WSKs
is, based on the theoretical analysis of WSKs, an excellent one for distinguishing sets
of data generated in this fashion.

Figure 5.3: The taxonomy of synthetic self-expanding DNA sequence data.

5.1.2

Biological Data

The human leukocyte antigen system (HLA) is the name of the major histocompatibility complex (MHC) in humans. The locus contains a large number of
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genes related to immune system function in humans. The IMGT/HLA Database is
part of the international ImMunoGeneTics project and provides a specialist database
for sequences of the human MHC and includes the official sequences for the WHO
Nomenclature Committee For Factors of the HLA System. In addition to the physical sequences the database contains detailed information concerning the material
from which the sequence was derived and data on the validation of the sequences
(http://www.ebi.ac.uk/imgt/hla/).
The HLA data is divided into two classes. HLA class I antigens (A, B, C, D, E,
F and G) present peptides from inside the cell (including viral peptides if present).
These peptides are produced from digested proteins that are broken down in the
proteasomes. The peptides are generally small polymers, about 9 amino acids in
length. Foreign antigens attract killer T-cells (also called CD8 positive cells) that
destroy cells. HLA class II antigens (DRA, DRB, DQA1, DQB1, DPA1, DPB1, DMA,
DMB, DOA and DOB) present antigens from outside of the cell to T-lymphocytes.
These particular antigens stimulate T-helper cells to multiply, and these T-helper
cells then stimulate antibody-producing B-cells to produce antibodies to that specific
antigen. MHC gene products are involved in the pathogenesis of many diseases,
including autoimmune disorders. The exact mechanisms behind MHC associated risk
of autoimmune diseases remain to be fully understood[66]. The available HLA data is
substantial. A training and a cross-validation set, evenly divided between 1000 HLA
class I and 1000 HLA class II sequences was selected randomly from the available
data.

5.2

Results

Presented here are the results of the experiments conducted with the uniform
WSKs on the synthetic and biological data sets.
All experiments on the uniform WSKs were run as follows. An elitist evolutionary
algorithm was used to search for WSKs that performed well on the given problem.
A randomly initialized population of size 100, using size 7 tournament selection per
generation, for 40000 mating events per run, for 30 separately initialized runs was
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used. These parameters were chosen based on prior experimentation as a good compromise between speed and performance, although some experiments with deep time
evolution (400000 mating events, results not shown) showed continued improvement
of fitness after the 40000th mating event. Initial WSKs (called standard WSKs and
used as a baseline) experimented with had a height of 6, used 6 initial strings, and
attempted to join 12 nodes. Previous tests were run to examine the effects of changing the population to 10, 500 and 1000 members, but there were no significant effects
(results not shown), so the population was maintained at 100 members for all experiments. Recall when examining figures that the IUPAC code is used to label the edges
of the WSKs.

5.2.1

GC Data

The results of the parameter study performed on the 60% versus 40% GC content
experiment are shown in Table 5.1. Numerical results are not shown for the 55%
versus 45% experiment, since it exhibited all of the same effects. All fitness values
are relative measures, allowing for comparison between WSKs. Examining Figures
5.5 and 5.7 will reveal that the WSKs can separate the sequences from the 60% versus
40% cross-validation data set almost perfectly, but are unable to cleanly separate the
sequences from the 55% versus 45% cross-validation data set.
There is a strong negative correlation of fitness with height. WSKs with reduced
height have a mean best fitness more than seven times as high as the mean best fitness
of the standard WSKs. The mean best fitness of WSKs with double the standard
height is less than 0.2% of the mean best fitness of the standard WSKs. There is
a strong positive correlation between increasing the number of joins and the change
in the mean fitness. Decreasing the number of initial strings is correlated with an
increase in fitness. There is a negative correlation between the number of initial
strings and the mean best fitness. All of these results agree with intuition about the
nature of the problem. The quantity of G’s and C’s, alternatively A’s and T’s, are the
key to solving this problem. Smaller substrings, equivalent to smaller heights of the
WSK, allow for more strings to reach the bottom of the WSK. Since motifs are not
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Figure 5.4: Shown is the WSK of height 4 which had the highest training fitness when
classifying GC content 60% versus 40%.

Figure 5.5: The nonlinear projection of the cross-validation sequences as data points
from the 60% and 40% GC content data sets.
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Figure 5.6: Shown is the WSK of height 4 which had the highest training fitness when
classifying GC content 55% versus 45%.

Figure 5.7: The nonlinear projection of the cross-validation sequences as data points
from the 55% and 45% GC content data sets.
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Table 5.1: Values of parameter study on height, initial strings and number of nodes
joined. The mean best fitness with the 95% confidence intervals over 30 runs are
given.
Param

Mean ± 95% CI

Param

Mean ± 95% CI

Standard

564.1 ± 226.6

Height 4

4038.8 ± 1099.8

Joins 36

3151.5 ± 1385

Height 8

59.3 ± 29.6

Strings 4

981.6 ± 176.8

Height 12

8.4 ± 2.1

Strings 8

416.7 ± 264

Joins 6

224.9 ± 74.4

Strings 10

341.5 ± 147.8

Joins 24

1700.3 ± 563.5

Strings 12

291.2 ± 103.3

the discerning factor in classification for this problem, the more successful WSKs are
like the ones shown in Figure 5.4 or Figure 5.6. They use as many bases as possible,
or all of them, in the edges leading towards the leaves of the WSK, ensuring that
those leaves will be reached. Once they reach the set of nodes that are edge distance
one from the leaves, they expand in what is designated as the shower head formation.
Each leaf has an edge with one label directed to it, exactly counting the bases at the
end of each substring.
Increasing the number of joins makes it more likely that an edge will have more
than one label, facilitating that a given substring will reach a leaf. It is not surprising
that increasing the number of joins is correlated with an increase in fitness, for it
implies that more substrings will reach the leaves of the WSK. Varying the number
of initial strings produced the weakest effects on fitness. This agrees with analysis of
this problem, since it is the GC content of the substrings, not the strings in particular,
which is relevant. For the 60% versus 40% data set, substrings of length 4 proved to
be short enough to get a count that allowed for a near perfect classification of the
cross-validation data set. For the 55% versus 45% data set, substrings on length 4
were clearly not enough for a perfect separation of the cross-validation data set. This
is a more difficult problem, and it is one for which WSKs found through evolutionary
search are not well suited. The height of a WSK is clearly a crucial factor for this class
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of problem. Increasing the height, or lengthening the substring size, causes many of
the substrings of a given sequence to never reach the leaves, resulting in a dramatic
drop in fitness. The more counts the leaves have, the stronger a signal the nonlinear
projection has to work with.
Given the strong epistatic nature of WSKs, it is not surprising that greater height
will more often than not result in much higher rates of failure. A priori GC content
is a trivial problem and it is likely that a WSK having a form like the one in Figure
5.8 would produce a perfect classification of GC content data problems. Left to the
vagaries of chance, an evolutionary search may not find the obvious solution to this
problem, especially if the substrings are longer than ideal. This experiment was run to
test the robustness of the WSK against a problem for which it is not well suited. Also
note that the WSK shown in Figure 5.8 is an ideal solution to the abstract problem of
GC-content separation. Since it has a lower fitness on the test data actually used, it
seems likely that these evolved WSKs are managing to capture idiosyncratic factors
in the particular random data used.

Figure 5.8: Shown is a height k = 3 WSK suited for the GC-content data problem.

5.2.2

Self-Expanding Data Sets

As it can be seen in Figures 5.9, 5.11, and 5.13, each experiment yielded a similar
quality of solution, capable of perfectly separating the self-expanding cross-validation
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data sets as seen in the nonlinear projections, Figures 5.10, 5.12, and 5.14. These
NLPs were performed on the vectors of leaf counts generated by the WSKs with the
highest training fitness on the cross-validation data.
The numerical results of the parameter study performed on data sets 3 and 45 are
shown in Table 5.2. Results are not shown for the other two experiments, since they
exhibited all of the same effects.
Param

Mean ± 95% CI

Param

Mean ± 95% CI

Standard

1993.4 ± 468.1

Height 4

5058.3 ± 1007.7

Joins 36

3822.1 ±1164.4

Height 8

1189.7 ±385.4

Strings 4

1945.1 ±442.6

Height 12

148.6±76.1

Strings 8

2282.7±468.4

Joins 6

1912.4±294.5

Strings 10

2646.2 ± 414.1

Joins 24

2869.1 ±1094.6

Strings 12

2970.8 ± 521.7

Table 5.2: Values of parameter study on height, initial strings and nodes joined. The
mean best fitness and 95% confidence intervals over 30 runs are given.

There is an extreme negative correlation of fitness with height. WSKs with reduced height have a mean best fitness that is more than twice as high as the mean
best fitness of the standard WSKs. The mean best fitness of WSKs with double the
standard height is less than a tenth of the mean best fitness of the standard WSKs.
There is a strong positive correlation with increasing the number of joins with the
mean best fitness, and no significant effect correlated with lowering the the number
of joins. Decreasing or increasing the number of initial strings by two also showed
no significant effect, however increasing the number of initial strings by four and six
showed a positive correlation with an increase of mean best fitness.
The most successful WSKs, like with the GC content problem, use a shower head
formation, albeit a more complicated one. This is not surprising, since there are nontrivial patterns in the synthetic self-expanding data. More complicated versions of
the shower head formation help to ensure that the leaf counts will produce a strong
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Figure 5.9: Shown is the WSK of height 4 which had the highest training fitness when
classifying self-expanding data sets 36 and 43.

Figure 5.10: The nonlinear projection of the cross-validation sequences as data points
from data sets 36 and 43, separated by the WSK in Figure 5.9.
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Figure 5.11: Shown is the WSK of height 4 which had the highest training fitness
when classifying self-expanding data sets 3 and 45.

Figure 5.12: The nonlinear projection of the cross-validation sequences as data points
from data sets 3 and 45, separated by the WSK in Figure 5.11.
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Figure 5.13: Shown is the WSK of height 4 which had the highest training fitness
when classifying self-expanding data sets 13 and 31.

Figure 5.14: The nonlinear projection of the cross-validation sequences as data points
from data sets 13 and 31, separated by the WSK in Figure 5.13.
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signal for classification, but allow for directing those counts into certain bins. This
suggests that the WSKs are capable of selecting for features within a given substring,
and picking out patterns relevant to classification. Increasing the number of joins, in
a similar fashion to the GC content problem, is strongly correlated with an increase
of fitness, for the same reasons outlined in the explanation in the previous section.
Varying the number of initial strings for this class of problem had a different effect
than on the GC content problem, since increasing them was positively correlated
with the increase of fitness. An analysis of the problem suggests that since patterns
are more important here than strict base content, having more substring patterns to
select from would be beneficial during an evolutionary search for WSKs capable of
solving the problem. Once again, height is the factor with the strongest response
based on its changes. The reasons for this are similar to the ones described in the GC
content problem. The sub-patterns generated by the self-expanding automata can be
detected by a directed graph of shorter length (like a WSK), since the output of a
given state is only one or two characters. Thus a short length WSK can pick out the
sub-patterns of the self-expanding data set, allowing for perfect classification of the
cross-validation data.
It was also hypothesized that WSKs could be extended beyond binary classification.
This is tested in three different experiments, involving three data sets each. Data
sets 0, 10 and 19 are used in the first experiment, data sets 1, 5 and 6 are used in the
second experiment and data sets 7, 18 and 33 in the third experiment. These triples
were chosen randomly. The first two experiments search for WSKs of height 4, using
a population of size 10, tournament selection of size 7, and 6 initial random strings,
for 40000 mating events. The third experiment searches for WSKs of height 6, with
all other parameters the same as the first two experiments.
Examining Figures 5.16, 5.18 and 5.20, it can be seen that there are WSKs capable
of solving the three data set classification problem. The WSKs with the highest
fitnesses from the first two experiments, depicted in Figures 5.15 and 5.17, yielded
similar solutions with similar projections, achieving perfect separation of the data in
both cases. The WSK with the highest fitness from the third experiment, depicted
in Figure 5.19, also achieved perfect separation of the data. It is interesting to note
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Figure 5.15: Shown is the WSK of height 4 which had the highest training fitness
when classifying self-expanding data sets 0, 10 and 19.

Figure 5.16: The nonlinear projection of the cross-validation sequences as data points
from data sets 0, 10 and 19, separated by the WSK in Figure 5.15.
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Figure 5.17: Shown is the WSK of height 4 which had the highest training fitness
when classifying self-expanding data sets 1, 5 and 6.

Figure 5.18: The nonlinear projection of the cross-validation sequences as data points
from data sets 1, 5 and 6, separated by the WSK in Figure 5.17.
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Figure 5.19: Shown is the WSK of height 6 which had the highest training fitness
when classifying self-expanding data sets 7, 18 and 33.

Figure 5.20: The nonlinear projection of the cross-validation sequences as data points
from data sets 7, 18 and 33, separated by the WSK in Figure 5.19.
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that in the first two experiments, the nonlinear projections show the data as bands
of points, whereas the nonlinear projection of the third experiment produced clouds
of data with differing shapes. This is most likely the result of the different heights of
the WSKs used in the different experiments.

5.2.3

HLA Data

Figure 5.21: Shown is the WSK of height 6 which had the highest fitness when
classifying the HLA data set.
The WSKs with the standard parameter configuration were able to cleanly separate the cross-validation data, as shown in Figure 5.22. The WSK shown in Figure
5.21 is the most fit one produced for the HLA data. It is startlingly symmetric.
Beyond the aesthetic appeal, it also provides strong evidence that WSKs generate
multiple linked features based on degenerate motifs. Examine Figure 5.21 and consider its leaves. The left-most leaf, call it the first leaf, has two paths labeled with
the IUPAC motifs VGMTAA and VMBTAA. These motifs share four of six characters in common positions, thus the WSKs detect the fact they have common features
and place them in the same bin. The four labeled paths that end at the second leaf
are VGMTGC, VGMVSC, VMBTGC, and VMBVSC. The four labeled paths ending
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Figure 5.22: The nonlinear projection of the cross-validation sequences as data points
from the HLA data set, separated by the WSK.
at the third leaf are VGMTGW, VGMVSW, VMBTGW, and VMBVSW. The four
labeled paths ending at the fourth leaf are VGMTGG, VGMVSG, VMBTGG, and
VMBVSG. Clearly, the only differentiating factor between the paths are their end
labels, which happen to be all four bases of DNA. It’s possible that the WSK is using
leaves 2, 3 and 4 as garbage bins. Since the WSKs are rewarded fitness every time
a leaf is reached, using paths that aren’t revealing about the nature of the data but
allow more substrings analyzed from a sequence to reach a leaf would obviously be
beneficial. So while those leaves aren’t contributing towards the classification, they
were likely key to that WSK’s survival during the evolutionary search. The two paths
ending at the fifth node are VGMVTC and VMBVTC. Much like the paths ending at
the first node, these two have four of six characters in common position, but the last
three characters are different from the paths leading to the first node. Upon further
examination it is likely that the first and fifth node were more responsible for classification, whereas the middle nodes of the WSK allowed survival during evolution.
This strongly suggests that WSK features could be profitably filtered with a feature
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selection algorithm.

5.3

Cellular Automata

All experiments on the CWSKs were run as follows. The initial row of 401 cells
are all zero except for three cells in the middle, having values of 1, 2, and 1, from left
to right. Any automaton that did not have all zero cells by the 401st time step was
given a fitness of zero, and any automaton that had a non-zero value in the left- or
right-most cell was also awarded a fitness of zero. Otherwise the number of non-zero
cells is the fitness awarded. An elitist evolutionary algorithm was used to search
for CWSKs that were able to represent apoptotic automata. Each experiment used
a randomly initialized population of size 10, performed size 7 tournament selection
per generation, for 100000 mating events per run, for 30 separately initialized runs.
These parameters were chosen based on prior experimentation and intuition. Initial
CWSKs (called standard CWSKs and used as a baseline) experimented with had 7
states, 20 nodes, (it doesn’t make sense to speak of height in this context) and had
0-3 point mutations, chosen uniformly at random, per generation. Experiments were
performed on the population size and the number of states, to check for effects of
varying those parameters. The results are given in Table 5.4. The pictures of the
time histories generated by the CWSKs with the highest fitness from each experiment
are presented in Figure 5.23. In order to get an idea of what kind of states the CWSKs
are outputting over the course of the time history, examine Table 5.3, to make clear
the idea of associating colour with state.
On a grid that is 401 cells by 400 rows, the maximum possible fitness for a cellular
automata is 160400. In practice, it is impossible for a CWSK to achieve maximum
fitness, since the first row is always filled with zeroes except for a few cells, and it
would imply that the row on the 400th time step would have to output all zeroes
for the next step, which seems unlikely at best. The best of the standard CWSKs,
on average, were able to fill about ten percent of the grid, and the very best of
those was able to fill roughly 18%. It was assumed that these CWSKs would exhibit
small population effects [20], but testing with population sizes clearly demonstrates
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Standard

Population 100

Population 1000

Two States

Three States

Five States

Eight States

Ten States

Figure 5.23: The CWSKs with the highest fitnesses from their respective parameter
studies.
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Table 5.3: States and their colour association.
State

Colour

0

White

1

Red

2

Green

3

Blue

4

Yellow

5

Magenta

6

Cyan

7

Black

8

Purple

9

Brown

that using a bigger population is the better choice. The mean best fitness from the
experiment with 100 member population does not show a significant increase in mean
best fitness, but the best CWSK found in that experiment had a fitness that was
better by 10,000 fitness units, compared to the best standard CWSK. Raising the
population to 1000 shows a clear correlation with increased mean best fitness, and
the best CWSK from that experiment had the highest fitness of all the experiments,
beating its closest competitor by over 5,000. Using a larger population does come
with an added computational cost, so fine tuning of the population parameter will be
needed depending on what the experimenter requires.
There is a clear and significant effect correlated with lowering the number of states
from 7. CWSKs with two states have a mean best fitness that is roughly 44 times
smaller than the standard CWSKs, and even the highest fitness from that experiment
is seven times smaller than the mean best fitness of the standard CWSKs, and less
than a tenth the fitness of the best CWSK. Three state CWSKs have a mean best
fitness that is less than half of the standard mean best fitness, and the highest fitness
from that experiment is still less than the mean best fitness of the standard CWSKs.
At 5 states a CWSK seems to be able to generate CA that have fitness comparable
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Table 5.4: Values of parameter study on varying population size and the number of
states. The mean best fitness with the 95% confidence intervals over 30 runs are
given, along with the highest fitness from each experiment.
Parameter

Mean ± 95% CI

Best

Standard

16506.7± 1885.9

29180

Population 100

17744.3 ± 2526.3

39521

Population 1000

23539.9 ± 2704.9

45016

States 2

327.2 ± 2302

2302

States 3

7045.5 ± 1120.1

13482

States 5

13331.5 ± 1684.6

26510

States 8

16257.5 ± 2105.3

31254

States 10

15606.8 ±2394.8

35627

to, if still less than, the standard CWSKs. There is no significant effect on the mean
best fitness when raising the number of states, but the experiments with eight and ten
states both found CWSKs that had a best fitness higher than the standard CWSKs.
The effect of the number of states can be understood with a little analysis. Every
cell that is occupied by a 0 is awarded zero fitness, and any cell that is occupied
by anything else is awarded a fitness of 1. Since a CWSK can only output as many
different characters as there are states, i.e., a two state CWSK can only output a
0 or a 1, it makes sense that CWSKs with more states have a higher probability of
achieving higher fitness. Having more states makes it more likely that less states
will output zeroes, instead filling cells with numbers that cause fitness to increase,
whereas having less states makes it likely that zero will be the output, causing no
gains to fitness. These automata must still be able to output zero, since they have to
have no “live” cells by the 401st step, but having more states allows them to avoid
reaching an all zero state before that 401st time step.
Examinations of Figures 5.24, 5.25, and 5.26, time histories from experiments
using populations 10, 100, 1000, respectively, will display that the CWSKs are capable
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of generating extremely interesting and diverse behaviours. It is also worth nothing
that even though every cellular automata had symmetric initial conditions, nearly all
of the CWSKs produced time histories clearly displaying asymmetric behaviour.
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Figure 5.24: Time histories from six different evolutionary runs using a population
with 10 members.
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Figure 5.25: Time histories from six different evolutionary runs using a population
with 100 members.
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Figure 5.26: Time histories from six different evolutionary runs using a population
with 1000 members.
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Chapter 6
Conclusions and Next Steps
This final chapter offers conclusions and discusses the paths that future research
may take.

6.1

Summary of Theory Results

In Chapter 2, woven string kernels are defined as directed, acyclic graphs with
certain properties about how their edges are labelled and what their destinations can
be. The two concepts of recognition and identification are introduced and explored.
Consistent, regular identifications generated interesting and complex connections on
the space of k -uniform WSKs. The relations, cover and subcover, created by identification, along with the minimality under different criteria were explored. These
were shown to create partial orders on sets of k -uniform WSKs. Partitions induced
by WSKs and refinements of those partitions generated by regular identifications are
interesting structures in and of themselves. The relation of WSKs to partitions is
many-to-one, respectively, and creates an equivalence class for WSKs. Linearization,
an unforseen and interesting by product of the definition of consistent identification,
allows for comparision of sub-WSKs, to determine uniqueness of sub-WSK chains.
Sub-WSK chains form interesting partial orders, and the existence of multiple subWSK chains and their different minimality conditions were explored. Some combinatorial and probabilistic mathematics of identification were also explored, with
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interesting outcomes. It was also shown that there is a bijection of motifs with linear,
or sub-linear, WSKs; an important property that allows WSKs to be effective on
classification of DNA sequences.
In terms of future work, there is still much to be done. Irregular identifications, the
identification of nodes that are of differing edge distances from the root, is an unexplored area which will yield very interesting mathematics. Its effects on partition
and sub-WSK chains, in particular, would be the first area worth investigating. Some
questions for future thought have centered around changing the conditions for which
identification becomes consistent. Namely, forcing distance constraints, and maximum identifications per level, as well as allowing lateral transitions and transitions
back to the same node, are parameters for future research. Another question worth
thinking about is given the size of the space of possible k -uniform WSKs, are there
partitions that occupy “more” space? That is, in the many-to-one relationship of
WSKs and partitions, what properties of the partition affect how many WSKs are
connected with it?
The space and structure of WSKs generated by identification is a rich and interesting
discrete mathematical object. It combines elements of combinatorics, probability, and
analysis, and it offers interesting questions and areas to explore.

6.2

Representation and Implementation

The representation of the k-uniform WSK is composed of two random strings.
The first one generates the WSK-tree, the second one “weaves” it into a woven string
kernel. This representation is the one used throughout the research conducted in
this thesis, and it offers a rich area of mathematics to explore when the process of
identification is introduced. As a mathematical object, the k-uniform WSK is fascinating and deserves further work. However, it would be interesting to implement
a representation closer to the one used for NWSKs. A simpler representation like a
single string would make implementation much easier. It is not too hard to imagine how the representation for NWSKs could be augmented to represent k-uniform
WSKs. All transitions would be length one, or there would be a transition back to
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the root if the character currently read is not recognized. There would also have to be
designated leaf nodes, all the same edge distance from the root. Assuming the same
fitness function as the one currently used in this thesis, each leaf node would have a
counter per category, and then the operation would be the same. Perhaps using the
word simpler to describe this representation is not accurate, but more compact might
be appropriate. Changing the representation may also have unintended effects, as it
has been shown the representation of objects can substantially impact performance
in evolutionary systems [36, 10].
Currently a k-uniform WSK reads the k-length windows of a string from left to right,
in a sequential order until it reaches the end of the string. It is likely worth investigating how changing the order from right to left, or randomizing how the windows
are chosen will affect performance. This intuition is based on similar work done with
side effect machines in [21]. The fitness function of the k-uniform WSK is the result
of intuition combined with trial and error. It may be prudent to search for different
fitness functions, based on how WSKs operate and what is wanted from them. Creating new fitness functions is difficult and can require unconventional thinking when
working on evolutionary computation problems. It may be that the solution could be
using WSKs in conjunction with a known classifier, such as support vector machines
or random forests. Similar to the work done with side effect machines, it may prove
that using WSKs as the data transducers for the classifier and then implementing
the Rand index [70] will show better results. In any case, the comparison between
WSKs and side effect machines needs to be conducted, and both the original fitness
function for WSKs and the one just detailed will be work for the very near future.
NWSKs, like their uniform counterparts, are interesting objects, both mathematically
and experimentally. Their representation consists of a single string which encompasses
both the recognized set and the transitions of edges to nodes. The minimal use and
analysis of NWSKs is due to the fact that they were invented after all of the work had
been done with the k-uniform WSKs. Analysis of NWSKs is a goal for the future,
especially in combination with identification. The definition of consistency in terms
of identification will likely need to be augmented, and it seems likely that most of
the theory applicable to k-uniform WSKs will not apply directly to NWSKs without
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modification. The representation of NWSKs is simpler than that of the k-uniform
WSKs, and it has been shown that it can be modified for use as updating rules for
cellular automata. It is hard to conjecture about the abilities of NWSKs in general.
CWSKs are proof that they can be augmented for a given problem, but it is possible
that they can be modified for use in several other areas of finite state machine experimentation. This is an untested hypothesis. NWSKs share more features in common
with side effect machines than k-uniform WSKS, and it will be experimentally interesting to investigate whether than can be used in conjunction with a classifer method,
perhaps letting evolution select the nodes used as data transducers. There are many
possibilities, and several directions in which future work could be conducted with
NWSKs.

6.3

Nonlinear Projection

Nonlinear Projection (NLP) is a form of multidimensional scaling performed with
evolutionary computation. It uses the Pearson correlation coefficient as a fitness
function for evolutionary search. It searches the space of projections in the unit square
for one that provides a relatively faithful projection of points. In this thesis, 5 data sets
are used to demonstrate the capabilities of the technique. The most important trait of
NLP, beyond its speed, is its ability to ignore irrelevant dimensions of the input data.
By transforming the input data into a distance matrix, it uses the minimum number of
input dimensions necessary to describe the problem. NLP is also shown to be robust
against parameter changes, thus allowing for selection of parameters which would
use less computational resources. The applications demonstrated in Chapter 4 show
the versatility of NLP. Objects that are not numerical in nature can be transformed
into vectors to be projected, based on intelligent selection of their features. This
caveat does not take away from the technique’s ability, but it is something that must
be considered when implementing NLP. If an experimenter is unsure about which
features will deliver the best performance on a projection problem, then it is possible
to design an evolutionary algorithm to select for them. Future work includes testing
against robustness and finding the breaking points of NLP. NLP will continue to
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be of use in any data classification problem, since it can help with intuition about
the distribution of the features of the problem. However, the human mind has the
unfortunate tendency to assign patterns where there are none, so using NLP as an
aid to analysis must be done cautiously.

6.4

Data Used, Design of Experiments, and Results

Experiments involving k-uniform WSKs and CWSKs were conducted in this thesis. The k-uniform WSKs were used to classify DNA sequences, both synthetic and
biological, and the CWSKs were used as updating rules for one-dimensional cellular
automata.

6.4.1

Uniform WSKs

Three data sets were used in the binary classification experiments with the kuniform WSKs. The first experiment used sequences whose discriminating feature
was their GC content, with an otherwise random distribution of bases. Four data
sets, 60%, 55%, 45%, and 40% GC base content data sets, were created for use in
classification tests. The WSKs attempted to classify the 60% and 40% sets correctly
with a good level of success, and then attempted to classify the 55% and 45% sets
correctly with a moderate level of success. The self-expanding data sets are created
with a finite state machine, and are simple to implement. Six data sets are taken
from the 50 that were generated, based on distance using 3-mer counts as vectors in
Euclidean space. Data set 36 was paired with data set 43, as they were the data sets
that were further apart according to the taxonomy. Data sets 3 and 45 were paired
for a medium distance, and data sets 13 and 31 were paired since they were as close as
possible. The WSKs attempted to classify each of these paired data sets correctly, and
performed perfectly for the 3 experiments. The WSKs were then tested on ternary
classification problems, with three different experiments. The first experiment used
data sets 0, 10 and 19, data sets 1, 5 and 6 are used in the second experiment and data
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sets 7, 18 and 33 in the third experiment. The WSKs exhibited perfect performance
for all three experiments. The HLA data is the biological data set used, divided into
HLA class I and HLA class II data sequences. The WSKs were able to perfectly
separate sequences when those data sets were paired and used in the experiment.
Overall the performance of the WSKs was excellent with their worst performance
turned in on the simplest problem - the GC content data. Using one or more degenerate motifs to separate strings based on their GC content is not a good choice
because there is far more information in the degenerate motifs than is needed to solve
the problem. The results from experimentation support the view that for this sort
of problem, “tall is bad”. In general, WSKs with shorter heights will exhibit better
performance on classification problems. In all likelihood, this is the direct result of
the fact that using shorter k-mers allows for the collection of more features from the
data than WSKs with larger heights, but this is an untested hypothesis and remains
a goal for future work. On the self expanding data the WSKs achieved perfect separation of the cross-validation data into separate clusters. It is interesting to note
that WSKs of height 4 produced bands of data, and the WSK of height 6 produced
clouds of various shapes. This leads to the question of what effect the height of the
WSK has on the nonlinear projection. Investigation of this phenomenon is a goal for
the near future, and will likely yield interesting results. The WSKs achieved perfect
separation of the HLA cross-validation data into separate clusters.
WSKs were invented to find features complimentary to those located by side effect machines so the two were not directly compared. Side effect machines from
earlier studies substantially out-performed WSKs for GC content and both technologies achieved perfect classification of the HLA data [13]. Side effect machines have
not been tested on the self expanding data sets, which appear for the first time in
this study. Comparison of the two techniques, as well as comparison to standard
techniques like the spectrum string kernel[69, 65], is an early priority for additional
research as is verifying that side effect machines and WSKs locate different types of
features. Exploring the capabilities of the WSK and conducting experiments with
more biological data sets, particularly focusing on data sets discriminated by the
presence of degenerate motifs will also be a topic for the future. Running features
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from WSKs and side effect machines through a feature selection engine is another
early priority for future research.
When using WSKs on biological data, a modification of the initialization method
exists which may yield substantial improvements in performance. At present, the
initialization strings for WSKs are generated uniformly at random. Drawing these
strings instead from random samples of the data being classified represents a way
of incorporating domain knowledge into the WSKs. Such initialization also has the
potential for generating WSKs that are easy to over train and so this initialization
technique must be explored cautiously. Finding more biological data sets, and more
recent ones, is also a priority for the future, to test the initialization hypothesis.

6.4.2

CWSKs

While it is clear that the NWSKs are capable of being used as updating rules
for cellular automata, the CWSKs exhibit a weaker performance, having lower fitness, than the 8 state string representation used in [14], in general. The CWSKs
generated from the experiment with 1000 member populations were the only ones
that were comparable, in terms of mean fitness, to the 8 state string representation
cellular automata. However, the best CA from the string representation had a fitness
of roughly 78000, so it seems that CWSKs may be a poor substitute for the apoptotic CA task. Evolution located 390 distinct optima of CA using the 8 state string
representation, in experiments conducted in [14]. It was also shown that the fitness
landscape was extremely rugose, akin to a high dimensional fractal mesa. Differing
representations change the fitness landscape entirely, but it is probably safe to assume
that the fitness landscape for the representation used in this thesis is not a smooth,
compact, unimodal manifold. Initializing more random structures during evolution
allows for better exploration of the space, making it likely that different hilltops will
be explored. This better prevents convergence to less optimal solutions. It does come
with a higher computational cost, so some parameter tuning is necessary.
For the apoptosis task, it is clear that the CWSK representation may not be the
most useful, as long as the priority is to occupy the space with as many live cells
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as possible. The demonstrated asymmetry, despite symmetric starting conditions, is
something worth discussing. As it was mentioned in [14], apoptotic automata can
model self-assembling structures. If the task is to self-assemble into a specific shape,
especially an asymmetric one, CWSK representation or some variant may be a suitable option. CWSKs are capable of generating vastly different time histories despite
the same initial starting conditions, and this could have a variety of applications. Examine Figures 6.1, 6.2, and 6.3, these 30 images were taken from a single experiment
using 10 state CWSKs with 1000 member populations. The starting conditions were
the same in each of the 30 runs, yet there is a startling diversity of solutions. This
diversity displayed by the evolutionary search of CWSKs supports the hypothesis
that there are multiple optima located on the fitness landscape. It will be interesting
to see how the CWSKs perform as a three dimensional object, and it is also worth
exploring how they perform on different shapes. Instead of the 401 by 400 units rectangle, they should be tested on circular or triangular objects and non-convex objects.
Performance comparisons with the string representation on the non-convex objects
will probably allow the CWSKs to shine, since symmetric starting conditions force the
string representation cellular automata to be symmetric. A rigorous mathematical
analysis of the fitness landscape similar to the one conducted in [14], if it is possible,
should also be conducted.
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Figure 6.1: These images are used to display the diversity of solutions from a single
experiment, runs 1 through 12.
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Figure 6.2: These images are used to display the diversity of solutions from a single
experiment, runs 13 through 24.
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Figure 6.3: These images are used to display the diversity of solutions from a single
experiment, runs 25 through 30.
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