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Probabilistic reasoning, constraint reasoning, and decision theoretic reasoning are
some of the essential tasks of multiagent systems. Many multiagent system frameworks exist to support these tasks. Some of these frameworks organize the agents into
a structure called hypertree. The advantages of an hypertree organization include
communication efficiency, inferential soundness and a high degree of agent privacy
during normal inference operations. However, during hypertree organization construction, agent privacy may be compromised, and it is so for all existing hypertree
based multiagent system frameworks. In this work, we propose distributed algorithms
to recognize whether a hypertree organization exists for a given multiagent system,
and if so, construct one. During the recognition and construction, our algorithms
preserve agent privacy on private variables, shared variables, agent identities and
bordering relations.
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Chapter 1
Introduction
The first Chapter of this Thesis introduces the basic concepts of agents and multiagents. It provides a casual, intuitive view of the research topic and later discusses
the focus of research. It concludes by providing an overview of the Thesis.

1.1

Single Agents
An agent is an intelligent computer system that senses its environment and acts

independently on behalf of its owner or user . In the context of artificial intelligence,
an environment, env, refers to the state of the system at a given point of time. An
agent observes its environment and performs actions based on the observations, as
illustrated in Figure 1.1.
Most of the time, an agent cannot observe its environment fully. For example,
consider an agent in charge of driving a car. Since roads have bends, obstructions and
other vehicles, the agent may not be able to see the current stretch of road and traffic
at any given point of time. It may not see the vehicles waiting to join the road at the
nearest intersection, or weather conditions may blur its view. Such an environment
is called partially observable.

1

In addition, environments may also be non-deterministic, uncertain or changing
randomly over time. Driving a car is a stochastic process, since it is impossible to
determine the exact behavior of other drivers and pedestrians. Drivers may have to
make sudden changes in their present driving plan by altering the speed or direction
of their vehicles due to changes in traffic lights, weather, road conditions, or even
equipment failure.

Figure 1.1: A single agent system.

When the environment is partially observable, an agent can only infer the unobservables from the observable. Complex machines used in modern everyday life are
examples of partially observable environments, for instance, a car engine. To troubleshoot a malfunctioning engine, whether each of the many devices in the engine is
normal or malfunctioning needs to be determined. Sensors are often used to indicate
the state of the engine. However, they do not give complete information on exact
state of each device. Moreover, sensors themselves are subject to malfunctioning and
breaking down. An agent in charge of troubleshooting such a system must utilize
the sensor outputs and uncertain dependency among devices and sensor readers to
estimate the actual state of each device. The process of estimating the state of each
device based on observations and prior knowledge is called reasoning or inference.
2

Agents perform different types of reasoning. In probabilistic reasoning, the state
of an agent’s environment is described using a set of variables, where each variable
can take any value from a finite set of values, called a domain. The inference is based
on uncertain knowledge, represented by assigning a subjective probability about the
environment. In constraint reasoning, the agent’s environment is represented by a
set of variables and a set of constraints between those variables. The task of an
agent doing such reasoning is to find a set of variable-value pairs that satisfy all the
constraints. Decision-making is the process of deciding the best set of actions to
perform a task, for example, a robot deciding its navigation pathway. Probabilistic
reasoning and constraint reasoning can also be performed using graphical models, as
we will discuss in Chapter 2.

1.2

Multiagents
Single agent paradigms have limited knowledge, resources and computational

ability; and work well for simpler environments. As the environment becomes larger
and more complex, a collection of agents is sometimes required for effective reasoning.
A multi agent system (MAS) consists of a set of agents that interact and coordinate
with each other to perform reasoning. Since it is not feasible for every agent to know
the entire environment, agents are designed such that they have limited knowledge of
the environment, that is relevant to their problem. This means that an agent knows
a part of the entire environment, which is called its problem environment.
A good example for MAS would be a smart car, which is growing in popularity

3

and will likely be more common in future. Unlike normal cars, each main component
of a smart car is monitored by a single agent, and all agents coordinate to provide
a comfortable and safe driving experience. For example, the agent in charge of the
interior temperature adjusts it according to the weather outside. The fuel tank senses
when the tank is getting empty, and alerts the car to stop at the nearest fuel station
for refill. Sensors on the car sense pedestrians and traffic while driving, reversing or
turning, so as to ensure a safe drive.
One question that may arise in the mind of the reader is this: since agents are
created by humans using computer software, is it not possible to design a single
powerful agent that works in complex environments? The answer is that it may be
possible, but it is not usually done, due to practical and economic reasons. A single
complex agent is difficult to design and manufacture, and involves effort and cost.
Instead, it is easier and more feasible to design several simple agents that cooperate
with each other to work in complex environments.
Like single-agent systems, multiagents also perform probabilistic reasoning with
variables, and constraint reasoning with both variables and constraints. Additionally,
they share variables or constraints among themselves, as shown in Figure 1.2. These
agents communicate with each other to take action in the problem environment.

4

Figure 1.2: A multiagent system.

It is important to note the difference between parallel processing systems, distributed systems, intelligent systems and multiagent systems, to avoid confusion.
Parallel systems involve separate processors that access a central repository of data
and resources. The problem or task is broken down into sub-tasks and each processor performs a sub-task. As every processor solves a portion of the task, the entire
problem is solved simultaneously and hence, faster.
Distributed systems, on the other hand, involve processors that are usually remotely located. Data and resources are no longer centralized, but decomposed and
distributed to remote locations. Each processor has its own local data and resources,
and performs local computation. It also coordinates with other processors to perform
joint computation.
Intelligent systems are capable of perceiving their environment, reasoning, making decisions and taking actions based on their reasoning and decisions. They can
learn from their environment and adapt their future decisions based on the history

5

of their past actions. Unlike parallel systems they use sophisticated models.
MAS is an intelligent system that is built on top of distributed systems, because
agents in a MAS are usually remotely located, each with its own local environment.
Still, MAS can be viewed at a level higher than distributed systems in terms of complexity and intelligence. Agents in a MAS are capable of independently observing and
making inferences on their local environment using reasoning. They are also capable
of deciding whether they should share some of their local knowledge and observations
with another agent in the MAS, and how to share this information. Thus, MAS can be
interpreted as a distributed, intelligent and decision-making system. Real-world applications such as distributed resource allocation [17], truth maintenance systems [16]
and scheduling [26] can be modeled as MAS and solved using its algorithms.

1.3

Focus of Research
Agents in a MAS must be organized such that they can communicate effectively.

A question may arise in the mind of a reader, why must agents communicate? The
simplest answer to this question is, to cooperate with each other in problem solving. Let us illustrate the importance of communication with a real-world example.
Consider a typical university with many departments. Each department schedules
its own lectures based on lecturer availability. But say there is a need to schedule
some lectures that involve students from multiple departments. Such lectures need to
be scheduled such that students and lecturers from all the participating departments
are available during those particular time slots. This situation creates an interde-
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pendency within and between departments, which necessitates them to change some
lecture timings within the department, and also coordinate departments’ timetables
to accommodate such joint lectures. Now if we assign one agent for each department’s timetabling, then this task of joint lecture scheduling would involve agents
communicating in a MAS setup.
We learned in the previous section that agents in a MAS may be remotely located
and make observations on their local environment during probabilistic reasoning. Every agent has two types of variables: private variables that are unique to its local
environment, and shared variables that are common to one or more agent environments. If an agent makes observations on some of its private variables and changes
its belief on them, the beliefs associated with other unobserved variables within its
local scope also change, due to dependencies between variables. Some of these variables may be common between multiple agents, and it is important for all agents
sharing those variables to update their beliefs on them. The changed values of shared
variables in turn affect local variable beliefs of those agents. Hence, the agent that
changed its belief on shared variables must pass its updated belief on shared variables
to agents that share them. Similarly in case of constraint reasoning, one agent may
set variable-value pairs for its local variables based on local constraints. It then needs
to pass some of this information over shared variables to other agents, so as to reach a
final set of variable-value pairs that satisfy all constraints. However, this information
passing between agents must be done in an orderly, regulated fashion. The exchange
of information between agents comprises agent communication. Agent organization
determines with whom agents can or cannot communicate directly.
7

Agents can perform effective reasoning if they are organized in a way that facilitates communication. Many frameworks exist for reasoning tasks, and some of
them require specific organizations. A tree structure, and more specifically a junction
tree or hypertree structure, has been found effective for MAS communication (refer
Yokoo et al. [35]). More details about graphs, JT and hypertree follow in Chapter 2.
Briefly speaking, JTs and hypertrees have several desirable advantages during normal
inference, such as communication efficiency, inferential soundness and agent privacy.
Privacy between agents implies that private variables of agents are not disclosed beyond local scope, and shared variables are accessed only by agents that share them.
Non-disclosure of shared variables to non-adjacent agents is desirable and even necessary in many applications. In recent years, agent privacy has received more attention
in MAS research progress, e.g. Russell and Norvig [24]. However, preserving agent
privacy has not been paid attention to, during hypertree construction process. We
shall discuss privacy issue in Chapter 3.
Multiagent problem solving can be carried out using centralized, parallel or decentralized algorithms. If one agent has the entire knowledge about a problem, it can
solve the problem alone centrally. However, in some applications, it is undesirable
or even impossible to gather all information at one central agent, due to reasons of
security and privacy. The problem may also be split and computed using parallel
processing. Although parallel processing solves problems faster, it has the disadvantage of disclosing the entire information to all processors, which is unsuited for
applications that require a high level of agent privacy. In such cases, decentralized
or distributed algorithms are useful, since they ensure that each agent shares only
8

relevant information with a few selected agents.
Given a MAS of agents, each with its local perspectives, a hypertree may or
may not be feasible. It can be constructed only if the environment has a structure
conducive to constructing a hypertree. It is important to first identify if hypertree
construction is possible, and then proceed to construct it. The main focus and contribution of our work is to identify if a hypertree structure exists, and construct it if it
exists, while preserving privacy. To the best of our knowledge, no known hypertreebased MAS framework provides the same level of agent privacy during construction.

1.4

Overview of Thesis
The remainder of this Thesis is organized as follows: In Chapter 2, we present

the background on single agent and multiagent systems. We identify our research
problems and discuss related work in Chapter 3. In Chapters 4 and 5, we present
our methodology and solutions with illustrations. Then we analyze the resulting
algorithms to evaluate their soundness and efficiency. We conclude the Thesis in
Chapter 6, with a summary of our contribution and directions for future research.

9

Chapter 2
Background
This Chapter introduces the reader to all terms and concepts used throughout
the Thesis. It starts by providing some graph theory concepts in Section 2.1, that are
vital in understanding the rest of the document. Thereafter, the Chapter is organized
in two parts: Section 2.2 covers reasoning in single agent systems and Section 2.3
in multiagent systems. Since the material is technical and complex to understand,
examples have been used at appropriate places for illustration.

2.1

Graph Theory Concepts
Graphs provide useful visual representation of objects and their relationships.

They consist of nodes as objects and links as relationships that connect them. Subsections 2.1.1 and 2.1.2 introduce the various types of graphs, trees and their terminologies with examples. Both undirected and directed graphs are important concepts,
which are useful in representing various network models for reasoning. We will learn
more about them in subsequent sections.

10

2.1.1

Undirected Graphs

A graph is a concise diagrammatic visual representation of objects and relationships between them. A graph G can be defined as G=(V ,E) where V is a set of
objects or nodes, and E is a set of edges or links. Figure 2.1 (a) shows a typical
graph, in which solid black circles are nodes (a through e) and the solid lines are links
(e.g. ha,bi, he,di and so on). Since the links are undirected, the graph is called an
undirected graph.

Figure 2.1: (a) Undirected graph, (b) cluster graph, (c) cluster tree, (d) junction
graph, and (e) junction tree.

A path in an undirected graph is a sequence of nodes connected by links. In
11

Figure 2.1 (a), there exists a path ha, b, ci from a to c. A path is a cycle if it has two
or more distinct nodes whose first and last nodes are the same, for example, cycle
hb, c, d, e, bi starting from and returning to b in Figure 2.1 (a). Graphical nodes are
called adjacent or bordering if they are directly joined by a link. Nodes b and e in
(a) are adjacent, while b and d are not.
A path or a cycle is said to have a chord if two non-adjacent nodes on it have
a link between them. A graph is called chordal if there is a chord for every path of
four or more nodes. A graph with a path of four or more nodes that does not have
a chord is called a non − chordal graph. Figure 2.1 (a) shows a non-chordal graph,
where path hb, c, d, e, bi does not have a chord.
While a node represents one object, a cluster represents a set of objects. There
are five clusters in Figure 2.1 (b), namely C 0 to C 4. Just as a graph represents
relationships between objects, a cluster graph represents relationships between sets
of objects or clusters. Figure 2.1 (b) shows a cluster graph.
A graph is a representation of relationships between objects, while a tree is a
graph in which there exists a unique path between any two graphical objects. A
cluster tree connects clusters from a cluster graph into a tree. Figure 2.1 (c) shows a
cluster tree.
The non-empty intersection between two clusters is called a separator. If every
pair of adjacent clusters with non-empty intersection is joined, then such a cluster
graph is called a junction graph. Figure 2.1 (d) shows a junction graph where each pair
of adjacent clusters is joined, for example, b is the intersection or separator between
adjacent clusters C 0 and C 1.
12

A junction tree (JT) connects clusters from a junction graph into a tree. In a
JT, the intersection of every pair of clusters is contained in every separator on the
path between the two clusters. This property is called the running intersection (RI)
property. Figure 2.1 (e) shows a JT. Clusters C 0 and C 4 share d, which is present on
the separators on links hC 0,C 1i and hC 1 ,C 4i. RI property holds for every such pair
of clusters that have non-empty intersections. We will learn more about JT and RI
in Subsection 2.1.3.

2.1.2

Directed Graphs

We learned in the previous section that a graph is made up of nodes and links.
If the links in a graph are undirected, then it is called an undirected graph. On the
other hand, if the links in a graph are directed, then such a graph is called a directed
graph. Figure 2.2 (a) shows an example of directed graph.
In a directed graph, the beginning point of the direction is called the tail, the
end point is called the head and the points from beginning to end of the direction
form an arc. In Figure 2.2 (a), a is the tail and b is the head of the direction between
a and b, so (a,b) is an arc. A directed path is a sequence of nodes with the same
direction, that is, the path has the head of one arc and the tail of another arc in
itself. There exists a path from a to d in Figure 2.2, but there is no path from a to
e, because the direction changes after d. A directed path is a cycle if it contains two
or more distinct nodes and the first node is identical to the last node. A node forms
a directed cycle if it has the head and tail of one path in itself. Thus Figure 2.2 (a)
has a cycle starting from b, going through c and d before returning to b.
13

Figure 2.2: (a) Directed graph, and (b) DAG.

A directed graph is acyclic or is a directed acyclic graph (DAG) if it contains no
directed cycles. Figure 2.2 (a) is not a DAG since it contains a directed cycle hb,c,e,bi,
while Figure 2.2 (b) is a DAG because it is a directed graph that does not contain
directed cycles. A DAG may also be used to denote causal relations between nodes.
If a link from one node points to another, then it means that there exists a causeeffect or parent-child relation between the two nodes. The node at the beginning of
the link is called the parent, and the node at the endpoint is the child. A parent
may have multiple nodes as children, and a child may have multiple parent nodes. In
Figure 2.2 (b), a is a parent and b is its child node. A DAG representation is useful
in probabilistic reasoning, as we will see in Section 2.2.2.

2.1.3

Junction Trees

Graphically representing a problem is an effective method for reasoning and
problem-solving. One way of performing reasoning is by organizing variables into a

14

graphical structure that facilitates efficient communication.
In the context of probabilistic reasoning, an environment or env is represented
by a set of variables, V = {v1 ,...,vn }, where each variable is associated with a finite domain. When an agent makes certain observations, it can infer the state of
the environment with the help of dependencies between observable and unobservable
variables. The agent expresses this uncertain knowledge about the dependence of
variables in terms of its belief, which is a subjective probability (refer Russell and
Norvig [24] for explanation of subjective probability). We refer to subjective probability as probability throughout this Thesis, and discuss reasoning with probability
in Subsection 2.2.1.
Suppose an agent is in charge of a cluster graph, where clusters have private
variables, and some clusters also share variables among themselves. When an agent
makes an observation, it may change its belief on variables within a cluster. When the
probability associated with one variable changes, it affects the probability of the other
variables, due to probabilistic dependencies between variables in a cluster. Now, some
of these variables may be private, but some may be shared with other clusters. If the
probability associated with a shared variable changes, then this information must be
passed on to the clusters that share this variable. Meanwhile, if any of the beliefs
associated with shared variables in those clusters have changed, then they need to be
passed back to the cluster that initiated the information exchange process. Sharing
of updated probabilities must be done along links joining each pair of clusters that
share variables. Such belief updation done along both directions of each link ensures
that each pair of clusters has the same belief on variables they share. In other words,
15

belief updation ensures that the agent belief on its variables is the same across all
clusters that contain those variables.
In general, if two adjacent clusters in a cluster tree have the same belief on shared
variables, then the clusters are said to be consistent. If every adjacent pair of clusters
in a cluster tree has the same belief on its shared variables, then the cluster tree is
said to be locally consistent. If all pairs of clusters in a cluster tree have the same
belief on shared variables, then the cluster tree is said to be globally consistent.
Local consistency is easy to achieve by two-way belief updation between each pair
of adjacent clusters. But local consistency does not always imply global consistency,
as illustrated in Figure 2.3. Suppose one agent is in charge of each of the cluster trees
in Figures 2.3 (a) and (b). The clusters contain variables from set {a,b,c,d,e}, where
each variable has domain {0,1}. The belief of the agent on the variables of its cluster
is given by its subjective probability. A configuration is a variable-value pair, where
a variable from the variable set is assigned a value from the domain set. The agent
believes that for each cluster, there exists a configuration with probability 1.0, while
all other configurations for the cluster have probability 0.
From the agent belief over cluster C 0 in Figure 2.3 (a), we can deduce that
PC0 (c=1)=1.0. Also, PC1 (c=1)=1.0. Thus, clusters C 0 and C 1 have identical P (c).
Similarly C 1 and C 2 have identical P (e). Therefore Figure 2.3 (a) is locally consistent.
However, it is not globally consistent, because PC0 (b=0)=1.0, but PC2 (b=0)=0. On
the other hand, Figure 2.3 (b) is both locally and globally consistent.
Thus, to achieve global consistency from local consistency, it is necessary to
have clusters organized into a correct tree structure (Xiang [29]). In fact, a JT
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structure ensures both local and global consistency, and the RI property (introduced
in Section 2.1.1) is instrumental in achieving it. Revisiting Figure 2.3 (b), we see
that the tree satisfies the RI property as for all pairs of clusters, common variable b
is present in all separators on their path. The agent’s belief on b is identical between
each pair of adjacent as well as non-adjacent clusters. This shows that a JT is globally
consistent when it is locally consistent.

Figure 2.3: (a) Locally consistent but globally inconsistent cluster tree, and (b) locally
and globally consistent cluster tree.

Besides achieving local and global consistency simultaneously, JT has various
other advantages. It enables efficient communication and preserves privacy during
reasoning. Once constructed and set up, it can be used to perform probabilistic
reasoning, constraint reasoning and decision theoritic reasoning. Detailed explanation
of the mentioned advantages will be covered in the next Chapter.
A JT can be constructed in a number of ways, either from directed and undirected graphs. Since JT construction is a major task of our research, we will explain
the construction briefly. Readers are encouraged to refer Xiang [29] for better under-
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standing of the process.
Let us first see how a JT is constructed from an undirected graph that consists
of nodes and links, as shown in Figure 2.4 (a). The first step is to identify clusters.
A set of nodes in an undirected graph is called complete if the nodes are pairwise
connected. A maximal set of nodes that is complete is called a clique. There are five
cliques in Figure 2.4 (a), namely, C 0 = {v 0, v 1}, C 1 = {v 1, v 2, v5}, C 2 = {v 2, v 3 },
C 3 = {v 3, v 4 } and C 4 = {v 1, v 4}.
In the context of JT representation, a clique is called a cluster. A junction graph
can be constructed by connecting all pairs of clusters that share variables, as shown
in Figure 2.4 (b). Deleting some links from such a junction graph, such that there
is a unique path between every two clusters, will produce a cluster tree. If this tree
satisfies the RI property, then it is a JT.

Figure 2.4: (a) Undirected graph, and (b) junction graph from (a).

Let us construct a cluster tree from the junction graph in Figure 2.4 (b) by
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deleting some links. On observing the figure, we find that we can delete only one
outgoing link of cluster C0 , otherwise it will become disjoint from the resulting tree.
Continuing in this manner, we obtain different cluster trees, as shown in Figure 2.5
(a) through (k).
Now let us check if these trees satisfy the RI property. In (a), variable v1 is
common between clusters C0 and C4 , and it is contained in both separators in the
path hC0 ,C1,C4 i. However, variable v4 is common between clusters C3 and C4 , but
it is not contained in separators in the path hC4 ,C1,C2,C3 i. Therefore, (a) does not
uphold the RI property and is not a JT. Following the same logic, we find that none
of the trees in Figure 2.5 is a JT.
This leads us to an important observation that not all junction graphs lead to
JTs. An important condition needs to be satisfied to guarantee that the cluster graph
can form a JT. The condition is chordality. Junction graphs are often obtained from
undirected graphs. If the initial undirected graph is chordal, then its junction graph
can lead to a JT. Figure 2.4 (a) is non-chordal, because cycle hv1 , v2, v3, v4, v1i has
four nodes but no chord. Thus according to the above discussion, Figure 2.4 (b)
cannot be transformed into a JT because its undirected graph is non-chordal. In fact,
a junction tree can be constructed only from a chordal graph (Beeri et al [2]).
Let us now try to construct a JT from an undirected chordal graph, in order
to verify the above condition. We start the construction process with an undirected
graph shown in Figure 2.6 (a). We observe that this graph is chordal, because there
exists a chord hv2 ,v4i for cycle hv1, v2 , v3, v4, v1i.
Our first step is to determine clusters. For this, we use the concept of simplicial
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Figure 2.5: Cluster trees from junction graph.
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nodes. A node in a graph is called simplicial if nodes adjacent to it are complete.
In Figure 2.6 (a), node v 3 is simplicial, because its adjacent nodes v 2 and v 4 are
connected. A simplicial node and its adjacent nodes that are pairwise connected,
together become a clique. A clique is a cluster in JT. Since node v 3 is simplicial and
its adjacent nodes v 2 and v 4 are connected, a cluster can be formed with nodes v 2,
v 3 and v 4. The clusters thus obtained are C0, C1 and C2.

Figure 2.6: (a) Undirected chordal graph, (b) junction graph, and (c) JT.

A junction graph can then be formed from these clusters, as shown in Figure 2.6
(b). Next, we must delete such links such that the RI property is maintained. The
JT shown in Figure2.6 (c) is a JT that maintains RI property. The above discussion
21

illustrates an important condition, that a JT can be constructed if and only if an
undirected graph is chordal.
Furthermore, not all undirected graphs are naturally chordal. If a graph is nonchordal, we can transform it into a chordal graph by a process called triangulation
(Xiang [29]). Chord hv2 ,v4i transforms the chordless cycle in Figure 2.4 (a) into the
chordal graph in Figure 2.6 (a).
We learned how to construct a JT from an undirected graph so far. However,
undirected graphs themselves are often obtained from directed graphs. JTs can also
be constructed from directed graphs, more specifically, DAGs. Now we will briefly
explain how a JT is constructed from a DAG, shown in Figure 2.7 (a).
First, the DAG is moralized, meaning that each node’s parents are connected.
Then the directions in the DAG are dropped, to obtain a moral graph. But moral
graphs do not always lead to JTs. For a JT to be constructed, the moral graph should
be chordal. If a graph is found to be chordal, we proceed to determine clusters. If
it is not chordal, then a chord is added using the triangulation process (Xiang [29]).
Since the cycle hv1 , v2, v3, v4 , v1i in the moral graph is not chordal, we add a link
hv2 ,v4i as shown by a dashed line in Figure 2.7 (b). The chordal graph is shown in
Figure 2.7 (c).
A junction graph, formed by joining all those pairs of clusters that have nonempty intersections, is shown in (d). The final JT is shown in (e). The above discussion highlights the importance of chordality in constructing a JT. In fact, chordality
determines whether a JT exists or not. This condition has been used in our research,
as we will see subsequently.
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Figure 2.7: (a) DAG, (b) adding a chord, (c) chordal graph, (d) junction graph, and
(e) JT.

2.2

Reasoning in Single Agent Systems
Agents have the ability to observe and reason in a given environment, in order to

infer and decide on the course of action. The way in which agents and their knowledge
are organized in a network can be represented using graphical models. Probabilistic
reasoning with graphical models has become an important research area in AI over
the recent years. The following subsections explain the different ways in which agents
do reasoning, and the graphical models they use to encode knowledge.
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2.2.1

Probabilistic Reasoning and Constraint Reasoning

An agent must know the state of its environment in order to reason and take
action. However, since the environment may be partially observable and stochastic,
the agent may not observe its entire state at a given time. It can directly observe
only a few events, and has to infer the unobservable events from the observables. For
example, an agent in charge of checking engine functioning relies on directly observable signals and sensor readings to infer the state of the engine, which is otherwise
unobservable. A human mechanic aided by such an agent can then estimate which
component of the engine needs repair or replacement. The activity of guessing the
state of the environment using observations constitutes reasoning.
Consider the environment to be represented by a set of variables that have dependencies between them. When an agent makes an observation on a variable, it
can infer the state of unobservable variables with the help of dependencies between
observable and unobservable variables. An agent expresses its uncertain knowledge
about the dependence of variables in terms of its belief. It has a prior belief before
making an observation, which it changes to a posterior belief after observation. If its
belief can be represented by a subjective probability P over these variables, such a
process of reasoning is called probabilistic reasoning.
For better understanding of probability, let us illustrate it with the car engine
example mentioned above. Consider two variables X and Y that belong to set V .
Assume X as the variable that represents the state of the battery, and Y as the
variable that represents the state of the engine. X can take two truth values, namely
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“the battery works”, or “the battery fails”, whereas Y can be either “the car starts”
or “the car does not start”. When specific truth values are assigned to these variables, they are written as X=x and Y=y. Following are the types of probabilistic
representations of variables:
• P(X=x | Y=y) represents the belief of an agent on the truth of X when it already
knows the truth of Y. This belief is quantified by a subjective probability, with
a value between 0 and 1. The belief represented in the form P(X=x | Y=y) is
known as conditional probability of X, given that Y has already occurred. In
the context of the car engine example, assume that the mechanic observes the
car starting and is trying to formulate a belief on the battery. His thinking
could be, “what is the probability of battery failure given that the car starts”.
• P(X | Y=y) represents the beliefs of an agent on each truth value of X when it
already knows the truth of Y. This is called conditional probability distribution
(CPD) of X, given that Y has already occurred. Assume that the car starts, or
in other words, Y=y has been observed. Then the mechanic has to consider two
different cases of X, namely, “what is the probability that the battery works
given that the car starts” and “what is the probability of battery failure given
that the car starts”.
• P(X | Y) represents the beliefs of an agent on each truth value of X for each
truth value of Y. This is called conditional probability table (CPT) of X. Here,
the mechanic has to consider four different cases of X and Y , namely, “what
is the probability of the battery working when the car starts”, “what is the
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probability of the battery working when the car does not start”, “what is the
probability of battery failure when the car starts”, and “what is the probability
of battery failure when the car does not start”. Each case is represented as a
row in the CPT with a subjective probability between 0 and 1.
One of the ways of representing agent beliefs on variables is using joint probability
distribution (JPD). Given V, an agent must calculate JPD P(V). For this, the agent
first has to acquire the parameters of P(V). If we denote cardinality of V by n=|V|,
and the cardinality of the largest variable space by d = maxv |Dv |, then the agent
has to acquire O(dn) probabilistic values to specify P (V ) fully. Consider an example
involving car tires. Rough usage of car tires increase the extent of wear and tear,
which eventually causes them to wear out. This scenario can be represented by three
variables as follows.
Usage ∈ {smooth, rough}, tear ∈ {high, low}, and wearing-out ∈ {yes, no}.
For ease of writing, let u represent usage, t represent wear and tear, and w
represent the extent of wearing out of car tires. To calculate the probability of a
single case, say P(u=smooth,t=high,w=yes), we use product rule (Xiang [29]) as
follows.
P(u=smooth,t=high,w=yes)
= P(w=yes|u=smooth,t=high) P(t=high|u=smooth) P(u=smooth)
Following this logic, we calculate the JPD for all possible cases, as shown in
Figure 2.8. Seven probability values have to be computed in order to derive this table
(the last probability can be computed using the negation rule, refer Xiang [29]). It is
easy to see that if the number and cardinality of variables increase, then the number
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of probability values required to specify their JPD will increase exponentially. Thus, if
a problem environment contains several hundred variables, then reasoning using JPD
becomes ineffective and infeasible. This difficulty is called acquisition intractability.

Figure 2.8: JPD for P(u,t,w)

It is important to note, however, that not all variables are directly dependent
on each other. We recognize that usage is the direct cause of wear and tear, which
is the direct cause of tires wearing out. Thus we can say that the degree of usage
is sufficient to determine wear and tear, which is sufficient to determine the state of
tires. Usage and wearing out of tires are conditionally independent, given wear and
tear. Consider the first row in JPD 2.8. According to product rule (Xiang [29]) and
conditional independence, we can simplify as follows.
P(u=smooth,t=high,w=yes)
= P(w=yes|u=smooth,t=high) P(t=high|u=smooth) P(u=smooth)
= P(w=yes|t=high) P(t=high|u=smooth) P(u=smooth)

This shows that it is not necessary to define seven values to construct the table. It
is sufficient to define just five values to completely specify the table, using conditional
independence. Thus, the following values are sufficient to completely define the JPD.
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P(u=smooth) = 0.7
P(t=high|u=smooth) = 0.1 P(t=high|u=rough) = 0.8
P(w=yes|t=high) = 0.8
P(w=yes|t=low) = 0.2

Identifying causal dependencies or conditional independence between variables
aids in simplifying computation in probabilistic reasoning. It also helps in reducing
the problem of acquisition intractability, when the number and cardinality of variables
are high. Conditional independence can also be graphically encoded using Bayesian
networks, which we will discuss in the next subsection.
While variables represent an environment, constraints represent the conditions
those variables must satisfy. Constraints restrict the values that variables can take.
A configuration involving variable-value pairs is legal if it satisfies all constraints
associated with its variables. A solution is a legal configuration over the set of all
variables. In some methods of problem solving, a partial solution is obtained as an
intermediate result, and this eventually leads to the complete solution. The process of
finding a solution to a set of constraints that variables must satisfy is called constraint
satisfaction. In our work, we refer to it as constraint reasoning. Thus, constraint
reasoning involves both variables and constraints. A constraint network graphically
represents constraints between variables, as we will discuss in the next subsection.

2.2.2

Bayesian Networks and Constraint Networks

Probabilistic dependencies between variables can be represented graphically. Let
us revisit the car tire example discussed in the previous subsection. We identified
there that usage is the direct cause of wear and tear, which in turn is the direct cause
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of wearing out of tires. We can take usage, tear and wearing-out as variables that are
linked by their causal relationship, thus representing them in the form of a DAG as
shown in Figure 2.9 (a). Furthermore, we recognize that usage and wearing-out are
conditionally independent of each other, given wear and tear. In other words, variable
wearing-out is conditionally independent of its non-descendants, namely usage, given
its parent, namely tear.
A Bayesian network (BN), shown in Figure 2.9 (b), is a concise graphical representation of probabilistic relationships between variables. It has a DAG structure,
where each node represents an environment variable. Direct links between variables
imply that they are dependent on each other, while missing links imply that variables
are conditionally independent. Every node is associated with a CPT, namely the
probability of each truth value of the variable, for each truth value of its parents.
The directions of links represent direct asymmetric dependencies between variables.

Figure 2.9: (a) A DAG for the car tire example, and (b) a Bayesian network from the
DAG.

Representing an agent’s belief on its environment using JPD has a disadvantage.
As the number of environment variables increases, the number of probability values
needed to directly specify their JPD increases exponentially. A BN on the other hand
uses conditional independence to reduce the number of probability values to be spec-
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ified. It graphically represents a JPD, while encoding conditional independence. If
not all variables are pairwise connected, then the growth in number of environment
variables results in linear growth of the total number of probability values. Furthermore, the product of node CPTs is the JPD of the BN, because it follows the semantic
that every node is conditionally independent of its non-descendants, given its parents
(Xiang [29]). Hence, if we add a variable to an existing BN, we essentially have to
calculate its CPT to specify the total JPD. A BN thus helps tackle the problem of
acquisition intractability (refer Pearl [21], Xiang [29] for more explanation on BNs).
Let us now briefly explain how inference is carried out in a BN (refer Pearl [21]
for details). When an observation is made on a variable, its local distribution is
updated and the resulting impact is propagated to other local distributions by passing
messages. This avoids updating the entire JPD directly when an observation is made
on a variable, thus making the complexity linear instead of exponential. This can be
illustrated using an example. Consider an agent in charge of ten variables in a directed
chain, given by v1→v2 →v3→v4→v5→v6→v7→v8→v9→v10. Suppose an observation is
made on v10 and the agent wishes to update its belief on v1. One way to do this is by
updating the JPD of these ten variables directly, which would involve recalculation of
210 probability values. Another way is by passing messages as follows. First, v10 sends
a message along the link between v10 and v9. This message is over two variables, v10
and v9 , because we are dealing with the CPT associated with v10, with respect to its
parent, v9. The message is a function on the receiving variable. When v9 receives this
message, it computes its own message and sends it along the link between v9 and v8.
This message involves v9 and its parent, v8. This process continues until it reaches
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v1. Since there are nine links, we will have a total of nine messages passed along
each link. The message complexity is thus, linear. Computation of every message
involves probability distribution between two variables. If every variable is binary,
then the complexity of every message will be quadratic. Nevertheless, the complexity
of updating beliefs using message passing is linear on the number of variables, as
compared to direct updation of their JPD.
In a BN involving several variables, each possibly with multiple parents, many
observations are likely to be made on variables. In that case, two-way message passing
along each link in the correct order helps infer posterior probabilities. The computed
posterior probabilities will be exact, when the DAG of the BN has a tree structure
(Pearl [21]). Unfortunately, not all BNs are tree structures. In that case, they can be
transformed into tree structures where each node isnvolves a group of variables, for
example, JTs. The process of transforming a DAG into JT is explained in Subsection 2.1.3.
While BN is used in the context of probabilistic reasoning, a constraint network
(CN) is used for constraint reasoning. It is a graphical representation of a set of
variables and a set of constraints defined for those variables. In a CN, variables
represent nodes and they are directly connected by links if they have constraints
between them. A CN typically forms the knowledge base of an agent in single agent
systems that perform constraint reasoning. Like in the case of probabilistic reasoning,
a tree structure is effective for message passing in CN too (Dechter and Pearl [4]). If
the CN does not have a tree structure, it can be transformed into a JT as explained
in Subsection 2.1.3.
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2.3

Reasoning in Multiagent Systems
A single agent paradigm is often insufficient and ineffective in large and complex

environments, hence a collection of single agents is often used for problem solving.
While the previous section dealt with reasoning in single agent systems, this section
deals with multiagent reasoning. It starts with multiagent communication and multiply sectioned networks, and goes on to describe a specific structure called hypertree.

2.3.1

Multiagent Communication

In a single agent paradigm, an agent does reasoning with a single BN or CN over
a problem environment. If it is not in a tree structure, the agent converts it into a JT.
However, a single agent paradigm may not be effective in large and complex problem
environments, like monitoring intricate spacecraft systems or designing complicated
nuclear machinery. Complex environments involve a huge amount of knowledge, and
it is difficult and expensive to develop a single agent that is intelligent and powerful
enough to observe, infer and make decisions alone. Sometimes, the problem environment may be spread over countries or large geographical areas. With all observations,
knowledge base and computation being centralized, single agent processing may result
in delays and communication bottlenecks. It is therefore more feasible to decompose
the complex environment into several smaller ones, and have single agents manage
each of them.
Multiagent systems consist of a set of agents that are bound together by a common task. Agents in MAS can cooperate and work toward a common goal of reasoning
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in complex environments. To do this, they need to share some information amongst
themselves. However, if each of the agents is designed by a different manufacturer,
then each agent may contain proprietary information. The manufacturers would like
some of their intrinsic working details and variables to be kept private. Sharing all
observations made on the environment with all agents may result in disclosure of some
private information. An agent therefore maintains two types of information: private,
which is local to itself, and shared, which is common to some other agents.
An environment can be represented by a set of variables as in the single agent
paradigm. Each agent in a MAS is designed such that it only has knowledge about
a subset of variables. The subset is called sub-environment, subenv, and several
such overlapping subenvs constitute the environment. Some variables are private,
and limited to the agents’ local scope. Some variables may be shared between two or
more agents due to agent subenvs overlapping.
In the context of multiagent probabilistic reasoning, if one agent makes an observation on a variable, it essentially means that the agent has learned some truth
about the environment. Following the observation, it may change its belief on a local variable. This change has the ability to affect the beliefs associated with other
variables in its own subenv as well as other subenvs, due to probabilistic dependencies between environment variables. However, the agent cannot directly change the
values of variables outside its subenv, since it is not allowed to do so. Moreover, it
cannot broadcast its updated beliefs to all agents in the MAS, as that would disclose
them to non-adjacent agents as well. So it communicates updated beliefs over shared
variables, since shared variables are common between some subenvs. Thus beliefs get
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propagated throughout the subenvs through shared variables.
In the context of constraint reasoning, an agent develops configurations or partial solutions based on local constraints on variables. It then passes the developed
configurations or partial solutions over its shared variables to its adjacent agent. This
adjacent agent develops its own configurations or partial solutions based on its local
constraints, with additional constraints received from its sender agent, in the form of
configurations or partial solutions. This process continues until a final configuration
or solution, compatible with constraints of all agents, is developed (see Pearl [21] for
detailed explanation).
Thus we see that in probabilistic and constraint reasoning, shared variables act
as bridges between individual agents. Passing messages between agents enables belief
updating in case of probabilistic reasoning, and finding a solution in case of constraint
reasoning. But the key issue is to determine how and to whom messages are passed.
Hence, it is undesirable to limit information exchange between agents that share variables. Agents that do not share any variable or constraint cannot pass messages
to each other directly. On the other hand, adjacent agents can communicate their
updated knowledge over their shared variables. Sharing knowledge by passing messages helps agents to cooperate and work towards problem solving, and this process
comprises multiagent communication.

2.3.2

Multiply Sectioned Network Models

Assume that a large, complex system is monitored by several autonomous agents.
As in the single-agent scenario, we can represent the environment by a set of variables.
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Since each agent has only partial, limited knowledge of the environment, it follows
that each agent has knowledge of a subset of variables.
A multiply sectioned Bayesian network (MSBN) is a knowledge representation
for multiagent probabilistic reasoning. In MSBN, we assume the following (refer
Xiang [29] for details).
• Each agent’s belief is represented by a probability, with value between 0 and 1.
• Each agent communicates directly with another agent by passing information
over shared variables. In other words, an agent can communicate with another
agent only if it shares variables with it.
• A simple agent organization is preferred for agents to communicate. Detailed
studies show that a tree structure enables efficient communication.
• Each agent represents its subenv dependence structure in the form of a DAG.
This is because a DAG facilitates efficient communication.
• A JPD defined over the total universe should be the collective belief of all agents
in the network.
These five assumptions or constraints specify a knowledge representation given
by a MSBN. Each agent in the MSBN represents its subenv in the form of a BN.
Figure 2.10 (a) shows a BN that is multiply sectioned into subgraphs shown in Figure 2.10 (b). Just as MSBN is a graphical model for multiagent probabilistic reasoning, multiply sectioned constraint network (MSCN) is for multiagent constraint
reasoning (Xiang and Zhang [34]).
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Figure 2.10: (a) A BN, and (b) multiply sectioned BN.

2.3.3

Hypertrees

Multiagent dependence structure exists at two levels: the lower level or agent level
modeling and the higher level or society level organization. A JT is an agent level
representation, while the society level representation is called a hypertree. Unlike
single agent systems where one agent is in charge of an entire BN or CN, in MAS one
agent is in charge of a portion of BN or CN. In other words, each agent in a MAS has
its own local BN or CN. A hypertree framework can be used for inference operations
in MAS just as effectively as a JT in single agent systems.
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The term JT is generally used in the context of single agent systems, where one
agent is in charge of one BN or CN. A JT regulates message passing by dictating
which clusters can communicate. In the context of multiagent systems though, every
agent has its own local BN or CN. So while referring to MAS, we use the term JT
organization. The JT organization in MAS regulates message passing by deciding
which agents can communicate with which other agents. Also, since hypertree is a
JT and both hypertree and JT organization are terms used in reference to MAS, we
will use them interchangeably throughout our work.
Since a hypertree is essentially a JT, it follows the running intersection property.
This property ensures that in probabilistic reasoning, when beliefs of shared variables
are set or changed, they are updated throughout the tree. This ascertains that agents’
beliefs on shared variables are the same throughout the hypertree. In the context
of consistency, it means that local consistency guarantees global consistency in a
hypertree. This is a very important property for accurate and effective inference. In
case of constraint reasoning, configurations and partial solutions can be communicated
over shared variables between agents.
During multiagent communication, information between agents is exchanged by
passing messages. A hypertree structure can be used to regulate message passing
between agents that share variables. It safeguards privacy of shared variables, by
limiting access to only adjacent agents that share them. It preserves privacy of private
variables as well as identities and bordering relationships of agents by restricting
message content to shared variables. Figure 2.11 shows a hypertree organization
obtained from the MSBN in Figure 2.10 (b).
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Figure 2.11: Hypertree from MSBN.
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Chapter 3
Problem Of Distributed Hypertree Computation
Chapters 1 and 2 familiarized the reader with basic concepts and terminologies
related to multiagent reasoning and communication. This Chapter introduces the
problems or challenges involved in JT organization of multiagent systems, which provide motivation for research. Section 3.1 describes the broad context of our research,
and Section 3.2 explains a challenge: that of privacy. Section 3.3 reviews the current
practice in maintaining privacy during JT construction and shortcomings. Section 3.4
enumerates our research problems.

3.1

Context of Research
We discussed in the previous Chapter that MAS does reasoning tasks such as

probabilistic reasoning, constraint reasoning and decision making. Several frameworks have been developed for MAS to carry out reasoning tasks. These include the
works of Valtorta et al. [27] and Xiang [29] on probabilistic reasoning, Maestre and
Bessiere [15], Modi et al. [18], Petcu and Faltings [22], Vinyals et al. [28], Brito and
Meseguer [3], and Xiang and Zhang [34] on constraint reasoning, and Gmytrasiewicz
and Durfee [9], Koller and Milch [12], Xiang et al. [30], and Xiang and Hanshar [31]
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on decision making. Frameworks such as Valtorta et al. [27] and Koller and Milch [12]
do not assume specific agent organization. Maestre and Bessiere [15] assume a total
order among agents. Modi et al. [18] and Petcu and Faltings [22] use a pseudo-tree
organization. Xiang [29], Xiang and Hanshar [31], Xiang and Zhang [34], Vinyals et
al. [28], and Brito and Meseguer [3] all use a JT organization. The JT organization
is referred to as hypertree in the first three frameworks, which is consistent with our
way of reference. Organizing agents in a JT form has the following advantages.
1. Efficient communication: Agents in a JT organization communicate using messages, and message content can be restricted. In multiagent probabilistic reasoning, a message may contain the sending agent’s belief over shared variables, e.g.
in the work of Xiang [29]. In multiagent constraint reasoning, a message may
contain partial solutions over shared variables, e.g. in Xiang and Zhang [34].
Due to the tree topology of a JT organization, message passing is easier. For
two adjacent agents to pass relevant information among themselves, they need
to send messages over shared variables. Extending this logic, for all adjacent
agents in the tree to have up-to-date information about shared variables, messages must be sent along both directions of each link, in the correct order. A
JT organization regulates message passing by dictating the direction of message
flow throughout the tree. Also, time complexity of communication is linear on
the number of agents and the pairs of links between them.
2. Sound inference: Local consistency and global consistency are important concepts for accurate and effective inference, as discussed in Subsection 2.1.3. JT
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organization enables sound inference, as global consistency is guaranteed by local consistency, which is derived from the RI property. It can be used to perform
effective probabilistic reasoning, constraint reasoning, and decision theoritic reasoning. In the case of probabilistic reasoning, it enables exact inference of beliefs
between nodes. For instance, multiagent probabilistic reasoning in Xiang [29]
is exact, and multiagent decision making in Xiang and Hanshar [31] is globally
optimal. JT can also be used to obtain complete solutions to CSPs (Xiang and
Zhang [34]).

3.2

Agent Privacy Issue
Privacy between agents is desirable when each agent represents an independent

owner. For instance, if every agent in a supply chain is designed by a separate manufacturer, then the subenv associated with an agent contains proprietary technical
know-hows of its manufacturer. Disclosure of intricate design details, including private variables, is undesirable in such a scenario. The issue of agent privacy has
received a lot of attention in the recent years, e.g. in the works of Silaghi et al. [25],
and Faltings et al. [6].
We discussed earlier that a JT organization enables efficient communication and
sound inference in complex environments. During inference operations, it naturally
preserves privacy among agents. This is because messages are passed only between adjacent agents. Non-adjacent agents do not know the identities or variable information
of each other’s adjacent agents. Moreover, messages passed only contain information

41

related to shared variables, thus restricting message content. More precisely, the
following information is protected.
1. Information related to private variables: This information consists of the existence, identity, domain of possible values, associated conditional or marginal
probability distributions (in the case of probabilistic reasoning) or constraints
(in the case of constraint reasoning), and observed or assigned values of private
variables. If a variable is exclusive to an agent and not present in any other
agent’s subenv, then it is not disclosed during inference.
2. Information related to shared variables: A variable is said to be shared if it is
contained in two or more subenvs, in that it is associated with two or more
agents. Such a shared variable is not be disclosed to agents other than the ones
that share the variable.
3. Identity and bordering relationship of an agent: Two agents are said to be
non − bordering or non − adjacent if they do not have overlapping subenvs or
shared variables. Since they are non-adjacent, they do not communicate directly
either. More specifically, an agent does not know the identities of non-bordering
agents, their subenv variables or their bordering relationships.
MAS frameworks using JT-based organizations can be grouped according to
whether subenvs are simple or complex. Subenvs are said to be simple, if each
subenv is treated as a subset of variables without internal structure. Subenvs are
assumed complex under a framework, if dependence structure within each subenv
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is explicitly represented and manipulated during multiagent probabilistic reasoning,
constraint reasoning, or decision making. Under this criterion, subenvs in the works of
Vinyals et al. [28] and Brito and Meseguer [3] are simple, while subenvs in Xiang [29],
Xiang and Zhang [34], and Xiang and Hanshar [31] are complex. Although agent
privacy is relevant to both simple and complex subenvs, it is particularly important
for frameworks with complex subenvs, because a simple subenv may contain only a
few variables to protect but a complex subenv may contain several hundred variables.

3.3

Current Practice in JT based MAS
We have seen that a JT based framework enables good communication and rea-

soning, while naturally preserving privacy during inference. But these features are
enabled only when the JT organization has been set up and is fully functional. It
is equally desirable, and even important in some cases, to maintain a high degree of
privacy during JT construction, so that privacy is maintained in all operations in JT
based MAS. In this section, we review some existing JT-based MAS algorithms to
understand how they preserve privacy during construction.
In the work of Vinyals et al. [28], the JT is built through a centralized mapping
operation from a pseudo-tree where each node is an env variable. The centralized
mapping operation discloses identities of all variables to the agent that performs
mapping.
In the work of Brito and Meseguer [3], the JT is constructed by a method proposed by Paskin et al. [20]. Agents are initially organized into a tree topology. Each
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agent in this algorithm starts with a cluster of variables. But those clusters are determined by application-based conditions, hence the cluster tree does not necessarily
satisfy running intersection property and is not a JT. To make the cluster tree a
JT, each agent communicates with its adjacent agent through message passing over
tree links. The message passed contains an agent’s local variables as well as variables shared with adjacent agents. Thus, variable identities are disclosed beyond the
agent’s scope when they are passed along the tree.
Several centralized algorithms to identify and construct JT organizations have
been proposed in recent years. In these algorithms, one agent is appointed as the
central coordinator and knows the shared variables of all agents in the MAS. It gathers
knowledge about all these shared variables, computes the JT organization centrally
and informs each agent about the final structure. For example, JT organizations
in Xiang [29], Xiang and Zhang [34], and Xiang and Hanshar [31] frameworks are
constructed using a central coordinator agent.
In centralized methods, the coordinator does not know the identities of private
variables that are contained in a single subenv; hence their privacy is ensured. However, shared variables between pairs of agents are disclosed to the coordinator. Identities and bordering relationships of agents are are also known to the coordinator agent.
To ensure privacy, ideally no information must be disclosed beyond agents that share
those variables, not even to a central coordinator. Thus, privacy is compromised in
centralized computation.
Centralized JT organization construction has been well-researched and several
algorithms with high efficiency have been proposed in recent years. However, the
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disadvantage of centralized computation, as listed above, cannot be ignored. Let us
now compare centralized and distributed algorithms. In a distributed process, an
agent can communicate only with those agents with which it shares direct links. The
requirement of a central coordinator is thus relaxed. This ensures more autonomy of
each agent and increased privacy in the MAS.
A JT framework preserves agent privacy while enabling efficient communication
distributively during inference. This level of privacy guarding is desirable or sometimes necessary during JT construction as well. Of the frameworks that we reviewed,
we found that some frameworks do not consider the issue of privacy at all during JT
construction, and none of them preserve agent privacy to a high degree.

3.4

Research Motivation
A MAS that is organized as a hypertree can perform effective reasoning, due

to efficient communication and soundness of inference enabled by its JT structure.
Additionally, it naturally preserves agent privacy during normal inference operations,
due to message content restriction over shared variables. Only adjacent agents pass
messages, and that too only over their shared variables. Thus we see that once the
hypertree is set up, it is relatively easy to communicate effectively and maintain
privacy during functioning.
However, privacy preservation is extremely relevant and critical during its construction as well. Many real-world applications would benefit from distributed hypertree construction, rather than centralized construction where important private
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information is disclosed. Many existing frameworks have not paid attention to the
issue of privacy preservation during construction, as we saw in the previous section.
Furthermore, it is not possible to construct hypertrees for all subenv decompositions. There are cases when they cannot be constructed, as illustrated in Figure
2.5. Before construction, it is advisable to check if a hypertree structure exists, so
as to save time and resources involved in construction. Hence the issue related to
construction is recognition.
The two important problems that we identified as a result of this discussion are
those of recognition and construction of hypertrees. More precisely, we aim to solve
the following problems in our research.
1. Given a particular sub-environment decomposition, how can we identify if a
hypertree exists, while maintaining a high degree of agent privacy?
2. How can we construct a hypertree using multiagents while preserving privacy,
if a hypertree organization exists?
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Chapter 4
Distributed Hypertree Construction Using
Maximum Spanning Tree
After reviewing relevant literature, we now formulate one of our research problems and propose a solution to it. We first formally define our problem statement in
Section 4.1 and review current practice in Section 4.3. We then propose a method to
construct a hypertree structure in Section 4.2 and describe our formulated algorithm
in Section 4.4, along with an example to demonstrate the process. We compute complexity in Section 4.5 to test the algorithm’s soundness and efficiency; and summarize
our method in Section 4.6.

4.1

Problem Statement
Consider a MAS with a set of agents A = {A0 ,...,An−1 }, where n>1. The en-

vironment consists of a set of variables, env, and is decomposed into a number of
subenv. Figure 4.1 (a) shows a subenv decomposition of a trivial env. The set of environment variables is {a,b,c,d,e,f,g,h,i,j,k,l,m}, and it is decomposed into five subenv.
Each subenv is associated with a single agent. Figure 4.1 (b) shows a junction graph
formed by connecting agents that share variables. The cluster tree constructed from
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it, shown in (c), is a JT since RI property holds between every pair of clusters.

Figure 4.1: (a) Subenvs, (b) junction graph with adjacent agents connected, and (c)
JT from subenv decomposition.

Each agent has its own subenv consisting of variables. Some subenvs overlap,
and there are shared variables between some agents. These shared variables as called
agent borders. For each agent, the union of agent borders is called its agent boundary.
The set of all agent boundaries is referred to as the boundary set. A boundary graph
graphically represents the boundary set. Since we do not wish to disclose private
variables, we can remove them from Figure 4.1 (a), resulting in Figure 4.2 (a). The
corresponding junction graph formed by connecting agents that share variables is
shown in Figure 4.2 (b).

48

Figure 4.2: (a) Agent boundaries, (b) junction graph with adjacent boundaries connected, and (c) JT from agent boundaries.

Normally, a JT organization is constructed from a given subenv decomposition.
However, let us compare a JT constructed with clusters from the given subenv decomposition (say T ), with a cluster tree constructed with the boundaries as clusters
(say T ’). If each subenv cluster in J can be mapped with the corresponding boundary cluster in T ’ such that the two trees are isomorphic, then we can deduce that T ’
is also a JT. As an illustration, compare the trees in Figure 4.1 (c) and Figure 4.2
(c). The former has been constructed from subenv variables, while the latter from
agent boundaries with private variables removed. We can see that the two trees are
isomorphic, and each of their clusters correspond. Thus if the cluster tree formed
from subenv variables in 4.1 (c) is a JT, then it follows that the cluster tree formed
from agent boundaries in 4.2 (c) is also a JT.
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Based on this, we can construct a JT organization from either the subenv decomposition or the boundary set. Furthermore, we recognize that the boundary set does
not involve private variables, and hence is more preferable for privacy preservation.
Therefore, we are motivated to use boundary set, instead of subenv decomposition,
for JT construction. Here, every boundary is considered a cluster. A cluster is associated with a single subenv, and hence with a single agent. Hence, we must construct
a JT organization with boundaries as clusters, such that the RI property holds. We
also wish to relax the requirement of a central coordinator agent that gathers information about all shared variables of agents during construction. The main points of
discussion for this section can simply be outlined as follows.
• A set of agents is associated with the boundary set, such that a JT organization
exists, with elements of the boundary set as its clusters.
• Two agents know the identity of each other and can exchange messages if they
share a border.
• An agent knows only the private and shared variables in its own scope, and
nothing about variables in other boundaries.
Assuming that a JT organization exists for a given sub-environment decomposition, the task of agents is to construct it using boundaries as clusters, such that each
agent knows its adjacent agents in the JT, and the process does not disclose information on agent boundaries beyond the initial knowledge state. More specifically, this
means that identities and bordering relationships of agents should not be disclosed
to non-adjacent agents during construction.
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4.2

Problem Reformulation
If a given subenv decomposition can be converted into a JT representation, we

can start by constructing a junction graph, and eventually get a JT organization.
Generally speaking, the junction graph of a given MAS is sparse, because effective
subenv decompositions usually have a high degree of interaction within each subenv,
but less interaction between subenvs. For ease of computation, we can consider the
cluster graph to be a weighted graph, with agents as nodes and number of separators as weights on their links. A maximum spanning tree can then be constructed
distributively from this weighted graph. Once the distributed maximum spanning
tree is obtained, we can replace its nodes by the corresponding clusters from the
cluster graph, thus transforming it into a JT organization. The relation between JT
organization and distributed maximum spanning tree is formally explained below.
• From a boundary set W , define a weighted graph Y : For each W i ∈ W , create
a node xi . If there are shared variables or a border between W i and W j , then
add a link between them in the graph. The number of shared variables becomes
the weight of the link.
• Let Y ’ be any maximum spanning tree of Y . Define a cluster tree T from Y ’,
such that for each link between nodes of Y ’, make W i and W j adjacent in T .
• The T thus formed is a JT, iff a JT exists, with elements of W as its clusters
(Jensen [10]).
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Following the discussion on the relationship between JT and maximum spanning
tree, the main points can be outlined as follows.
• A weighted graph is defined from a boundary set distributively, and every agent
is associated with a node.
• Two agents know each other’s identities and the weight of link between them
only if they are adjacent in Y .
• Adjacent agents pass messages with each other to compute a distributed maximum spanning tree Y ’. No information about agent identity and link weights
is disclosed beyond the initial agent knowledge state.
Our task thus is: Given a subenv decomposition that has a JT structure, represent its junction graph of agent boundaries as a connected, weighted graph. To do
this, consider each agent boundary as a graphical node. If two boundaries have a link
between them, then consider the number of shared variables as the weight of their
link. Then construct a distributed maximum spanning tree from this weighted graph,
while preserving agent privacy.

4.3

Current Practice in Privacy Preservation During Distributed MST Construction
In the previous section, we learned how we can represent agent boundaries in

the form of a weighted graph, from which we can construct a distributed maximum
spanning tree. Since minimum spanning trees and maximum spanning trees differ
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only by a comparison operator (Min and Max), we refer to all of them as MSTs
without confusion. In this section, we review existing algorithms that construct distributed MSTs, understand their working, identify their shortcomings and propose
an algorithm that rectifies the shortcomings. Since minimum or maximum spanning
trees differ only in the comparison operator (Min or Max), without confusion, we
refer to all of them as MSTs.
Two popular and commonly used algorithms for MST construction are Prim’s [23]
and Kruskal’s [13] algorithms. Both these algorithms are centralized, because they
require knowledge of the entire graph in order to construct a MST from it. In Prim’s
method, a fragment starts with a single node and subsequently grows into a MST. We
will discuss this algorithm in greater detail in the next section. In Kruskal’s method,
edges of the original graph are ordered, then a best edge is selected in every iteration
and added to the MST such that it does not form a cycle with the already existing
MST. This is a centralized process and involves disclosure of all node identities and
bordering relations to a central coordinator.
The pioneering work in the field of distributed MST construction by Gallager
et al. (GHS) [7] deals with graphs consisting of nodes and weighted links. It uses
the concepts of fragments and levels to construct MST. Initially, each node is an
MST fragment by itself. MST fragments are combined into larger ones according to
a level control, until a single MST fragment is formed. Within each fragment, nodes
cooperate to find minimum outgoing edge in the fragment. To identify this edge,
each node is asked separately for its best outgoing edge. Each parent collects this
information from its children and sends the best weight upwards to the root. The
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root then selects the best weight edge to be included in final MST. Once a fragments
best edge is found, a message is sent over that edge to the chosen fragment on the
other side. The two fragments combine into a bigger fragment. if they choose the
same edge, it forms the core edge. The new fragment also has a root. In the next
phase, the new fragment finds its own minimum weight edge and repeats the process
until all nodes are part of the MST. This algorithm can be viewed as a distributed
extension of Kruskal’s method. It has a time complexity O(nlogn), where n is the
number of nodes. Some of the points that should be noted in this algorithm are as
follows.
1. It does not use a centralized controller, but allows a large number of processes
to proceed simultaneously and independently. Fragments merge with each other
and grow to MST. Merging decision is done on fragment itself. In initial stages
when fragments are small, communication is not expensive, but later communication between bigger fragments becomes more expensive.
2. The basic algorithm assumes distinct link weights, which generally does not hold
in our application. To accommodate non-distinct link weights, the modified
algorithm either appends node identities to link weights or identifies fragments
by node identities. Since link weights and fragment identifiers are propagated
through messages, node identities will be disclosed beyond node adjacency in
this algorithm.
Awerbuch [1] proposes an innovative three-phase algorithm for optimal time and
message complexity in his work. The first counting phase determines the total num54

ber of nodes after building an unweighted spanning tree. The second phase is building
the MST, using the algorithm in GHS [7]. But as fragments grown larger, the algorithm switches to a more complicated third phase, after the fragments reach a certain
size. The third phase introduces two new procedures to limit the time between level
increases. The Root Distance procedure ensures that the root of a level L fragment
is never blocked for more than a certain time waiting for local responses from all
other nodes in its fragment. The Leader Distance procedure limits the time that a
fragment has submitted to its neighbor can be blocked at its old level if the root of
the other fragment is very far away. This algorithm also requires distinct link weights;
non-distinct link weights are handled using the same technique as GHS [7], by appending node identities to link weights. Hence, both algorithms have a drawback of
node identity disclosure.
The time complexity of this algorithm is improved by Faloutsos and Molle [5],
to O(n), where n is the total number of nodes. The motivation for this improved
algorithm is that the Awerbuch method has cases where cycles are formed or optimal
time complexity is not achieved. The revised process starts with a counting stage to
get n. A spanning tree (with no minimum weight requirement) is formed by ignoring
the edge weights and allowing each fragment to join along the edge leading to the
largest fragment. One node is authorized to initiate the algorithm. Its second phase
is the same as Awerbuch algorithm. The third phase has the same general structure
and procedures as the Awerbuch algorithm, but there are numerous detail changes to
address issues.
A better algorithm with improved time complexity of O(d + n0.613log ∗ n) is
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proposed in Garay et al. [8]. It is a time-efficient distributed MST algorithm that
runs a variant of GHS [7] first to produce several fragments of small diameters. Then
it combines the fragments into a single MST by a rooted operation. However, it still
suffers from node identity disclosure issue like GHS and Awerbuch algorithms.
A fast, distributed two-part algorithm is proposed by Kutten and Peleg [14]. The
result of the first part is a

√

n-dominating set D of size at most

√

n, and a partition

of the weighted graph into fragments, for each node in D. The second part combines
these fragments into a MST by the same rooted operation as the algorithm of Garay
et al. [8]. In this method, the first part uses a simplified version of GHS [7]. So it
still has a limitation on node identity disclosure, similar to the above algorithms.
An approximate MST algorithm is presented by Khan and Pandurangan [11].
The MST resulting from the approximation algorithm may not necessarily be minimum/maximum. However, an approximate MST cannot be used to build a JT organization because it may or may not yield one, and hence the method is not acceptable
for our task.
An algorithm for building MST has been proposed recently by Nobari et al. [19].
The algorithm computes a set of MSTs, where each MST is constructed for every
component of a disconnected graph. It is a parallel method, in which each processor
has access to the entire graph. It is applicable only when privacy is not a concern.
After reviewing existing literature, we can conclude that the work on distributed
MST construction so far has largely ignored the issue of agent privacy. To the best
of our knowledge, there is no method that constructs a MST distributively, while
maintaining privacy.
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4.4

Distributed Maximum Spanning Tree Construction Algorithm
Since privacy preservation is our essential requirement, we take a different ap-

proach than GHS [7] and its extensions Awerbuch [1], Faloutsos and Molle [5], Garay
et al. [8], Kutten and Peleg [14]. Unlike algorithms that grow multiple fragments simultaneously, we extend Prim’s algorithm [23] distributively and grow a MST through
a rooted control. Before we proceed to our algorithm, let us understand how Prim’s
algorithm works, with an example.
In Prim’s method, the term isolated terminal refers to a terminal node that is
not connected at a given stage. A fragment is a terminal subset that contains links
within the subset. A nearest neighbor is the neighbor which is at the smallest distance.
Consider the weighted graph in Figure 4.3 (a). Since we are concerned with maximum
spanning tree and not minimum spanning tree, we will use Prim’s algorithm to find the
best neighbor, which has the largest link weight with its neighbor. In this example, the
hollow circles represent nodes that are still unprocessed, solid gray circles represent
nodes that are in the final MST, undirected dashed lines connecting solid gray circles
represent fragments and directed thick lines represent the direction of computation.
The final MST is represented by solid black circles as nodes and undirected black
lines as edges. For better understanding of the algorithm progress, let us discuss one
figure at a time.
Figure 4.3 (b): Suppose X 0 is arbitrarily chosen as the root and as the first node
of the MST.
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Figure 4.3 (c): At the start of the algorithm, the root has two links, X 0 -X 1 and
X 0 -X 2 , and finds that the best link is X 0 -X 1 . So X 0 adds X 1 (directed thick line)
to form a fragment. Best neighbor of X0 , which is X 1 , is added to the MST.
Figure 4.3 (d): Now fragment X 0 -X 1 (dashed gray line) looks for its best neighbor. It has links X 0 -X 2 , X 1 -X 2 , X 1 -X 3 and X 1 -X 4 to choose from, and finds X 1 -X 2
to be the best. So it adds the edge to itself and X 2 to the MST.
Figure 4.3 (e): The fragment now grows into X 0 -X 1 -X 2 . It has four edge choices
for expansion, namely, X 1 -X 3 , X 1 -X 4 , X 2 -X 4 and X 2 -X 3 . Link X 1 -X 3 and node
X 3 are chosen to join the MST.
Figure 4.3 (f): The fragment now comprises X 0 -X 1 -X 2 -X 3 . It has five choices,
X 3 -X 4 , X 1 -X 4 , X 2 -X 4 , X 2 -X 0 and X 2 -X 3 . Node X 4 is selected to join the MST over
the link X 3 -X 4 . At this point, algorithm stops because there are no more terminals
to traverse. The resultant MST is shown in (g).
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Figure 4.3: (a) Weighted graph, (b) through (g) algorithm computation starting from
ROOT, and (f) final MST using Prim’s method.

As we can see, Prim’s algorithm grows fragments through a rooted control in a
centralized way. When a fragment looks for its best neighbor, the neighbor identities
and link weights of all its nodes are exposed beyond adjacency. This is an issue that
we wish to resolve in our algorithm. Our algorithm ensures that no node identity
or link weight is disclosed beyond adjacency. Unlike a few other algorithms, it does
59

not have the requirement of distinct link weights. Hence there is no need to assume
distinct link weights or append node identities to link weights.
We now explain our algorithm that constructs MST distributively. Note that
each node is associated with an agent, hence, without confusion, we refer to node and
agent interchangeably. At the start of the algorithm, each node knows the identity
of each adjacent node (called its neighbor or simply nb) and the weight of the link
between them. An agent does not know the identities or link weights of non-adjacent
agents. For any node v and a nb x of v, the weight of link <v,x> is w(v, x). During
MST computation, nbs of Y exchange four types of messages.
• Announce: Sender announces to each nb that the former is in MST.
• Expand: A tree-parent sends this message to a tree-child, instructing it to
expand by finding a new node to add to the current MST.
• Notify: A tree-leaf notifies a nb that the latter is added to the current MST.
• Report: A tree-child sends this message to its tree-parent, either to report its
termination, or to report its best outgoing weight.
The computation starts when an arbitrary node, called the root, starts the algorithm. MST T is built up as a directed, single-rooted tree. An outgoing link of T
is a link of Y with only one end in T . In each round, a best outgoing link <p,c> is
selected, where p is in T , and c is added to T . We refer to p as the tree − parent
of c, and c as a tree − child of p. For any node in T , we refer to its tree-parent or
a tree-child as its tree − nb. Every node in the graph maintains the following data
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structure.
• The state of node v is indicated by variable state ∈ {OUT, IN, DONE}. State
OUT indicates that v is not yet in T . IN means that v is in T , but has not
yet finished its computation. DONE means that v is in T and has finished its
computation.
• Knowledge of v on the state of each nb x is maintained by variable
nbstate(x) ∈{OUT, IN, DONE}.
• The tree-parent of v in T is indicated by a pointer.
• A best outgoing weight table (BOWT) is maintained by each node. Each row is
indexed by a nb x of v, that may lead to outgoing links, and contains the best
weight of these links known to v, denoted by bw(x).
We assume that every message takes at most one time unit to transmit from
source node to destination node. At the beginning of the algorithm, every node v in
Y runs procedure Init to initialize its local data structure.
Procedure 1: Init
1:

state=OUT, tree-parent pointer = null;

2:

for each nb x, nbstate(x)=OUT ;

3:

create BOWT with one row per nb;

4:

for each row of BOWT indexed by x, bw(x)= w(v,x);
An arbitrary node is elected as the root. It starts the distributed MST computa-

tion by executing procedure Start. It first adds itself to T , and then runs procedure
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Expand to expand T .
Procedure 2: Start
1:

state = IN;

2:

send Announce message to each nb;

3:

run Expand;
Procedure Expand can be run either when called from procedure Start, or in

response to an Expand message. The node selects a nb y that leads to a best outgoing
link, adds y to T if the state of y is OUT , otherwise asks y to expand T .
Procedure 3: Expand
1:

select nb y = argmaxx bw(x) from BOWT table, breaking ties randomly;

2:

if nbstate(y)= OUT,

3:

send Notify message to y;

4:

nbstate(y)= IN; record y as a tree-child;

5:

else send Expand message to y; // y must be IN
When a node v receives Notify message from nb p, that means it is in T . It

runs procedure 4 in response. In the process, it announces its status in T to its nbs.
At the end of the process, v responds back to p with a Report message containing one
of two possible arguments, which is, either the state of v, or its best outgoing weight
bow.
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Procedure 4: Response to Notify
1:

nbstate(p)= IN; point tree-parent pointer to p;

2:

delete the row indexed by p from BOWT;

3:

state = IN;

4:

for each nb x 6= p, send Announce message to x;

5:

run Inform;
A node v runs Inform to send a Report message to its tree-parent p.
Procedure 5: Inform

1:

if no nb y with nbstate(y)=OUT and each tree-child c has nbstate(c) = DONE,

2:

state = DONE;

3:

if v is not root, send p message Report (state= DONE);

4:

else if v is not root,

5:

compute maxbow = maxx bw(x) from BOWT;

6:

send p message Report (bow= maxbow);
When a node v receives an Announce message from a nb x, it performs the

procedure 6. Note that the root cannot receive Announce message from its own
tree-child, but can receive it from its non-child tree-descendent.
Procedure 6: Response to Announce
1:

nbstate(x)= IN; delete the row indexed by x from BOWT;

2:

if state 6= OUT, run Inform;
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When a tree-parent v receives a Report message from a tree-child c, it performs
procedure 7. The report allows v to know whether c has terminated and, if not, to
update its knowledge on the best outgoing link weight through c.
Procedure 7: Response to Report
1:

if message argument is (state = DONE),

2:

nbstate(c)= DONE; delete the row indexed by c from BOWT;

3:

if no nb y with nbstate(y)=OUT and each tree-child c has nbstate(c) = DONE,

4:

state = DONE;

5:

if v is not root, send tree-parent p message Report (state = DONE);

6:

else return; // root termination

7:
8:
9:

else if maxbow 6= bw(c) in BOWT, // argument is (bow = maxbow)
bw(c)= maxbow;
if v is not root,

10:

compute maxbow’ = maxx bw(x) from BOWT;

11:

send tree-parent p message Report (bow= maxbow’);

12:

else if no pending Report messages, run Expand; // v is root

When procedure 7 returns from line 6 at the root, the algorithm suite halts.
The above algorithm can be understood with the help of an example. Consider
the weighted graph shown in Figure 4.4 (a), which has been formed from the cluster
graph in Figure 4.2 (b). The algorithm processing steps are illustrated in Figures 4.4
(b) through (f), and the resulting MST is in Figure 4.2 (g). In this example, the
hollow circles represent nodes that are still unprocessed, solid gray circles represent
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nodes that are in the final MST. Directed thick lines connecting solid gray circles
represent notification action, directed dotted lines represent announcement action,
directed dashed lines represent expansion action and directed dash-dot lines represent
reporting action. The final MST is represented by solid black circles as nodes and
undirected black lines as edges. For better understanding of the algorithm progress,
let us discuss one figure at a time.
Figure 4.4 (b): Suppose X 0 is arbitrarily chosen as the root and as the first
node of the MST. At the start of the algorithm, its BOW T is (X1 : 2; X 2 : 1). On
comparing the two table elements, the root finds that its best neighbor, that is, the
neighbor with which it shares the maximum weight, is X 1 . It needs to inform X 1
about its best-neighbor status, and announce to X 2 that it is in. So it sends Notify
to X1 (directed thick line) to join the MST, and Announce to its other neighbor X 2
(directed dotted line).
Figure 4.4 (c): To avoid considering its parent node X 0 during processing, node
X1 removes X 0 from its BOW T . Then it sends Announce to X 2 , X 3 and X 4 , and
sends Report (bow=3) back to X 0 (directed dash-dot line).
Figure 4.4 (d): Based on the report, X 0 revises its BOW T to (X1 : 3; X 2 : 1).
Note here that X 0 revises the weight of X1 , and knows nothing about X1 ’s neighbors.
Since X1 has the best weight, it sends Expand to X1 . Now, BOW T at X1 is (X 2 :
3; X 3 : 2; X 4 : 1). Also, X 2 and X 3 are tied with the same edge weights, so the tie
is broken in favor of the node with smaller index. Hence, X1 sends Notify to X 2 ,
which replies with Report (bow=1). X 2 is now part of the MST and it announces
this to its non-parent neighbors. Based on X 2 ’s report, X1 sends Report (bow=2) to
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Figure 4.4: (a) Weighted graph, (b) through (g) algorithm computation starting from
ROOT, and (h) final MST.
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X 0.
Figure 4.4 (e): After X 0 has processed Announce from X 2 and Report (bow=2)
from X 1 , its BOW T is updated to (X1 : 2). Hence, X 0 sends Expand to X1 . Now
BOW T at X1 is (X 2 : 1; X 3 : 2; X 4 : 1), so X1 sends Notify to X 3 . After being
notified, X 3 joins the MST and announces the same to its non-parent neighbors.
Figure 4.4 (f): Following the above process, X0 sends Expand to X1 , which in
turn sends it to X3 . Next, X3 notifies X 4 , which announces its MST joining status
to its non-parent neighbors.
Figure 4.4 (g): Eventually, X4 sets its state to DONE since it has no other free
neighbors. When X 2 receives Announce from X 4 , it sets its state to DONE as well.
Node X 3 sets its state to DONE when it receives Report from X 4 , and X 1 does so
upon receiving Report from X 3 . In the end, X 0 receives Report from X1 . Since all
its tree-children have reported DONE, X 0 knows that there is no more processing,
and hence the algorithm terminates.
Figure 4.4 (h): At termination, all graph nodes are in the MST. Since the
weighted graph considered in this example is from Figure 4.2 (b), we know that
a JT organization exists for this subenv decomposition. Therefore, this MST is in
fact a JT organization, which is shown in Figure 4.2 (c).

4.5

Analysis
The algorithm suite, referred to as DPMST for convenience, was implemented

using JAVA. It was found to be working correctly for simple and complex weighted
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graphs. We establish its soundness below.
Since our algorithm extends Prim’s algorithm using a distributed approach, it
will always compute a MST from a weighted graph. It starts with a weighted graph
Y and aims to construct a MST T distributively. Initially, each node in the graph
knows its neighbors (i.e. nodes with which it shares direct links). When the algorithm
proceeds, procedure 7 described in the previous section is run recursively, by which the
root knows the location of the best outgoing link. Recursive executions of procedure
3 add the other end of the link to MST T . When a node adds another node to T , the
receiver node assigns the notifying node as its tree-parent, while the notifier considers
the receiver as its tree-child. DPMST halts when all nodes are in T and there is no
node that is available for traversal. At termination, every node in T knows its tree
neighbors. We analyze the communication cost and time complexity below. Let d
denote the diameter of Y , e denote the number of links, and r denote the maximum
degree of nodes.
• Communication cost: Each node is added to T with at most d Notify/Expand
messages: a subtotal of O(dn) messages. Each link of Y passes two Announce
messages, one for each end when it is added to T : a subtotal of O(e) messages.
After a node is added to T , Report messages are propagated to the root from
the node (procedure 4) as well as its nbs (procedure 6): O(rd) messages. This
yields a subtotal of O(rdn) messages. Hence, the total number of messages is
O(rdn+e).
• Time complexity: The O(dn) Notify/Expand messages are sequential, and
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take O(dn) time. Announce messages by the same sender take O(r) time. The
O(2e) Announce messages take O(rn) time. The O(rd) Report messages due
to one node addition form r parallel sequences and take O(d) time. The O(rdn)
Report messages take O(dn) time. Hence, time complexity is O((d + r)n).
Our algorithm is efficient, because it has a linear complexity. But we notice
here that the efficiency of our algorithm is not better than the most efficient existing
algorithms for distributed MST construction. This is because the focus of our work
was not to improve speed or efficiency, rather to develop an algorithm that respected
all kinds of agent privacy. Now let us analyze if the privacy issue has been addressed
by the algorithm.
• Privacy of private variables: The input to the MST computation contains only
the number of shared variables between each pair of bordering agents. In fact,
we use boundary set and not env variables of the MAS, and private variables
are not involved in the computation process, thus preserving their privacy.
• Privacy of shared variables: Using a weighted graph defined from the boundary
set, no information about the shared variables of other agents is disclosed during
computation. Also, the number of shared variables or link weight is the only
information passed in messages. Thus, privacy of shared variables is preserved.
• Privacy of agent identities: Messages exchanged between nodes contain only
the link weights, not node identities. Moreover, link weights are passed only
between adjacent agents; hence non-bordering agents are not aware of each
other’s border relationships, thus protecting identities throughout computation.
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We can thus conclude that the developed algorithm fulfills the task of distributed
construction of JT organization. In the process, it also respects three types of privacy.

4.6

Summary
This Chapter proposes a general approach, along with an algorithm suite for

JT organization construction based on MST. The salient feature of our approach
and algorithm is that agent privacy on private variables, shared variables, as well as
agent identity is guaranteed, as analyzed in the previous section. To the best of our
knowledge, no existing JT-based MAS framework provides the same degree of agent
privacy, except for the algorithm presented in the next chapter.
Our distributed MST algorithm can be applied to any subenv decomposition. It
starts by forming a weighted graph from a given subenv decomposition and successfully constructs an MST. However, the distributed MST thus constructed may not
always be a JT organization. In this chapter, we assume that a JT organization exists
for the given subenv decomposition. If we know that a JT organization exists, then
we can directly apply this algorithm and construct the JT, thus saving the need to
identify the JT organization every time. Details on how to distributively identify JT
organization existence is described in Chapter 5.
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Chapter 5
Distributed Boundary Set Based Hypertree
Recognition and Construction
We identified a research problem in the previous Chapter and proposed a solution
to it. In this chapter, we study and solve another related problem. The styling
and flow are the same as the previous chapter. This Chapter starts by formally
defining the task in Section 5.1and reformulating it in Section 5.2. It then proceeds
to suggest methods to identify the existence of hypertree structure in Sections 5.3
and 5.4. Section 5.5 enumerates the algorithm steps with an example to demonstrate
its working, while Section 5.6 analyses its soundness and complexity. The Chapter
concludes in Section 5.7.

5.1

Problem Statement
A MAS consisting of more than one agent can be organized into a JT structure for

effective inference. As already discussed in Chapter 3, an environment is represented
by a set of variables called env, and further decomposed into several overlapping
sub-environments called subenv. A JT allows communication only between adjacent
agents that have overlapping subenvs, thus preserving privacy on agent identities,
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private and shared variables. In other words, two agents can communicate if they
share variables. Agents that are non-adjacent will not know of each others’ existence,
hence they cannot pass messages.
Figure 5.1 (a) shows a subenv decomposition of a trivial env. The set of environment variables is {a,b,c,d,e,f,g,h,i,j,k,l,m}, and it is decomposed into five subenvs.
Each subenv is associated with a single agent. Figure 5.1 (b) shows a junction graph
formed by joining agents that share variables. The cluster tree constructed from it,
shown in (c), is a JT since RI property holds between every pair of clusters.

Figure 5.1: (a) Subenvs, (b) junction graph, and (c) JT organization.
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A JT can be constructed from the junction graph in Figure 5.1 (b). But no JT
can be constructed from the junction graph in Figure 2.4 (b), as shown in Figure 2.5.
This illustrates that it is not always possible to construct a JT for every subenv
decomposition. Hence it is important to first recognize whether a JT structure exists,
before constructing it. At the same time, it is not desirable to reveal private details
during the recognition process. Given a MAS where each subenv associated with an
agent, the task of agents is to recognize a JT organization while maintaining agent
privacy. More specifically, this means that private variables as well as identities and
bordering relationships of agents should not be released to non-adjacent agents during
recognition.

5.2

Problem Reformulation
An agent typically has private variables that are limited to its own scope, and

shared variables that are common between adjacent agents. If we consider the given
subenv decomposition as input for recognition process, we would be dealing with
private variables. This is not desirable, since we wish to keep them hidden throughout
the process. Hiding private variables immediately guarantees their privacy. In this
section, we reformulate our initial problem and formally define our task.
To ensure their privacy, none of the private variables must be disclosed beyond
their agent’s scope during JT construction. So we can denote the set of private
variables by another single variable, in order to mask the private variables. This is
because, keeping all private variables intact or denoting them by a single variable
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does not make a difference during JT construction. If a JT is constructed using the
congregated subenvs, rather than the original private variables, then the new cluster
tree will still be a valid JT (refer Xiang [29] for more explanation of this concept).
We can go one step further and observe that the congregated private variable is
not needed. For each agent, we denote the set of all agent borders as its boundary.
We refer to the set of agent boundaries as the boundary set of the MAS. We can
easily explain, as done in Section 4.1 of Chapter 4, that JT-based organizations
can be computed without using private variables. Instead, we can construct a JTbased organization based on the boundary set. Since private variables are ignored
during JT construction, their privacy is guaranteed. We can remove private variables
from Figure 5.1 (a), resulting in Figure 5.2 (a). The junction graph formed from
agent boundaries is shown in Figure 5.2 (b). The cluster tree constructed from agent
boundaries, shown in Figure 5.2 (c), is a JT since RI property holds between every
pair of clusters.
Boundary set of MAS plays an important role in maintaining privacy during JT
organization construction, because private variables are not included in it. In Chapter 4, we learned how a cluster graph of boundary set is transformed into a weighted
graph and subsequently into a MST. A MST can always be constructed from any
boundary set. However, the MST thus formed may not always be a JT, because JT
existence depends on the subenv decomposition structure. Thus the task of recognition of JT organization existence is as important as its construction. This provides
motivation for our next research problem, which can be stated as follows: Given the
boundary set of a MAS, determine distributively whether a JT agent organization
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exists, while preserving agent privacy on shared variables and agent identities.

Figure 5.2: (a) Agent boundaries, (b) junction graph, and (c) JT organization.

5.3

Boundary Graph Based Condition for Hypertree Existence
A boundary set can also be represented graphically. Let W be the boundary set

of a MAS, such that its set of nodes is N =

Sn−1
i=0

Wi , and its links are connected so

that each W i is complete, which implies that all the nodes of the graph are pairwise
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connected. Then its undirected graphical representation BG is called the boundary
graph of the MAS. Figure 5.3 (a) illustrates a boundary graph constructed from agent
boundaries in Figure 5.2.

Figure 5.3: (a) Boundary graph, and (b) JT from boundary graph.

We identify two conditions that must be fulfilled in order to have a JT organization. Let W be the boundary set of a MAS, and BG be its boundary graph. For a
JT organization to exist, the following conditions must be met.
1. BG is chordal, and
2. for each clique C of BG, there exists a boundary W i that contains C.
Suppose we have a JT T , whose clusters are subenvs. If we remove all private
variables from those clusters, we will be left with boundaries as clusters. The resultant
cluster tree T ’ formed from boundaries is also a JT, and its corresponding undirected
graph is BG. We have seen in section 2.1.3 that a JT can be constructed only from a
chordal graph. Therefore BG must be chordal. Thus Condition 1 holds. Furthermore,
since the clusters of T are one-to-one mapped with boundaries of T ’, we know that
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Condition 2 holds as well. Thus every cluster in T is a boundary in T ’, and those
clusters are the cliques of BG. Let us consider a few scenarios to illustrate the above
conditions. Any MAS can be classified into three types.
• Type 1: Boundary graph is chordal, and its cliques are boundary contained.
• Type 2: Boundary graph is not chordal.
• Type 3: Boundary graph is chordal, but its cliques are not boundary contained.
Example 1: Figure 5.1 (a) shows a particular subenv decomposition. The set of
boundaries after excluding private variables is shown in Figure 5.2 (a). The boundary
graph constructed from the boundary set is shown in Figure 5.3 (a). Let us check if
the boundary graph thus formed satisfies the above conditions.
Checking condition 1: It is obvious from the figure that nodes in cycle hc, d, e, g, ci
are pairwise connected. So the boundary graph is chordal.
Checking condition 2: We can identify two cliques, {c,d,e,g} and {j,e}, because
all nodes in these two sets are maximally pairwise connected. We also find that both
these cliques are boundary contained.
As it satisfies both conditions, according to the above explanation, we can classify
the subenv decomposition as type 1 and claim that a JT can be constructed. Let
us further investigate the correctness of this claim. If we try to construct a JT from
subenv clusters shown in Figure 5.1 (a), we will end up with Figure 5.1 (c). A JT
constructed from boundaries in Figure 5.2 (a) is shown in Figure 5.2 (b). Also, if
we construct a JT from boundaries in Figure 5.3 (a), we will get the JT shown in
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Figure 5.3 (b). On verification, we find that these JTs are correct since they satisfy
the RI property. Therefore, our conclusion that a JT organization can be constructed
if both conditions hold, is correct.
Example 2: Figure 5.4 (a) shows another subenv decomposition. The set of
boundaries after excluding private variables is shown in (b), and the cluster graph
constructed from the boundary set is shown in (c). The boundary graph constructed
from the boundary set is shown in (d). Let us check if the boundary graph thus
formed satisfies the above conditions.

Figure 5.4: (a) Subenv decomposition, (b) agent boundaries, and (c) boundary graph:
Type 2.
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Checking condition 1: As we can see, BG is not chordal, because cycle hg, j, e, d, gi
has four nodes but no chord. Since the first condition is violated, we can classify
this subenv decomposition as type 2. According to Section 2.1.3, a JT can only be
constructed from a chordal graph. Since BG is non-chordal, it cannot lead to a JT.
Therefore, our conclusion that a JT organization cannot be constructed if the first
condition fails, is correct.
Example 3: Figure 5.5 (a) shows a different subenv decomposition. The set of
boundaries after excluding private variables is shown in Figure 5.5 (b), and the cluster
graph constructed from the boundary set is shown in Figure 5.5 (c). The boundary
graph BG constructed from the boundary set is shown in Figure 5.5 (d).

Figure 5.5: (a) Subenv decomposition, (b) agent boundaries, (c) cluster graph with
agent boundaries, and (d) boundary graph: Type 3.

Checking condition 1: As seen in Figure 5.5 (d), cycle hb, c, d, e, bi has a chord
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hc, ei, so BG is chordal. We now proceed to check condition 2.
Checking condition 2: We first identify the cliques of BG as {b,c,e} and {c,d,e}.
Next we check if these cliques are boundary contained, and find that clique {b,c,e} is
not.
Since the second condition is violated, we can classify this subenv decomposition
as type 3. Let us now check if a JT organization can be formed from the cluster graph
in Figure 5.5 (d), which has boundaries as clusters.

Figure 5.6: Cluster trees that are not JT: Type 3.

We first try to delete links from this cluster graph and realize that we can only
delete one link so as to form a cluster tree. There are three ways in which we can
transform the cluster graph into a cluster tree, as shown in Figure 5.6 (a) through
(c). Next we check if the cluster tree formed in each case is a JT. In Figure 5.6
(a), variable c is not present on all separators between clusters W0 and W2 , so the
RI property does not hold and the cluster tree thus formed is not a JT. Similarly in
Figure 5.6 (b), variable b is not present on all separators between clusters W0 and W1;
while in Figure 5.6 (c), variable e is not present on all separators between clusters W1
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and W2 . Thus we see that no link can be deleted from the cluster graph to form a
JT, as it will no longer uphold the RI property. Therefore, our conclusion that a JT
organization cannot be formed if the second condition is violated, is correct.
To surmise, the two conditions explained above help in identifying the existence
of JT organization. We verified the two conditions and illustrated with examples that
both conditions must be satisfied for a JT organization to exist.

5.4

Boundary Set Based Condition of Hypertree Existence
In the previous section we used boundary graph to identify the existence of

JT organization. We proposed two conditions that must be satisfied to confirm the
existence of JT. In this section, we investigate the use of boundary set to identify the
existence of JT organization using a method called boundary elimination.
As we know, a boundary set of a given subenv decomposition consists of its
boundaries. First, we define an operation to eliminate a boundary from a boundary
set. Let W i and W j be two boundaries in boundary set W such that the two boundaries share variables. When W i is eliminated relative to W j in W , it yields a reduced
boundary set
W ’ = (W \W i ,W j }) ∪ {W j ’}, where
W j’ = ∪

W k ∈ W ,k6= i,k 6= j

(W j ∩W k )

When W i is eliminated relative to W j , W i and W j are deleted from W and
replaced with W j ’. This results in a new set W ’. The W j ’ is obtained by the union
of borders of Aj , except the border with Ai ’. In other words, W j ’ is the boundary
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W j without variables that Aj uniquely shares with Ai. Consider the boundary set for
Figure 5.2 (a), W = {W0 ,...,W4}. After W 0 is eliminated relative to W 1, the reduced
boundary set is W’ = {W1’,W2,W3,W4 }, where W 1 ’ = {w, y, z}.
Without confusion, we refer to each element of W 1 ’ as a boundary, whether or not
it is identical to an element of the original boundary set. The following example and
corresponding figure illustrate the boundary elimination process, which is performed
iteratively.
Example 4: Let us perform boundary elimination for the boundary set in Figure 5.2 (a).
1. Identify initial boundary set: W = {W0 = {c, d}, W1 = {c, d, e, g}, W2 =
{e, j}, W3 = {j}, W4 = {g, d}};
2. Eliminate {c, d} w.r.t. {c, d, e, g}: W ’= {{d, e, g}, {e, j}, {j}, {g, d}};
3. Eliminate {j} w.r.t. {e, j}: W ’= {{d, e, g}, {e}, {g, d}};
4. Eliminate {e} w.r.t. {d, e, g}: W ’= {{d, g}, {g, d}};
5. Eliminate {g, d} w.r.t. {d, g}: W ’= {∅}.
The boundary elimination process is illustrated in Figure 5.7. Note that we
choose each W i that is to be eliminated relative to W j , such that W i ⊆ W j . We
could arbitrarily appoint a central coordinator agent to decide which agent should be
eliminated in each round. Note also that in each iteration, each reduced boundary set
W ’ (except the final singleton) is a well-defined boundary set. This means that each
variable in the set is present in at least two boundaries of W ’. For instance, consider
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W’ = {{d,e,g},{e},{g,d}}. We notice that d, e, and g are shared by two boundaries.
At the end of the process, all boundaries are eliminated, except for the final singleton
which is an empty boundary. The boundary set for this example has a JT structure,
as illustrated in Figure 5.2.

Figure 5.7: Boundary elimination process for recognition of JT organization, resulting
in a singleton.

Example 5: Let us perform boundary elimination for the boundary set in Figure 5.8 (a). The boundary set for this figure is taken from the junction graph in
Figure 2.4.
1. Identify initial boundary set: W = {W0 = {v1 }, W1 = {v1 , v2, v5}, W2 =
{v2, v3}, W3 = {v3 , v4}, W4 = {v1, v4}};
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2. Eliminate {v1} w.r.t. {v1, v2, v5}: W ’= {{v1 , v2, v5}, {v2, v3}, {v3, v4}, {v1, v4}};
The boundary elimination process is illustrated in Figure 5.8. At the end of the
process, only one boundary has been eliminated, and the process cannot continue
any further. None of the other boundary variables is unique and hence cannot be
eliminated with respect to a boundary. The boundary set for this example has no JT
structure, as shown in Figure 2.5. These two examples illustrate that a MAS with
boundary set W has a JT agent organization, if W can be eliminated iteratively into
a singleton.

Figure 5.8: Boundary elimination process for recognition of JT organization, not
resulting in a singleton.

5.5

Distributed Recognition of Hypertree Existence Algorithm
The boundary elimination method discussed in the previous section showed cen-

tralized recognition of hypertree. A central coordinator chooses an agent to be eliminated with respect to its neighbor, in each iteration. In that process, shared variables
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of agents are exposed beyond adjacency. We propose to solve this problem in this
section. Agents in our algorithm communicate using the following messages.
• StartNewDF T (tok) - Sender sends this message, requesting the receiver to
start a new round of depth-first-traversal with the given token tok;
• Eliminated - An agent who has been self-eliminated sends this notification;
• DF T (tok) - Sender requests the receiver to do a depth-first-traversal with the
given token tok;
• Report - An agent who has been called to perform DF T (tok) sends this message,
signifying that either the called agent has been visited in the current round, or
it has completed DF T and is now backtracking to the caller.
Let Ai be the receiving agent of a message. Ai acts in response to the message
sender Ac. Every agent starts by performing procedure Init to initialize local data.
Initially, no agent has parents, and each agent maintains a flag state ∈ {IN, OUT }
to indicate whether it has been eliminated. Flag nbsta(Ak ) ∈ {IN, OUT } indicates
if a bordering agent has been eliminated. Variable curtok, initially null, maintains a
token value after it has visited Ai, and visited(Ak) indicates whether the token has
visited the bordering agent. Y i maintains the active boundary of Ai.
Procedure 1: Init
1:

state = IN; parent = null;

2:

initialize current token to curtok = null;

3:

set active boundary Yi = Wi ;
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4:

for each bordering agent Ak ,

5:

nbsta(Ak )= IN;

6:

visited(Ak ) = false;
In the first round, an agent is chosen arbitrarily as the leader, and it initiates

the process by messaging itself. At the start of each subsequent round, a remaining
agent is sent a message to perform procedure StartNewDF T . When agent Ai gets
the message, it does the following.
Procedure 2: StartNewDFT(tok)
1:

if Ac is another agent,

2:

nbsta(Ac ) = OUT;

3:

if there exists no Aj with nbsta(Aj )= IN,

4:

declare “hypertree exists”;

5:

return;

6:

Yi = ∅;

7:

for each bordering Ak where nbsta(Ak ) = IN,

8:
9:
10:

Yi = Yi ∪ Iik ;
curtok = tok; parent = null;
run DFT; // Ai has IN bordering agents
When the procedure DF T is run from StartNewDF T (tok), Ai has no parent,

and has at least one remaining bordering agent Aj . If Ai finds that it can eliminate
itself relative to Aj , it sends a message to Aj to start procedure StartNewDF T . If
it cannot eliminate, it sends a message DF T (tok) to Aj .
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When procedure DF T is run from DF T (tok), Ai assigns Ac as its parent. Ai
may have no unvisited, remaining bordering agent other than Ac . If Ai cannot be
eliminated relative to Ac , it must report this to its parent Ac .
Procedure 3: DFT
1:

if there exists Aj with nbsta(Aj ) = IN and Yi = Iij , // self-eliminate

2:

state = OUT;

3:

for each Ak 6= Aj where nbsta(Ak ) = IN, send Eliminated to Ak ;

4:

send StartNewDFT (curtok +1) to Aj ;

5:

else // no IN agent satisfies Yi = Iij

6:

for each Ak 6= parent where nbsta(Ak ) = IN, set visited(Ak ) = false;

7:

if there exists Ak 6= parent where nbsta(Ak ) = IN and visited(Ak ) = false,

8:
9:

send Ak message DFT (curtok);
else send Report to parent;
When a remaining agent Ai receives an Eliminated message from Ac , it responds

by setting its nbsta(Ac)=OUT . When a remaining agent Ai receives the DF T (tok)
message from Ac , it performs the following procedure.
Procedure 4: DFT(tok)
1:

if curtok = tok, // visited

2:

send Report to Ac ;

3:

else // Ai has not seen tok before and has an IN bordering agent other than Ac

4:

curtok = tok;

5:

parent = Ac ; visited(Ac ) = true;
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6:

run DFT;
When Ai messages Aj with DF T (tok), it may receive a Report from Aj . In

response, Aj carries out the following procedure.
Procedure 5: Respond to Report
1:

visited(Aj ) = true;

2:

if there exists Ak 6= parent such that nbsta(Ak )= IN and visited(Ak) = false,

3:
4:

select Ak to send message DFT (curtok) to it;
else // no unvisited bordering agent

5:

if parent = null, declare “no hypertree exists”; // DFT starter

6:

else send Report to parent;
The algorithm terminates when a remaining agent announces either “hypertree

exists” or “no hypertree exists”. The following examples will help understand the
working of the algorithm better.
Example 6: Let us check if the boundary set shown in Figure 5.9 (a) has a JT
organization. This figure has been reproduced from Figure 5.2 (a).
In Figure 5.9 (a), let A0 be the leader that starts the algorithm. It eliminates
itself and sends a StartNewDF T message to A1 as shown in (b), with token tok 1 . On
receipt of the token, A1 reduces its boundary and sends a DF T message with tok 1 to
its neighbor A4, as shown in (c). Now A4 eliminates itself and sends a StartNewDF T
message with tok 2 to A1 as shown in (d). In response, A1 reduces its boundary again,
eliminates itself and sends a StartNewDF T message with tok 3 to A2, as shown in (e).
Then A2 reduces its boundary, eliminates itself and sends a StartNewDF T message
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with tok 4 to A3, as shown in (f). Now A4 reduces itself to an empty boundary. Since
A4 is the only remaining singleton, as shown in (g), it declares “hypertree exists”.

Figure 5.9: (a) through (g) Distributed boundary set based recognition of JT organization: Type 1, (h) junction graph, and (i) boundary graph.

Let us now verify if this declaration is correct. The boundary graph shown in
Figure 5.9 (i) can be constructed from the junction graph of agent boundaries, as
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shown in (h). We observe that BG is chordal, which satisfies Condition 1. Also,
every cluster is boundary contained, which satisfies Condition 2. Thus the subenv
decomposition in (a) can be classified as Type 1 as it satisfies both conditions, which
means that it is possible to have a JT organization. Moreover, we know that Figure 5.9
(a) is taken from Figure 5.7 (a). We know that a JT organization exists for it, as
shown in Figure 5.7 (b). Therefore, the algorithm resulting in a positive declaration
is correct.
Example 7: Let us check if the boundary set shown in Figure 5.10 (a) has a JT
organization.
In Figure 5.10 (a), let A0 be the leader that starts the algorithm. It eliminates
itself and sends a StartNewDF T message with token tok 1 to A1 . On receipt of the
token, A1 reduces its boundary to (b) and starts sends a DF T message to its neighbor
A4, with the same token tok 1 . Now A4 cannot eliminate itself and simply passes the
token to A3, which in turn passes it to A2 . But A2 cannot eliminate itself, nor does
it have unvisited neighbors. Hence it returns the token to A3 , which returns it to A4,
which simply returns it to A1. Finally since A1 knows that it still has neighbors but
all of them have been visited, it declares “no hypertree exists”.
Let us now verify if this declaration is correct. The BG shown in Figure 5.10
(d) can be constructed from the junction graph of agent boundaries, as shown in
Figure 5.10 (c). We observe that BG is non-chordal, as cycle hg, k, j, e, gi is chordless.
The subenv decomposition in (a) can thus be classified as Type 2, which means that
it is impossible to have a JT organization from it. Therefore, the algorithm resulting
in a negative declaration is correct.
90

Figure 5.10: (a) and (b) Distributed boundary set based recognition of JT organization: Type 2, (c) junction graph, and (d) boundary graph.

Example 8: Let us check if the boundary set shown in Figure 5.11 (a) has a JT
organization.
In Figure 5.11 (a), let A0 be the leader that starts the algorithm. It eliminates
itself and sends a StartNewDF T message with token tok 1 to A1 . On receipt of the
token, A1 reduces its boundary to (b). It sends a DF T message with tok 1 to its
neighbor A4. Now A4 eliminates itself and sends a StartNewDF T message with tok 2
to A1. In response, A1 reduces its boundary again as shown in (c). It passes the
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token to A2, which in turn passes it to A3 . But A3 cannot eliminate itself, nor does
it have unvisited neighbors; hence it returns the token to A2, which simply returns it
to A1. Finally since A1 knows that it still has neighbors but all of them have been
visited, it declares “no hypertree exists”.

Figure 5.11: (a) through (c) Distributed boundary set based recognition of JT organization: Type 3, (d) junction graph, and (e) boundary graph.

Let us now verify if this declaration is correct. The BG shown in Figure 5.11
(d) can be constructed from the junction graph of agent boundaries, as shown in
Figure 5.11 (c). We observe that BG is chordal, which satisfies Condition 1. So we
go ahead and check Condition 2. First, agent A0 eliminates itself and A1 reduces its
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boundary. Next, A4 eliminates itself and A1 reduces its boundary again. Hereafter, no
other cluster can eliminate itself, which leads to a failure of Condition 2. The subenv
decomposition can thus be classified as Type 3, which means that it is impossible to
have a JT organization. Therefore, the algorithm resulting in a negative declaration
is correct.
We discussed, with examples, how our algorithm helps recognize the existence
of a JT organization. Furthermore, we can state that if a JT organization exists for
a given MAS, then agent adjacency in the JT is defined by StartNewDF T senderreceiver relation during HTBS. A node that is already in the JT calls another node to
join the JT using procedure StartNewDF T . This process is repeated until all nodes
are in the JT, if the JT exists. This leads us to realize that the algorithm can be
extended to construct a JT organization.
Procedure StartNewDF T is run until a positive or negative declaration is made.
A positive declaration implies that StartNewDF T runs until all the nodes are in the
JT. When agent Ai eliminates itself relative to Aj , it implies that Ai is the sender
of StartNewDF T message and Aj is the receiver. We can infer from this relation
that Ai and Aj are adjacent in the JT organization. Let us demonstrate this using
an example.
Example 9: Let us check if the boundary set based elimination process shown
in Figure 5.9 (a) through (g) constructs a JT organization.
We know that an agent can eliminate itself only with respect to an adjacent
agent. Figure 5.9 (a) shows that A0 has two adjacent agents, namely, A1 and A4.
When A0 eliminates itself with respect to A1 , it sends a StartNewDF T message to
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A1. This implies that A0 and A1 are adjacent in the JT. Thereafter, A1 sends a
DF T message to A4, which sends a StartNewDF T message to A1. Then A1 sends
a StartNewDF T message to A2, which sends a StartNewDF T message to A3. The
order of StartNewDF T message passing is shown in Figure 5.12 (a). All agents are
now in the JT, and their adjacencies are shown in Figure 5.12 (b). The cluster tree
in Figure 5.12 (b) is the same as the JT in Figure 5.2 (b), which shows that the
constructed JT organization is correct.

Figure 5.12: (a) Consolidated message passing of procedure StartNewDF T , and (b)
cluster tree formed by tracing StartNewDF T message passing.

5.6

Analysis
Let us refer to the algorithm suite as HT BS for convenience. HTBS was imple-

mented using JAVA and was found to be recognizing correctly whether a JT agent
organization exists or not. If a JT organization exists, it declares “hypertree exists”,
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otherwise, it declares “no hypertree exists”. This establishes the soundness of the
algorithm.
An important result of HTBS algorithm is the confirmation of existence of JT
organization upon positive declaration. Once this existence is confirmed, it is easy to
extend the algorithm to construct the JT organization. Thus, both recognition and
construction of JT organization can be performed using HTBS algorithm suite. We
now analyze its complexity.
• Communication cost: Let e be the number of pairs of bordering agents. In each
round of HTBS, at most O(e) messages are passed. So the message complexity
is O(e).
• Time complexity: HTBS halts in at most O(n) rounds, after traversing e pairs
of bordering agents. Hence, its time complexity is O(en).
Next, we check if the initial goal of preserving agent privacy has been realized.
• Privacy of private variables: HTBS is based on boundary set and not directly
on subenv variables. This means that no private variables are involved during
computation. This guarantees agent privacy on private variables.
• Privacy of shared variables: Messages passed between agents during HTBS do
not contain any information on shared variables, thus agent privacy on shared
variables is guaranteed.
• Privacy of agent identities: Agents that are adjacent and share borders can
only pass messages with each other. Moreover, the message argument is only
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a token that does not contain any other information. Hence, privacy on agent
identity is also guaranteed.
Based on these observations, we can conclude that the developed algorithm fulfills the task of distributed recognition of JT organization, and can be extended to
construct it. In the process, it also respects three types of agent privacy.

5.7

Summary
In this chapter, we proposed two conditions to fulfill in order to recognize the

existence of JT organization, given the subenv decomposition of a MAS. We discussed
how we can compute JT organization from boundary set without using the entire
subenv decomposition. We also investigated the method of elimination in a boundary
set to test if a JT organization exists. Then we presented an algorithm suite that first
identifies if a JT organization exists. If the organization exists, then the algorithm
constructs the JT organization. It also guarantees privacy of private variables, shared
variables as well as agent identities during recognition and construction.
Recall that in the previous chapter, we assumed that a JT organization exists for
a given subenv decomposition. But we also saw examples where a JT organization
was not possible. Hence, it is beneficial to know if a JT organization exists for a
given subenv decomposition, before proceeding to construct it. HTBS can be used
to identify its existence, and either HTBS or DPMST can then be used to construct
it. Thus, distributed JT organization recognition and construction, while preserving
privacy, is the main contribution of this algorithm.
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Chapter 6
Conclusion and Future Work
Earlier chapters dealt with providing relevant background for our research, explaining our problems and proposing solutions. In this chapter, we discuss the contribution of our research and scope of further research. In Section 6.1, we briefly
summarize our proposed algorithms and discuss their real-world applications, which
will make readers appreciate our work. In Section 6.2, we discuss logical and physical
levels of privacy preservation. In Section 6.3, we list related problems that are still
unsolved, which future researchers can work on.

6.1

Research Contribution
Through research, we have developed two algorithms related to JT or hypertree

organization in MAS. Both algorithms start with agents being in charge of their
local subenv decomposition. But unlike other existing algorithms, we do not directly
use the subenv decomposition. We remove private variables from it, and use only
shared variables for computation. Moreover, these shared variables are known only
to adjacent agents that share them, and not to any other agent. Thus, privacy of
private variables, shared variables as well as identities and bordering relationships of
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agents are protected.
One of our proposed algorithms, DPMST, uses the concept of maximum spanning tree to construct a privacy preserving hypertree distributively. We formulated
DPMST based on distributed MST approach due to the relationship between JT and
distributed MST, as explained in Section 4.2. We found that distributed MST is a
widely studied research topic, and several existing algorithms construct it. However,
they do not mind the lack of privacy during construction.
In DPMST, a boundary set is first formed by removing private variables from
the clusters of a given subenv decomposition. A junction graph formed by connecting
adjacent boundaries is represented as a weighted graph. A MST constructed from
this junction graph is a JT, if the subenv decomposition supports a JT structure.
This construction respects three types of agent privacy.
The other algorithm, HBST, uses the concepts of boundary sets and boundary
graphs to recognize the existence of a hypertree organization, while preserving three
types of agent privacy. We formulated DPMST based on boundary graph because it
lets us ignore private variables entirely during computation, thus safeguarding their
privacy. The algorithm can easily be extended to construct the hypertree organization
if it exists, maintaining the same level of privacy.
Preservation of privacy is critical when MAS agents are managed by different
owners that wish to cooperate and solve problems in reasoning, but do not wish
to share proprietary or private details. To the best of our knowledge, no existing
MAS frameworks using JT structure enable such a high degree of agent privacy as
our algorithms. Both these algorithms have been published recently in the Canadian
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Conference on Artificial Intelligence ([32], [33]).

6.2

Logical and Physical Levels of Privacy Preservation
Multiagent systems are intelligent systems that are implemented on top of dis-

tributed systems. The algorithms we proposed in this Thesis focus on privacy issue
at the logical level. However, to ensure that these algorithms can achieve their objectives, they must be associated with adequate physical implementation. In this
Section we discuss the issues related to the physical implementation.
We discussed earlier that agents in a MAS are remotely located and communicate
by passing messages. Constricting the content of these messages ensures privacy
between communicating agents. If communication is wired, then adjacent agents
will have dedicated channels of communication between them. Two adjacent agents
involved in message passing can send messages securely, which ensures privacy of
private variables, shared variables, agent identities and bordering relations.
However, when communication is wireless, messages are broadcast throughout
the environment. There is a possibility of eavesdropping, for example, some agents can
receive messages not intended for them. To avoid such unintended reception, messages
may be encrypted at the sender agent and decrypted at the intended receiving agent
using, say, public key encryption. In summary, common encryption techniques may be
applied to physical implementation of our algorithms to ensure their privacy objectives
in wireless environment.
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6.3

Future Work
We have contributed two sound and effective algorithms that preserve privacy

while recognizing the existence of JT structure and constructing it. However, there
are related problems that are still unsolved. In this section, we will discuss some open
problems for future researchers to consider and work on.
1. Non-adjacent agents in distributed MST construction must not know of each
other’s bordering relationships. However, there are a few terminal cases in
MST construction using DPMST, in which a node can determine whether its
adjacent neighbors are connected. As an illustration, consider Figure 4.4 (b)
through (d). Root X0 announces its addition to the MST and notifies X1 .
Next, X1 announces its inclusion in the MST and reports its best weight to
parent X0 as 3. In the next step, X0 advises X1 to expand to its best neighbor,
and subsequently receives an announcement from X2 that it is in the MST.
Thus, X0 can infer that X1 and X2 are indeed adjacent. Recall that for privacy
preservation, X0 should not know the neighbors of X1 or X2 . On inspecting
we find that such disclosure of information beyond adjacency is present only
in a few terminal cases. A question for further research may investigate the
following: What are the types of such terminal cases and the amount of privacy
information that they may disclose?
2. Algorithm DPMST is efficient, but not more efficient than the most efficient
existing distributed MST algorithms. This opens up the following question for
future research: Is it possible to develop a privacy-preserving distributed MST
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construction algorithm that is as efficient as, or more efficient than existing
algorithms?
3. With respect to the boundary set algorithm, one of the main conditions to
identify the existence of JT organization is the recognition of chordality. We
have seen with the help of examples that if a graph is not chordal, it cannot form
a JT. Typically, a graph is rendered non-chordal due to a few chordless cycles
in the graph. If an algorithm is developed that identifies those chordless cycles,
then the computation speed of our algorithm can be improved. Therefore,
this open question can be raised: Is it possible to distributively identify if a
graph is chordal? If it is found to be non-chordal, can the graph be modified
distributively so as to make it chordal?
4. In both proposed algorithms, computation starts with a root or leader node. We
choose an arbitrary node to start the procedure. However, the arbitrarily chosen
node may not always be the ideal root. One of the possible ways of improving
speed and efficiency is to select the root node wisely, which brings us to the
next open question: Is it possible to develop an algorithm that distributively
selects the ideal root that can improve efficiency to a considerable extent?
5. We have discussed with examples that some subenv decompositions have a hypertree structure, while some do not. Hence, an open question in this topic
would be as follows: Given a subenv decomposition that does not have a hypertree structure, is it possible to distributively modify it such that a hypertree
structure can be constructed, while preserving agent privacy as much as possi101

ble?
Further research is needed to answer these open questions and improve hypertree
identification and construction operations, while maintaining a high level of privacy.
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