
Towards Efficient Packet Classification Algorithms and

Architectures

by

Omar Ahmed

A Thesis

presented to

The University of Guelph

In partial fulfilment of requirements

for the degree of

Doctor of Philosophy

in

Engineering

Guelph, Ontario, Canada

c©Omar Ahmed, August,2013



ABSTRACT

Towards Efficient Packet Classification Algorithms and Architectures

Omar Ahmed

University of Guelph, 2013

Advisor:

Professor Shawki Areibi

Packet classification plays an important role in next generation networks. Packet classifica-

tion is important to fulfill the requirements for many applications including firewalls, multimedia

services, intrusion detection services, and differentiated services to name just a few. Hardware

solutions such as CAM/TCAM do not scale well in space. Current software-based packet classi-

fication algorithms exhibit relatively poor performance, prompting many researchers to concen-

trate on novel frameworks and architectures that employ both hardware and software components.

In this thesis we propose two novel algorithms,PacketClassification withIncrementalUpdate

(PCIU) andGroupBasedSearch packet classificationAlgorithm (GBSA), that are scalable and

demonstrate excellent results in terms of preprocessing and classification.

The PCIU algorithm is an innovative and efficient packet classification algorithm with a

unique incremental update capability that demonstrates powerful results and is accessible for

many different tasks and clients. The algorithm was furtherimproved and made more available

for a variety of applications through its implementation inhardware. Four such implementations

are detailed and discussed in this thesis. A hardware accelerator based on an ESL approach, using

Handel-C, resulted in a 22x faster classification than a puresoftware implementation running on

a state of the art Xeon processor. An ASIP implementation achieved on average a 21x quicker

classification.

We also propose another novel algorithm, GBSA, for packet classification that is scalable, fast



and efficient. On average the algorithm consumes 0.4 MB of memory for a 10k rule set. In the

worst case scenario, the classification time per packet is 2µs, and the pre-processing speed is 3M

Rule/sec, based on a CPU operating at 3.4 GHz. The proposed algorithm was evaluated and com-

pared to state-of-the-art techniques, such as RFC, HiCut, Tuple, and PCIU, using several standard

benchmarks. The obtained results indicate that GBSA outperforms these algorithms in terms of

speed, memory usage and pre-processing time. The algorithm, furthermore, was improved and

made more accessible for a variety of applications through implementation in hardware. Three

approaches using this algorithm are detailed and discussedin this thesis. The first approach was

implemented using an Application Specific Instruction Processor (ASIP), while the others were

pure RTL implementations using two different ESL flows (Impulse-C and Handel-C). The GBSA

ASIP implementation achieved, on average, a 18x faster running speed than a pure software im-

plementation operating on a Xeon processor. Conversely, the hardware accelerators (based on the

ESL approaches) resulted in 9x faster processing.
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Chapter 1

Introduction

Packet classification is the process of categorizing packets into classes in any network

device. In other words, the process matches an incoming packet to the rules of the classi-

fier, and accordingly identifies the type of action to be performed on the packet. Almost

every packet in a network encounters classification at one ormore stages. For example,

elements such as layer-2 (switches) and layer-3 (routers),as well as special-purpose clas-

sifiers such as firewalls and load balancers, classify a packet as they forward it from the

end host to the web server.

The classifier, also known as a policy database, is a collection of rules or policies.

Each rule specifies a class (flow) that the arriving packet maybelong to based on some

criteria in its header. An action is associated with each rule in the rule set. The packet

header has F fields, that could be used in the classification process. Each rule has F

components which identify all possible combinations of packet headers that match the

rule. Accordingly, a packet will belong to the rule if, and only if, all the fields in that

packet belong to the corresponding field in the rule.

1
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There are a number of network services that require packet classification, such as

routing, routing of policy based, limiting rates, controlling access, locating virtual band-

width, balancing loads, providing differentiated qualities of services, and billing traffics

[3] [1]. In each case, it is necessary to determine which flow an arriving packet belongs

to. For each arriving packet, it must be determined whether to forward or filter it (Fire-

wall), where to forward it (Router), the class of service it should receive (QoS), or how

much should be charged for transporting it (Traffic Billing). The main bottleneck of the

above applications is the classification stage. A router classifies the packet to determine

where to forward it and determines the Quality of Service (QoS) it should receive. A load

balancer classifies the packet to identify the web server to which it must be forwarded. A

firewall then classifies the packet based on its security policies to decide whether or not to

drop the packet based on the set of rules in the classifier. Therefore, packet classification

is one of the most important processes in the design of network devices.

Most popular classifiers define the flow through a certain fieldin the packet header.

For example, classification of flow could depend on the IP source address value and IP

destination address value, or particular transport port numbers. Otherwise flow could be

simply defined by a destination prefix and range of port values. Sometimes, even the

protocol type could be used to define a flow. Our current work focuses mainly on the

problem of identifying the class to which a packet belongs.

1.1 Challenges & Limitations

Classification in today’s networks faces three main challenges [5]; configuration hard-

ness, inflexibility, and inefficiency. These limitations are the result of the following char-
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acteristics of packet classification:

• The complexity of the classification operations: Each rule could contain any of the

following five formats: prefix, exact, range, greater than, and less than. A combi-

nation of different formats tend to further increase the complexity of algorithms.

• The semantic gap between entities on the packet path: Different entities on a

packet’s path, including the source and destination, frameworks, semantic and lo-

cal, that are related to particular classification applications. This makes the process

of classification more challenging.

• The resource mismatch between entities on the packet path: Different entities on a

packet’s path have different amounts of processing resources (e.g., CPU, memory)

that are utilized to classify each packet. Processing time is considered to be a vital

and important factor in current network processing.

1.2 Research Motivations

The main motivations behind this research proposal are summarized as follows:

• Packet classification is a key building block for most network devices which ne-

cessitates efficiency and robustness of classification operation.

• The sharp increase in number of internet users and huge increase in user demands

of internet functions requires novel techniques to improvethe performance of net-

work devices.
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• The introduction of IPv6 and its new functions have changed the packet header

size and accordingly have led to an increase in the number of classification fields.

This will have a dramatic effect on performance of currentlyused algorithms.

• The high power consumption and large area needs of traditional techniques in the

form of ternary content addressable memory (TCAM) has resulted in the search

for novel approaches that meet current network demands.

• The sharp increase in the size of the core device rule set, which is not currently

supported by most of the packet classification algorithms, demands a need for new

efficient algorithms and architectures.

1.3 Research Objectives

The main objectives of this thesis can be summarized into thefollowing points:

1. Designing efficient packet classification algorithms that exhibit the following fea-

tures and characteristics:

• The classification speed obtained should outperform the previous state-of-art

published algorithms.

• The preprocessing time and memory consumption should be minimized which

makes it suitable for embedded applications.

• The proposed algorithms should perform well with any size and any type of

rule-set even those with high rule-overlap.
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2. The proposed packet classification algorithms should be flexible enough to be con-

verted to hardware accelerators via traditional Hardware Descriptive Languages

(HDL) or Electronic System Level (ESL) Design.

• All possible optimization techniques from Fine Grain to Course Grain Opti-

mization should be applied to the hardware accelerators to further improve

performance.

• A detailed design exploration of different architectures should be conducted.

1.4 Research Contributions

In this thesis, two novel and efficient algorithms in the areaof Packet Classification are

introduced. Throughout this thesis many enhancements havebeen made to both of these

algorithms by mapping them to hardware. The following are the main contributions of

this thesis:

1. One of the main contributions is proposing and implementing a novel and effi-

cient algorithm [6] which has high scalability, hardware/software implementation

capability [7], incremental update ability, reasonable memory usage, and which

supports a high speed wire link. To the best of our knowledge,the PCIU is the

first proposed algorithm that can accommodate efficient incremental updates for

the rule set.

(a) Several hardware accelerators are proposed and implemented in this thesis.

The first is based on a Hardware/Software Co-design approachwhile the sec-

ond and the third are based on a pure Register Transfer Level (RTL) im-
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plementation using Handel-C and Impulse-C and the fourth isbased on an

Application Specific Instruction Processor (ASIP). In the Hardware/Software

Co-design approach an optimized hardware accelerator was designed and at-

tached to a soft core processor. The Electronic System Level(ESL) based

approaches achieve a speed-up of 55x for Handle-C and 27x forImpulse-C

over a state-of-the-art General Purpose Processor. Finally, an ASIP design

achieves a 21x faster result.

(b) An extensive experimental analysis was performed in which all possible com-

binations of optimizations were considered. To the best of our knowledge this

is the first work to propose a design exploration of Fine-Grain-Optimization

of Impulse-C. The design exploration performed can be easily extended to

similar applications that utilize ESL based approaches.

2. A second novel and efficient algorithm ‘GBSA’ is also proposed and implemented

in this thesis. The GBSA algorithm has high scalability, is amenable to hardware

implementation [7], requires low memory usage, and can support a high speed wire

link.

(a) Based on the standard benchmarks used by many researchers, we show that

the GBSA is one of the fastest existing algorithms that can accommodate a

large rule setof 10k or more in sizeand that it could be a candidate classifi-

cation algorithm for the next generation of core routers.

(b) We propose further enhancements to the GBSA through hardware implemen-

tation, making it more accessible for a variety of applications. Three hard-

ware accelerators using different implementation techniques are presented.
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The first approach was applied using an ASIP, while the othersare pure RTL

implementations using two different ESL flows (Impulse-C and Handel-C).

The GBSA ASIP implementation achieved, on average, 18x faster results

than a pure software implementation running on a Xeon processor. Con-

versely, the hardware accelerators (based on the ESL approaches) resulted in

a 9x speed-up.

1.5 Thesis Organization

The remainder of the thesis is organized as follows: Chapter2 provides an essential

background on packet classification algorithms and the maincomponents of the network

processor. Moreover, a brief introduction of the CAM and ESLwill be given. Chapter

3 will introduce the main published works in the field of packet classification, covering

both algorithms and architectures. Two novel algorithms and detailed implementations

are discussed in Chapter 4 and Chapter 5. Both of these algorithms are evaluated using

Classbench in [8]. A detailed comparison of the two algorithms with their implementa-

tions are presented in Chapter 6. Chapter 7 provides a conclusion to the thesis.



Chapter 2

Background

In this chapter, necessary background material that describes network processors and

packet classification will be covered. The concept of reconfigurable computing will be

explained in the context of mapping the proposed algorithmsinto hardware. Related

topics such as Electronic System Level (ESL) design and Application Specific Instruction

Processors (ASIP) will also be introduced to help the readerunderstand the remainder of

this thesis.

2.1 Network Processors

A network processor is an Application Specific Standard Product (ASSP) for the net-

working application domain with architectural features and/or special circuitry for packet

processing at wire speed [2].

The main advantages of application specific network processors over traditional mi-

croprocessors are:

8
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1. Most network processors’ instruction sets are based on existing RISC processor

instruction sets. Special instructions are also included in the form of bit manipula-

tion, CRC calculation, and classification (search and lookup) operations.

2. Network processors contain a special block of hardware that accelerate specific

packet processing tasks.

Figure 2.1: Simple model of operation levels in network processors

A network processor can be utilized at three main levels in a network,Core, Edge

and Access, as depicted in Figure 2.1.

1. Thecorelevel includes high-speed components that carry and transfer large amounts

of data. Nodes link together to form the core and they conductrudimentary ser-

vices such as routing, tag-switching, and access control. The core processor should

have the ability to deal with a huge load size.

2. Theedgelevel of the network provides the ingress and egress to the core. Services

at the edge level are complex and run at medium to high speeds.Services at this
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level include routing, switching, controlling access as well this level includes Qual-

ity of Service (QoS) features. The edge processor should have enough processing

capability to deal with different types of loads.

3. Theaccesslevel of the network covers all of the Internet delivery points. The end-

user accesses the Internet through campus networks, broadband connections and

dial-up lines. At this level, there are several different protocols and technologies

interacting with one another at relatively low speeds and with a small load size.

Figure 2.2: Abstract Model of a Network Processor Architecture [2]

Figure 2.2 depicts a block diagram of a general network processor. The lookup en-

gine performs pattern matching which is considered to be an important function of any

network processor. This function compares packet header fields with specific patterns to

classify the type of packet. In essence it performs a table lookup to return the relevant
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table entry or to determine the type of incoming packets. Lookup memory can be imple-

mented in software as a packet classification algorithm. Also, this memory function can

be implemented in hardware as a set of parallel comparators in the the form of a Content

Addressable Memory (CAM).

2.2 Packet Classification

An incoming packet belongs to a certain flow when all the fieldsof the packet are in the

range of the flow’s rule(s). In other words, each rule has F components (five as shown in

Table 2.1). Theith component of rule R, referred to as R[i], is a regular expression of the

packet header on theith field. A packet (P) matches a particular rule (R) if, and only if,

for everyith field of the header, P is in the range of R[i]. A trivial software classification

No. IP (64bits) Port (32bits) Protocol (8bits)
Source (32bits) Destination (32bits) Source (16bits) Destination (16bits)
Chunk# 0:1:2:3 Chunk# 4:5:6:7 Chunk# 8:9 Chunk# 10:11 Chunk# 12

1 0.0.0.0/0 0.0.0.0/0 0 : 65535 21 : 21 0/ff
2 0.83.1.0/24 0.0.4.6/32 0 : 65535 20 : 30 17/ff
3 0.83.4.0/22 0.0.0.0/0 0 : 65535 21 : 21 0/0
4 0.0.9.0/24 0.0.0.0/0 0 : 65535 0 : 65535 0/0
5 0.83.0.77/32 0.0.4.6/32 0 : 65535 0 : 65535 17/ff

Table 2.1: A Five Rule Classifier

algorithm can accept a packet and evaluate each rule sequentially until a rule is found

that matches all of the fields in a packet’s header. The arriving packet might match more

than one rule and the best match [3] has to be found. Thereforethe classification time is

constant for all different combinations of the arriving packets. This method has the most

efficient memory usage because it requires only simple pre-processing. Moreover, all

different types of classifier updates are straightforward and do not entail the rebooting of

the device. However, the main disadvantage of such an approach is the poor scalability
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since the time to perform a classification increases substantially as the number of rules

increase in the rule set.

Figure 2.3: Example Network of an ISP (ISP1) Connected to Two Enterprise Networks
(E1 andE2) and to Two Other ISP Networks Across a NAP[3].

2.2.1 A Classifier Example

To help the reader understand the variety of services provided by packet classifiers, we

begin with a simple example [3] of how packet classification can be used by an Internet

Service Provider (ISP). Figure 2.3 illustrates ISP1 connected to three different sites: two

enterprise networks, E1 and E2, and a Network Access Point (NAP), which is connected

to ISP2 and ISP3. ISP1 provides a number of different services to its customers, which

include:

• Packet Filtering: Denies all traffic from ISP3 destined to E2.

• Policy Routing: Sends all voice-over-IP traffic arriving from E1 and destined to

E2 via a separate ATM network.
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• Accounting & Billing: Treats all video traffic to E1 as highest priority and ac-

counts for the traffic sent in this route.

• Traffic Rate Limiting : Ensures that ISP2 does not inject more than 10Mbps of

email traffic and 50Mbps of total traffic into the network.

• Traffic Shaping: Ensures that no more than 50Mbps of web traffic is injected into

ISP2.

2.2.2 Rule Format

A five rule classifier was previously presented in Table 2.1. Each rule contains five fields.

The first two fields are the network layer address (source IP and destination IP), both of

which 32 bits in size. The next two fields are the transport layer address (source port and

destination port), both of which are 16 bits in size. The lastfield is the packet protocol

field. The IP address and the protocol are present in either prefix format or exact format,

for the purpose of matching, yet the port is in range format. Both source IP address and

destination IP address are represented in the following format; IP/mask. For example, IP

0.83.4.0/22 can be converted to a range by using the mask of 22bits or (255.255.252.0).

This will produce the low range of (0.83.4.0). The high rangecan be generated using the

following formula: High =Low OR232−Mask. Thus, the IP 0.83.4.0/22 can be converted

(0.83.7.255) as the high range. When the mask equals 32, the IP is represented in exact

format, which has the same value for high and low range. All fields, which are in prefix

or exact format in Table 2.1, can be easily converted to field range of high to low using

the above formula. Table 2.2 shows the results of convertingthe five rule classifier from

different representations to the range format. Each field ofthe rule contains two parts:
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low (L) and high (H).

IP(64bits) Port (32bits) Protocol(8bits)
Source Destination Source Destination

No. L H L H L H L H L H
1 0.0.0.0 255.255.255.255 0.0.0.0 255.255.255.255 0 65535 21 21 0 0
2 0.83.1.0 0.83.1.255 0.0.4.6 0.0.4.6 0 65535 20 30 17 17
3 0.83.4.0 0.83.7.255 0.0.0.0 255.255.255.255 0 65535 21 21 0 255
4 0.0.9.0 0.0.9.255 0.0.0.0 255.255.255.255 0 65535 0 65535 0 0
5 0.83.0.77 0.83.0.77 0.0.4.6 0.0.4.6 0 65535 0 65535 17 17

Table 2.2: A Five Rule Classifier in Range Format

2.2.3 An Example that Demonstrates Packet Classification

The basic idea of packet classification implies comparing the five fields of the incoming

header packet with all rules in the rule-set. Table 2.3 showsan example of trace (incom-

ing) packets. Table 2.4 illustrates a numerical example of the classification process, by

using Table 2.3 as the testing packets for the rule set in Table 2.1. The rule set in Table

2.1 converts from a standard format to a range format as explained in Subsection 2.2.2,

as shown in Table 2.2. The converted field for each rule in Table 2.2 is used to determine

where the incoming packet belongs. As demonstrated by the first row of Table 2.4, a rule

would still be considered to be a mismatch even if all the packet header fields matched

the rule excluding a single field.

Source Destination Source Destination Protocol
No. (32-bit) (32-bit) (16-bit) (16-bit) (8-bit)
1 0.83.5.10 10.0.0.3 1020 21 17
2 0.0.9.210 100.200.10.1 80 80 16

Table 2.3: A Two Trace Packet
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IPSrc IPDst PortSrc PortDst Protocol Matching
No. L H L H L H L H L H

For trace Packet #1
1 0.0.0.0 255.255.255.255 0.0.0.0 255.255.255.255 0 65535 21 21 0 0

0.83.5.10 10.0.0.3 1020 21 17
Matched Matched Matched Matched Mismatched NO

2 0.83.1.0 0.83.1.255 0.0.4.6 0.0.4.6 0 65535 20 30 17 17
0.83.5.10 10.0.0.3 1020 21 17

Mismatched Mismatched Matched Matched Matched NO

3 0.83.4.0 0.83.7.255 0.0.0.0 255.255.255.255 0 65535 21 21 0 255
0.83.5.10 10.0.0.3 1020 21 17
Matched Matched Matched Matched Matched YES

4 0.0.9.0 0.0.9.255 0.0.0.0 255.255.255.255 0 65535 0 65535 0 255
0.83.5.10 10.0.0.3 1020 21 17

Mismatched Matched Matched Matched Matched NO

5 0.83.0.77 0.83.0.77 0.0.4.6 0.0.4.6 0 65535 0 65535 17 17
0.83.5.10 10.0.0.3 1020 21 17

Mismatched Mismatched Matched Matched Matched NO

For trace Packet #2
1 0.0.0.0 255.255.255.255 0.0.0.0 255.255.255.255 0 65535 21 21 0 0

0.0.9.210 100.200.10.1 80 80 16
Matched Matched Matched Mismatched Mismatched NO

2 0.83.1.0 0.83.1.255 0.0.4.6 0.0.4.6 0 65535 20 30 17 17
0.0.9.210 100.200.10.1 80 80 16

Mismatched Mismatched Matched Mismatched Mismatched NO

3 0.83.4.0 0.83.7.255 0.0.0.0 255.255.255.255 0 65535 21 21 0 255
0.0.9.210 100.200.10.1 80 80 16

Mismatched Matched Matched Matched Matched NO

4 0.0.9.0 0.0.9.255 0.0.0.0 255.255.255.255 0 65535 0 65535 0 255
0.0.9.210 100.200.10.1 80 80 16
Matched Matched Matched Matched Matched YES

5 0.83.0.77 0.83.0.77 0.0.4.6 0.0.4.6 0 65535 0 65535 17 17
0.0.9.210 100.200.10.1 80 80 16

Mismatched Mismatched Matched Matched Mismatched NO

Table 2.4: A Numerical Example of the Classification Process

2.2.4 Performance Metrics for Classification Algorithms

Several metrics can be used to evaluate the performance of packet classification algo-

rithms. In this section we will highlight the most importantmetrics and justify their

use.

• Classification speed:Faster links require faster classification capability and through-

put. For example, links running at 40Gbps can carry 125 million packets per sec-

ond (assuming minimum sized 40 byte TCP/IP packets).
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• Low storage requirements:Small storage requirements enable the use of fast mem-

ory technologies, such as Static Random Access Memory (SRAM), which can be

used as an on-chip cache by both software algorithms and hardware architectures.

• Fast updates:As the rule set changes, data structures need to be updated onthe

fly. If the update is time consuming, the number of lost packets will increase

accordingly.

• Scalability in the number of header fields:The fields involved in packet classifica-

tion vary based on the application that is being targeted.

• Flexibility in specification:A classification algorithm should support general rules,

including prefixes and operators (range, less than, greaterthan, equal to, etc.), in

addition to wild-cards.

2.3 Hardware Based Approaches

Figure 2.4 shows several technologies that can be used in implementing classification

algorithms.

Out of all these technologies, General Purpose Processors (GPPs) have the highest

flexibility but the lowest performance due to their sequential nature. Digital Signal Pro-

cessors (DSPs) have better performance than GPPs due to their dedicated hardware func-

tions yet they have less flexibility since they are more domain specific. Reconfigurable

Computing Devices (RCSs) can achieve good performance by exploiting the parallelism
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Figure 2.4: Flexibility and Performance Trade-offs for Packet Classification

within applications yet they are flexible since they can be reprogrammed. The Appli-

cation Specific Instruction Processors (ASIPs) tend to improve the performance of the

application by using custom functions with custom instruction sets. ASIPs still have

some flexibility since they can run applications similar to GPPs. Finally, an Application-

Specific Integrated Circuit (ASIC) is an integrated circuit(IC) customized for a particular

application. ASICs have the best performance among all technologies available, however

they are expensive and are fixed, meaning that once an application changes a new ASIC

needs to be designed and developed.

2.3.1 Reconfigurable Computing

Reconfigurable computing [9] is an innovative approach thatattempts to cope with the

inefficiency of conventional computing systems. It has alsodemonstrated significant

potential to accelerate general-purpose computing. More specifically, application spe-
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cific properties, such as parallelism, data granularity, and computation regularity can

be exploited by reconfigurable computing approaches through the creation of pipelines,

custom operators, varying bit-widths (compared to the fixedwidth of general-purpose

processors) and interconnection pathways. At the heart of reconfigurable computing is

the SRAM-based Field Programmable Gate Array (FPGA), providing fine-grained logic

and interconnected elements that exhibit a function and structure that allow users to cus-

tomize the specific requirements of an application. FPGAs are designed to provide hard-

ware designers with the flexibility of software at hardware speeds. Due to its capacity

for reconfiguration and massive parallelism, FPGA technology has become an attractive

option for implementing real-time network processing engines. State-of-the-art FPGA

devices, such as Xilinx Virtex-7, provide large amounts of on-chip dual-port memory

and a high clock rate with configurable word widths. FPGA logic devices can achieve

high levels of performance if they are used to implement custom, algorithm-specific cir-

cuits to accelerate the overall execution speed of an algorithm. These systems remain

flexible since the same custom circuitry developed for one algorithm can be reused as

the custom circuitry for a completely separate (and different) algorithm. FPGAs in gen-

eral provide the designer with an array of basic configurablelogic blocks usually in the

form of Look Up Tables (LUTs) and flip-flops. These are connected to a programmable

interconnection that enables the building of different functions and memories for a wide

range of digital systems. Early generations of FPGAs, introduced by vendors like Xilinx,

and Altera, offered relatively fewer logic blocks comparedto current generations that

provide more resources and tools to build a complete System on a single Chip (SoC).

Recent FPGA architectures also increase the computation power of applications for de-

signers by integrating dedicated embedded multipliers, DSP blocks, multi-gigabit serial
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I/Os and embedded microprocessors. Reconfigurable hardware devices share the per-

formance advantage of ASICs because they can implement a parallel logic function in

hardware. However, they also share the flexibility of general processors since they can

be dynamically reconfigured [10].

I/O Block
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ck
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Figure 2.5: The Internal Architecture of a Generic FPGA

2.3.2 Content Addressable Memory (CAM)

Content-Addressable Memories (CAMs) are hardware search engines that are suitable

and much faster than traditional algorithmic approaches for search-intensive applica-

tions. CAMs are composed of conventional semiconductor memory (usually SRAM)
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Figure 2.6: Internal CAM Architecture [4]

along with comparison circuitry, which enable a search operation to complete in a single

clock cycle. The most common search-intensive tasks that use CAMs are packet classifi-

cations in Internet routers. A CAM stores 0 and 1 valued digits and produces an address

to the given data [11]. A Ternary Content-Addressable Memory(TCAM), unlike CAM,

stores words with three-valued digits, 0, 1 or X, where X is a wildcard value that matches

both 0 and 1.

The use of a TCAM is similar to an ASIC as it performs the operations purely in

hardware. Since these TCAMs are designed specifically to perform packet classification,
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they are very fast and efficient. However, the number of bits to be classified in the packet

header has to be fixed along with the operation. A hardware implementation can employ

a TCAM to resolve this issue.

The rules are stored in the TCAM array in the order of decreasing priority. When

given a packet header to classify, the TCAM performs a comparison of all its entries

in parallel order, and a priority encoder selects the best matching rule [12]. Figure 2.6

depicts the internal diagram of a TCAM. While TCAMs are efficient and flexible, they

are currently suitable only for small size classifiers sincethey are too expensive, too small

and consume too much power for large applications. Furthermore, some operators are

not directly supported and entail a necessary preprocessing step, Therefore the memory

array might be inefficiently utilized.

2.3.3 Electronic System Level (ESL)

Designing pure Register Transfer Level (RTL) hardware accelerators based on an Elec-

tronic System Level (ESL) approach [13] is a different form of partnership between hard-

ware and software design philosophies. An ESL is typically ahigh-level language, with

many similarities to software languages (such as the C language) in terms of syntax,

program structure, flow of execution, and design methodology. The difference between

such an ESL language and a pure software language are the constructs that are tailored

to hardware development, such as the ability to write codes that are executed in parallel.

This makes it very easy to translate a software application into its RTL equivalent without

starting the design process from scratch. The high level of abstraction in ESL also allows

designers to develop RTL solutions more quickly and easily than would be possible in a

pure hardware description language, such as VHDL or Verilog. Although the efficiency
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of ESL generated hardware is generally less than that achieved by VHDL or Verilog,

the decrease in the amount of time that must be invested will often justify the trade-

off. Furthermore, most C programmers should be able to create effective ESL hardware

designs with little additional training, a lot of which is needed to master VHDL and Ver-

ilog. Instead, the programmer can take advantage of the long-standing and widespread

foundation of C language.

2.3.4 Application Specific Instruction Processors (ASIP)

An ASIP refers to a high customized general purpose that is suitable for a specific appli-

cation. One of the key advantages of an ASIP implementation [14] is the performance

to development time ratio that also allows for greater flexibility in case updates and in

other upgrades become necessary in the future. While a pure RTL implementation would

be much more effective and efficient at satisfying power and design speed constraints, it

would normally take a longer time to develop than ASIP. Customized processors (with

specialized coprocessors within the data-path), on the other hand, are efficient and easy to

develop. These customized processors can enhance performance via a dedicated, special-

ized instruction set in a shorter development time frame as compared to pure RTL imple-

mentations. Furthermore, designers can often effectivelyfix the problematic bottlenecks

of software by tweaking the processor configuration/specification. The design details

include instruction set, processor pipeline depth, processor instruction/data bus width,

cache memory size, register array size, and variable/constant register can be adapted

to a specific application. As underlying tools mature with time and demand, the ASIP

approach will become an increasingly attractive option formany products.

General Purpose Processors (GPPs) are tend to execute a set of instructions in order
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to perform packet classification. By modifying the softwareinstructions, the size of the

rule set and the operation are altered without changing the hardware. The downside of

this flexibility is that the performance suffers dramatically and is inferior to that of an

ASIC. An ASIP, on the other hand, is intended to fill the gap between hardware and

software, achieving a potentially much higher performancethan pure software running

on GPP, while maintaining a higher level of flexibility than pure RTL.

2.4 Packet Classification Benchmarks

The need for a standard approach to performance evaluation is addressed in [8], where

the authors introduce a suite of benchmarking tools entitled ClassBench, that has since

been frequently employed by researchers for evaluating newapproaches of packet clas-

sification.

In this thesis the well known ClassBench [8] was used to evaluate the proposed novel

algorithms. ClassBench consists of three tools, (i) FilterSet Analyzer, (ii) Filter Set

Generator, and (iii) Trace Generator. Table 2.5 shows the size of each rule set and the

trace files (i.e., testing packets) associated with them. The seeds1 and the programs used

to generate these rule sets are also taken from [8]. ClassBench was used to perform a

battery of analyses on 12 real filter sets, which were provided by several Internet Service

Providers (ISPs), a network equipment vendor, and other researchers working in the field.

Each of these filter sets uses one of the following formats:

1. Access Control List (ACL):This format is a standard for security, VPN, and NAT

filters for firewalls and routers (enterprise, edge, and backbone).

1Used by filter sets to produce rule sets.
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2. Firewall (FW): This is a proprietary format for specifying security filters.

3. IP Chain (IPC):This is a decision tree format for security, VPN, and NAT filters,

for software-based systems.

Benchmark ACL FW IPC
Size Rule Trace Rule Trace Rule Trace
0.1k 98 1000 92 920 99 990
1k 916 9380 791 8050 938 9380
5k 4415 45600 4653 46700 4460 44790
10k 9603 97000 9311 93250 9037 90640

Table 2.5: Benchmark Rule Sets and Its Traces

These rule sets (benchmarks) are used by many researchers [15, 16, 17] to evaluate

packet classification algorithms, since their characteristics are similar to real life rule sets

used in backbone routers [18].

2.4.0.1 Rule overlap

The rule set can be described as a two dimensional surface that employs some of the

packet fields. The high byte of the source IP address is used topinpoint the X axis, while

the high byte of the destination IP address is used to pinpoint the Y axis. Thus, a two-

dimensional surface (256 X 256) can be plotted as an alternative representation of the

three benchmarks, as demonstrated by Figure 2.7.

It is clear from Figure 2.7 that the number of overlapping/non-overlapping regions

varies based on the nature of the rules and their associated overlaps. Each region can

contain more than one rule. The number of regions tend to increase as more overlap
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Figure 2.7: Overlap and Regions of Benchmarks

occurs amongst the rule set, which causes more challenges tothe algorithm in terms of

pre-processing and classification. As illustrated in Figure 2.7, the Firewall (FW) bench-

marks in Table 2.5 are the most challenging rule sets due to the high number of over-

lapping regions. On the other hand, the Access Control List (ACL) benchmark has no

overlapping regions and therefore can be handled easier by classification algorithms.

2.5 Summary

Packet classification is an important module within networkprocessors. Classification

can be implemented either as a pure software algorithm running on a General Purpose

Processor (GPP) or a hardware application specific implementation. Software based clas-

sification algorithms are flexible but suffer from low performance. Pure hardware imple-

mentations have excellent classification speed, but are expensive and inflexible. There-
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fore, a reconfigurable computing paradigm is considered to be an excellent candidate for

the packet classification problem. In Chapter 3, an extensive literature review will be

conducted to identify the advantages and disadvantages of current published work.



Chapter 3

Literature Review

In this chapter, a list of the most important published worksin the field of packet clas-

sification will be examined. Research work on packet classification can be classified as

either algorithmic or architectural. The main objective ofthis chapter is to highlight the

advantages and disadvantages of currently published packet classification techniques in

order to provide guidance for future direction in this field.

3.1 Algorithmic Based Packet Classification Approaches

Since the packet classification problem is inherently complex from a theoretical stand-

point [19], previously published algorithms have not been able to fully satisfy the needs

of network devices. The authors in [20] categorize existingpacket classification algo-

rithms into four main classes to classify packets as shown inFigure 3.1. These four

categories are (1) Exhaustive Search, (2) Decision Tree (3)Decomposition, (4) Tuple

Space.

27
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Figure 3.1: Taxonomy of Packet Classification Techniques

1. Brute Force/Exhaustive Search Techniques:These techniques examine all en-

tries in the filter set sequentially, similar to the Ternary Content Addressable Mem-

ory (TCAM) [19] approach. Brute force techniques perform well in terms of mem-

ory usage, do not require any pre-processing, and can be updated incrementally

with ease. However, they requireO(N) memory accesses per lookup, whereN

is the number of rules in the rule set. For even modestly sizedfilter sets, a linear

search becomes prohibitively slow.

Examples of Brute Force/Exhaustive Techniques:The authors in [21] present a

scheme that solves the multi-match problem using TCAM, a type of memory that

can do parallel searches at high speed. Using TCAM can save upto 95% of space

compared to the brute force technique.
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2. Decision Tree Based Techniques: These techniques construct a decision tree from

the filters and use the packet fields to navigate the decision-tree. Examples of this

technique include HiCuts [1], Hyper-Cuts [22], EGT-PC [19]. Decision trees are

geared towards multiple field classification. All of the decision tree’s leafs contain

a rule or a subset of a rule. Classification is performed by constructing a search

key from the packet header fields and using this key to traverse through the tree.

The main disadvantages of this method are the high memory requirement and long

pre-processing time. Moreover, classification time per packet can vary depending

on the depth of the tree.

Examples of Decision Tree Based Techniques:

• HiCut [1] and HyperCut [22]: In terms of classification, bothof these tech-

niques perform similarly [18]. The developers of HiCut and HyperCut or-

ganize the rule of the classifier in a decision tree structure. Classification

is performed by navigating the tree until a leaf node is identified, this node

stores a small number of rules. A linear search is then performed using these

rules to find a match for the incoming packet. HyperCut [22] minimizes the

depth of the decision tree by splitting the decision tree into multiple fields as

opposed to the single field in HiCut [1]. Due to the amount of pre-processing

required, neither algorithm supports incremental updates. In addition, both

of these algorithms have a variable range of classification time per incoming

packet.

• Modular Packet Classification Scheme [23]: By combining a rule’s set sta-

tistical usage with multiple decision trees, based on ternary string represen-
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tation, the authors in [23] built a modular packet classification scheme. The

most frequently accessed rules are placed near the root of the search tree.

Similar to HiCut, it also requires a linear search of the leafnodes.

3. Decomposition/Divide-and-Conquer Techniques:These techniques tend to de-

compose the multiple field search into instances of single field searches. They

also perform independent searches of each packet field, and then combine the

results, similar to RFC[3], ABV[24], and Parallel BV[25]. Another viable ap-

proach that can deal with the complexity of packet classification is decomposing

multiple-fields into several instances of single-fields andthen combining the end

results. This method provides a high speed classification time, yet it needs more

pre-processing time and memory usage, which makes it unsuitable for systems that

require frequent rule-set updates.

Examples of Decomposition/Divide-and-Conquer Techniques:

• RFC[3]: The researchers in [3] proposed a decomposition based algorithm

called Recursive Flow Classification (RFC), which takes advantage of the

considerable redundancy in real network filter sets. The RFCmaps S bits

in the packet header to T bits of precomputed classID(T ≪ S) using real

filter rules. However, results do not remain constant when characteristics

of the filter set change. The authors assumed that the number of distinct

overlapping regions is smaller than the worst case scenario, which isO(nF ),

wheren is the number of rules with dimensionF . In addition, since the

scheme requires extensive pre computation, even under normal conditions, it

is assumed that the filter changes infrequently. However, this is impractical
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with session based dynamic updates. Memory use grows exponentially with

the number of rules as they tend to have a high number of distinct overlapping

regions.

• BV [25] and ABV [24]: The original idea of using bit vector algorithm, pro-

posed in [25] and improved in [24], introduced the aggregated bit-vector al-

gorithm (ABV), which used recursive bit aggregation and rule set rearrange-

ment to reduce memory access. It is based on the assumption that the number

of rules matched by a packet in a real filter database is inherently small. The

ABV scheme reduces the number of memory accesses by recursively gener-

ating an aggregation bit for every X bit in the original bit vector. The bit map

values need to be examined only if the aggregation bit is set.The number

of memory accesses can be further reduced by rearranging thefilter rules so

that the multiple filters, which match a specific packet, are placed close to

each other. As a result, multiple matching filters can be placed in the same

aggregation group. However, as the wildcards in the filter increase, a further

reduction in memory results. Also, the use of trees has two drawbacks. First,

poor classification might increase memory usage dramatically. Secondly, the

classification time can vary depending on the arriving packet value, which

changes the path inside the tree.

4. Tuple Space Based Techniques:These techniques partition the filter set according

to the number of specified bits in the filter, they then probe the partitions or a subset

of the partitions using simple exact match searches, such asTuple Space [26], or

Conflict-Free Rectangle search[27]. By using tuples to partition the filter set, the
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Tuple Space approach can quickly narrow the scope of a multiple-field search. A

tuple defines the number of specified bits in each field of the filter. This technique

is effective since the number of distinct tuples is much lessthan the number of

filters in the filter set. This class of classification algorithms has the lowest memory

usage, yet it requires a high pre-processing time, and its classification time could

vary based on the nature of the rule set.

Examples of Tuple Space Based Techniques:

• Conflict-Free Rectangle search [27]: The authors in [27] considered using a

set of conflict free filters to solve the classification problem. Furthermore,

they made the (mild) assumption that the ranges of the filtersare IP prefixes

(in practice, this is often the case). Under this assumption, they obtained

a data structure withO(log2w) query time andO(nlog2w) storage. This

method readily works for conflict-resolved filters as well.

• Diagonal-Based Tuple Space [16]: The authors in [16] proposed a two-dimensional

packet classification algorithm which focuses on reducing classification time

while keeping a reasonable memory requirement. Their approach extends the

Tuple Space Framework [26] to allow a binary search on the Tuple Space.

With the proposed scheme, a filter set with two-dimensional filters requires

only O(log(W )) hash operations to determine the best matched filter, where

W is the maximum prefix length of filters.
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3.1.1 Drawbacks of Packet Classification Algorithms

Most packet classification algorithms suffer from the following short comings. First, they

are generally slow due to the large number of memory accessesrequired. For example,

the binary search method, proposed by [28], requires an average memory access of 18

→ 67 for a rule set of size 5000. Secondly, packet classification algorithms generally

build on certain features of a special kind of rule set, whichallows them to perform well

on only that type of rule set. For example, RFC [3] assumes that the number of distinct

overlapping regions are slightly low even with the high number of rule sets. In addi-

tion, almost all of the published algorithms need considerable amount of pre-processing.

Therefore, a majority of the above algorithms do not work well with incremental updates,

which is a key problem that is resolved in session based packet classification.

3.2 Hardware Based Packet Classification

To circumvent the shortcomings of software-based approaches to packet classification,

many novel techniques have employed both hardware and software components. Re-

searchers have emphasized that a pure software implementations will typically suffer

from three major drawbacks: a relatively poor performance in terms of speed (due to

the number of memory accesses required), lack of generalizability (in order to exploit

certain features of a specific type of rule set), and a need forlong pre-processing time.

As the line speed increases, many researchers started exploring hardware architectures

as a means to speed up the packet classification process.
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3.2.1 TCAM Based Architectures

Researchers frequently make use of TCAM when developing newpacket classification

algorithms. Although TCAM can be used to achieve high throughput, it exhibits rel-

atively poor performance with respect to area and power efficiency. Nevertheless, the

authors in [29] were able to develop a scalable high throughput fire-wall, using an exten-

sion to the Distributed Crossproducting of Field Labels (DCFL) [30] and a novel recon-

figurable hardware implementation of Extended TCAM (ETCAM). A Xilinx Virtex 2

Pro FPGA was used to implement this technique. As the technique employed was based

on a memory intensive approach, as opposed to a logic intensive one, on-the-fly updating

remained feasible. A throughput of 50 Million Packets Per Second (MPPS) was achieved

for a rule set of 128 entries, which was based on the prediction that the throughput could

be increased to 24 Gbps if the design were to be implemented onVirtex-5 FPGAs. In

their development of a range re-encoding scheme that fit TCAM, the authors of [31]

proposed that the entire classifier be re-encoded (as opposed to previous approaches that

elected not to re-encode the decision component of the classifier). The approach in [31]

significantly outperformed previous re-encoding techniques, achieving at least five times

greater space reduction (in terms of TCAM space) for an encoded classifier and at least

three times greater space reduction for a re-encoded classifier and its transformers. An-

other range encoding scheme to decrease TCAM usage was developed by [15], with

ClassBench being used to evaluate the proposed scheme. The encoder proposed in [15]

used between 12% and 33% of the needed TCAM space in DRIPE or SRGE and between

56% and 86% of the TCAM space needed in PPC, for classifiers of up to 10k rules.

Moreover, the authors in [32] proposed two algorithms to reduce the TCAM update
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time. The Prefix-Length Ordering Constraint algorithm (PLO-OPT) attempts to keep all

the unused entries in the center of the TCAM. The PLO-OPT algorithm reduces the up-

date time by a factor of two compared to earlier solutions. The Chain-Ancestor Ordering

Constraint Algorithm (CAO-OPT) offers an average of 1.02 to1.06 memory accesses

per update and is applicable to TCAM-based packet classification as well. The work

in [33] presents two other techniques that can reduce the forwarding table size, opti-

mizing the use of expensive TCAM resources. The first technique is based on pruning,

and it identifies redundant prefixes and removes them. The second technique, based on

mask extension, arbitrarily uses mask bits to combine prefixes. The author claims that

applying both methods simultaneously achieves up to a 45% compaction ratio. There

are, however, no details published on the complexity of the pruning technique’s update.

To address the problem of power consumption in large TCAM modules, the authors in

[34] equally partition the forwarding table based on prefix ranges and place each portion

into a different TCAM block. A set of range comparators examine the given destina-

tion IP address and determine the appropriate TCAM block to activate in order to search

the IP address. For a K-way partitioned forwarding engine, this reduces TCAM power

consumption K times with negligible overhead cost. The fullimplementation of such a

TCAM is reported in [35]. The authors in [36] engaged in another approach to study

the problem of dividing the forwarding table into equal partitions, and so they proposed

two categories of partitioning algorithms. One uses bit selection while the other uses

trie-based techniques. However, the latter requires totalreconstruction when a TCAM

block becomes full. The researchers in [37] combined the BitVector with TCAM. They

present an architecture called BV-TCAM for multi-match packet classification. In this

architecture, a TCAM performs prefix or exact match, while a multi-bit trie, implemented
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in Tree Bitmap, is used for source or destination port lookup. The authors never report

the actual FPGA implementation results, though they claim that the whole circuit with

222 rules consumes less than 10% of the available logic and fewer than 20% of the avail-

able Block RAMs of a Xilinx XCV2000E FPGA. They also claim that the design can

achieve 10 Gbps throughput when implemented on advanced FPGAs via pipelining. The

use of TCAM in this design deteriorates the performance of the system, as it must handle

a lookup rate of about 30 MLPS (Mega Lookups Per Second).

3.2.2 Reconfigurable Computing Based Architectures

To achieve the flexibility of software at speeds normally associated with hardware, re-

searchers frequently employ reconfigurable computing options using Field Programmable

Gate Arrays (FPGAs). Although the flexibility and the potential for parallelism are def-

inite incentives for FPGA-based approaches, the limited amount of memory in state-of-

the-art FPGA designs means that large routing tables are noteasily supported.

3.2.2.1 IP Lookup Packet Classification Architecture

The authors in [38] propose a novel reconfigurable hardware architecture for IP address

lookup. The proposed work includes an IP lookup using FPGAs,resulting in a classifi-

cation speed of around 263 MLPS. The architecture takes advantage of both a traditional

hashing scheme and reconfigurable hardware. They implementonly the colliding pre-

fixes (prefixes that have the same hashing value), on reconfigurable hardware, and the

remaining prefixes in a main table in memory. This architecture supports a Mae-West

routing table (84K prefixes), and it can be updated using partial reconfiguration when

adding or removing prefixes. However, it does not support incremental updates, and
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therefore the update time is lower, bounded by the time required for partial reconfigura-

tion. It is also unclear how to scale this design to support larger routing tables due to the

indeterminable characteristic of the hashing function. Moreover, the power consump-

tion of this design is potentially high due to the large number of logic resources utilized.

Similarly, the authors in [39] propose a tree based router search engine architecture with

single port memories. They use a ring pipeline architecturefor tree-based search engines.

The pipeline stages are configured in a circular, multi-point access pipeline so that the

search can be initiated at any stage.

Several researchers have also investigated increasing thestorage efficiency of rule

sets and reducing power consumption using pure Register-Transfer Level (RTL) hard-

ware approaches [40, 17]. The Dual port IP Lookup (DuPI) SRAM-based architecture

proposed in [40] maintains packet input order and supports in-place non-blocking route

updates and a routing table of up to 228K prefixes (using a single Virtex-4). The archi-

tecture, however is only suitable for single-dimension classification tasks. The authors of

[17], on the other hand, propose a five dimensional packet classification flow, based on a

memory-efficient decomposition classification algorithm,which uses multi-level Bloom

Filters to combine the search results from all fields. Bloom filters, having recently grown

in popularity, were also applied in the approaches described in [41] and [17]. The ar-

chitecture proposed in [41] uses a memory-efficient FPGA-based classification engine

entitled Dual Stage Bloom Filter Classification Engine (2sBFCE) and is able to support

4K rules in 178K bytes of memory. However, the design takes 26clock cycles on average

to classify a packet, resulting in a relatively low average throughput of 1.875 Gbps. The

hierarchical-based packet classification algorithm described in [17] also makes use of a

Bloom filter (for the source prefix field), and the approach resulted in better than average
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search but a poor performance in terms memory requirements.

A similar approach has been published by the authors in [42].They propose a SRAM-

based architecture for Trie-based IP Lookup using an FPGA. By using a SRAM for

the search, the proposed architecture becomes a bidirectional optimized linear pipeline

architecture (BiOLP). The IP lookup implemented on FPGAs can achieve a lookup rate

of 325 MLPS. The BiOLP takes advantage of the dual ported SRAMto map the prefix

trie in both directions. By doing this, BiOLP achieves a perfectly balanced memory

allocation during all pipeline stages. BiOLP also supportsa Mae-West routing table

(84K prefixes).

Another SRAM architecture has been proposed by [43]. These authors use a multi-

pipeline architecture for Tera bit IP Lookup. A two-level mapping scheme is used to

balance the memory requirement over the stages. Through trie (binary tree) partitioning

and subtrie-to-pipeline mapping, the authors ensure that each pipeline contains an ap-

proximately equal number of trie nodes. Then, within each pipeline, fine-grained node-

to-stage mapping is used to achieve an evenly distributed memory across the stages.

To balance the traffic on different pipelines, both pipelined prefix caching and dynamic

subtrie-to-pipeline remapping are employed. Simulation,using real-life data, shows that

the proposed architecture with 8 pipelines can store a core routing table with over 200K

of unique routing prefixes using 3.5 MB of memory. It achievesa throughput of up to

3.2 billion packets per second, i.e. 1 Tera Bits Per Second (Tbps) for a minimum size (40

bytes) packet.
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3.2.2.2 Multi dimensions Packet Classification Architecture

In recent years, several novel packet classification algorithms mapped onto FPGAs have

been published, including [44, 45, 46]. The authors of [44] propose a multi-field packet

classification pipelined architecture called Set Pruning Multi-bit Trie (SPMT). The pro-

posed architecture was mapped onto a Xilinx Virtex-5 FPGA device and achieved a

throughput of 100 Gbps with dual port memory. In [45] the authors present a novel

classification technique that processes packets at line rate and targets NetFPGA boards.

However, there is neither a report of preprocessing time noran evaluation of the archi-

tecture based on any known benchmarks. A work by [46] presents a novel decision-tree

based linear algorithm that targets the recently proposed OpenFlow and that classifies

packets using up to 12-tuple packet header fields. The authors managed to exploit par-

allelism and propose a multi-pipeline architecture that iscapable of sustaining 40 Gbps

throughput. However, the authors evaluated their architecture using only the ACL bench-

marks from ClassBench. The author in [47] presents a low power architecture for a high

speed packet classifier, which can meet the OC-768 line rate.The architecture consists

of an adaptive clocking unit that can dynamically change theclock speed of an energy

efficient packet classifier in order to match fluctuations in traffic on a router line card.

The authors in [30] proposed a DCFL (Distributed Crossproducting of Field Labels)

algorithm. A DCFL is a decomposition-based algorithm that leverages the structure of

real filter sets. DCFL decomposes the multi-field searching problem by using indepen-

dent search engines, which can operate in parallel to find thematching conditions for

each filter field. Instead of using bit vectors, DCFL uses a network of efficient aggrega-

tion nodes by employing Bloom Filters and encoding intermediate search results. Ac-
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cordingly, the algorithm avoids the exponential increase in time or space that incurs when

performing this operation in a single step. The authors predict that an optimized imple-

mentation of DCFL can provide over 100 million packets per second (MPPS) and store

over 200K of rules in the current generation of FPGAs or ASICswithout the need for

external memories. However, their prediction is based on the maximum clock frequency

of FPGA devices and a logic intensive approach using Bloom Filters. This approach

may not be optimal for FPGA implementation due to long logic paths and large routing

delays. Furthermore, the estimated number of rules is basedonly on statistics of the

currently available rule sets.

The authors in [17] proposed a memory-efficient decomposition-based packet classi-

fication algorithm. This algorithm uses multi-level Bloom Filters to combine the search

results from all fields. They achieved a speed of around 40 Gbps.

The authors in [29] proposed a scalable high throughput firewall using FPGAs. The

the Distributed Crossproducting of Field Labels (DCFL) is used on the firewall applica-

tion and an improvement was added to DCFL to be Extended (DCFLE). Xilinx Virtex

2 Pro FPGA was used in the implementation, which resulted in amemory intensive ap-

proach, as opposed to a logic intensive one, so that on-the-fly updating was feasible.

The achieved throughput was 50 MPPS for a rule set of 128 entries. The authors also

predicted that throughput can be 24 Gbps when the design is implemented on Virtex-5

FPGAs. Another architecture [41] depicts a memory-efficient FPGA-based classification

engine calledDual Stage Bloom Filter Classification Engine (2sBFCE). This design can

support 4K of rules in 178 K bytes of memory. However, the design takes 26 clock cycles

on average to classify a packet, resulting in low a throughput of 1.875 Gbps on average.

The authors in [48] applied the HyperCuts algorithm, which is considered to be the
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most scalable decision-tree based algorithm, to multi-field packet classification in FP-

GAs. By exploiting the features provided by current FPGAs, they propose a decision-

tree-based, two-dimensional dual-pipeline architecturefor multi-field packet classifica-

tion. The implementation results show that the architecture can store 10K of real-life

rules in the on-chip memory of a single Xilinx Virtex-5 FPGA,and can sustain 80 Gbps

(i.e. 2x OC-768 rate) throughput for a minimum size (40 bytes) packet. To reduce the

rule duplication and memory requirement, the authors applied two optimization tech-

niques called rule overlap reduction and precise range cutting. Although they claim that

the architecture can be updated on the fly by using the dual port block RAM, this con-

flicts with the nature of pipelining. They also claim that this is the first FPGA-based

packet classification engine that achieves wire-speed throughput while supporting 10K

of unique rules.

Another researcher in [46] exploits the abundant parallelism and other desirable fea-

tures provided by current field-programmable gate arrays (FPGAs) in order to propose

a decision-tree-based, 2-D multi-pipeline architecture for packet classification. Several

optimization techniques for the state-of-the-art decision-tree-based algorithm have been

explored. Given a set of 12-tuple rules, these techniques offer a framework to parti-

tion the rule set into multiple subsets, each of which is built into an optimized decision

tree. A tree-to-pipeline mapping scheme is carefully designed to maximize the memory

utilization while sustaining high throughput.

By taking advantage of parallel processing as well as pipelining the hardware circuits,

the author in [49] propose a binary tree for high speed packetclassification. The binary

tree structure is generated through preprocessing on computers, which does not influence

the searching speed of the FPGA. During the division of the packet header, the division
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field was dynamic and was selected according to the rules. Theauthors claim that their

classification speed for SnortIDS is higher than 10 Gbps.

Yet another partitioning technique based on range-point conversion that reduces the

overall memory requirement is called “ParaSplit” [50]. These authors further optimize

the partitioning method by applying the Simulated Annealing technique. By mapping

their implementation to an FPGA, the abundant parallelism in the hardware was ex-

ploited, resulting in a high throughput.

Finally, the authors in [51] proposed perfect hash functions for packet classification.

This work grounded the new hardware based algorithm for packet classification on prob-

lem decomposition. A unique property of the algorithm is theconstant time complexity

in terms of external memory accesses. The algorithm performs exactly two external

memory accesses when classifying a packet. In this algorithm, the process of packet

classification is divided into three basic steps. The first step is the Longest Prefix Match

(LPM) operation. The second step is mapping the LPM results to the rule number by us-

ing perfect hash function in order to perform fast searching. Even if the packet does not

match any rule, the hash function will map the packet to some rule number. Since such

invalid mapping can occur, it is necessary to include the third step in which the packet is

checked against the resulting rule. Therefore, the complete Rule Table has to be stored

in the third step. Using an FPGA and a single commodity SRAM chip, a throughput of

150 million packets per second can be achieved. This makes a throughput of 100 Gbps

for the shortest packets. The authors stated that this algorithm is fully competitive to

TCAM, yet the time needed to reconstruct the data structure is below 4 msec.
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3.2.3 RTL Based Architectures: Drawbacks

Most architecture based packet classifications suffer froma series of short comings. First,

they are generally tree based architectures which require alarge number of FPGA re-

sources. Second, almost all of the proposed algorithms do not report the preprocessing

time and effort. Third, none of the previous work reports theclassification power con-

sumption. Finally, there is no insight into how the system will scale as the rule set

increases in size.

3.3 Summary

Since the packet classification problem is inherently complex from a theoretical stand-

point [19], previously published algorithms have not been able to satisfy the demands and

needs of network devices. Despite the fact that the packet classification problem has been

studied intensively in the last two decades by several researchers [19, 3, 1, 12, 28, 24],

the solutions that are offered represent different trade-offs among classification speed,

device utilization, memory usage, updating time, and preprocessing time. An ideal clas-

sifier should exhibit the following features:

1. The memory consumption should be equal to or less than the original rule set size.

2. The classifier has to be capable of updating the rule set without needing to reset or

power down the network device.

3. The classification speed has to be faster than the wire linkspeed.
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4. The preprocessing time has to be reasonable and should notrequire too much pro-

cessing effort.

We believe that the packet classification problem requires further investigation and

research since the currently published algorithms are still suboptimal. Based on the

current literature review, we propose two new algorithms inChapter 4 and Chapter 5

that overcome several of the drawbacks of the existing algorithms.



Chapter 4

The PCIU Algorithm

In this chapter we propose an efficient Packet ClassificationAlgorithm with an Incremen-

tal Update Capability (PCIU). The PCIU is a novel algorithm,which improves upon pre-

vious published algorithms. Compared to these published works, PCIU provides lower

pre-processing time, lower memory consumption, improved incremental rule updating,

and excellent classification time. Using PCIU, the maximum memory to accommodate

10,000 rules is still less than 2.5 MB.

4.1 Processing Stages

A taxonomy for packet classification algorithms was presented in Chapter 3 (Literatrure

Review) and specified that these algorithms can be categorized according to whether or

not they are based upon an exhaustive search, a decision tree, a decomposition approach,

or a tuple space. Since the PCIU was designed as a “divide-and-conquer” approach,

our algorithm is categorized as a decomposition based approach. The following sub-

45
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sections will briefly describe the three stages of the PCIU algorithm (pre-processing,

classification, and incremental update) and will also detail our experimental design and

benchmarking approaches.

4.1.1 The Pre-Processing Phase

The PCIU algorithm [6] is based on the simple notion that there is a redundancy that

exists in the rule set, due to the fact that it is divided into chunks. The PCIU is a multi-

dimensional packet classification algorithm and uses a similar rule set to that which is

depicted in Table 2.1 in Chapter 2. For five-dimensional packet classification, a hier-

archical approach is used, which decomposes the main classification into sub-problems

and recombines the final results at the end of the process. Theprinciple behind the PCIU

algorithm can be summarized by the following steps:

1. The rule set is converted from the different possible representations to a range

representation, with an upper and lower bound on the range that is associated with

each of the five dimensions (or fields) in the rule set, which isthen computed.

2. Each of the five dimensions is divided into 8-bit chunks. Since the rule size for this

example would be 104 bits, the total number of chunks would be13. The range

associated with each chunk (designatedchunki) would be 0 to 255, and for each

chunk, a lookup table (designatedtablei) of size28 is assigned.

3. A group of equivalent rules is then generated. The idea is to exploit the overlap

between rules (see Table 2.1 in Chapter 2) and then generate clusters or groups of

rules which share similar features. Figure 4.1 simply demonstrates the overlap of
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different rules in Table 2.1 that can be used to generate groups based on the range

overlap of the IP, Port or Protocol addresses.

4. The groups are converted into a binary vector, where the bit locations correspond

to the rule ID. This information is then used in the classification phase.

4.1.2 A Detailed Pre-Processing Example:

In this subsection, we present an example to clarify how preprocessing is peformed in

our proposed approach. The example is based on the information for chunk #10 found

in Table 2.1 and illustrated in Figure 4.1. The overall procedure is illustrated in Figure

4.2. Note that since the focus is on a single, 1-byte chunk, the range used to represent

the rules is limited to values between 0 and 255.

Figure 4.1: Graphical Mapping of Chunk #10 in The Rule Set of Table 2.1

The following steps can be used to illustrate the preprocessing phase:

• Step 1: For each rule listed in Table 2.1, create a table entryof the form (rule,

range).
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Figure 4.2: Preprocessing Phase: Steps of Processing Chunk#10 in The Rule Set of
Table 2.1

• Step 2: For each table entry in Step 1, create a new table entryof the form

(start,end) by decomposing the range into ’starting’ and ’ending’ values.

• Step 3: For each table entry in Step 2, identify any duplicateentries. For example,

rules 1 and 3 are represented by the same start and end values:(21, 21). Therefore,

the table entry associated with rule 3 can be considered redundant. This is indicated

in the Table, by the use of the keyword ’void’, in the row corresponding to rule 3.

A similar situation exists for rules 4 and 5, which are also both represented by the

same start and end values: (0, 255).

• Step 4: First, remove all redundant table entries (marked void) identified in Step
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3. Then sort the remaining values in the ’Start’ and ’End’ columns into ascending

order, respectively.

• Step 5: Merge (in ascending order) the values in the ’Start’ and ’End’ columns

(found in Step 4) into a single, ordered column. Then mark each value as either

’Start’ or ’End’.

• Step 6: Use the ’Start’ and ’End’ values from step 5 to create anew set of ranges.

In practice, this is done by working from the top to the bottomof the table, and

using the information in consecutive rows of the table to generate the new ’Start’

and ’End” values. For example, entry 0 has a ’Start’ value of 0, while entry 1 has

a ’Start’ value of 20. These can be combined to form a new rangestarting at 0 and

ending at 19. Note: It is necessary to stop at 19, since 20 is a ’Start’ value, not an

’End’ value. As a further example, consider entries 3 and 4. Entry 3 has an ’End’

value of 21, while entry 4 has an ’End’ value of 30. Since entry3 is marked as an

’End’ value, it can be used to create a new range starting at ’21’, one more than 20.

• Step 7: Group all rules identified in Step 1 that overlap with the new ’Start’ and

’End’ ranges generated in Step 6. For example, rules 4 and 5 (0to 255) from Step

1 overlap with the ’Start’ and ’End’ values (0 and 19, respectively) for range 0 in

Step 6, thus giving rise to group 0.

• Step 8: Remove any redundant rule sets found in Step 7. A rule set is considered

redundant if it repeats.

To summarize the preprocessing step:
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Figure 4.3: Classification Phase: PCIU Flow Using The Rule Set in Table 2.1

1. It is important to notice that the total number of groups created in this step

(i.e., 3) is less than the total number of rules (i.e., 5) originally found in Step

1. Based on the 10k rule-set an equivalent reduction of 40x isachieved with

the proposed preprocessing step.

2. A bit vector is created to signify the values belonging to the new group. For

example, since rules 4 and 5 are now part of group 0, a bit vector of 11000 is

created. The bit-vector size corresponds to the number of rules; that is, there
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is one bit for each rule. This is reflected in Figure 4.3. The left hand side of

chunk #10 in Figure 4.3 is created using the range(s) in the table in Step #8.

For example Group 0 has a range of 0, 4 referring back to the table in Step

6. Range 0 has start=0 and end=19, while range 4 has start=31 and end=255.

Therefore all of the entries in the lookup table (256 memory locations) from

0-19 and 31-255 are set to 0 (i.e., pointing to Group 0).

The complexity of pre-processing a set ofN rules isΘ(N). As a result of the steps

described in the pre-processing phase, two memories (Mem1 andMem2) will be pop-

ulated with all the necessary information, as shown in Figure 4.3. This information is

finally used in the classification phase.

4.1.3 Classification Phase

Following the construction of the 13 lookup tables and the corresponding bit-vectors (as

per the previous example), the process of classification cancommence as seen in Figure

4.3. An incoming packet header is first divided into 13 chunks(of eight bits) and each

is used as an address for its lookup table (Mem1). Each lookuptable (Mem1) points to

a specific bit-vector (Mem2) and, as a result, for a rule set containingN rules, 13 bit-

vectors of sizeN will be obtained. It follows then that the application of a logical “AND”

operation to these vectors will produce a matching rule for the arriving packet.

4.1.4 Incremental Update Phase

The incremental update phase can be further subdivided intotwo tasks - adding a new

rule and deleting an existing rule. The former represents one of the main features of
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the PCIU algorithm, namely that the algorithm can accommodate efficient incremental

updates to the rule set. It is, however, necessary to specifya design constraint on the

capacity of the system (in terms of the number of rules). Although this value cannot be

exceeded during the update phase, it is relatively simple tointroduce a new rule through

the following process:

1. Find the first empty location in the rule set (designatedRuleID) and insert the new

rule at that location.

2. Divide the new rule into 13 chunks of eight bits each.

3. Assign a chunk to each lookup table to each chunk. Each chunk will represent a

range within the lookup table.

4. For the range associated with each chunk, apply a bitwise logical “OR” operation

of all bit-vectors with2RuleID.

The latter task (i.e., the deletion of an existing rule) can also be easily accomplished,

according to the following process:

1. Mark the location in the rule set (again designated asRuleID) as empty.

2. Divide the rule to be deleted into 13 chunks, defining the ranges according to the

same method previously described.

3. For every bit-vector in each range (from the lower bound tothe upper bound),

apply a bitwise logical “AND” operation between the vector and the complement

of (2RuleID).
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4.1.5 Parameter Tuning

The PCIU algorithm can be re-organized to accommodate alternative chunk sizes. The

initial PCIU [6] algorithm used 8-bit chunks. Varying the number of bits in each chunk

results in changes in memory usage, classification speed, and pre-processing speed.

There are two possible variable versions of the PCIU: Uniform Chunk Size and Non-

uniform Chunk Size. The Uniform Chunk Size variation is a lotsimpler to implement

algorithmically. It ensures that all chunks are of the specified size and only deal with

data from a single rule, as accomplished with the standard 8-bit size. The Non-uniform

Chunk Size variation is different in that it attempts to fit asmuch data as possible into the

defined chunk without wasting any space. This implies that multiple rules can have their

bits strung together in separate chunks. Ultimately this approach uses far less memory

but it is difficult to predict with standard algorithmic design techniques and therefore

difficult to implement. As a result, only Uniform Chunk Size parameter tuning will be

further explored.

Figures 4.4 and 4.5 illustrate the effects of varying uniform chunk size in terms of

pre-processing speed, classification speed, and memory usage. Of particular note is the

data displayed in Figure 4.4 as it depicts these effects in a complex-rule set, high-volume

environment. It is apparent that, in a uniform chunk size scheme, there is no optimum

chunk size that satisfies all test parameters, however, there is an effective range. Depend-

ing on what a client wants, an optimum chunk size can be selected from 7 to 11. Moving

upwards from 7 to 11, there is a increase in pre-processing and decrease in classification

time and an increase in memory usage. Most notably, at chunk size 11, the classification

time greatly dips and the memory usage greatly spikes.
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4.1.6 The PCIU Classification Results

To evaluate the performance of the PCIU algorithm we resorted to ClassBench [8] as the

source for our rule sets, which was previously introduced inChapter 2. Table 2.5 depicts

the size of the rule sets and their corresponding trace files.The seeds and program used

to generate these rule sets are based on ClassBench [8].

Table 4.1 presented the results obtained by the PCIU algorithm when it run on a 3.1

GHz Xeon processor. From these results, the following can beconcluded:

1. The maximum usage of memory in a 10k rule set is 2.5 MB (for chunk size of 8),

which is reasonable and could fit in any type of embedded network processor.

2. The preprocessing is simple yet effective and could be performed by any RISC

processor. The pre-processing speed is 39.2 K Rule/sec which could be improved

by using a hardware accelerator.

3. The classification time is adequate for most network applications. The results show

that , in a worst case scenario, the classification is 0.2 M Packet/Sec.

4.1.7 PCIU, RFC, Tuple & HiCut: A Comparison

Comparisons between PCIU, RFC, Tuple, and HiCut are shown inFigure 4.6 based on

the benchmarks introduced in Table 2.5. The results in Figure 4.6 are based on ‘C’ im-

plementation running on single core Xeon processor. Results obtained were based an

average of 5 runs. Based on [18] the performance of RFC, Tuple, and HiCut, compared

to other state-of-the-art algorithms, is even better in terms of classification time. It is

obvious that the PCIU has the lowest memory consumption and pre-processing time. We
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Preprocessing Time (ms)
Size ACL FW IPC Avg
0.1K 1 1 1 1
1K 16 15 16 15.66
5K 93 110 110 104.33
10K 250 235 250 245

Classification Time (ms)
Size ACL FW IPC Avg
0.1K 1 1 1 1
1K 31 16 31 26
5K 172 203 172 182.33
10K 484 468 453 468.33

Memory Used (MB)
Size ACL FW IPC Avg
0.1K 0.007 0.005 0.007 0.006
1K 0.084 0.06 0.099 0.081
5K 0.697 1.264 0.639 0.867
10K 1.974 2.535 1.843 2.117

Table 4.1: The PCIU: Software Results

only used the ACL benchmarks in this comparison since the number of distinct overlap-

ping regions in both FW and IPC are high. Therefore, the RFC’spre-processing time

could easily consume several days when using IPC and FW. The maximum memory that

can be supported by the system, which is insufficient to support the BV algorithm [25]

for the 10k rule set. The PCIU algorithm outperforms all the previously published work

due to the following properties:

1. The PCIU algorithm does not need to traverse a decision tree, as no decision tree is

used. Accordingly no comparison is required at each node when making a decision

regarding the address of the next node. In a decision tree, the comparison opera-

tions tend to increase classification time. In addition, thetotal number of nodes and

their associated pointers tend to consume extra memory. Finally, when the rule set
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has too many overlapping regions, the size of memory and the pre-processing time

increase sharply.

2. The PCIU algorithm does not require intensive pre-processing time like RFC. The

RFC algorithm suffers from high pre-processing time that can easily consume sev-

eral days, even when a powerful processor is used. This drawback magnifies when

a rule set tends to have a lot of region overlap.

3. The PCIU algorithm’s main classification step, which produces the winner-rule,

is based on the ”logical Anding” operation. This step is assumed to be a simple

and minimally time consuming phase of the algorithm. Combining a lookup table

and the bit vector make the PCIU efficient for any kind of rule set. Moreover, the

reduction in bit vectors tends to reduce memory size.

4.2 A Hardware/Software Co-Design Approach

One of the key advantages of a HW/SW implementation is the high ratio of performance

to development time. While a pure RTL implementation would be much more effective at

satisfying constraints in terms of speed, it would generally take a longer time to develop.

Software, on the other hand, is very flexible, easy to develop, and can be mapped onto any

general-purpose processor. Therefore, as long as an embedded system has a GPP, it can

easily accommodate a software algorithm. Furthermore, designers can often effectively

tackle software bottlenecks by using dedicated co-processors that are efficient yet simple

in design and highly modular; thus, reusable. For these reasons, and as the approach



CHAPTER 4. THE PCIU ALGORITHM 59

 1

 10

 100

 1000

 10000

 100000

0.1K
1K 5K 10K

T
im

e(
m

s)

Rule Set Size

Pre Processing Time(ACL)

RFC
HiCut
Tuple
PCIU

 1

 10

 100

 1000

 10000

1K 10K
50K

100K

T
im

e(
m

s)

The Trace Packets Size

Calssification Time(ACL)

RFC
HiCut
Tuple
PCIU

 0.001

 0.01

 0.1

 1

 10

 100

 1000

0.1K
1K 5K 10K

M
em

or
y 

(M
B

)

Rule Set Size

Memory Usage(M byte)(ACL)

RFC
HiCut
Tuple
PCIU

Figure 4.6: A Comparison Among RFC, HiCut, Tuple, and PCIU

and underlying tools mature with time and demand, the HW/SW approach can be very

feasible for most development groups.

4.2.1 Co-Design: Tools and Equipment

The key development tools were based on Xilinx ISE v11.4, Xilinx EDK v11.4, and Xil-

inx SDK v11.4. Xilinx ISE was used to design and test dedicated co-processors written

in VHDL. EDK and SDK both facilitated in creating an efficientand user-friendly co-

design environment that interfaced with both sides of the spectrum very well. EDK can

generate a full processor system (either using Xilinx’s Micro-blaze core, as in the case
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of this specific implementation, or an integrated IBM PowerPC core) on a given FPGA

using predefined “IP cores”. EDK also allows designers to integrate custom cores and

hardware accelerators into the aforementioned system.

In terms of the actual hardware, a Spartan3E XCS3S500E was used. The XS3S500E

utilizes 10476 logic cells, 1164 CLBs, 4656 slices, 73Kb of distributed RAM, 360Kb

of Block RAM, 20 dedicated multipliers, and 4 digital clock managers. In addition to

this, the implementation utilized 32 MB of external DDR and 16 MB of external Flash

memory.

4.2.2 Co-Design: Techniques and Strategies

Before using any of the optimizations, the C code of the PCIU algorithm had to be

slightly modified. The application was then executed on the Micro-blaze system that

had been instantiated by the EDK. In order to implement the I/O in the PCIU, all the

necessary test bench files were written to Flash memory, the hardware was configured

to support a Xilinx Memory File System, and the software was modified to read from

the Xilinx files. File I/O was handled by very low-level functions that resemble system

calls in Unix. For output, a Hyperlink terminal displayed the data that was sent over the

board’s UART. In addition, less intensive functions were designed to replace standard

C functions, such as sscanf() and printf(). Figure 4.7 illustrates the Micro-blaze system

with integration of RTL co-processors.



CHAPTER 4. THE PCIU ALGORITHM 61

Figure 4.7: System Configuration for Hw/Sw Co-Design Implementation

4.2.3 Co-Design: Optimizations

By partitioning functions into sub-functions and then further partitioning those sub-

functions into even smaller sub-functions, it is possible to identify bottlenecks with a

higher degree of accuracy. The Profiling of functions can be accomplished using the

SDK’s profiler. Table 4.2 shows a summary of the profiling performed for the PCIU

algorithm.

One of the main problems found in both classification and pre-processing was in

the shift instruction. The Micro-blaze performs a single bit shift per clock cycle. For

example, shifting a value left by 24 bits requires about 24 clock cycles. Since the nature

of the program is divide and conquer, “shift” and “AND” have been used intensively. We

attempted to use the Processor Local Bus (PLB) due to its efficiency in terms of cache
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Time Function Name Functionality

27.40 matchlist Preprocessing
20.05 shift comparisonless Preprocessing
16.66 shift comparisonoutside Preprocessing
12.41 list output Preprocessing
9.98 matching Classification
6.72 shift comparisoninside Preprocessing
3.45 mfs file read EEPROM Reading
1.56 rsscanf RAM Reading
0.62 reader EEPROM Reading
0.47 elementnum Preprocessing
0.21 preprocessing Preprocessing
0.13 loadrule Preprocessing
0.13 mapping Classification
0.03 classification Classification

Summary

84.05 Preprocessing
10.14 Classification
5.63 Others

Table 4.2: Profiling of the ACL10k Rule Set (Running on Micro-blaze)

fill, and fixed/variable burst as indicated by Xilinx [52].

4.2.4 Co-Design: Pre-Processing

The key bottlenecks appear in the matchlist function. This function is responsible for

populating the bit vectors in accordance to the set of all loaded rules as well as the cur-

rently tested chunk. In the PCIU algorithm, the number of chunks is 13, and therefore

this function is called 13 x 256 = 3328 times per execution. This is illustrated in lines

7-13 of Figure 4.8. The first key improvement in this section is located at the comparison

in lines 7-9 of Figure 4.8. Each set of comparisons is different for each chunk in that

the tested point must fall within the low and high ranges of the relevant parameter of the
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/* The Pre-processing Phase*/
1. FOR each of the 13 Chunks do
2. GN:=0
3. FOR I:=0, I≤ 255, I++
4. VecPos := 1
5. BitVec := 0
6. FOR ID:=0, ID≤ NumberRule-1, ID++
7. IF I ≥ Rule[ID].LOW AND I ≤ Rule[ID].HIGH THEN
8. BitVec:=BitVec OR VecPos
9. END IF
10. VecPos:= VecPos * 2
11. ENDFOR
12. G:=0
13. WHILE G≤GN AND BitVec 6= Group[G] DO
14. G++
15. ENDWHILE
16. IF G≥ GN THEN
17. Group[GN]:= BitVec
18. GN:=GN+1
19. ENDIF
20. ENDFOR
21.ENDFOR

Figure 4.8: The PCIU: Pre-processing Phase

tested rule. These low and high ranges are given a shift in order to account for the dis-

parity between the chunk and the parameter. To simplify, recall that each rule is broken

down into 13 eight-bit chunks, but are also expressed in terms of parameters such as IP

Source LOW, IP Source HIGH, etc. The shift accounts for the size and positional differ-

ences between these two different schemes. The VHDL equivalent of this comparison

nest was designed as illustrates in Figure 4.9.

One thing to note is how this hardware module interfaces withthe software algorithm.

The Micro-blaze is responsible for transmitting the LOW andHIGH ranges of the tested

parameter, the shift value, and the point to be tested by the Hardware accelerator. This
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if (rising edge(CLK)) then
count := convinteger(shift);
store1 := (Tobitvector(input1) srl count); – srl is an operator that shifts right
store2 := (Tobitvector(input2) srl count);
actual1:=tostdlogicvector(store1(24 to 31));
actual2:=tostdlogicvector(store2(24 to 31));
if (actual1< actual2) then

if (((actual1<= point) and (actual2>= point))=true) then
output<= ”00000000000000000000000000000001”;

else
output<=”00000000000000000000000000000000”;

end if;
elsif (((actual1>= point) and (actual2<= point))=true) then

output<=”00000000000000000000000000000001”;
else

output<=”00000000000000000000000000000000”;
end if;

else
null;

end if;

Figure 4.9: The VHDL Equivalent ofmatch list

takes four sequential instructions. However, since the entire comparison function is taken

care of inside the hardware module, the Micro-blaze must only read back a single value

from the module. Figure 4.10 illustrates the RTL logic that composes this module, which

we refer to asCo − processor2. UsingCo − processor2, a comparator is used first in

order to determine if the low value of the tested field is actually less than the high value

of the tested field. If it is less, the point is expected to fallbetween the low and high

values when processed through a comparator. If the point is actually higher than the

value, the point falls “outside the range”; that is, the point must be less than the labelled

high field and greater than the labelled low field. The XNORs enforce this logic as they

will only both transmit “1” if the above conditions are met. The output bits are then

“AND”ed together and used to reset the Shift Left Register. Note that all I/O connections
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Figure 4.10: PreprocessingCo − processor2 Block Diagram

are between the Micro-blaze and the co-processor.

Another area for improvement is the portion of matchlist() that actually populates

the bit vector. When a point satisfies the LOW and HIGH ranges of the tested rule’s

parameters, a value corresponding to the number of the rule “OR”ed with the bit vector

is produced. In software, this value can easily be computed as one shift to the left by

the number of the rule modulus 32; that is, one shiftleft (i%32). A much more efficient

way in hardware is to use a 5-32 decoder. Decoders are especially efficient using the

FPGA’s resources and so this is an best solution. With the number of the rules fed into

the module, the output is simply shifted one to the left by theinput number. The entire

operation requires only a single write onto the module and a single read from it, and the

decoder design makes for an impressively fast co-process.
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4.2.5 Co-Design: Classification

The main holdup in the classification phase of the algorithm was the logical “Anding”

of the calculated bit vectors. In software, a 13-bit “AND” operation (thirteen inputs,

1 bit each) is normally used BVLEN times, where BVLEN is the length of the bit

vectors, for a single packet. In our study, a 13-bit “AND”ingco-processor was actually

less efficient due to the overheard required to write the input values into the module

using the Micro-blaze soft-core. “AND”ing itself is an operation in which the Micro-

blaze performs well, however the majority of improvements for classification hinged on

improving this very task. Implementing a priority AND module however leads back to

issue of the overhead cost for communication; sending 13 bits to the module would take

more time than the “AND”ing operation itself, which would cancel out any benefits of

translating the operation to hardware.

The solution was to exploit the Micro-Blaze’s instruction set in such a way that it

worked in the design’s favor. The basic functionality of an “AND” operation is that if

even a single zero exists on the inputs, the result is zero. When “AND”ing a large number

of bits together, one way to improve efficiency is to find a zerowithin the inputs before

actual computation of the output takes place. This is normally not feasible since the oper-

ation itself is much faster than any search routine, but at the same time the complexity of

the operation increases with more inputs. In a worst case scenario, this method referred

to as priority “AND”ing, takes much longer than blind logic “AND”ing.

When looking at the average case, however, there can be a significant improvement

if, and only if, the provided ALU for the GPP bottlenecks the operation. If one were to

implement a software version of the priority “AND” on any general processor, the timing
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results would be either the same or worse as the general processor handles a single 13-bit

operation and 12 2-bit operations in the same way. The Micro-blaze, on the other hand,

favors multiple small operations as opposed to a single large one. This is not only a re-

sulted of the instruction set, but also due to the fact that the Micro-blaze has only a single

ALU to work with. The single ALU, then, serves to bottleneck complex operations, such

as a 13-bit “AND”. By having several sequential 2-bit “AND”ing operations, one can im-

plement a software priority “AND” that outperforms the original implementation. In our

study, a substantial speed boost was achieved in the Micro-blaze when a 13-bit “AND”

was divided into 12 2-bit sequential “AND”s, with a comparator that determined if the

output of any given stage was zero. This same translation on the PC, however, failed to

yield any improvement in performance.

4.2.6 Co-Design: Device Utilization & Average Speed up

It is obvious that the H/S Co-Design implementation outperforms the pure software im-

plementation in both preprocessing and classification. Theresults indicate that the hard-

ware co-processor attached to the soft processor was able tospeed-up the performance

on average by 4.3x for preprocessing and 5.3x for classification. The Micro-blaze, along

with other peripherals, occupied 3021 LUTs of the XC3S500E (32%). On the other

hand the complete system, that included the Micro-blaze with a hardware accelerator,

occupied 6035 LUTs of the XC3S500E (64%).
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4.2.7 Co-Design: Results

Table 4.3 illustrates the final results of the HW/SW Co-Design implementation of the

PCIU before and after adding both the co-processors and the MicroBlaze-specific op-

timization as described in our paper [7]. While it is clear that the software in the

MicroBlaze exhibits a non-linear relationship for classification with respect to rule set

complexity and packet volume, the optimized version of the software exhibits a linear

relationship for classification. Not only that, but also theclassification speed is much

faster; approximately 5.3x faster. This performance boostcan be entirely attributed to

the re-organization of the “AND” in software that exploits Micro-blaze’s access to only

a single ALU. Again, while large and complex operations (such as a 13-input “AND”)

are bottlenecked by the lack of additional ALUs, a priority “AND” thrives in such an

environment because it only requires a single 2-input operation at a time and since the

overall operation will terminate early if a 0 is computed.

It should also be noted that preprocessing received a substantial speed boost, about

4.3x speed-up, after adding the two co-processors. While the preprocessing time is still

non-linear with respect to ruleset complexity, the trends are not nearly as extreme in

terms of magnitude. Further optimizations may be able to make the preprocessing time

linear in the future.

The results obtained by mapping the PCIU to MicroBlaze and the Co-design are

clearly inferior to those obtained by running the PCIU on Xeon processor due to the

following facts:

1. The Xeon processor operates at an extremely high frequency (3.1 GHz) while Mi-

croBlaze operates at 50 MHz (Xeon processor is 60x faster than MicroBlaze).
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2. The Xeon processor has a powerful ALU, which cannot be compared to MicroB-

laze, which has a basic ALU.

3. The number and the size of the register file inside the MicroBlaze is incomparable

to the Xeon processor.

Preprocessing Time (Sec)
ACL FW IPC

Size GPP MB MB-HA GPP MB MB-HA GPP MB MB-HA
0.1K 0.001 23.08 4.1 0.001 15.12 5.21 0.001 32.99 5.59
1K 0.016 217.12 49.82 0.015 208.08 44.4 0.016 304 51.94
5K 0.093 1041.03 239.72 0.110 970.11 260.89 0.11 1111.42 246.41
10K 0.25 1621.33 521.54 0.235 1639.16 522.01 0.25 1595.44 499.08

Classification Time (Sec)
ACL FW IPC

Size GPP MB MB-HA GPP MB MB-HA GPP MB MB-HA
0.1K 0.001 0.59 0.28 0.001 0.54 0.25 0.001 1.07 0.3
1K 0.031 7.04 2.52 0.016 5.78 2.1 0.031 18.43 2.61
5K 0.172 65.12 11.99 0.203 67.91 11.57 0.172 63.85 12.59
10K 0.484 237.61 25.61 0.468 213.81 23.5 0.453 211.39 23.92

Table 4.3: The PCIU: Co-Design Result

4.3 Application-Specific Instruction-Set Processor

An Application Specific Instruction-set Processor (ASIP) is a component used in system-

on-a-chip designs where the instruction set is tailored to benefit a specific application.

ASIPs offer a trade-off between the flexibility of a general purpose processor and the

performance of a pure RTL implementation. By modifying the instruction set and the

data path levels, the ASIP allows for the specific requirements of applications to be met

and makes them relatively easy to design.
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4.3.1 ASIP: Tools and Equipment

There are many tools used to create an ASIP system and Tensilica[14] tools are consider

to be one of the most powerful flows. Tensilica[14] provides tools to create and customize

system-on-chip (SOC) designs. These tools design quickly with small, power-efficient

high-speed processors that exactly match the application requirements. Using Xtensa

Xplorer Workbench 4.0.3, and its various compiling, profiling, debugging, and hardware

generating tools, the PCIU algorithm was mapped to Xtensa Xplorer to form the base-

line implementation.

4.3.2 ASIP: Techniques and Strategies

The profiling of the PCIU algorithm allows for the identification of the main bottlenecks

(hotspots) and time consuming instructions within the application. These instructions

can be mapped to hardware as data-path function(s). The new functions are then added

to the current data-path architecture of the processor. Despite the fact that the Xtensa

uses the XPress compiler to offer an automated process to generate new instructions this

option does not perform well with the PCIU algorithm due to its complex nature. Instead,

these instructions were manually mapped onto the data path functions using the Tensilica

Instruction Extension (TIE) language, which can be used to describe any hardware func-

tion. The TIE language allows for the use of one of the following techniques: SIMD,

MISD, or MIMD. The original C code was mapped onto the ASIP using Xtensa Xplorer

with some minor modifications.
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4.3.3 ASIP: Various Implementations

The following are the basic steps involved in designing a baseline processor. These steps

can also be used to create optimized versions that improve the performance over the

non-optimized baseline implementation:

1. Profile the entire application.

2. Identify the bottlenecks of the algorithm.

3. Combine existing instructions and create new functions using the TIE Language.

4. Repeat, until the desired speed is achieved.

4.3.3.1 Design1 (Baseline Implementation)

The baseline implementation uses a basic non-optimized processor capable of executing

the PCIU algorithm. The main goal of this baseline implementation is to allow the de-

signer to compare and understand the effect of different optimization steps performed.

Before any optimization can be applied, the PCIU algorithm (coded in C++) has to be

imported to Xtensa IDE and profiled using the ConnX D2 Reference Core (XRC-D2SA)

processor. As the tools open the read/write from/to file in the PC using the standard

C-library, both the rule set and trace files must be read directly from the host computer.

With the environment for testing finally set up, the next stepis to run and profile the

application. The results of the baseline implementation need to be extracted from the

profiler, which reports the total number of clock cycles for the application. The total

reported time can be calculated by multiplying the clock period by the total number of

clock cycles.
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4.3.3.2 Design2 (Optimized 32-bit Engine (Tie32))

As described earlier, the PCIU packet classification algorithm is based on two main

blocks; pre-processing and classification. The primary design philosophy dictates that

small, simple, and frequently used operations (instructions) should be aggregated and

moved to hardware. A typical new instruction is described and compiled using TIE lan-

guage. Moreover, the TIE Compiler also updates the compilertool chain (XCC compiler,

assembler, debugger, profiler) and the simulation models (instruction set simulator and

the XTMP, XTSC and pin-level XTSC system modeling environment) to fully utilize the

newly proposed instructions.

• 32-bit Preprocessing Engine: Based on the example presented in Subsection

4.1.2, the rule is first converted to a range format. The rangeis then partitioned

into 13 chunks (ranges of size 8 low and high), which requiresshifting and masking

operations. Accordingly, the next step of the preprocessing engine is to combine

these two operations into a single module. Figure 4.11 illustrates the new com-

bined module with it’s four comparators. The architecture is based on a MIMD

design that attempts to find the point belonging to a certain rule with multiple

fields.

• 32-bit Classification Engine:This description of the classification engine is based

on the classification example introduced earlier in Subsection 4.1.3. The main

intensive step within the classification phase is the logical “AND”ing operation.

This step normally requires 12 “AND” operations to perform the 13 bit-vector

logical “ANDing”. By modifying the “AND” function so that itcan execute two
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Figure 4.11: 32-bit Preprocessing Engine Based on MIMD Architecture

new bit-vectors with previous result, 7 clock cycles are required instead of 12 clock

cycles as illustrated in Figure 4.12.

Following the “AND”ing operation, the winning rule number is generated. This

operation is performed by several multiplexers in a single clock cycle as seen in

Figure 4.15 but with an input register of size 32-bit.

4.3.3.3 Design3 (Optimized 128-bit Engine (Tie 128))

As the PCIU is a memory intensive algorithm, it would be beneficial to optimize the

PCIU architecture by increasing the size of the data path from 32-bits to 128-bits.
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Figure 4.12: 32-bit Classification Operation

• 128-bit Preprocessing Engine:The architecture in Figure 4.11 is again used in

the newly proposed 128-bit preprocessing engine. This is accomplished by instan-

tiating four modules to process several points in the same clock period as illustrated

in Figure 4.13.

Figure 4.13: 128-bit Preprocessing Engine Based on SIMD Architecture

• 128-bit Classification Engine:Classification involves an intensive “AND”ing op-

eration. Increasing the size of the “ANDing” instruction from 32-bits to 128-bits

should reduce the clock cycles required for the classification. This idea is based
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on a SIMD (Single Instruction Multiple Data) operation as shown in Figure 4.14.

The 128-bit classification engine combines four 32-bit modules implemented pre-

viously in the 32-bit engine. Figure 4.14 illustrates the internal architecture of the

“AND”ing module. The 128-bit classification engine tends toreduce the number

of clock cycles by a factor of 4 as it can process four 32-bits simultaneously.

Figure 4.14: 128-bit Classification Engine Based on SIMD Architecture

Following the “AND”ing operation, the winning rule number is generated from

the bit vector. The 32-bit classification engine is used by extending it to 128-bits.

A MISD (Multiple Instruction Single Data) architecture searches for the position

of the winning rule in the bit vector. Figure 4.15 illustrates multiple switching

operations for the same data, which will lead to the discovery of the lowest position

of the set bit in the 128-bit number. The resultant value is then added to the position

of the number inside the bit-vector to form the winning rule number
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Figure 4.15: Winning Rule Generator: Based on MISD architecture

4.3.4 ASIP: Discussion and Comparison of Results

This study has designed and implemented two different optimized revisions of the PCIU

ASIP. Table 4.4 illustrates the preprocessing time for Tie32 and Tie128, along with the

baseline implementation. Based on the results shown in Table 4.4, it is clear that the

Tie128 preprocessing engine achieves an average 11x speed-up over the baseline imple-

mentation.

Table 4.5 illustrates the total classification time in milliseconds. It is evident from Ta-

ble 4.5 that the proposed architectures achieve better performance for large benchmarks
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as compared to smaller benchmarks. These variations in acceleration can be contributed

to the variation in vector-length. Table 4.5 clearly shows that Tie128 achieves an average

66x speed up for the classification operation, yet it achieved an 84x speed up for the 10k

benchmarks.

When examining the effectiveness of any implementation of the PCIU, the key pa-

rameters of interest are classification time, preprocessing time, and memory usage. Among

the three, the one of least concern is preprocessing time since it is a one-time operation

for a larger, continuous process. However, improving preprocessing is still desirable

due to the incremental-update requirement and availability in the PCIU algorithm. A

shorter preprocessing time entails shorter down-time for the system and an overall more

versatile, resilient, and effective classification procedure.

The pure-software implementation on a desktop produces excellent results since it

runs on a powerful general-purpose processor with several dedicated ALUs, and a large

amount of dedicated memory. However, the data-path and the internal architecture do not

necessarily match all requirements of the application. TheASIP implementation results

in superior performance compared to a pure-software implementation, as it utilizes both

the full reconfigurable processor and adapted data-path-functions.

Table 4.6 summarizes the performance of Preprocessing in terms of Rules/Sec and

classification in term of Packets/Sec. The speed-up achieved for both preprocessing and

classification are also presented in Table 4.6. Table 4.7 illustrates a complete comparison

between the PCIU running on Desktop (GPP) and the best ASIP design.

Results obtained indicate that the proposed Application Specific Processor (128-bit

running on 678 MHz with 4M RAM) is an excellent candidate to implement a packet

classification engine. This implementation achieves a faster classification speed than a
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pure software implementation running on a powerful Xeon processor. In addition, the

ASIP has more room for optimization by changing the data pathfunctionality and in-

struction set. The use of the TIE languages to describe the functionality of a new instruc-

tion makes it easy to perform multiple revisions until the maximum speed is achieved.

Design1:Baseline Design2:Tie32
Time (ms) Time (ms) Speed

Size ACL FW IPC Avg ACL FW IPC Avg up(x)
0.1K 6.96 7.68 7.90 7.52 4.57 4.27 4.61 4.48 1.68
1K 64.74 66.62 73.98 68.44 41.95 36.23 42.96 40.38 1.69
5K 313.77 397.40 350.43 353.86 212.80 212.80 203.98 206.23 1.72
10K 698.26 815.12 730.42 747.93 425.74 425.74 413.23 426.03 1.76

Average Speed up over the baseline 1.71

Design1:Baseline Design3:Tie128
Time (ms) Time (ms) Speed

Size ACL FW IPC Avg ACL FW IPC Avg up(x)
0.1K 6.96 7.68 7.90 7.52 0.82 0.59 0.67 0.68 11.06
1K 64.74 66.62 73.98 68.44 7.51 4.67 6.40 6.19 11.05
5K 313.77 397.40 350.43 353.86 36.10 27.16 30.96 31.41 11.27
10K 698.26 815.12 730.42 747.93 78.25 54.69 62.86 65.24 11.46

Average Speed up over the baseline 11.21

Table 4.4: The PCIU ASIP Preprocessing: Timing Results
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Design1:Baseline Design2:Tie32
Time (ms) Time (ms) Speed

Size ACL FW IPC Avg ACL FW IPC Avg up(x)
0.1K 0.989 0.877 0.978 0.95 0.291 0.269 0.286 0.28 3.36
1K 24.39 19.16 24.96 22.84 6.92 6.29 7.07 6.76 3.38
5K 446.6 486.9 445.94 111.49 459.82 149.27 116.47 125.75 3.66
10K 2006.98 1874.99 1764.59 1882.19 481.92 570.44 445.57 499.31 3.77

Average Speed up over the baseline 3.54

Design1:Baseline Design3:Tie128
Time (ms) Time (ms) Speed

Size ACL FW IPC Avg ACL FW IPC Avg up(x)
0.1K 0.989 0.877 0.978 0.95 0.025 0.022 0.025 0.02 39.70
1K 24.39 19.16 24.96 22.84 0.40 0.33 0.41 0.38 60.22
5K 446.6 486.9 445.94 111.49 5.59 6.06 5.58 5.74 80.07
10K 2006.98 1874.99 1764.59 1882.19 23.61 22.09 20.84 22.18 84.85

Average Speed up over the baseline 66.21

Table 4.5: The PCIU ASIP Classification: Timing Results

Preprocessing Classification
Benchmark Desktop ASIP Speed-up Desktop ASIP Speed-up

(Rule/sec) (Rule/sec) (x) (Packet/sec) (Packet/sec) (x)
ACL(10K) 38,412.00 122,719.50 2.2 200,413.22 4,108,035.73 20.5
FW (10K) 38,412.00 175,789.26 4.58 199,252.14 4,220,177.75 21.18
IPC (10K) 40,863.83 152,780.20 3.7 200,088.30 4,349,725.65 21.74
Average 39,229.28 150,429.65 3.83 199,917.89 4,225,979.71 21.1

Table 4.6: The PCIU ASIP Performance: Preprocessing & Classification
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Preprocessing Time (ms) Speedup(x)
ACL FW IPC

Size GPP ASIP GPP ASIP GPP ASIP GPP/ASIP
0.1K 1 0.82 1 0.548 1 0.674 1.5
1K 16 7.508 15 4.671 16 6.4 2.6
5K 93 36.104 110 27.163 110 30.96 3.393
10K 250 78.252 235 54.628 250 62.855 3.824

Classification Time (ms) Speedup(x)
ACL FW IPC

Size GPP ASIP GPP ASIP GPP ASIP GPP/ASIP
0.1K 1 0.025 1 0.022 1 0.025 41.96
1K 31 0.403 16 0.326 31 0.409 67.27
5K 172 5.594 203 6.057 172 5.577 31.7
10K 484 23.612 468 22.096 453 20.838 21.14

Table 4.7: The PCIU ASIP Performance: Different Rule Set Sizes
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4.4 A Hardware Co-processor based on Handel-C

The design of a pure RTL system using an Electronic System Level (ESL) language

is a different kind of partnership between hardware and software design philosophies.

An ESL is typically a high-level language with many similarities to software languages,

such as C in terms of syntax, program structure, execution, and design methodology.

The difference from such software languages comes in the form of constructs that are

tailored to hardware development and design, such as the ability to write code that is

executed in parallel. This makes it very easy to translate a software application into

its RTL equivalent without having to start the design from scratch. The higher level of

abstraction also allows designers to develop an RTL solution much easier and quicker

than what would be possible in pure VHDL or Verilog. Admittedly the efficiency of

hardware generated by ESL is not as efficient as a VHDL or Verilog design, but the time

savings tend to more than make up for this shortcoming.

4.4.1 Handel-C: Tools and Equipment

The PCIU algorithm was implemented using Mentor Graphics Handel-C [53]. Handel-C

is a high level programming language that specifically targets low-level hardware and

is commonly used in programming FPGAs. The Handel-C development suite is a rich

subset of C with specific extensions that emphasize parallelism. Handel-C is unique

since it can be compiled to a number of design languages and then synthesized to the

corresponding hardware, which allows developers more opportunity to concentrate on

the design. The Mentor Graphics Development Kit Design Suite v5.2.6266.11181 fa-

cilitates a thorough debugging of the tool-set; the creation and management of several
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output configurations; the building of simulation executables, hardware-mappable ED-

IFs, or VHDL/Verilog files from the Handel-C source files; fileI/O during simulation;

and the inclusion of custom build scripts for specific targetplatforms. When building an

EDIF, Handel-C will also produce log files that display timing, size, and resource-use

information for the design.

4.4.2 Handel-C: Techniques and Strategies

Handel-C provides a file I/O with the ability to interface during simulation, and so test-

bench files are fed in and an output file is created with no callsto standard output (stdout).

When conducting this implementation, a PC preprocessed alltest benches in advance us-

ing a preprocessor application written in C. This placed thefocus of the RTL design

solely on classification. Handel-C also provides unique memory structures in RAMs and

ROMs. The access times for these structures are much quickerthan variables, but the

downside is that no single RAM can be accessed concurrently by multiple branches.

Handel-C’s debugging mode allows a designer to calculate the number of cycles re-

quired by each statement during simulation. This offers an excellent means of calculating

precise timing of the system, especially when coupled with the critical path delay of the

design. Both the critical path delay and the cycle count alsoserve as metrics for improve-

ment when it comes to optimization in any Handel-C design.

4.4.3 Handel-C: Optimizations

Optimization in Handel-C is quite different from optimization in a co-design method-

ology. The approach of exporting blocks of code to hardware serves no purpose to the



CHAPTER 4. THE PCIU ALGORITHM 83

designer because a Handel-C implementation is already pureRTL. Instead, optimization

exploits the fact that a RTL design has very different properties from a software design.

These differences include the following: a single statement takes a clock cycle; the most

complicated statement dictates the critical path delay and, therefore, the clock frequency;

the statements can be executed either sequentially or in parallel branches; an algorithm

can be “threaded” in a way no general processor system can; and special memory struc-

tures can be used for fast memory access.

1. Fine Grain Optimization (FGO): The first step taken to improve the original Handel-

C implementation (baseline) of the PCIU was to replace allfor loopswithin the

design todo while loops. For loops take a single cycle to initialize the counter

variable, a cycle for each sequential statement within the loop body, and a cy-

cle to increment the counter variable.Do while loopsare much more efficient in

terms of the number of cycles consumed because one can place the counter in-

crement within the loop body and run it concurrently with theother statements.

This effectively reduces the number of cycles consumed by the loop by almost

half. Figure 4.16 illustrates the code conversion of thefor to thedo while loops

by using the Handel Cpar statement. In Figure 4.16, the for loop code consumes

21 clock cycles, yet the same code implemented bydo while loopconsumes 11

clock cycles. The efficiency of this optimization method increases dramatically

when nested loops are used. The second example in Figure 4.16shows the code

conversion of a nested for loop to a nested do while loop, where bothpar & seq

Handel-C statements are used. Figure 4.17 shows the code conversion from se-

quential to parallel statements. The original sequential code requires five clock

cycles, yet the parallel code needs only a single clock cycle.
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/* Do While Code*/
/* For Code*/ i=0;

for(i=0;i < 10;i++) do{
{ par{
MyRam[i]=i; MyRam[i]=i;
} i++; }

} while(i < 10);

/* Nested Do While Code*/
i=0;
do{

/* Nested For Code*/ par{
for(i=0;i < 10;i++) seq{

{ j=0;
for(j=0;j < 10;j++) do{
{ par{
MyRam[i][j]=i*j; MyRam[i][j]=i*j;
} j++;}

} }while(j < 10);
}

i++;}
}while(i < 10);

Figure 4.16: A FOR to Do-While Conversion Code

2. Coarse Grain Optimization (CGO): One of the key methods ofexploiting paral-

lelism in the PCIU algorithm is to divide the classification phase into several par-

allel chunks and pipeline trace packets through them. This is a rather simple task

so long as the required sequential blocks, such as the ones needed for loops, are

kept intact. The key construct required to build an efficient, effective pipeline

scheme is the channel. In Handel-C, channels are utilized totransfer data between

parallel branches. This is required to ensure that data processed in one stage of a

pipeline is ready for use in the next stage. Channels also provide a unique kind of

synchronization in that if a stage in the PCIU is waiting to read a value from the

end of a channel, it will then block its execution until the data is received. This
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/* Ungroup Code*/ /* Group Par Code*/
par{

TraceIPs = packet\\ 72; TraceIPs = packet\\ 72;
TraceIPd = (packet\\40)< −32; TraceIPd = (packet\\40)< −32;
Port Src = (packet\\24)< −16; Port Src = (packet\\24)< −16;
Port Des =(packet\\8) < −16; Port Des =(packet\\8) < −16;
Protocol = packet< −8 Protocol = packet< −8

}

Figure 4.17: A Group Code Parallelism

not only makes the pipeline well synchronized and organized, but it also improves

efficiency in terms of the number of cycles used to complete classification. Figure

4.18 illustrates a timing diagram for the pipelined implementation of the PCIU.

Along the Y-axis there are parallel pipeline stages. Stage 3in particular is divided

into sub-stages along the X-axis due to the following reasons:

(a) the complexity of the internals merits it, and

(b) the sub-stages needed to be executed sequentially in succession to produce

accurate results.

This optimization stage is a combination of theFine Grain and pipelining tech-

nique described previously.

3. Parallel Coarse Grain Optimization (PCGO): The final strategy taken to improve

the PCIU was to divide the memory space of the PCIU and split the algorithm

itself into a series of parallel pipelines. Accordingly, the PCIU’s pre-processing

stage was altered to generate four input rule files instead ofone. The utilized RAM

was also segmented into four sections. While one would expect this to maintain

the same memory size as the normal pipelined model, additional resources had
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to be used in order to account for additional channels, counter variables, internal

variables for each pipeline, and interconnecting signals for each pipeline. The

design diverged into 4 pipelines once a trace packet had beenread in. Each pipeline

then runs the packet through and attempts to classify it. Thepipelines meet at a

common stage and, in each cycle, the algorithm checks if a match has been found

in any of the four memory spaces. There is, of course, a priority scheme dictating

that only one pipeline is ever allowed to write a result to thefile at any given time.

As the memory is further divided, the total amount of resources must be increased

for accuracy but the speed gains far outweigh the use of additional chip resources.

The next subsection will provide a detailed explanation of the specific trade-offs

and trends in term of speed and area.

4.4.4 Handel-C: Results

Figures 4.18 and 4.19 illustrate the execution models for both the basic pipelined imple-

mentation (Coarse Grain) of the PCIU and the pipelined implementation with a divided

memory space (Parallel Coarse Grain). It can be shown that both models have a best-case

time of 9 cycles per packet (this is constant). The basic “Course Grain” pipeline has a

worst-case time of 81 cycles while the ”Parallel Coarse Grain” divided memory-space

approach has a worst-case time of 22 cycles. Both designs areincapable of processing a

packet with large rule sets (5k and 10K), but continued memory division may be able to

lower the worst case time in future endeavors. Figure 4.20 shows the result of all four im-

plementations of the PCIU (i.e., the baseline version alongwith the optimized versions).

Table 4.8 presents the resource usage in terms of NAND gates,Flip-Flops, and memory.
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Figure 4.18: The PCIU Handel-C Implementation of CGO (Flow)

It is clear from Table 4.8 that the “Parallel Coarse Grain” implementation with 4

classifiers consumes almost 3.9985 times more NAND gates than the “Coarse Grain”

implementation. The same number of memory bits is used by both designs but 1.93

times more flip-flops are required for the “Parallel Coarse Grain” approach.

Also of note is the fact the pipelining itself did not generate a substantial boost in

speed. This is due to the fact that the pipeline itself has unbalanced loading on its stages.

The largest contributors to the speed-up were the “Fine Grain” and the “Parallel Coarse

Grain” approaches. Converting allfor loops into do whileloops, “Fine Grain” resulted

in an average speed-up of 1.7x for the 10K rule-set. The “Coarse Grain”, on the other

hand, only introduces an additional 1.12x speed-up over the“Fine Grain” version and

an overall speed-up of 1.92x over the baseline Handel-C implementation. In contrast,

the “Parallel Coarse Grain” approach achieves a 2.32x speed-up over the “Coarse Grain”
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Figure 4.19: The PCIU Handel-C Implementation of PCGO (Flow)

revision and an overall 4.44x speed-up over the baseline Handel-C implementation.

Table 4.9 shows the overall results of the “Parallel Coarse Grain” approach as well as

how it compares to the Desktop implementation.



CHAPTER 4. THE PCIU ALGORITHM 89

Specification NANDs FFs Memory Bits Maximum Frequency
Baseline 68471040 848 34105344 141.997MHz

Fine-Grained 68472324 850 34105344 142.013MHz
Coarse-Grained 68473593 945 34105344 153.614MHz

Parallel-Coarse-Grained273789671 1825 34105344 157.914MHz

Table 4.8: The PCIU Handel-C: Frequency and Device Utilization

Classification Time (ms) Speedup(x)
ACL FW IPC

Size GPP Handel-C GPP Handel-C GPP Handel-C GPP/Handel-C
0.1K 1 0.023 1 0.020 1 0.023 45.74
1K 31 0.317 16 0.25 31 0.318 86.45
5K 172 2.55 203 2.68 172 2.51 70.56
10K 484 9.65 468 8.06 453 7.65 55.8

Table 4.9: The PCIU Classification Time: Handel-C Verse GPP
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Figure 4.20: The PCIU Handel-C implementation: Timing Results
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4.5 A Hardware Co-processor based on Impulse-C

While a pure software implementation can generate powerfulresults on a server machine,

an embedded solution may be more desirable for some applications and clients. Embed-

ded, hardware-based, specialized solutions are typicallymuch more efficient in terms of

speed, cost, and size than solutions that are implemented ongeneral-purpose processor

systems. This work explores the design space when translating the PCIU algorithm into

hardware by utilizing several optimization techniques, which range from “Fine-Grain” to

“Coarse-Grain” and “Parallel Coarse-Grain” approaches. This methodology is presented

in the following subsections and fully discloses the implementation tools, techniques,

and strategies for optimization, as well as the results.

4.5.1 Impulse-C: Experimental Setup

Impulse-C [54] is a powerful Electronic System Level (ESL) language that supports the

development of highly parallel, mixed hardware/software algorithms and applications. It

is an extension of ANSI C, using C-compatible predefined library functions, and sup-

porting the communication process for parallel programming models. Although these

extensions are minor in terms of additional data types and predefined function calls, they

allow multiple parallel program segments to be described, interconnected, and synchro-

nized [55].

The Impulse-C Co-Developer Application Manager Xilinx Edition Version 3.70.a.10

was used to implement the PCIU algorithm. Impulse-C Co-Developer is an advanced

software tool that enables high-performance applicationson FPGA-based programmable

platforms. In addition to its ability to convert a C coded algorithm to HDL, Co-Developer
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Figure 4.21: An Overview of PCIU Impulse-C System: Preprocessing and Classification

Application Manager also provides CoValidator tools to generate all the necessary test

bench files. These testing files can be run directly under ModelSim hardware simulation

tools. The CoValidator provides simulation and generates HDL in order to design and

verify tests.

Figure 4.21 depicts the overall organization of the PCIU Impulse-C system. The Co-

Developer tool is used to feed the system with the preprocessed rule set and test packets,

while the Impulse-C development tools use ModelSim to generate all of the files needed

to synthesize and simulate the project. The ModelSim tool isused to determine the

number of clock cycles that are required to classify the testpackets during simulation.

The graphical Stage Master Explorer tool is used to perform an analysis of the Impulse-

C implementation. The Stage Master Explorer tool offers a rapid method to examine

design performance. It can also determine the effectiveness of the complier, on a process
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by process basis, during the parallelization of the C language statements. An estimate of

the critical-path delay for the design provides the user with a general idea of the system

timing (or performance) during the implementation phase. Both the critical-path delay

and the clock-cycle count play a critical role in optimizingthe Impulse-C design. In

our experiments, Xilinx ISE v12 was used to map the generatedHDL files to a Virtex-6

(xc6vlx760) FPGA chip. The place and route reports, as well as the synthesis reports, are

all used to determine the critical-path delay, while ModelSim SE 6.6 is used to simulate

and count the number of required clock cycles for each benchmark.

4.5.2 Impulse-C: Pre-Processing Stage Design

Figure 4.22 shows the different preprocessing stages involved in the RTL implementa-

tion based on the Impulse-C tool. The main phases of the RTL hardware accelerator

are based on bit-vector generation. This involves removingredundancy and populating

memories (Mem1, Mem2) with the corresponding vectors that are eventually used in the

classification phase. In the original study of the PCIU, the pre-processing C-code was

mapped onto the Co-Developer to generate the baseline implementation. A few code

transformations were applied to improve upon the baseline design.

Table 4.10 presents the total clock cycles and pre-processing time for all benchmarks

of different sizes. The average across all benchmarks for a specific size is also presented

in the last column of the Table. It is important to note that Figure 4.22 describes the

processing of a single chunk from Table 2.1 as was introducedearlier.

Table 4.11 summarizes the preprocessing performance of both a state-of-the-art pro-

cessor and hardware accelerator based on Impulse-C, which was evaluated in Rule/Sec.

The average speed-ups achieved by Impulse-C was approximately 1.16x across all the
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Benchmark
ACL FW IPC Average

Size # of Cycles Time(ms) # of Cycles Time(ms) # of Cycles Time(ms) # of Cycles Time(ms)
0.1k 382,423 2.58 362,496 2.44 391,704 2.64 378,874 2.55
1k 3,247,248 21.87 2,808,021 18.91 3,340,964 22.50 3,132,077 21.09
5k 15,052,497 101.38 15,771,953 106.22 15,218,285 102.50 15,347,578.33 103.37
10k 32,452,174 218.57 31,339,626 211.07 30,663,219 206.52 31,485,006.33 212.05

Table 4.10: The PCIU Impulse-C: Preprocessing Time (ms)

benchmarks for the 10k rule, which is the most challenge size.

Preprocessing (Rule/sec) Time (ms) Speed up over desktop (x)
Benchmark Desktop Impulse-C Desktop Impulse-C Impulse-C
ACL(10K) 38,412.00 43,936.51 250 218.57 1.14
FW (10K) 39,621.28 44,112.83 235 211.07 1.11
IPC (10K) 36,148.00 43,759.16 250 206.52 1.21

Average 38,060.43 43,936.16 245 212.05 1.16

Table 4.11: The PCIU Impulse-C: Preprocessing (Rule/sec)

From the Impulse-C preprocessing, we can conclude the following:

1. The RTL based pre-processing engine achieves, on averge,a 1.16x speeup over the

Xeon processor.

2. Since the preprocessing time was based on the preprocessing of a single chunk,

time can be reduced if the hardware accelerator processes 13chunks at the same

time, in parallel.

3. Further improvement of the preprocessing engine could beachieved if “Coarse-

Grain” and “Parallel-Coarse-Grain” optimization steps were performed.

Since the pre-processing phase is only performedonce, it would be an inefficient use of

resources to perform any further optimization on the hardware accelerator. Preprocessing

can be implemented on a soft core MicroBlaze embedded insidethe FPGA, but only if

further resources are required for the more important classification phase.
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Figure 4.22: The PCIU Impulse-C: Preprocessing Stages

4.5.3 Impulse-C: Classification Stage Design

Since the classification of packets is performed on a regularbasis, and given the im-

portance of the classification phase, we attempted to designa classification hardware

accelerator engine. We performed several optimization techniques on the baseline RTL

module using “Fine-Grain”, “Coarse-Grain” and “Parallel-Coarse-Grain” approaches in

order to construct an efficient and robust hardware module, which can achieve a mag-

nitude speedup over a state-of-the-art Xeon Processor. Figure 4.23 illustrates the main

blocks of the PCIU impulse-C implementation, including theReference Generator, Clas-
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sifier, and Rule ID Generator.

Figure 4.23: The PCIU Impulse-C: Classification Stages

The Input Stream is used both to supply the system with the pre-processed rule set

and to feed the classifier with testing packets, while the output stream is used by the

classifier to output the matching rule number for the incoming packet. The original

PCIU’s C-code was mapped to the Co-Developer to generate a baseline implementation,

and required only the following code transformations:

• Adding the stream reading/writing from/to the buses,

• Changing the variables to fixed sizes,
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• Collapsing all functions to a single “main” function, and

• Converting all dynamic arrays to local static arrays.

Although Impulse-C is an ESL design-based language, its implementation and op-

timization is different than other traditional ESLs. Whereconventional ESLs are ori-

ented more towards statement-level optimization, Impulse-C is oriented more towards

system and streaming-level optimization. Furthermore, Impulse-C adopts a block-based

approach to optimize the target application instead of using a timing model, in which

each statement executes in a single clock cycle. In particular, Impulse-C provides three

main pragmas -PIPELINE, UNROLL, andFLATTEN- to improve execution time. Using

the Stage Master tools, these optimization pragmas providean efficient method to im-

prove the target design. Additionally, Impulse-C designs can take advantage of dual-port

RAM optimization that allows the design to access two different locations simultane-

ously, which consequently, helps to reduce the total numberof clock cycles. As noted

previously, the three different optimization strategies that can be used to improve the

PCIU code are (a) Fine-Grain, (b) Coarse-Grain, or (c) Parallel-Coarse-Grain, and will

be described in the following sections.

4.5.4 Impulse-C: Fine-Grained Optimization (FGO)

The first step taken to improve the original Impulse-C implementation of the PCIU was

to apply thePIPELINE andFLATTENpragmas, separately, to all of the inner loops of

the initial implementation.

The purpose of this optimization step was to convert the generated HDL block from

a sequential block into either a pipelined or parallel block. The selection between the
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/*Nested For Loop */
for(slice = 0; slice< 13; ++slice)
{
for(bv = 0; bv< 256; ++bv)
{
co streamread(InPut, &Read,32);
Table[slice*256+bv]=Read;
}
}

/*Nested For Loop with Pipeline in inner loop */
for(slice = 0; slice< 13; ++slice)
{
for(bv = 0; bv< 256; ++bv)
{
♯ pragma CO PIPELINE
co streamread(InPut, &Read,32);
Table[slice*256+bv]=Read;
}
}

/*Collapsing For Loop*/
bv=0;
for(slice = 0; slice< 13; bv++)
{
♯ pragma CO PIPELINE
co uint16 idx = (slice≪ 8) + bv;
co streamread(InPut, &Read, 32);
Table[idx]=Read;
if(bv==255)slice++;
}

Figure 4.24: FGO-A: Nested FOR Loop Collapsing Code Example

PIPELINEandFLATTENpragma was performed via the Stage Master exploration tool.

The main optimization techniques applied in FGO are referred to as FGO-A, FGO-B,

FGO-C, FGO-D, and FGO-E, and will be described in detail in the following paragraphs.

1. The FGO-A technique specifies that, since an outer loop cannot be pipelined in

Impulse-C, the best option is to collapse the nested loops into a single pipelined

loop. Figure 4.24 illustrates the conversion of a nestedfor construct into a single

loop with the addition of a conditional statement for the outer loop. This optimiza-
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/* Do While Code*/
/* For Code*/ i=0;

for(i=0;i < 10;i++) do{
{ ♯ pragma CO FLATTEN

MyRam[i]=i; MyRam[i]=i;
} i++;

} while(i < 10);

Figure 4.25: FGO-B: Loop Optimization (FLATTEN Pragma)

tion technique tends to reduce the number of clock cycles needed for the original

(i.e., nested) loop by 50%.

2. The FGO-B technique entails converting thefor loops intowhile loops as depicted

in Figure 4.25. Although the Impulse-C compiler converts other loops intowhile

loops when generating HDL code, adding theFLATTENpragma tends to improve

the loop execution time.

/* Serial IF Statement*/
/* Similar to Binary search */
p = 0;
if(value){
♯ pragma CO FLATTEN

/* While Code*/ if (value & 0xffffffffffffffff0000000000000000){
/* Search for the first set bit p = 64; value≫= 64;}
in the BV(value)*/ if (value & 0xffffffff00000000){
/* Similar to Sequential search */ p += 32; value≫= 32;}
p = 0; if (value & 0xffff0000){
while(value) p += 16; value≫= 16;}
{ if (value & 0xff00) {

p++; p += 8; value≫= 8; }
/* Shift Right by 1 */ if (value & 0xf0){
value=value≫1; p += 4; value≫= 4; }

} if (value & 0xc){
p += 2; value≫= 2; }

if (value & 0x2){
p += 1; value≫= 1; }

p += (value & 0x1);

Figure 4.26: FGO-C: AWhile to IF Statement Conversion
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3. The FGO-C technique is an attempt to improve the performance of theRuleID

Generator Block. An ideal approach to this optimization is to employ a binary-

search algorithm instead of a sequential search algorithm.The code can then be

further optimized by converting the loop to a series ofif statements and adding the

FLATTENpragma to the block, reducing thereby dramatically the number of clock

cycles needed to complete the search process. Figure 4.26 shows the conversion

from a sequential search algorithm to theFLATTENseries ofif statements.

i = 0; i = 0;
Sum = 0; Sum = 0;
while(i<=10) while(i<=10)
{ {

♯ pragma CO FLATTEN ♯ pragma CO FLATTEN
/* Adding one location from memory */ /* Adding two locations from memory */
Sum = Sum + MyRam[i]; Sum = Sum + MyRam[i]+ MyRam[i| 1];
i = i + 1; i = i + 2;

} }

Figure 4.27: FGO-D: Dual port RAM Code Optimization

4. The FGO-D technique takes advantages of the distributed dual-port RAM to ensure

that multiple locations can be accessed simultaneously, without the need for mem-

ory duplication. Figure 4.27 illustrates the usage of dual-port RAM in the code.

Although this technique tends to dramatically reduce the required clock cycles, it

often results in an increase in the length of the critical path.

5. The final optimization technique, FGO-E, adapts the widthand depth of streams.

Since the stream’s width and depth have a huge influence on thesystem perfor-

mance, the result of the optimization is prominent when the stream is reading or

writing inside the pipeline loops. In this case, the depth ofthe stream (buffer size)

has to be at least one more than the pipeline depth in order to ensure that the stream

does not become a system bottleneck. The stream width and depth improve the
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speed of reading/writing per cycle, which, when performed in-place, requires the

additional constraint that the pipeline must be kept full and running at maximum

throughput.

4.5.4.1 Design Exploration, Fine Grain Optimization

In this section we explore the effect of each optimization technique on the performance

of the Impulse-C implementation of the PCIU algorithm. Accordingly, an extensive ex-

perimental analysis was performed, in which all possible combinations of optimizations

were considered. If we assume that S is the set of five groups ofenhancements (optimiza-

tions), our design exploration process must examine each element in the power set of S

(excluding the empty set), which entails the considerationof 31 different hardware ver-

sions. It is important to note that each of these 31 versions is modified from the baseline

implementation described previously. The entire process of generating all 31 versions,

as well as the baseline, took a few months to complete.

Due to the deterministic nature of the PCIU algorithm, and the fact that none of

the optimizations techniques change the functionality of the algorithm, all 31 hardware

versions produced the same solutions for the same problems.Consequently, when com-

paring the hardware versions among themselves, it is not necessary to consider solution

quality. On the other hand, the different hardware versionsneed only be compared on

the basis of runtime.

Impulse-C requires that a design’s clock period be longer than the longest path through

the combinational logic in the design. Due to this, the runtime of each algorithm can only

be determined once the circuit has been placed and routed on the FPGA. After circuit

placement and routing, the design’s clock rate (frequency)can be determined from the



CHAPTER 4. THE PCIU ALGORITHM 102

reciprocal of the clock period. The clock rate can then be multiplied by the number of

clock cycles required to execute the design in order to determine the actual runtime of

the algorithm mapped onto the FPGA.

We compiled each of the three ClassBench benchmarks (i.e., ACL, IPC, and FW) [8]

with one of four possible rule set sizes (i.e., 0.1k, 1k, 5k, and 10k), which resulted in a to-

tal of 12 benchmarks for our experiment. All 31 versions of PCIU were tested using these

12 benchmarks, and the number of required clock cycles was recorded. The clock cycles

were then used to calculate the speed-up achieved over the baseline implementation, as

demonstrated in Equation 4.1.

SpeedUp(x) =
num of clk cyc of Baseline

num of clk cyc for PCIU revx

(4.1)

4.5.4.2 Analysis, Fine Grain Optimization

Table 4.12 summarizes the expected effects of the three mainblock optimization pragmas

on the chip area, in terms of the maximum critical path delay and the number of clock

cycles needed. Figure 4.28 depicts the average classification speed-up achieved for each

Pragma Area Frequency Cycles

FLATTEN Sharp Increase Decrease Sharp Decrease
PIPELINE Increase Increase Decrease
UNROLL Sharp Increase Decrease Sharp Decrease

Table 4.12: Summary of Impulse Optimization Pragma

of the three benchmarks (ACL, IPC, and FW), where One-way indicates applying a single

optimization step, Two-Way indicates a combination of two optimization steps and so on.

The first observation that can be made from Figure 4.28 is thatconsistent results are
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achieved for both the individual and combined optimizationtechniques as demonstrated,

across all benchmarks compiled with similar sizes. This indicates that changing the

benchmark does not increase the speed of any FGO technique. This clearly indicates

that the PCIU algorithm scales well with benchmark type and size. Therefore, we can

conclude that neither the PCIU algorithm nor the optimization technique selection are

influenced by the complexity of the benchmark. Figure 4.29 presents the speed-ups

achieved by different combinations of FGO averaged across all the benchmarks. The

Figure depicts how the PCIU performs as the benchmark size increases from 100 to 10K

rules. Interestingly, no generalization can be made about whether the individual FGO

techniques are positively or negatively impacted by the size of the rule set. Where FGO-

A has speed-ups of 1.9x to 2.8x with the 0.1k and 10k rule sets,respectively, FGO-C

has a 9x speed-up with the 0.1k rule set but this deterioratesto a 2x speed-up when

the size of the rule set increases to 10k. FGO-C had the highest average speed up of

5x, an enhancement that is due to the replacement of the sequential search (O(n) time

complexity) with theFLATTENed ifstatement (O(log n) time complexity).

It should also be noted that the FGO techniques applied also differ in their effects

on chip resources. For example, it is clear from Table 4.13 that FGO-E has the low-

est resource consumption of the five techniques. Furthermore, the implemented FGO

techniques have different effects on the critical time delay and maximum frequency. For

example, it is clear that thePIPELINEpragma decreases the critical time delay, which,

when performed in-place, tends to increase the maximum frequency.

Figure 4.30 presents the speed-ups achieved in the evaluation process. It shows the

overall performance of the different FGO combinations averaged across the benchmarks

and sizes available.
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Figure 4.28: Speed-up of FGO Techniques (Averaged Over Different Benchmark Sizes)

Table 4.13 illustrates that when the stream depth is modifiedfrom 2 to 64, fine-

grained optimization techniques tend to perform better in terms of classification. This is

attributed to the reduction of the number of cycles needed tofill the memory.

Figure 4.30 clearly demonstrates that when the FGO-B and FGO-C techniques were

combined (designated FGO-BC), a classification speed-up of8.5x was achieved for all

benchmarks. The product of the speed-ups achieved by FGO-B and FGO-C individually,

however, is substantially less than 8.5x. The effect of pipeline pragmas in each FGO-B

loop results in a speed-up of nearly 8x. FGO-B alone, however, does not result in this

effect in the pipeline pragma, due to the multiple nested loops. It must be noted that
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Figure 4.29: Speed-up of FGO techniques (Averaged Over All Benchmarks)

although FGO-AE has the highest memory filing speed, the combined effect of FGO-A

and FGO-E is not equal to the sum of the individual effects of these techniques. This is

due to the fact that FGO-E tends to reconstruct the size of thereading and, consequently,

minimizes the net effect of FGO-A. It could be concluded thatthe use of multiple “Fine-

Grain” optimization techniques will result in better performance levels than the use of

a single technique, but combinations of techniques do not always result in a significant

performance improvement. Although the combination of all five techniques produces a

significant (but not the best) speed-up, it does require extensive effort on the part of the

developer.
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Resources Implementation
Baseline Stream Depth 64 A B C D E

Block RAM 641 642 643 642 642 643 1668
Slice Reg 4,816 5,041 9,075 9,265 2,925 7064 3120

Slice LUTS 888,597 888,545 889,151 888,276 888,659 1,768,916 3,133
Slice LUT-FF 890,467 892,889 894,014 896,557 890,878 1,771,482 5,298

Maximum Freq(MHz) 103.896 108.982 121.772 110.331 106.490 103.331 197.449

Table 4.13: Impulse-C: FPGA Resource Utilization for One-Way FGO Designs

Based on the 31 combinations of “Fine-Grain” optimization techniques, the greatest

speed-up was achieved by the FGO-BCD Three-Way technique. This enhancement can

be largely explained by examining the individual contributions of each technique used.

1. FGO-B reduces the number of clock cycles by convertingfor loops intowhile

loops, pipelining, and reducing the levels of logic implementation (and, thus, in-

creasing the clock frequency).

2. FGO-C also reduces clock cycles by performingFLATTEN ifstatements instead

of loop searches, thus reducing the critical path delay.

3. FGO-D tends to reduce the number of clock cycles by exploiting the dual-port-

RAM.

When applied individually, optimizations FGO-B, FGO-C andFGO-D result in speed-

ups of 1.05x, 4.92x, and 1.14x, respectively, but when thesetechniques are combined,

abundant opportunities exist for more restructured and simplified statements. These op-

portunities are produced by the performance of FGO-B optimization in pipeline with

other statements. This leads to a significant reduction in the total number of clock cycles

as well as a further improvement in clock frequency over the baseline implementation.

These observations indicate that “Fine-Grain” optimization can enhance the design

by reducing clock cycles, minimizing time delay time, and utilizing resources. Moreover,
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Figure 4.30: Speed-up of FGO Techniques (Averaged Over All Benchmarks with Differ-
ent Sizes)

adding more FGO techniques will not always lead to the improvement of the design, and

the effects of individual FGOs are not always additive.

4.5.5 Impulse-C: Coarse-Grain Optimization (CGO)

One of the key methods of exploiting parallelism for the PCIUalgorithm is to divide the

system into three main, independent blocks (as shown previously in Figure 4.23). The

PCIU system can be mapped into three processes operating in parallel and communicat-
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ing via streams1 as seen in Figure 4.31. TheInputStream1 feeds the system both the 13

referencing tables and the headers of the testing packet forthe purpose of classification,

while InputStream2 supplies the bit-vectors at both system start-up and the incremental

updating stage. During the memory filling phase, both streams supply the system with

the needed lookup tables and, during the classification phase, the Reference Generator

process reads the headers of the packet provided byInputStream1.

The incoming packet header is decomposed into 13 chunks and each chunk is used

as an address to calculate the effective location (pointers) of the bit-vector, which will

be used for matching. Since each bit-vector maps to a 128 bit memory width, the bit-

vector will decompose into multiple chunks depending on therule-set size. A chunk

from each of the thirteen bit-vectors is subjected to a bitwise logical “AND” operation

and, if the result is zero, further chunks from the bit-vectors are accessed. This operation

will terminate when a non-zero value is obtained, indicating a match.

Figure 4.31: Parallel Coarse Grain Optimization (PCGO)

By utilizing the dual-port memory, the system can read two chunks of the bit-vector

1For CGO the width ofInputStream2 is 32-bits and only two values are sent to the Rule ID Generator
from the Classifier.
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simultaneously and will perform the matching operation. Thus, two results can be gener-

ated in each cycle. The results will then undergo the Rule ID Generator process with the

location of the first value (in case a non-zero value is found between them). The Rule ID

Generator readsValue1 andValue2, in addition to the location streams, and then gener-

ates the winning rule number, which is written to theOutput Stream. This organization of

the PCIU system can reduce the number of cycles needed by the system to complete the

classification process. Since each process of the “Coarse-Grain-Optimization” (CGO)

still incorporates the fine grain optimization techniques,CGO achieves, on average, a

speed-up of almost 1.53x over the best FGO implementation.

4.5.6 Impulse-C: Parallel-Coarse-Grain Optimization (PCGO)

The final optimization phase, to further improve the Impulse-C PCIU implementation,

was based on the idea of splitting the bit-vector into four memory banks (instead of a sin-

gle bank). By incorporating dual-port RAM, eight chunks foreach of the 13 bit-vectors

can be read simultaneously from the memory and can be subjected to matching opera-

tions in parallel to produce eight results. A winning rule isfound when one of these re-

sults has a non-zero value. Figure 4.31 illustrates the PCGOconfiguration given that the

InputStream2 has a width of 128-bits versus 32-bits for the Coarse Grain Optimization

flow. The PCGO classification process provides eight values to the Rule ID Generator,

instead of two values in the CGO system. This division of the memory reduces the total

clock cycles needed for classification, an improvement thatcan be attributed to the par-

allel application of the matching operation. Although the memory partitioning sharply

reduces the number of clock cycles, it tends to increase the critical path delay. The over-

all system performance can thus be expressed as the product of the number of clock
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cycles and the critical-path delay. In this regard, the PCGOtechnique does not achieve

a dramatic speed-up over the CGO technique, as when the memory is further divided,

the total amount of resources must be increased for accuracy. The improvement in terms

of speed-up, however, far outweighs the additional of usagechip resources. Although

PCGO achieves between a 0.8x - 3x speed-up (depending on the rule set’s size) over the

CGO implementation, the overall speed-up that can be achieved using FGO, CGO and

PCGO combined is significant.

4.5.7 Impulse-C: Comparative Evaluation

Figure 4.32 shows the execution time of the four implementations (i.e., the baseline im-

plementation, and the average performance of the FGO, CGO, and PCGO techniques).

Although it is clear that PCGO achieves the best performanceover the other implemen-

tations, it also has the highest chip resource utilization,as seen in Table 4.14. Although

PCGO requires less than half of the number of clock cycles required by CGO, the in-

crease in its critical path delay leads to a overall speed-upof only 0.83x. Table 4.14

illustrates in detail the chip utilization associated witheach of the implementations. It is

clear that FGO consumes almost the same amount of resources as the baseline, except

for the slice-registers. CGO, on the other hand, consumes almost the same resources as

FGO (because of the partitioning of the design into three subsystems and the use of the

streams for communication) and, finally, PCGO requires (on average) a usage of 1.88x

more resources than the baseline.
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Figure 4.32: The PCIU Impulse-C Implementation: ExecutionTime

4.6 The PCIU: Discussion and Comparison of Results

Section 4.1.5 highlighted the effects of altering chunk size on classification speed, pre-

processing speed, and memory usage. It is clear that the PCIUalgorithm has an effective

range of 7 to 11 of chunk size. Depending on the resources available and the speed re-

quired, a designer may select the desired degree of trade-off from this range. Chunk size

11 is of particular interest because, instead of a gradual change as exhibited along the rest

of the range, there is a strong spike and a strong dip in memoryusage and classification

time respectively. It should be noted that all implementations mentioned in this thesis

utilized a chunk size of 8 bits.

A pure software implementation on the PC has powerful results, however, a PC has
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Resources Implementation
Preprocessing Classification

Baseline FGO(BCD) CGO PCGO
Block RAM 3,077 641 642 647 711
Slice Reg 1,019 4,816 8,970 10,123 24,187

Slice LUTS 2,827 888,597 1,768,713 1,766,927 1,666,331
Slice LUT-FF 3,053 890,467 1,776,316 1,771,434 1,674,215

Maximum Freq(MHz) 148.478 103.896 107.66 112.717 65.542

Table 4.14: The PCIU Impulse-C: FPGA Resource Utilization

Baseline FGO(BCD) CGO PCGO
Size Time(ms) Time(ms) Baseline/FGO Time(ms) FGO/CGO Time(ms) CGO/PCGO
0.1K 1.6 0.14 11.14x 0.09 1.52x 0.15 0.62x
1K 15.08 1.432 10.53x 0.87 1.65x 1.49 0.58x
5K 108.65 10.3 10.54x 6.60 1.56x 7.66 0.86x
10K 307.7 29.31 10.5x 21.35 1.37x 17.23 1.24x

Average - - 10.67x - 1.53x - 0.83x

Table 4.15: The PCIU Impulse-C: Classification Time & Speed-up Achieved

a powerful general-purpose processor, several dedicated ALUs, and incredible memory

resources. The hardware implementation is generally not practical for anything but a

server implementation and, in that respect, is not directlycomparable to the embedded

alternatives. However, the pure software implementation is perhaps the easiest to debug

and modify.

The four embedded implementations have certain advantages. The HW/SW Co-

Design implementation utilizes a general purpose soft-core processor in the form of

MicroBlaze, and this allows such a design to have some degreeof flexibility. Several

software modules could work in tandem in this structure using a run-time configuration.

This implementation, of course, is not nearly as fast as the pure RTL version written in

Handel-C. Both systems require FPGAs, but the Handel-C implementation would be the

most cost-effective to translate into ASIC, especially considering that it is a single mod-

ule. In addition, the Handel-C implementation is simpler topipeline due to its lack of

interaction with a software component.
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Preprocessing Time (ms) Speedup(x)
ACL FW IPC

Size GPP Impulse-C GPP Impulse-C GPP Impulse-C GPP/Impulse-C
0.1K 1 2.58 1 2.44 1 2.64 0.39
1K 16 21.87 15 18.91 16 22.50 0.745
5K 93 101.38 110 106.22 110 102.50 1.009
10K 250 218.57 235 211.07 250 206.52 1.156

Classification Time (ms) Speedup(x)
ACL FW IPC

Size GPP Impulse-C GPP Impulse-C GPP Impulse-C GPP/Impulse-C
0.1K 1 0.157 1 0.144 1 0.152 6.63
1K 31 1.564 16 1.340 31 1.489 17.527
5K 172 7.642 203 7.827 172 7.658 23.634
10K 484 18.059 468 17.153 453 17.227 26.793

Table 4.16: The PCIU Impulse-C: Results

The previous results of this study show that a direct conversion from PCIU to Impulse-

C does not produce a faster hardware accelerator implementation. However, by carefully

employing language-level to synthesized hardware, it is possible to improve hardware

so that the application runs dramatically faster than software. The initial largest speed-

up (5x) of the One-Way based implementation (FGO-C), as seenin Figure 4.30, was

achieved by converting the loops to a FLATTEN “if ”-statement, collapsing nested com-

plex loops to singular pipelined loops, and then using dual-port-RAM to reduce the time

effect on memory access. Furthermore, accessing the stream’s width and depth have an

additional effect on system performance in terms of both thecritical-time-delay and the

number of clock cycles. Although the results of the this study are intended for PCIU,

we believe that they will generalize to other implementations that use Impulse-C since

the FGO optimizations are very general and applicable across a wide range of imple-

mentations. Table 4.15 summarizes the performance achieved by the baseline, the best

FGO-BCD Three-Way approach, and the CGO and PCGO implementations. The Table
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also shows the speed-ups achieved by FGO over the baseline, CGO over FGO and PCGO

over CGO. The average speed-up of the PCGO implementation over the baseline across

all benchmark sizes is almost 13.5x.

The key parameters of interest when determining the effectiveness of any PCIU im-

plementation are classification time, preprocessing time,and memory usage. The pre-

processing time is considered to be of the least concern since it performs a one-time

operation for a larger, continuous process (i.e., classification). That being said, improve-

ments to preprocessing time are still being sought in light of the incremental update

capability of the PCIU. A shorter preprocessing time means less system down-time and

a more versatile, resilient, and effective classification procedure.

Table 4.17 and Table 4.18 present the performance of preprocessing (evaluated in

Packets/Sec) and classification (evaluated in Rules/Sec) for the 10k rule set. Table 4.19

lists the time needed for the classification of all the implementations for the 10k rule set.

On the other hand, Table 4.20 illustrates the improved speed-ups of the four implementa-

tions over the Xeon processor. Figure 4.33, on the other hand, presents the classification

time of all the implementations for the PCIU. Results obtained clearly indicate the fol-

lowing:

Preprocessing (Rule/sec)
Benchmark MB Soft Hw/Sw Desktop Impulse-C ASIP
ACL(10K) 5.66 19.24 38,412.00 43,936.51 122,719.50
FW (10K) 5.92 18.41 38,412.00 44,112.83 175,789.26
IPC (10K) 5.68 18.40 40,863.83 43,759.16 152,780.20
Average 5.76 18.68 39,229.28 43,936.16 150,429.65

Table 4.17: The PCIU Preprocessing of Different Implementations (Rules/Sec)
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Classification (Packet/sec)
Benchmark Desktop MB Soft Hw/Sw ASIP Impulse-C Handel-C
ACL(10K) 200,413.22 408.23 3,787.58 4,108,035.73 5,565,677.97 10,053,901.16
FW (10K) 207,264.96 453.67 4,127.66 4,220,177.75 6,403,975.82 11,568,211.49
IPC (10K) 214,128.04 458.87 4,055.18 4,349,725.65 6,556,710.84 11,844,113.69
Average 207,268.74 440.26 3,990.14 4,225,979.71 6,175,454.88 11,155,408.78

Table 4.18: The PCIU Classification of Different Implementations (Packets/sec)

Time (ms)
Benchmark Desktop MB Soft Hw/Sw ASIP Impulse-C Handel-C
ACL(10K) 484 237610 25610 23.61 18.06 9.65
FW (10K) 468 213810 23500 22.10 17.15 8.06
IPC (10K) 453 211390 23920 20.84 16.47 7.65
Average 468 220937 24343 22.18 17.23 8.45

Table 4.19: The PCIU: Classification Time

1. Desktop (32-bit WinXP running on Xeon 3.4GHz with 2G RAM) -The vast re-

sources and power of the PC allows it to achieve the third fastest classification

results of the group. PC implementation is easy to debug and works effectively if

the client wishes to implement the algorithm in a server setting.

2. MicroBlaze (50 Mhz with 32 MB DRR and 16MB Flash) - The MicroBlaze is tai-

lored for embedded system development and is itself a general-purpose processor.

As a result, the MicroBlaze has very similar architecture tothat of a desktop, but

with far more limited resources. This system has the worst classification speed

compared to other implementations.

3. HW/SW Co-Design - The hardware/software co-design system results in improved

classification speed-up over the software-based MicroBlaze system. While it still

under-performs with respect to the original PC implementation, it is clear that this

version is the one with the most potential for further optimization. The HW/SW
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Speed up over desktop (x)
Benchmark Desktop MB Soft Hw/Sw ASIP Impulse-C Handel-C
ACL(10K) - 0.0020 0.0189 20.5 26.8 50.2
FW (10K) - 0.0022 0.0199 21.2 27.3 58.1
IPC (10K) - 0.0021 0.0189 21.8 27.5 59.2
Average - 0.0021 0.0192 21.1 27.2 55.4

Table 4.20: The PCIU: Speed-up Achieved with Respect to Desktop

Co-Design implementation, utilizing EDK, is an effective embedded solution that

has the flexibility to be quickly reconfigured in order to use several other appli-

cations. It is a elegant compromise between pure software and pure RTL, and

its flexibility stems from the merger of these two approaches. The aspects of the

software that require a particular speed-up, however, mustbe moved to RTL. The

classification time for this implementation is the worst of the three but it is still

impressive once all modules have been put into play.

4. Application Specific Application (128-bit running on 678MHz with 4M RAM)-

The ASIP using Tensilica is yet another alternative to implement a packet classi-

fication algorithm. This implementation achieves classification speed between the

pure software running on GPP and pure RTL using both Handle-Cand Impulse-C.

In addition, it also has more room for optimization by changing the data path func-

tionality and instruction set. The use of the TIE-languagesas a means to describe

the functionality of new instructions, make it easy to perform multiple revisions

until the maximum speed is achieved.

5. Pure RTL using Handel-C - Pure RTL, based on Handel-C design, is the fastest

in terms of classification speed. In addition, it also has a good amount of room

for optimization, which has been thoroughly shown through its various revisions.
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Figure 4.33: The PCIU: A Classification Comparison Among AllImplementations

The Handel-C implementation, in terms of “Parallel-Coarse-Grained” achieved an

average speed-up of 2880.8x over the MicroBlaze with hardware co-design. More-

over, it achieved an average speed-up of 55.36x over the desktop approach.

6. Pure RTL using Impulse-C - Pure RTL, using Impulse-C, is yet another way to

implement a hardware accelerator in the PCIU algorithm. This implementation

achieves, on average, less classification speed than that ofthe Handle-C imple-

mentation. In addition, it also has more room for optimization. This optimization

is different from Handel-C in term of tools and methods. Impulse-C maintains the

most straightforward way to convert any C-code to RTL, even though, its optimiza-

tion is not as easy as that of Handel-C. Yet, the Impulse-C provides an easy way to
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improve any design and can be verified using the most popular verification CAD

tools, like ModelSim.

4.7 Summary

In this chapter, a novel, efficient algorithm was proposed and its implementations were

demonstrated. The PCIU outperforms previous algorithms presented in literature in

terms of preprocessing and memory consumption. The classification and preprocess-

ing results show that the PCIU is insensitive to the type of the rule set, whereas almost

all other algorithms proposed in the literature are effected dramatically by change in the

rule set (in our experiment the benchmarks). The performance of the developed algo-

rithm was further enhanced by fine tuning, and was mapped to different platforms. In

the next chapter, we propose yet another novel algorithm that competes with the current

state-of-the-art packet classification algorithm.



Chapter 5

The GBSA Algorithm

In this chapter we propose a Group Based Search Algorithm (GBSA) for packet classi-

fication that is scalable, fast and efficient. On average, thealgorithm consumes 0.4 MB

of memory for a 10k rule set. Based on a CPU operating at 3.4 GHz, the GBSA has a

classification time of 2µs per packet, in the worst case scenario, and a pre-processing

speed of 3M Rule/ sec.

5.1 GBSA Phases

The most rudimentary solution to any classification problemis to search through all en-

tries in the set. The complexity of the sequential search isO(N), whereN is the number

of rules in the rule set. Therefore, escalating the number ofrules will linearly increase

the classification time. A linear search, however, is still unsuitable for a database with

thousands of rules. An increase in computation time can be mitigated by decomposing

the rule set into groups and, accordingly, performing a parallel search. This approach

119
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tends to increase the speed by a factor ofF , yet it increases the resources needed by a

similar factor. An alternative approach to reduce the search size is to cluster the rule set.

Accordingly, the search will then be performed on a smaller subset. Hence, performance

is improved without necessarily increasing the required computational resources.

5.1.1 Main Idea

The main concept of the GBSA is to reduce the number of rules existing in the classifier

using a clustering approach. Through the use of rule sets in ClassBench [8], this concept

will be further explained.

5.1.1.1 Rule distribution

One of the main objectives of the GBSA is to distribute rules based on the first few

bits of each dimension in the rule set. If the rules are distributed in a uniform manner

throughout the group, this should reduce classification time. A uniform distribution will

force each group or cluster formed to have an equal number of rules. We predicted

that a graphic representation for the first byte of each dimension would identify the best

rule distribution among the five dimensions. The distributions of the 10k rule set for all

benchmarks (using the first byte of each dimension) is shown in Figure 5.1. By carefully

observing Figure 5.1, we found that the highest IP byte (Byte[3]), for both IP source and

IP destination, has the lowest average rule occurrence (distribution) for the majority of

benchmarks compared to the average rule occurrence (distribution) using the source and

destination port.

Despite the fact that the average occurrence in any of these distributions is much

lower than the original rule set size (10k), they are not practical for high-speed classifi-
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cation due to the cluster size to be searched. Combining two dimensions or more should

reduce the number of rules per group to an even greater extent. Therefore, it would be

beneficial to use a clustering methodology to combine the twosets of IP address bytes

from the rule set.

5.1.1.2 Grouping and clustering

By combining the prefix of both source and destination IP addresses, the rules tend to

distribute more uniformly and the average size tends to decrease dramatically. The high-

est significant bytes of the source/destination IP address can be combined to form a 16

bits group address (cluster index). A lookup table of size216 (64k) will then be used

to point to all groups of rule sets. The maximum number of groups resulting from this

operation should be less than the maximum possible size (i.e., 64k). By carefully exam-

ining the rule sets of all benchmarks, we can conclude that the wild card rules are the

main contributors to the increase in number of rules per group. Therefore, this clustering

methodology can be further improved in terms of preprocessing time, memory usage,

and classification time by excluding all the wild cards in both IP source and destination.

Two other lookup tables of size28 (256 Bytes) are used to depict the wild card rules for

both IP source and destination.

In general, the GBSA’s main goal is to utilize the starting bits from both IP source and

IP destination to generate a cluster of rules. The GBSA can accommodate any number

of bits from source/destination IP.

To ensure that the idea of combining IP source and IP destination to form groups

is valid, this idea was tested by using either the IP source orIP destination to form the
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Figure 5.2: Effect of Varying IP Source Size on Preprocessing, Classification and Mem-
ory Usage

groups of the GBSA. Figure 5.2 depicts the results of using the IP source prefix on the

10k rule set for the three benchmarks. In this experiment, weclustered the rules using

only IP source with prefix varying of 0 to 16. Due to memory limitations we did not

go beyond 16 bits. It is clear that the classification time of the FW benchmark remains

high for all sizes of the IP source prefix. It is also clear thatafter a prefix of size six, the

classification time decreases for all other benchmarks. On the other hand, the memory

increases sharply after size twelve.

Figure 5.3 depicts the results of using the IP destination prefix on the 10k rule set

for the three benchmarks. In this experiment, we clustered the rules using only the IP
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Figure 5.3: Effect of Varying IP Destination Size on Preprocessing, Classification and
Memory Usage

destination with the prefix range of 0 to 16. The classification time remains high for all

sizes of the IP destination prefix for both FW and ACL benchmarks. However, after a

prefix of size two, the classification time does not improve for FW. On the other hand,

the memory usage increases sharply after size three for the FW. Figures 5.2 and 5.3

illustrate that using a single dimension does not reduce theclassification time. Therefore,

combining two or more prefixes of the rule dimensions should lead to better solutions.

As depicted in Figure 5.1, the IP source and IP destination are the best candidates for the

proposed GBSA, as they have the lowest average distributionamong the four dimensions.

Based on a prefix of size 8, the three tables sizes will be:

• 28 (from the Source prefix)+8 (from the Destination prefix) = 216 = 64 K Byte
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• 28 (from the Source prefix) = 28 = 256 Byte

• 28 (from the Destination prefix) = 28 = 256 Byte

IP source and IP destination prefixes were combined to form a 16-bit address for a

lookup table of size216. The maximum number of groups resulting from this operation

had to be less than the maximum possible size (i.e., 64k). Forthe 8-bit prefixes for both

IP addresses, we used a 64K byte memory as a lookup table for the group’s pointers (i.e.,

an index of all rules belonging to it). Each group contains all the rules that have the same

high byte value for both IP source and IP destination addresses. The number of rules

belonging to each group were condensed compared to the original rule set size.

5.1.2 GBSA: The Preprocessing Phase

The preprocessing stage in GBSA is divided into two main steps:

1. Generating groups for each of the three lookup tables, and

2. Removing redundancy within these groups.

5.1.2.1 Group Generation

The first step, group generation, is demonstrated by the pseudo code in Figure 5.4. The

rule set is divided into three main groups:

• Source IP with wild card rules,

• Destination IP with wild card rules, and

• Remaining rules.
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For all rules in the rule-set
IF SourceIP is a WildCard

Append rule toLookupIPDst Table
Else IF DestIP is a WildCard

Append rule to theLookupIPSrc Table
Else

Append rule toLookupIPGen Table

Figure 5.4: Preprocessing: Group Generation

5.1.2.2 Redundancy Removal

The second step, redundancy removal, includes further preprocessing on the three lookup

tables by assigning unique IDs to each cluster.

5.1.2.3 Pre-processing Example

Using the following example, we can explain the preprocessing phase in more detail.

The example demonstrates the capability of the preprocessing phase to cluster rules that

have similar attributes. This is based on the contents of Table 2.1 (introduced earlier in

Chapter 2) and the steps shown in Figure 5.5.

Figure 5.5: The GBSA Preprocessing Steps Using the Rule Set in Table 2.1
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Figure 5.6: The GBSA Memory Structure Following the Preprocessing Stage
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The following are the steps for GBSA pre-processing.

• Step 1: For each rule listed in Table 2.1, a table entry is created consisting of the

most significant IP source byte, and the most significant IP destination byte, as

seen in Figure 5.5. Rules #1 to #7 have both fields present, yetrules #8 and #9

have a wild-card in the IP source (IPs) field. On the other hand, rules #10 to #12

have wild-cards in the IP destination (IPd) field. A wild-card is shown as a “-” in

Step#1 of Figure 5.5.

• Step 2:The resulting table from Step #1 is partitioned into three separate tables,

namelyLookupIPGen, LookupIPDest, and LookupIPSrc. The partitioning of

these table depends on the value of bothIPSrc andIPDest columns in Step #1.

• Step 3: For each table entry in Step #2, it must be determined if the rule belongs

to theLookupIPGen. If so, the address field generated is based on the following

formula:Address = IPSrc∗256+IPDest, otherwise the existingIPs or IPd fields

are copied to the address field.

• Step 4: All rules which have similar addresses are combined into a single group or

cluster. For example, Group (cluster) #1 contains rules #1 and #5, as both of these

rules have the sameLookupIPGen address, namely 61690.

After the completion of Step #4, six groups (clusters) are formed from the original twelve

rules. Figure 5.6 shows the memories (lookup tables) required to store the generated

groups representing the rule sets. Each memory consists of two fields:ADR (The start-

ing address of the rule list of the Group) andSize (the number of rules in the group). For

example, location 16183 in theLookupIPGen memory containsADR = 5 andSize = 2,
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which represent Group #3 (clusters). Group #3 (clusters) (Step 4, third row) of Figure

5.5 consists of two rules (4 and 7). In the RuleList memory, location 5 contains an entry

4 (i.e. rule #4) followed by rule#7 in location 6.

Figure 5.7: GBSA Classification Phase

5.1.3 GBSA: Classification

Following the pre-processing phase, the classification phase proceeds with the following

steps.
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1. The high bytes of the IP source and destination addresses of the incoming packets

are extracted, as seen in Figure 5.7.

2. Within thelookupIPGen Table:

• The most significant byte of the IP source and destination addresses are con-

catenated to form a 16-bits address.

• This 16-bits address is used to access rules in the 64KlookupIPGen table

(mem #1).

• A group ID is identified. For example, when theIPScr = 63 and theIPDes =

55 of the incoming packet, then a group ID =16183 is calculated.This ID is

used as an address to thelookupIPGen (mem #1), whose contents are a group

of size 2 and a starting address of 5.

• If the group ID is not empty, a sequential search is performedwithin the

group to match the incoming packet with an existing rule in the group. In this

example the incoming packet will be matched with rule #4.

• If a match exists, a winning rule is generated and the search is terminated.

Otherwise, a search is initiated in eitherlookupIPSrc (mem #2) orlookupIPDst

(mem #3).

3. Within thelookupIPSrc Table:

• The most significant IP source byte the incoming packet is used as a pointer

to thelookupIPSrc table.

• A group ID is identified.
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Incoming SrcIP DstIP SrcPort DstPort Protocol Packet belongs
Packet (32bits) (32bits) (16bits) (16bits) (8bits) to Rule ID

a 240.118.164.31 250.13.215.168 88 53 1 1
b 209.238.118.166 159.199.212.198 88 80 17 6
c 63.99.78.40 55.186.163.23 750 22 0 4
d 100.251.52.13 125.10.251.18 80 80 17 9
e 69.0.207.9 68.103.209.50 162 123 17 12

Table 5.1: Classification Example: Applying a 5 Packet Set

• If the group ID is not empty, a sequential search is performedwithin the

group to match the incoming packet with an existing rule in the group. For

example, whenIPScr = 63, the value will be null, which means there is no

group to point to.

• If a match exists, a winning rule is generated and the search is terminated.

Otherwise, a search is initiated inlookupIPDst table.

4. Within thelookupIPDst Table:

• The most significant IP destination address byte of the incoming packet is

used as a pointer to thelookupIPDst table.

• A group ID is identified.

• If the group ID is not empty, a sequential search is performedwithin the

group to match the incoming packet with an existing rule in the group.

• If a match exists, a winning rule is generated.Otherwise, there is no match

for an incoming packet.

5.1.3.1 Classification Example

The classification phase is demonstrated using Figure 5.5 along with Table 5.1, which

lists five possible incoming packets. The high bytes of both packet IP source and IP
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destination are used as addresses for the three lookup tables. For example, the first trace

( packet’a’ ) has the following addresses:

• LookupIPSrc =240

• LookupIPDst =250

• LookupIPGen =61690(= (LookupIPSrc ∗ 256) + LookupIPDst)

The result ofLookupIPSrc andLookupIPDst will produce a NULL, yetLookupIPGen

produces rule #1. The same steps are applied to the remainingincoming packets, pro-

ducing the appropriate RuleID, as shown in Table 5.1.

5.2 The GBSA Classification Results

The evaluation of the GBSA was based on the benchmarks introduced in Chapter 2, Table

2.5. The seeds and program in ClassBench [8] were used to generate the rule sets. Table

5.2 presents the results of the GBSA when it runs on a 3.1 GHz Xeon processor.

5.2.1 RFC, HiCut, Tuple, and GBSA: A Comparison

Several packet classification algorithms exist in the literature, however it is not possible to

compare the proposed GBSA technique to all available algorithms in the confines of this

thesis. Accordingly, we have chosen the most efficient packet classification algorithms

[18] to compare with our proposed approach. Figure 5.8 showsa comparison between

RFC [3], HiCut [1], Tuple [26], and GBSA[56]. The comparisonwas mainly based on

the ACL benchmarks since the number of distinct overlappingregions in both FW and
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Preprocessing Time (ms)
Size ACL FW IPC Avg
0.1K 3.1 1 1 1.7
1K 1 1 1 1
5K 1 1 1 1
10K 1 1.6 3 1.86

Classification Time (ms)
Size ACL FW IPC Avg
0.1K 1 3.1 1 1.7
1K 18.6 17.2 18.8 18.2
5K 107.7 82.9 95 95.2
10K 192.1 163.9 190.6 182.2

Memory Used (MB)
Size ACL FW IPC Avg
0.1K 0.129 0.131 0.129 0.129
1K 0.154 0.165 0.155 0.158
5K 0.262 0.291 0.264 0.272
10K 0.400 0.427 0.396 0.408

Table 5.2: The GBSA: Software Results

IPC benchmarks are quite high. This leads to a prohibited CPUpreprocessing time in

the RFC algorithm , as well as a deteriorated Tuple search andan increased memory

consumption when using the FW benchmark. The GBSAs performance, on the other

hand, was not affected by the complexity of the FW benchmark.Figure 5.8 clearly shows

that the GBSA has an advantage over the other algorithms. It is clear from the results

that the GBSA outperforms these algorithms in terms of memory usage, preprocessing

and classification time.

5.2.2 Analysis of Results

The GBSA outperforms the previously published packet classification algorithms due to

its following properties:



CHAPTER 5. THE GBSA ALGORITHM 134

1. The GBSA avoids using complex data structures similar to those utilized in deci-

sion tree based algorithms (which necessitates traversal of the tree). Accordingly,

no comparison is required at each node to make a decision about the next node’s

address (these comparison operations and the number of times memory is accessed

tend to increase the classification time). The number of nodes and their pointers

tend to consume a huge amount of memory. Also, when the rule set has too many

overlapping regions, the size of the memory and the preprocessing time increase

sharply, as demonstrated previously by Figure 2.7 for the IPC and FW bench-

marks.

2. The GBSA does not require the intensive preprocessing time as required by the

RFC. The high preprocessing time in the RFC can easily take several days even

when a powerful processor is used. Again, this problem tendsto occur when a rule

set has an extensive overlapping region.

3. The GBSA’s main classification operation is a “comparison” within a small group

due to clustering performed in the pre-processing phase. Using a simple combina-

tion of the IP source and IP destination as an address for a lookup table makes the

classification and pre-processing time faster than other methods published in the

literature.

The performance of the GBSA is attributed to the simplicity and efficiency of its cluster-

ing method. Unlike other algorithms that require sophisticated data structures, decision

trees, and long preprocessing time, the GBSA tries to distribute the rule-sets uniformly,

and thus dramatically decreases the size of the latter.
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5.3 Hardware Implementations

While a pure software implementation can generate powerfulresults on a server, an em-

bedded solution may be more desirable for some applicationsand clients. Embedded,

customized hardware solutions are typically much more efficient in terms of speed, cost

and size as compared to solutions on general purpose processor systems. This work

presents three translations of the GBSA into the realm of embedded solutions using

FPGA technology. In section 5.4, we discuss an ASIP solutionthat can develop a spe-

cialized data path to improve the speed and power of the GBSA algorithm. In section

5.5, we discuss the Handel-C implementation. Section 5.6, another ESL implementa-

tion is proposed using Impulse-C. These sections are complete with full disclosure of

implementation tools, techniques, strategies for optimization, results and comparisons.

5.4 GBSA:Application Specific Instruction Processor (ASIP)

In this section we propose an Application Specific Instruction Processor (ASIP) im-

plementation for the GBSA algorithm. The original GBSA implementation provides

lower pre-processing time, lower memory consumption, and reasonable classification

time compared to state-of-the-art algorithms. The aforementioned implementation can

be further improved by adapting the processor instruction set.

5.4.1 ASIP: CAD Tools Used

The key development tools used in this work were based on the Xtensa Software De-

velopers Toolkit [14]. The Xtensa Development EnvironmentV4.0.4.2 was used to de-
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Figure 5.9: Tensilica’s Eclipse-based Xtensa Xplorer IDE Tools

sign, test, simulate, and enhance the new customized processor and its related software.

Xtensa provides a set of tools that, if used together, facilitate an efficient, user-friendly,

comprehensive, integrated dataplane processor design andoptimization environment that

interfaces well with both sides of the spectrum (both software and hardware).

The Tensilicas Eclipse-based Xtensa Xplorer IDE can generate a full custom proces-

sor system, as shown in Figure 5.9. Its tools offer several methods for optimizing the

design. The first method is based on an Automated Processor Development approach,

which profiles the application and identifies its bottlenecks while generating a new con-

figuration with improved performance. The second method assists the designer in defin-

ing a new data-path-function (or function) and modifying the Xtensa dataplane processor

(DPU) configuration. The tools provide a Simple Verilog-like Tensilica Instruction Ex-

tension (TIE) language for processor customization, whereby the designer can enforce

the new instruction(s). The tools provided by the Xtensa Software Development frame-

work offer a fully integrated flow for software compiling, profiling, simulating, debug-

ging, etc. This allows a designer to test and modify softwareintended to run on the Data
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Processing Unit (DPU). It incorporates some powerful toolsthat are especially useful for

ASIP development, such as the ability to profile software andreport the gathered timing

data in various graphs and tables.

5.4.2 ASIP: Various Implementations

The following are the basic steps involved in designing a baseline processor along with

optimized versions that improve performance over the non-optimized baseline imple-

mentation:

1. Profile the entire application.

2. Identify bottlenecks in the algorithm.

3. Combine existing instructions and create new functions using TIE language.

4. Repeat step one until the desired speed is achieved.

5.4.2.1 Baseline Implementation

The baseline implementation in this work will refer to a basic non-optimized processor

capable of executing the GBSA algorithm. The main goal of this baseline implementa-

tion is to allow the designer to compare and understand the affects of different optimiza-

tions on performance. Before any optimization could be applied, the GBSA algorithm

that was earlier designed and coded in C++ had to be imported to Xtensa IDE and pro-

filed using the ConnX D2 Reference Core (XRC-D2SA) processor. As the tools support

open and read/write from/to files in the PC using the standardC-library, both the rule

set and trace files were read directly from the host computer.With the environment for
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testing finally set up, the next step was to run and profile the application. The results of

the baseline implementation were extracted from the profiler, which reported the number

of clocks cycles for each function and the total number of clocks for the application.

Also, the system generated the processor clock frequency depending on the design and

the original processor architecture. The total reported time was calculated by multiplying

the clock period by the total number of clock cycles.

5.4.2.2 Optimized 128-bit Engine

As described earlier, the packet classification GBSA is based on two main blocks, pre-

processing and classification, both of which need to be optimized. The primary de-

sign philosophy dictates that small, simple, and frequently used operations (instructions)

should be aggregated and moved to hardware. In our approach,a typical new instruction

is described using the TIE language and then compiled. Moreover the TIE Compiler also

updates the compiler tool chain (XCC compiler, assembler, debugger, profiler) and the

simulation models (instruction set simulator and the XTMP,XTSC and pin-level XTSC

system modeling environment) to fully utilize the new proposed instructions. The first

step to enhance the XRC-D2SA processor is to increase the data bus bandwidth from 32

bits to 128 bits. This modification should enable the processor to run both Single In-

struction Multiple Data (SIMD) and Multiple Instruction Multiple Data (MIMD) classes

of parallel computational models.

• Preprocessing Engine:Based on the discussion in Section 2.2.2 and contents of

Table 2.1, when the IP address is converted to a range format,the length of the

IPSrc andIPDst changes from 32 to 64 bits each. Therefore, the total length of

theIPSrc andIPDst will be 128-bits. The example introduced in Section 5.1.2, that
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explains the preprocessing stage within the GBSA, demonstrates that the original

rule set (Step #1 in Figure 5.5) is decomposed into three partitions (Step #2 in

Figure 5.5) based on the existance or absence of the wild-card.

Figure 5.10: Preprocessing: Partitioning Rules Based on Their IPSrc/IPDst

The architecture proposed in Figure 5.10 performs the decomposition of the rule

set into three partitions and also generates the necessary addresses (Step #3 in Fig-

ure 5.5). This module accordingly processes the high/low IPaddresses (source/destination)

of 128-bits and generates the following information:

– The first two bits generated are necessary to discriminate among the three

produced partitions (LookupIPDst, LookupIPSrc andLookupIPGen). The

ASIP processor will utilize this information to access the information within

the tables.
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– The corresponding addresses of the original rules in the three newly created

tables, as demonstrated by Step #3 in Figure 5.5, are generated. These ad-

dresses are used to point to the contents of the memories (Mem#1, Mem#2,

Mem#3 in Figure 5.6).

At this point, only the total number of rules (refered to as ’Size’) belonging to

a cluster are generated by the architecture introduced earlier in Figure 5.10. The

next step involves generating the starting address of each cluster within the Rulelist

(Mem#4 in Figure 5.6). Figure 5.11 demonstrates this process. The proposed

architecture in Figure 5.11 attempts to process eight locations simultaneously. This

operation emulates memory allocation of space in Mem#4.

• Classification Engine: The following is the functional process of the architecture

of the ASIP classification engine. These steps will be based on the example of

classification introduced earlier in Figure 5.7.

– Step #1: Since the incoming packet is used frequently until a best match

rule is found, a better design strategy is to store the incoming packet in a

temporary register file. This will make it more accessible toall instructions

avoiding any extra fetching cycles.

– Step #2: Figure 5.12 depicts the second step in classification for the incoming

packet. The high byte for both IP source and destination willbe used as an

address to point to the three lookup tables. The custom design in Figure

5.12 uses the stored packet for generating an address for thecorresponding

table and reads the contents of the table. Three instances ofthis function are
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Figure 5.11: Group Address Generator (128-bits Preprocessing engine)

required for each lookup table (LookupIPGen, LookupIPSrc, LookupIPDst).

Each instance will be responsible to generate the ‘ADR’ and ’Size’ fields that

access the rules from Mem#4.

– Step #3: Once a cluster has been identified correctly (as described earlier in

the example of Figure 5.7 in Section 5.1.3), an efficient linear search within

the cluster must be initiated. The search for the best-matchrule involves com-

paring the five dimensions of the ‘incoming packet’ (which isalready stored
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Figure 5.12: Group Address/Size Access(128-bit Classification Engine)

in a temproray register) with all the rules belonging to the cluster. This pro-

cess is computationally expensive. Therefore, a new instruction, along with

an appropriate module, is developed to simultaneously match two rules with

the stored packet. Figure 5.13 illustrates how a match between the incoming

packet with existing rules in the database is performed. If amatch exists, then

either Result bit1 or Result bit0 is set. Figure 5.13.b showsthe I/O registers

for the matching functions.

5.4.2.3 Optimized 256-bit Engine

• Preprocessing Engine:Since classification is considered to be the most important

phase within packet classification, we concentrated our effort on improving the

classification phase. Accordingly, the original optimized128-bit preprocessing

engine described earlier is reused in the 256-bit engine.
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• Classification Engine: The 128-bit classification engine described earlier (Fig-

ure 5.12, 5.13) requires four clocks to perform memory readsand another four

clocks to write to the internal registers. This overhead canbe further reduced by

increasing memory read bandwidth or increasing the data buswidth. Recall the

classification is basically a process of matching an incoming packet with rules in

the database.

– As each rule requires 208-bits1, extending the width of the bus from 128 to

256 bits (Figure 5.14) should enable a reading of the entire rule from the

memory all at once.

– We further improved the speed of the matching module by forcing it to read

one of the two rules directly from memory instead of reading the rule and

then sending it to the matching module.

– Moreover, we increased the number of matches per iteration of the loop to

four instead of two, as shown previously in the 128-bit classification engine.

This enhancement can be accomplished by adding a second matching mod-

ule. Figure 5.15 illustrates the block digram of the entire matching step for

four rules.

∗ The first module compares and saves the result in a flag register while the

second one compares, and tests the previous result from the flag register,

and then generates the final result.

∗ Figure 5.14 illustrates the internal architecture of the matching func-

tions. Each matching function performs a direct memory readfor one

1IPSrc=64bits,IPDst=64bits,PortSrc=32bits,PortDst=32bits, Protocol=16bits
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rule while accessing a second rule from the temporary register. The first

matching function generates two results, namely Flag1 and Flag2. The

second matching function also matches the incoming packet with an-

other two rules. The four flags are fed to a priority encoder togenerate

the winner rule as shown in Figure 5.15.

– Yet another improvement in the matching process can be achieved by simul-

taneously reading the addresses of all four rules (belonging to a cluster) to

be matched to an incoming packet in each iteration. Figure 5.16 shows the

internal design of the four addresses that are generated. These addresses are

saved in four temporary registers that are accessible to anymodule inside the

ASIP processor. Two of these addresses are used directly by the two match-

ing functions described earlier (Figure 5.15),

– The other two addresses are used in the new module (Figure 5.17) that is

responsible for directly reading rules from memory and storing the results in

the temporary register, which is used by the matching function.

All the above enhancements unfortunately did not produce a substantial speed-up

as compared to those implemented within the 128-bit engine,since this algorithm

is highly memory dependant. The memory dependency introduced delays as there

were stalls in the pipeline.
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5.4.3 ASIP: Results

Table 5.3 along with Figures 5.18 and 5.19 showcase the final results of the ASIP imple-

mentation the GBSA before and after the optimizations of the128 bit/256 bit engines. It

is evident from Figure 5.18 that pre-processing received a substantial speed boost, about

3.5x speed-up, after adding the new functions as new instructions to the latest designed

processor. Also, expanding the data bus tended to increase the pre-processing speed.

The classification speed achieved using the optimized custom ASIP processors was,

on average, 5.3x over the baseline. This performance boost can be entirely attributed to

the following: (a) new matching functions, (b) the direct memory read, and (c) temporary

values saved inside the register file.

Preprocessing Time (ms) Speedup(x)
ACL FW IPC

Size GPP ASIP GPP ASIP GPP ASIP GPP/ASIP
0.1K 3.1 0.065 1 0.065 1 0.065 26.07
1K 1 0.163 1 0.147 1 0.163 6.35
5K 1 0.578 1 0.608 1 0.572 1.71
10K 1 1.209 1.6 1.166 3 1.105 1.64

Classification Time (ms) Speedup(x)
ACL FW IPC

Size GPP ASIP GPP ASIP GPP ASIP GPP/ASIP
0.1K 1 0.057 3.1 0.097 1 0.039 25.04
1K 18.6 1.134 17.2 1.766 18.8 0.583 19.466
5K 107.7 12.86 82.9 3.156 95 6.377 16.514
10K 192.1 11.257 163.9 8.354 190.6 11.297 17.852

Table 5.3: The GBSA ASIP: Results
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Figure 5.13: (a) Matching Function of a Packet Simultaneously Against Two Rules (128-
bit Classification engine)
(b) The External I/O of The Matching Function(128-bit Classification Engine)
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Figure 5.14: The Internal Architecture of the Matching Function (256-bit Classification
Engine)

Figure 5.15: The Architecture of the Matching Step
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Figure 5.16: Simultaneous Direct Memory Read for Four Rule Addresses

Figure 5.17: A Direct Memory Read for an Entire Rule
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Figure 5.18: The GBSA ASIP Preprocessing Implementation: Timing Results
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Figure 5.19: The GBSA ASIP Classification Implementation: Timing Results



CHAPTER 5. THE GBSA ALGORITHM 152

5.5 GBSA: ESL Based Implementations (Handel-C)

The design of a pure RTL-based hardware accelerator using anElectronic System Level

(ESL) language is a different approach to hardware and software design. An ESL is

typically a high-level language with many similarities to software based languages, such

as C, in terms of syntax, program structure, flow of execution, and design methodology.

The difference from such software languages comes in the form of constructs that are

tailored to hardware development design, such as the ability to write code that is executed

in parallel. This makes it convenient to translate a software application into its RTL

equivalent without having to start the design from scratch.The higher level of abstraction

afforded by ESLs allows designers to develop an RTL implementation faster than using

pure VHDL or Verilog. However, the performance of the resulting hardware is often

poorer than that which can be achieved using VHDL or Verilog,where the designer has

(almost) complete control over the architecture of the synthesized circuit. In addition,

most C programmers should be able to create effective ESL hardware designs without

much additional training. Instead of taking a long time to master VHDL and Verilog, one

can take advantage of the long-standing and widespread foundation of C.

5.5.1 Handle-C: Implementation (Tools)

We implemented a hardware accelerator of the GBSA in RTL using Mentor Graphics

Handel-C [53]. The Mentor Graphics Development Kit Design Suite v5.2.6266.11181

facilitated a thorough debugging; the creation and management of several output config-

urations; the construction of simulation executables, hardware-mappable EDIFs, and/or

VHDL/Verilog files from the Handel-C source files; the function of file I/O during sim-
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ulation; and the inclusion of custom-built scripts for specific target platforms. When

building an EDIF, Handel-C also produces log files that display timing, size, and amount

of resources used for the design. In our experiments, XilinxISE v12 was used to map the

generated HDL files from Handle-C to Virtex-6 (xc6vlx760) FPGA chip. The synthesis

and place and route reports were both used to identify eitherthe critical-path delay or the

maximum running frequency.

5.5.2 Handle-C: Techniques and Strategies

Handel-C provides a file I/O interface during simulation, which is used to feed test bench

files. For our implementation, pre-processing of all test benches was performed by a gen-

eral purpose processor (GPP) well in advance using a pre-processor application written

in C. Accordingly, the main focus of the RTL design was solelyto target classification.

Handel-C also provides unique memory structures in RAMs andROMs. The access

times for these modules are much faster than variables, but the downside is that multiple

branches within the designed classification engine are unable to access RAM concur-

rently. The resulting side effect of this is that as parallelism is exploited (and there is

quite a bit of this in a highly optimized RTL design) special care must be taken to ensure

that only a single branch is accessing RAMs.

Handel-C debugging mode allows one to examine the number of cycles required by

each statement during simulation. This is a good metric, when coupled with the critical

path delay for the design, for gaining an overall sense of thetiming. Both the critical

path delay and the cycle count also serve as metrics for improvement when it comes to

optimization in any Handel-C design.
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5.5.3 Handel-C: Optimization

Optimization in Handel-C is quite different from an ASIP-based approach. The tech-

nique of extracting hardware from blocks of code serves no purpose for the designer

since Handel-C implementations produce RTL code (VHDL). Instead, the key method

of optimization is to exploit the following properties froma software design: a single

statement requires one clock cycle; the most complicated statement dictates the criti-

cal path delay and therefore the clock frequency; the statements can be executed either

sequentially or in parallel branches; one can thread an algorithm in a manner that no gen-

eral processor system can; and special memory structures can be used for fast memory

access.

We implemented the following optimization phases in order to map the GBSA to

hardware:

1. Baseline Design (Original): The GBSA original code was imported to the Handel-

C development environment, and the code was adapted for RTL design. Memories

were defined instead of arrays, a general clock was declared for the entire system,

all dynamic variables were replaced by a static declaration, and channels were in-

troduced for external data exchange. The remaining C-code was given only minor

modifications. This baseline design can be used as a reference model that can be

compared to optimized versions of the algorithms.

2. Fine Grain Optimization (FGO): The first step taken to improve the original Handel-

C implementation of the GBSA was to replace all “For” loops within the design to

“Do while” loops. “For” loops take a single cycle to initialize the counter variable,

a cycle for each sequential statement within the loop body, and a cycle to incre-
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ment the counter variable. “Do while loops” are much more efficient in terms of

cycles consumed since one can place the counter increment within the loop body

and run it concurrently with the other statements. Figure 5.20 illustrates the code

conversion of the “For” to the “Do While” loops using the Handel-C par statement.

The “For” loop, in the code example of Figure 5.20, consumes 21 clock cycles, yet

the same code, when implemented in “Do While” loops, consumes 11 clock cy-

cles. The second important FGO step is to combine several lines of code together

and parallelize them. Figure 5.21 shows the code conversionfrom sequential to

parallel statements. The original sequential code requires five clock cycles, yet the

parallel code needs only a single clock cycle.

/* Do While Code*/
/* For Code*/ i=0;

for(i=0;i < 10;i++) do{
{ par{
MyRam[i]=i; MyRam[i]=i;
} i++; }

} while(i < 10);

Figure 5.20: A “FOR” to “Do-While” Conversion Code

/* Ungroup Code*/ /* Group Par Code*/
par{

TraceIPs = packet\\ 72; TraceIPs = packet\\ 72;
TraceIPd = (packet\\40)< −32; TraceIPd = (packet\\40)< −32;
Port Src = (packet\\24)< −16; Port Src = (packet\\24)< −16;
Port Des =(packet\\8) < −16; Port Des =(packet\\8) < −16;
Protocol = packet< −8 Protocol = packet< −8

}

Figure 5.21: A Group Code Parallelism

3. Coarse Grain Optimization (CGO): One of the key methods ofimproving the per-
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formance of the GBSA was to divide the classification phase into several stages

and pipeline the trace packets through them. This is a rathersimple task, as long

as the required sequential blocks, such as “For” loops, are kept intact. The key

construct required to build an efficient, effective pipeline scheme is the channel. In

Handel-C, channels are utilized to transfer data between parallel branches, which

is required to ensure that data processed in one stage of a pipeline is ready for use

in the next stage. Channels also provide a unique type of synchronization: if a

stage in the GBSA is waiting to read a value from the end of a channel, then it

will block its execution until the data is received. This notonly makes the pipeline

well synchronized, but it also improves efficiency in terms of the number of cycles

used to complete classification. Figure 5.22 illustrates a timing diagram for the

pipelined implementation of the GBSA. Along the Y-axis there exists a pipeline

stage. Stage 3 in particular is divided into three sub-stages due to the following

reasons:

• The GBSA searches three different tables, namelyLookupIPGen, LookupIPDest,

andLookupIPSrc, sequentially.

• The complexity of the internals merits the division of the system. The sub-

stages need to be executed sequentially to produce accurateresults.

The “Coarse Grain Optimization” stage is a combination of the“Fine Grain” and

“Pipelining” techniques described above.

4. Parallel Coarse Grain Optimization (PCGO): The final strategy employed to im-

prove the GBSA was to divide the memory space of theLookupIPGen into odd

and even banks and then split the algorithm itself into a fourparallel-pipelined
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searching engine, as illustrated in Figure 5.23. Accordingly, the GBSA’s prepro-

cessing stage was altered to generate four input rule files, and the RAM was also

partitioned into four segments. While one would expect the GBSA to maintain the

same memory size as the normal pipelined model, additional resources had to be

used in order to account for additional channels, counter variables, internal vari-

ables for each pipeline, and interconnecting signals for each pipeline. The design

diverges into four pipelines once a trace packet has been read in. Each pipeline

runs the packet through and attempts to classify it. The pipelines meet at a com-

mon stage, and, at each cycle, the algorithm checks if a matchhas been found in

any of the four memory spaces. A priority scheme allows only asingle pipeline to

write a result at any given time. The IP source/IP destination odd search engine has

the highest priority to terminate the search and declare a match found; on the other

hand, the IP destination search engine has the lowest priority and cannot terminate

the search until all other search engines complete their task. As memory is further

divided, the total amount of resources must be increased foraccuracy, but the gains

in terms of speed far outweigh the additional resources used.

In the next subsection, a more detailed explanation of the specific trade-offs and

trends is presented.

5.5.4 Handel-C: Results

Figures 5.22 and 5.23 illustrate the execution models for both the basic pipelined im-

plementation (“Coarse Grain Optimization (CGO)” of the GBSA) and the pipelined im-

plementation with a divided memory space (the “Paralleled Coarse Grain Optimization
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(PCGO)”). It is clear from the architectures that both models have a best-case time of 1

cycle per packet (which is constant). The “Coarse Grain” pipelined version has a worst-

case time equalling that of the sum of the maximum group size that exists in the table’s

three cycles. “Paralleled Coarse Grain” has a worst-case time equalling that of the sum

of the maximum group size that exists in just one of the table’s three cycles. Both de-

signs are incapable of processing one packet per cycle with large rule sets, but continued

memory division should lower their worst-case times in future endeavours.

Figure 5.24 shows the results of all four implementations ofthe GBSA. Since the

pipeline itself has unbalanced stages, pipelining alone did not generate a substantial boost

in speed. The largest contributors to speed-ups were the “Fine Grain” and the “Parallel

Coarse Grain” approachs. Converting all “For” loops into “While” loops and grouping

all the independent steps to one group, “Fine Grain” resulted in an average acceleration

of 1.52x for the 10K rule-set size. The “Coarse Grain,” on theother hand, contributed

only an additional 1.05x speed up over the Fine Grain versionand, overall, a 1.6x speed-

up from the baseline Handel-C implementation. On the other hand, the “Parallel Coarse

Grain” approach achieved a 1.67x acceleration over the “Coarse Grain” revision and,

overall, a 2.6x Speed-up over the baseline Handel-C implementation.

Resource usage in term of equivalent NAND gates, Flip-Flops, and memory are pre-

sented in Figure 5.25.

It is clear from Figure 5.25 that the “Paralleled Coarse Grain” implementation with four

classifiers consumes almost 1.03 times more NAND gates than the “Coarse Grain” archi-

tecture. The same number of memory bits is used by the two designs, and an additional

1.11 times more flip-flops were required for the “Parallel Coarse Grain” approach.
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Figure 5.22: Coarse Grain Optimization of the Handel-C (Pipelining)

Classification Time (ms) Speedup(x)
ACL FW IPC

Size GPP Handel-C GPP Handel-C GPP Handel-C GPP/Handel-C
0.1K 1 0.087 3.1 0.285 1 0.042 15.41
1K 18.6 2.154 17.2 5.086 18.8 0.941 10.66
5K 107.7 26.705 82.9 5.592 95 12.504 8.82
10K 192.1 21.24 163.9 16.876 190.6 22.456 9.08

Table 5.4: The GBSA Handel-C: Results
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Figure 5.23: Parallel Coarse Grain Optimization of the Handel-C Implementation
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Figure 5.24: GBSA Handel-C Classification: Timing Results
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5.6 GBSA: A Hardware Accelerator Using Impulse-C

Impulse-C is yet another ESL flow that supports the development of highly parallel,

mixed hardware/software algorithms and applications. It extends ANSI C using C-

compatible predefined library functions with support for communicating parallel pro-

gramming models. These extensions of the C language are minimal with respect to new

data types and predefined function calls. This allows multiple parallel program segments

to be described, interconnected, and synchronized [55].

5.6.1 Impulse-C: Tools and Equipment

The Impulse CoDeveloper Application Manager Xilinx Edition Version 3.70.a.10 was

used to implement the GBSA co-processor architecture. The Impulse CoDeveloper is an

advanced software tool that enables high-performance applications on FPGA-based pro-

grammable platforms. In addition to its ability to convert aC-coded algorithm to HDL,

CoDeveloper Application Manager also provides the CoValidator tools for generating

all necessary test bench files. These testing files can be run directly under the Model-

Sim hardware simulation environment. The CoValidator provides simulation and HDL

generation for design test and verification.

5.6.2 Impulse-C: Techniques and Strategies

All test benchmark files were preprocessed on a regular PC in advance using a preproces-

sor application written in C. Only the classification part ofthe GBSA was consider and

mapped to the FPGA, due to it’s high importance and frequencyof use. Mapping pre-
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Figure 5.26: An Overview of Impulse-C System (Preprocessing and Classification)

processing process as a hardware accelerator on-chip wouldwaste resources, since it is a

one time task. Figure 5.26 depicts the overall GBSA Impulse-C system of organization.

The CoDeveloper tool feeds the system with the pre-processed rule set and test pack-

ets. The Impulse-C development tools generate all necessary files to synthesize and

simulate the project, using ModelSim. ModelSim allows one to examine the required

number of clock cycles in order to classify the test packets during simulation.

A quick method for examining design performance is to employthe Stage Master

Explorer tool, a graphical tool used to analyze the GBSA Impulse-C implementation. It

determines, on a process-by-process basis, how effectively the compiler parallelized the

C language statements. An estimation of the critical path delay for the design associated

with C code and the number of clock cycles provides an overalljudgement of the system

timing and performance during the implementation phase. Both the critical path delay

and the cycle count play a critical role in optimizing the Impulse-C design.

In our experiments, Xilinx ISE v12 was used to map the generated HDL files to

the Virtex-6 (xc6vlx760) FPGA chip. The synthesis and placeand route reports were

both utilized to identify the critical path delay. ModelSimSE 6.6 was also employed to
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simulate and accurately count the number of clock cycles needed for each benchmark.

Figure 5.27 illustrates the main blocks of the GBSA impulse-C implementation,

which include IndexGen, Search&Match, and WinGen.

Figure 5.27: The GBSA Impulse-C: Classification Stages
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5.6.3 Impulse-C: Optimization

Although both Impulse-C and Handel-C are electronic systemlevel design-based lan-

guages, their implementation, optimization, and objectives are quite different. Handel-C

is more of a statement level optimization oriented language, while Impulse-C is more of

a system and streaming level optimization oriented language. Moreover, Impulse-C is

not built on the assumption of a single clock per statement language, as is the case with

Handel-C, yet it deals with more block base optimizations.

Impulse-C provides three main pragma(s) (PIPELINE, UNROLLand FLATTEN) to

improve the performance of the block of code and loops. Usingthe Stage Master tool in

addition to the optimization pragrams provides an efficientmethod to improve the target

design. Also, the Impulse-C design takes advantage of dual port RAM optimization,

which enables the design to simultaneously access multiplelocations, thus reducing the

total number of clock cycles.

In general, the applied optimizations can be classified into(a) “Fine Grain” and (b)

“Coarse Grain” as described next.

1. Baseline Implementation (Original): The original GBSA C-code was mapped to

the CoDeveloper with the following minor modifications:

(a) Adding the stream reading/writing from/to the buses.

(b) Changing the variables to fixed sizes.

(c) Collapsing all functions to one main function.

(d) Converting all dynamic arrays to local static arrays.

The baseline implementation is used as a reference model forthe sake of compar-
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ison with optimized implementations.

2. Fine Grain Optimization (FGO): The initial step to improve the original Impulse-C

implementation of the GBSA was based on applying aPIPELINE, FLATTEN

pragma, individually, to all the inner loops of the baselineimplementation. This ap-

proach tends to convert the generated HDL block from sequential to either pipelined

or parallel blocks. The selection betweenPIPELINE andFLATTEN pragma

can be performed via the Stage Master exploration tool. The main optimization

techniques applied in FGO are:

• FGO-A: The first optimization step involves converting the “For” loops to

“Do while” loops, similar to Handel-C, with the exception ofreplacing the

par statement withFLATTEN as depicted in Figure 5.28. Although the

Impulse-C compiler converts different types of loops to “Dowhile” loops

when it generates the HDL file code, the addition of theFLATTEN pragma

tends to improve the loop execution time.

/* Do While Code*/
/* For Code*/ i=0;

for(i=0;i < 10;i++) do{
{ ♯ pragma CO FLATTEN

MyRam[i]=i; MyRam[i]=i;
} i++;

} while(i < 10);

Figure 5.28: FGO-B: Loop Optimization (FLATTEN Pragma)

• FGO-B: The second optimization step takes advantage of the distributed dual

port RAM so that multiple locations can be accessed simultaneously. Figure

5.29 illustrates the usage of the dual port RAM in the code. Applying the dual
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i = 0; i = 0;
Sum = 0; Sum = 0;
while(i<=10) while(i<=10)
{ {

♯ pragma CO FLATTEN ♯ pragma CO FLATTEN
/* Adding one location from memory */ /* Adding two locations from memory */
Sum = Sum + MyRam[i]; Sum = Sum + MyRam[i]+ MyRam[i| 1];
i = i + 1; i = i + 2;

} }

Figure 5.29: FGO-D: Dual Port RAM Code Optimization

port RAM optimization technique tends to reduce the needed clock cycles

sharply, however, it tends to increase the critical path.

• FGO-C: A group of instructions that run sequentially can be aggregated to-

gether where no dependency or partial results are required.Adding curly

brackets can combine a set of instructions. Also, aFLATTEN pragma can

make the system generate hardware that runs in parallel.

• FGO-D: The final optimization step performed via FGO is the adaptation of

the stream’s width and depth. Stream width and depth have a huge influence

on system performance. This effect is prominent when the stream is reading

or writing inside the pipeline loops. In this case, the depthof the stream has

to be at least one more than the pipeline stages number, otherwise the stream

will become a system bottleneck. The stream width affects the reading of the

date size per cycle, which subsequently affects the total number of clocks that

are needed.

3. Coarse Grain Optimization (CGO): The purpose of CGO is to divide the entire

architecture into several modules that should operate simultaneously as seen in

Figure 5.30. The system is divided into five independent blocks (processes), which
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Figure 5.30: The GBSA Impulse-C: CGO Based Implementation

operate in parallel and communicate through streams. The five sub-modules as

seen in Figure 5.30 are IndexGen, SrcDest Search&Match, Source Search&Match,

Destination Search&Match, and WinGen.

• The IndexGen sub-system generates the address of the three memories (as

shown previously in Figure 5.6). The three addresses combine into a stream

(ADR1) of width 48-bit. Also the three sizes of the groups combine together

into a second stream (Size1) of width 48-bits.

• The SrcDest Search&Matchreads the two generated streams (ADR1, Size1)

and writes the remaining addresses and sizes into another two streams namely

(ADR2, Size2) of width 32 bits.
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• The Source Search&Matchreads the streams (ADR2, Size2) and writes the

remaining addresses and sizes to yet another two streams (ADR3 and Size3)

of width 16 bits.

• The Destination Search&Matchreads streams (ADR3, Size3).

The designed Search&Match modules will operate simultaneously to generate the

nominee winning rule number (if a match exists) via three streams (output1, out-

put2, and output3). The WinGen module will decide upon whichrule will be the

best match for the incoming packet.

In our study, the high number of steams used in the CGO system caused extra

delays to the entire system. The deficiency of the proposed CGO architecture can

be attributed to the following reasons:

• The system cannot be partitioned into equally sized parts (unbalanced pipeline).

• The overhead delay of writing/reading to/from streams.

• The search is performed within three separate tables sequentially.

The main difference between the Handel-C channels and the Impulse-C stream

is that the Handel-C can read/write to the channel without adding an extra clock

cycle, yet Impulse-C needs a clock to write to the stream and another clock to

read from it. Therefore, CGO is appropriate for Handel-C andinappropriate for

Impulse-C.
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5.6.4 Impulse-C: Results

Figure 5.31 illustrates the total timing results for both the baseline and FGO implemen-

tations of the GBSA. The FGO achieved an average acceleration of 6x over the baseline

implementation, although the latter was almost 7x higher than the FGO in terms of clock

cycles. Yet the increase in its critical path delay was less than 1.15x. Table 5.5 lists the

resource utilization of the baseline and FGO implementations. It is clear that the FGO

consumes almost twice as many resources as compared to the baseline. The sharp in-

crease in resource consumption is attributed to the loop pipeline, the flattened group of

instructions, the increase in bus size, and the usage of dualport memory.
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Figure 5.31: The GBSA Impulse-C Classification: Timing Results
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Specification Slice Reg Slice LUTs LUTs(Logic) LUTs(Memory)
Baseline 1176 1644 1598 46

Fine-Grained 3383 2878 2878 0

Specification LUT-FF-Pairs Unique-Control-Sets Number-of-IOs Clock-Period(ns)
Baseline 2233 30 73 4.587

Fine-Grained 5316 65 169 5.282

Table 5.5: The GBSA Impulse-C: Design Specification

Classification Time (ms) Speedup(x)
ACL FW IPC

Size GPP Impulse-C GPP Impulse-C GPP Impulse-C GPP/Impulse-C
0.1K 1 0.118 3.1 0.218 1 0.07 12.32
1K 18.6 2.183 17.2 3.684 18.8 1.27 8.69
5K 107.7 34.145 82.9 7.569 95 15.66 6.72
10K 192.1 27.804 163.9 19.471 190.6 27.15 7.45

Table 5.6: The GBSA Impulse-C: Timing Results

5.7 Discussion and Analysis of Results of GBSA

The most interesting parameters to consider when examiningthe effectiveness of any im-

plementation of a packet classification algorithm are classification time, pre-processing

time, and memory usage. Among the three, the one of least concern is pre-processing

time since it is performed once within a larger continuous process. A shorter pre-

processing time implies a shorter downtime for the system and, overall, a more versatile,

resilient, and effective classification procedure.

5.7.1 GBSA: Hardware Implementations

The pure software implementation on a desktop demonstratedexcellent performance re-

sults but at the expense of an expensive general-purpose processor with several dedicated

ALUs, and enormous memory resources. A general purpose processor is generally not
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practical for anything but a server implementation and, in that respect, is not directly

comparable to the embedded alternatives. However, the puresoftware implementation is

perhaps the most flexible in terms of debugging and modification.

The alternative embedded implementations each have their own specific advantages.

The ASIP implementation with a modified data path and instruction set utilizes an appli-

cation specific processor known as the ConnXD2 Reference Core, which allows such a

design to have some degree of flexibility. Several applications, if a design is ambitious

enough, could work in tandem in this structure using run-time configuration. This im-

plementation can be easily mapped to ASIC to achieve a fasterspeed than the pure RTL

version written in Handel-C and Impulse-C, which are usually mapped to FPGAs.

Both RTL implementations can be mapped onto FPGAs, but the implementations

would be the most cost-effective for translation into ASIC,especially considering that it

is a single module. In addition, the RTL implementation is much more simple to pipeline

due to its lack of interaction with software components.

The key difference in design philosophy here is that optimizations in Handel-C occur

as the result of changing the way in which one writes code. This is different than the

ASIP approach where the designer finds hot spots in the form ofbottlenecks. Both are

forms of hardware/software co-design in general, but they each ultimately take different

paths and have different advantages.

5.7.2 GBSA: Overall Comparison

Tables 5.7 and 5.8 summarize the performance obtained via different implementations

for pre-processing (in terms of rule/sec) and classification (in terms of packets/sec).

Table 5.9 along with Figure 5.32, present a comparison of theGBSA running on
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Preprocessing (Rule/sec)
Benchmark Desktop ASIP Speed up(x)
ACL(10K) 6,001,875.00 7,946,153.76 1.32
FW (10K) 6,001,875.00 8,234,708.98 1.37
IPC (10K) 3,201,000.00 8,694,129.12 2.72
Average 5,068,250.00 8,291,663.95 1.64

Table 5.7: The GBSA Preprocessing of Different Implementations (Rules/Sec)

Classification (Packet/sec)
Benchmark Desktop Impulse-C Handel-C ASIP
ACL(10K) 504,945 4,017,014 4,566,753 8,616,898
FW (10K) 568,944 5,514,377 5,525,460 11,162,983
IPC(10K) 475,550 3,843,463 4,036,393 8,023,022
Average 516,480 4,458,284 4,709,536 9,267,634

Table 5.8: The GBSA Classification of Different Implementations (Packets/sec)

different platforms. Based on the results we can conclude the following:

1. A desktop (32-bit WinXP running on Xeon 3.4GHz with 2G RAM)with its vast

resources and power produces the slowest classification time.

2. The ASIP system (894 -923 Mhz with 4 MB DRR) has a substantial classification

speed-up as compared to all the other designs.

3. Pure RTL using ESL:

• Handel-C - The pure RTL nature of this design makes it the second fastest in

Desktop Impulse-C Handel-C ASIP
Benchmark Time(ms) Time(ms) Speed up(x) Time(ms) Speed up(x) Time(ms) Speed up(x)
ACL(10K) 192.1 24.15 7.96 21.24 9.04 11.26 17.07
FW (10K) 163.9 16.91 8.08 16.88 8.49 8.35 16.87
IPC (10K) 190.6 23.58 9.69 22.45 9.71 11.26 19.62
Average 182.2 21.55 8.58 20.19 9.08 10.3 17.85

Table 5.9: The PCIU Classification: Time and Speed-up Achieved
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terms of classification time. In addition, it also has more room for optimiza-

tion, which has been thoroughly shown through its various revisions. The

pure RTL in terms of “Parallel Coarse Grain” implementationachieved, on

average, a 9.08x speed-up over the desktop approach.

• Impulse-C - The means by which Impulse-C translates the C-code to HDL

makes it a suitable language for the GBSA. The Impulse-C FGO based im-

plementation achieves a similar speed to that achieved by the PCGO using

Handel-C. However, the nature of the sequential search of the GBSA has a

negative effect on the “Coarse-Grain” implementation.
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Figure 5.32: The GBSA: Overall Comparison of the Classification Time
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5.8 Summary

In this chapter, a Group Base Search Algorithm (GBSA) was proposed and implemented.

Results indicate that the GBSA achieves better results thanthe PCIU introduced in Chap-

ter 4 and other state-of-the-art algorithms. Furthermore,three hardware accelerators were

presented in this chapter, along with results analysis. Results indicate that ESL-based ap-

proaches using Handel-C and Impulse-C achieved, on average, a 9x speed-up over a pure

software implementation running on a Xeon processor. An ASIP-based implementation,

on the other hand, outperformed the RTL hardware accelerators and achieved a speed-

up of almost 18x. A complete comparison among all implementations of the PCIU and

GBSA will be described and analysed in Chapter 6.



Chapter 6

Discussion and Comparison of Results

In this chapter, we present a discussion of the overall results from both the PCIU and

GBSA algorithms. Furthermore, a comparison between the proposed packet classifica-

tion algorithms running on general purpose processors and hardware accelerators will be

presented.

6.1 Pure Software Implementation

Figure 6.1 shows a comparison between the PCIU and GBSA basedon three benchmarks

with different sizes. It is clear that the GBSA algorithm outperforms the PCIU on all

benchmarks.

Table 6.1 shows that the GBSA algorithm performs better thanthe PCIU algorithm

in term of preprocessing time, classification time and memory. Results obtained indicate

that the GBSA algorithm is more suitable for a large rule set as its performance is supe-

rior to that of the PCIU based on the 10k rule set. On average, the GBSA algorithm is

177
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Figure 6.1: A Comparison Between PCIU and GBSA Based on ThreeBenchmarks

faster by 2.5x in terms of classification and almost 160x in terms of preprocessing, while

consuming around 5.2x less memory for the 10k rule set. The main advantage of the

PCIU lies in the incremental update capability, guaranteeing less down time. The PCIU

algorithm is less memory dependant, which makes it more appropriate for hardware im-

plementations.

6.2 ASIP Implementation

ASIP is considered to be a general purpose processor with a modified data path that is tai-

lored for a specific application. We assumed that the GBSA performance would exceed
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Preprocessing Time (ms) Speed-Up
ACL FW IPC PCIU/GBSA

Size PCIU GBSA PCIU GBSA PCIU GBSA (x)
0.1K 1 3.1 1 1 0 1 0.77
1K 16 1 15 1 16 1 15.67
5K 93 1 110 1 110 1 104.33
10K 250 1 235 1.6 250 3 160.01

Average of speed-up achieved by GBSA 70.21

Classification Time (ms) Speed-Up
ACL FW IPC PCIU/GBSA

Size PCIU GBSA PCIU GBSA PCIU GBSA (x)
0.1K 1 1 1 3.1 1 1 0.74
1K 31 18.6 16 17.2 31 18.8 1.415
5K 172 107.7 203 82.9 172 95 1.952
10K 484 192.1 468 163.9 453 190.6 2.584

Average of speed-up achieved by GBSA 1.68

Memory Used (MB) Speed-Up
ACL FW IPC PCIU/GBSA

Size PCIU GBSA PCIU GBSA PCIU GBSA (x)
0.1K 0.007 0.129 0.005 0.131 0.007 0.129 0.046
1K 0.084 0.154 0.060 0.165 0.099 0.155 0.515
5K 0.697 0.262 1.264 0.291 0.639 0.264 3.143
10K 1.974 0.400 2.535 0.427 1.843 0.396 5.174

Average of memory reduction achieved by GBSA 2.22

Table 6.1: The PCIU/GBSA Pure Software Implementation: A Comparison

that achieved by the PCIU. However, our results indicated that, for small benchmarks

(1k or smaller), the speed-up achieved by the PCIU is 2x more than that achieved by the

GBSA based implementation. As the benchmark sizes increase(5k - 10k), the perfor-

mance of the GBSA implementation improves and exceeds that of the PCIU as shown

Table 6.2.
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Preprocessing Time (ms) Speed-Up
ACL FW IPC PCIU/GBSA

Size PCIU GBSA PCIU GBSA PCIU GBSA (x)
0.1K 0.820 0.065 0.548 0.065 0.674 0.065 10.446
1K 7.508 0.163 4.671 0.147 6.400 0.163 39.036
5K 36.104 0.578 27.163 0.608 30.960 0.572 53.729
10K 78.252 1.209 54.628 1.166 62.855 1.105 56.167

Average of speed-up achieved by GBSA 39.845
Classification Time (ms) Speed-Up

ACL FW IPC PCIU/GBSA
Size PCIU GBSA PCIU GBSA PCIU GBSA (x)
0.1K 0.025 0.057 0.022 0.097 0.025 0.039 0.431
1K 0.403 1.134 0.326 1.766 0.409 0.583 0.414
5K 5.594 12.860 6.057 3.156 5.577 6.377 1.076
10K 23.612 11.257 22.096 8.354 20.838 11.297 2.196

Average of speed-up achieved by GBSA 1.029

Table 6.2: The PCIU/GBSA ASIP Implementation: A Comparison

6.3 Handel-C Implementation

As shown in Chapter 4 (Table 4.9), the results of the PCIU algorithm using Handel C

indicate that the hardware based implementation achieves,on average, 55x over a GPP

for 10k rule set. On the other hand, the GBSA, using the same implementation, achieves,

on average, a 8x speedup over a GPP. Table 6.3 summarizes the results obtained for

both algorithms when using a Handel-C based implementation, and the PCIU results are

consistent with those presented earlier. These results obtained indicate that the PCIU

Handel-C implementation achieves, on average, 2.36x speed-up over the GBSA Handel-

C using 10k rule set. The poor GBSA algorithm performance canbe attributed to lack of

parallelism that can be exploited as well as its memory dependency.
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Classification Time (ms) Speed-Up
ACL FW IPC PCIU/GBSA

Size PCIU GBSA PCIU GBSA PCIU GBSA (x)
0.1K 0.023 0.087 0.020 0.285 0.023 0.042 0.294
1K 0.317 2.154 0.250 5.086 0.318 0.941 0.178
5K 2.545 26.705 2.684 5.592 2.511 12.504 0.259
10K 9.648 21.240 8.061 16.876 7.653 22.456 0.424

Average of speed-up achieved by GBSA 0.289

Table 6.3: The PCIU/GBSA Handel-C Implementation: Comparison

6.4 Impulse-C Implementation

Based on results in Chapter 4 (Table 4.16), the PCIU algorithm, with an Impulse-C im-

plementation, achieves, on average, a 26x speed-up over a GPP for the 10k rule set. On

the other hand, the GBSA achieved, on average, a speed-up of 7x over a GPP. Table

6.4 summarizes the results of both algorithms using the Impulse-C flow. These results

obtained indicate that the PCIU Impulse-C implementation achieves, on average, 1.4x

speed-up over the GBSA Impulse-C using 10k rule set.

Classification Time (ms) Speed-Up
ACL FW IPC PCIU/GBSA

Size PCIU GBSA PCIU GBSA PCIU GBSA (x)
0.1K 0.157 0.118 0.144 0.218 0.152 0.070 1.387
1K 1.564 2.813 1.340 3.684 1.489 1.269 0.698
5K 7.642 34.145 7.827 7.569 7.658 15.666 0.582
10K 18.059 27.804 17.153 19.471 17.227 27.154 0.722

Average of speed-up achieved by GBSA 0.847

Table 6.4: The PCIU/GBSA Impulse-C Implementation: A Comparison
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6.4.1 Comparison with State-of-the-Art Hardware Accelerators

As mentioned in Chapter 2, several hardware accelerators have been developed in the

past few years. It is important to understand that our proposed hardware accelerators are

difficult to compare to those published in the literature forthe following reasons:

1. Most previous approaches tend to utilize Hardware Description Languages in the

form of VHDL, which lead to an inequivalent comparison with ESL-based ap-

proaches, such as HandelC and ImpulseC.

2. In the literature, hardware accelerators for packet classification are based on al-

gorithms that aredifferent than the PCIU and GBSA algorithms. For example

CAM-based approaches can only accommodate up-to 1K rules whereas the GBSA

can accommodate any size from 0.1k upto 10k.

3. Results in published work are based on benchmarks that aredifferent than the

benchmarks used in this thesis. Unlike some packet classification algorithms, our

algorithms can be used for all types of benchmarks (ACL, FW, IPC), even those

that have high overlapping regions.

For the sake of completeness, we included a table that compares the previous work to

our current approach. Table 6.5 shows a comparison between the PCIU and GBSA

hardware implementations (ASIP, Handle-C, Impulse-C) andsome hardware accelera-

tors published in literature. This table indicates that theTCAM-base [29] based imple-

mentation achieves the highest throughput. However, TCAM-based approaches suffer

from a very high power dissipation and can support only a fewer number of rules. A

fair comparison can be made between the GBSA ASIP implementation and the Xtensa
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implementation [57] since both are implemented using the same platform. The GBSA

implementations based on Handel-C and Impulse-C are comparable to 2sBFCE [41],

even though the latter was written in VHDL.

Implementation Language Throughput Platform
Xtensa[57] TIE 2.1 Gbsp ASIP

2sBFCE[41] VHDL 1.87 Gbps FPGA
DCFL[29] VHDL 16 Gbps TCAM

PCIU Xtensa TIE 1.4 Gbps ASIP
PCIU ESL I Handel-C 3.6 Gbps FPGA
PCIU ESL II Impulse-C 1.7 Gbps FPGA
GBSA Xtensa TIE 3 Gbps ASIP
GBSA ESL I Handel-C 1.5 Gbps FPGA
GBSA ESL II Impulse-C 1.4 Gbps FPGA
HyperCuts[47] VHDL 3.41 Gbps FPGA

Table 6.5: Comparison with Hardware Based Packet Classification Accelerators

6.5 Summary

In this chapter a comparison between the PCIU and GBSA algorithms was carried out,

indicating that each algorithm has its strength and weaknesses. It is clear that memory

dependency plays a crucial role in the performance of the algorithm. The less memory

dependent the algorithm is, the higher the performance it will achieve when translated

into hardware. A comparison of the hardware-based packet classification accelerators

published in literature to the PCIU and GBSA indicate that both algorithms compete

with existing architectures.



Chapter 7

Conclusions and Future Work

Packet classification is crucial to a number of network services, including, but not limited

to, policy-based routing, traffic billing, and unauthorized access preventing using fire-

walls. Moreover, packet classification algorithms that scale to large, multi-field databases

are becoming essential for a variety of applications, including load balancers, network

security appliances, and quality-of-service filtering. Inthis thesis, two novel packet clas-

sification algorithms were introduced. The PCIU is a novel packet classification algo-

rithm with a unique incremental update capability. It has demonstrated powerful results

and shown to be scalable for many different tasks and clients. On the other hand, an effi-

cient classification-based algorithm (GBSA) outperforms previous algorithms proposed

in the literature. The GBSA has excellent classification time, preprocessing time, and

moderate memory needs. The classification speed of GBSA is not affected by increasing

the rule set or the number of wild card rules in the classifier.

184
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7.1 Conclusions

The PCIU is a novel packet classification algorithm (with a unique incremental update

capability) that has demonstrated powerful results. Its incremental update capability al-

lows it to change rule sets with minimal down time. This allows PCIU implementations

to continue performing classification at a steady rate whileremaining very adaptive and

versatile. As we demonstrated in this thesis, the PCIU greatly benefits from hardware

acceleration and RTL translation, while achieving greaterperformance boosts than com-

peting algorithms. Most of the PCIU performance shortcomings, when compared to

other algorithms, are nullified by the incorporation of dedicated hardware. An extensive

experimental analysis was performed in which all possible combinations of optimizations

were considered. A design exploration for Fine-Grain-Optimization of Impulse-C was

performed that could easily be extended to similar applications that utilize ESL-based

approaches. The pure RTL implementations using Impulse-C achieved, on average, a

speed-up of 27x over a pure software implementation runningon a powerful, general

purpose processor using 10k rule set.

The GBSA algorithm was evaluated and compared to state of theart techniques, such

as RFC, HiCut, Tuple, and PCIU using several benchmarks. Results indicated that GBSA

outperforms these algorithms in terms of speed, memory usage and preprocessing time.

Furthermore, three different hardware accelerators were presented in this thesis, along

with result analyses. Results obtained indicate that ESL-based approaches using Handel-

C and Impulse-C achieved on average 9x speed-up over a pure software implementation

running on a state-of-the-art Xeon processor for 10k rule set. An ASIP-based implemen-

tation, on the other hand, outperformed the RTL hardware accelerators and achieved a
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speed-up of almost 18x.

7.2 Future Work

7.2.1 IP Version 6

Internet Protocol version 6 (IPv6) is the latest revision ofthe Internet Protocol (IP); the

communications protocol that provides an identification and location system for comput-

ers on networks and routes traffic across the Internet. Adopting both the PCIU and GBSA

algorithms to operate under IPv6 is yet another goal that canbe a achieved in our future

work. We also plan to extend the benchmarks that were used in this work (ClassBench

which is IPv4) to generate the IPv6 rule set and testing packets.

7.2.2 VHDL/Verilog

One of our future works will target implementing a pure RTL design which is based on

VHDL/Verilog, against which we can compare our current results in terms of area, power

consumption, and maximum clock frequency. By implementingthese architectures or

co-processors in a Hardware descriptive language, such as VHDL, we should be able to

compare these hardware accelerators with others publishedin the literature.

7.2.3 Dynamic Run Time Reconfiguration

One potential future work should attempt to utilize dynamicrun time reconfiguration to

create a packet classification engine. Dynamic Run Time Reconfiguration (RTR) [58]

can play an important role in minimizing power consumption and the area needed, thus
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optimizing the packet classification algorithm. Another interesting application of the

RTR is to use multiple classification engines that are controlled by a centralized manger.

The type of classification engine changes as the network loadvaries in type and quantity.

7.2.4 Design Space Exploration

As the complexity of classifiers increase, traditional design methodologies will not be

appropriate for future designs. There are many variables and constraints in designing

a pure software, hardware or hybrid solution. Moreover, thedesign space that needs

to be explored is too large to handle by designers. Accordingly, an automatic design

exploration tool should help designers solve this problem.In our future work, we will

attempt to design an exploration tool that, given a certain rule set and benchmark, can

produce an efficient architecture that is suitable for such an application. This can be

achieved by enhancing performance while minimizing power consumption.
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Appendix A

Recursive Flow Classification‘RFC’

The RFC [3] algorithm has P phases, each phase consisting of aset of parallel memory

lookups. Each lookup is a reduction in the sense that the value returned by the memory

lookup is shorter than the index of the memory access. FigureA.1 shows the complete

Rule# Chunk#0 Chunk#1 Chunk#2 Chunk#3 Chunk#4 Chunk#5 Action
Source Layer 3 Destination Layer 3 Protocol Dstn Layer 4

Bits(31-16) Bits(15-0) Bits(31-16) Bits(15-0) [8 bits] [16 bits]

(0) 0.83/0.0 0.77/0.0 0.0/0.0 4.6/0.0 udp(17) * permit
(1) 0.83/0.0 1.0/0.255 0.0/0.0 4.6/0.0 udp range(20-30) permit
(2) 0.83/0.0 0.77/0.0 0.0/255.255 0.0/255.255 * 21 permit
(3) 0.0/255.255 0.0/255.255 0.0/255.255 0.0/255.255 * 21 deny
(4) 0.0/255.255 0.0/255.255 0.0/255.255 0.0/255.255 * * permit

Table A.1: The Rule set of the RFC example

memory lookup tables of the rule set in Table A.1. The construction of these memories

are done as following:

1. In the first phase, the fourth fields of the packet header aresplit up into multiple

chunks (0 to 5) that are used to index into six memories in parallel. Each of the

parallel lookups yields an output value called eqID. The contents of each memory
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are chosen so that the result of the lookup is narrower than the index i.e. requires

fewer bits.

2. In subsequent phases, the index into each memory is formedby combining the re-

sults of the lookups from earlier phases. For example, the results from the lookups

may be concatenated; In our example we used simple arithmetic equation.

3. In the final phase, we are left with one result from the lookup. Because of the

way the memory contents have been pre-computed, this value corresponds to the

classID of the packet.

To illustrate the memory construction in Figure A.1, we willuse the rule set in Table

A.1.

• In Phase #0, the chunk#0 (the high word of source IP) is reduced from 16 bits to 1

bit, where there are just two groups in this chunk. Meanwhile, chunk #1 (the low

word of source IP) is reduced from 16 bits to 2 bits, where there are three groups.

The rest of the chunks are treated in the same way to reduce thelookup tables in

phase #0.

• In Phase #1, the groups of the previous phase are combined to generate a new

group. For example, lookup table #0(of size 2), lookup table#1(of size 3), and

lookup table #4 (of size 3) are combined together in one tableof size 12.

A new group eqID generate from this table, which are going to be used in the next phase.

The content of the complete lookup tables are shown in FigureA.1.

After the construction of the memories, the algorithm is ready for classification. The

income packet fields are chopped to chunks. Each chunk is pointed to a lookup table.
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the output of these lookup tables are combined in arithmeticway to form an address of

next layer lookup tables. The output of the last lookup tablewill yield the winner rule

number.
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Appendix B

Hierarchical Intelligent Cuttings

‘HiCut’

The HiCut [1] algorithm works by carefully preprocessing the rule set to build a decision

tree data structure. Each time a packet arrives, the decision tree is traversed to find a leaf

node, which stores a small number of rules. A linear search among these rules yields the

desired matching. The shape and depth of the decision tree aswell as the local decisions

to be made at each node in the tree are chosen when the search tree is built.

With each internal node v of a k-dimensional classifier, the following are associated:

• A box B(v), which is ak-tuple of ranges or intervals:([l1 : r1], [l2 : r2], ..., [lk :

rk]).

• A cut C(v). The cutC(v) is defined by a dimensiond, andnp(C), the number of

times that boxB(v) is partitioned in dimension d (i.e. cuts in the interval[ld : rd]).

The cut thus dividesB(v) into smaller boxes which are then associated with the

children of v.
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• A set of rules,R(v). The root of the tree has all the rules associated with it. Ifu is

a child ofv, thenR(u) is defined to be the subset ofR(v) that collides withB(u),

i.e. every rule inR(v) that spans, cuts or is contained inB(u) is also a member of

R(u). We callR(u) the Colliding Rule Set ofu.

Rule X-range Y-range
R1 0-31 0-255
R2 0-255 128-131
R3 64-71 128-255
R4 64-67 0-127
R5 64-71 0-15
R6 128-191 4-131
R7 192-192 0-255

Table B.1: The Rule set of the HiCut example[1]

As an example, consider the case of twow-bit wide dimensions. The sample example in

Table B.1, we chosew equal to 8-bits. The root node represents a box of size2w × 2w,

for our example256 ∗ 256. The cuttings are made by axis-parallel hyper-planes (which

are just lines in two dimensions), we choose the X-axis because of the highest number

of rules intervals. The cutC is described by the number of equal-sized intervals that a

particular dimension of the boxB is cut into. If we decide to cut the root node along the

first dimension intoD intervals, the root node will haveD children, each with a box of

size(2w/D) × 2w associated with it, for our example 4 is the threshold value of the rule

cutting.

The process of cutting is performed at each level, and recursively on the child nodes

of that level, until the number of rules in the box associatedwith each node fall below

a threshold (which we will refer to as binth). A node with fewer than binth rules is not

partitioned further and becomes a leaf of the tree. To illustrate this process, an example

classifier is shown in Table B.1. The decision tree made by recursively cutting is shown

in Figure B.1 (in the example, binth = 2).
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Figure B.1: Hierarchical Intelligent Cuttings [1] NumericExample

After the construction of the HiCut tree, the classificationsystem is ready to start

classification.



Appendix C

The Impulse-C ESL Tool

C.0.5 Impulse-C Specification

Impulse-C supports describing one or more units of processing (called processes) and

connects these processes to form a complete parallel application that may reside en-

tirely in hardware as low level logic mapped to an FPGA. It also supports spreading the

design across hardware and software resources, including embedded microprocessors.

The models processes, which are C subroutines, primary method of communication is

buffered data streams. The data buffering is implemented using FIFOs that are specified

and configured according to the application’s requirements. The resulting flexibility en-

ables parallel applications to be written at a higher level of abstraction without the clock

cycle-by-cycle synchronization that would otherwise be required.

Features of Impulse-C for expressing parallelism at the system-level are similar to

those found in other C-based languages for hardware and mixed hardware/software de-

signs, such as Handel-C and System-C. Impulse-C can be used to described a wide vari-
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ety of functions that are appropriate for describing low-level hardware structures and is

intended for converting large, monolithic C applications,which typically consist of many

C subroutines that are invoked via remote procedure calls.

The Impulse C tools include a software-to-hardware compiler that convert individual

Impulse C processes to functionality equivalent hardware descriptions and generates the

necessary process-to-process interface logic.

The Impulse C compiler generates synthesizable HDL for hardware process and

the required interface implementing the specified streams,signals, and memory. The

impulse-C has various types of optimization, such as: instruction scheduling, loop pipelin-

ing, and unrolling. It’s compiler translates and optimizesImpulse-C programs into ap-

propriate lower-level representations, which include VHDL hardware descriptions that

can be synthesized directly to FPGAs [55].

C.0.6 Impulse-C Development Tools

Impulse technologies is a world leader in software-to-hardware compilers enabling FPGA-

based embedded and accelerated computing. Impulse technologies offers the Impulse

CoDeveloper design suit, which includes: the Impulse-C software-to-hardware compiler,

interactive parallel optimizer, and Platform Support Packages supporting a wide range of

FPGA-based systems. Impulse tools are compatible with all popular FPGA platforms

[54].

Impulse CoDeveloper is an advanced software tool enabling high-performance appli-

cations on FPGA-based programmable platforms. CoDeveloper supports the following:

• Generate optimized VHDL or Verilog from C code algorithms.
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• Partition the algorithms using a multiple process, parallel programming model.

• Iteratively optimize, pipeline and parallelize the C-language applications for high

performance.

• Describe and generate I/O, in the form of streams, signals, memories and registers.

• Create HDL modules for use with other hardware components.

• Create complete hardware/software systems for high performance, FPGA-based

computing.

• Target a wide variety of available FPGA platforms.

The complete CoDeveloper environment consists of a set of libraries allowing Im-

pulse C applications to be executed in a standard C/C++ desktop compiler, for simulation

and debugging, or cross- compiled and translated allowing Impulse C applications to be

implemented on selected programmable hardware platforms.

Additional tools for application profiling and co-simulation with other environments,

including links to EDA (Electronic Design Automation) tools for hardware simulation,

are also provided.

Stage Master

Another interesting tool provided by CoDeveloper Application Manager is a Stage Mas-

ter Explorer. The Stage Master Explorer is a graphical tool used to analyse the PCIU

Impulse C implementation. It determines on a process-by-process basis how effectively

the compiler parallelized the C language statements. The tool presents information about
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each block of C code and is capable of generating a dataflow graph showing the relation-

ships between different operations that result from C language compilation. In the latest

version of the CoDeveloper new features were added to the Stage Master Explorer which

provide a graph pipeline representation, and an estimated impact of various pipelining

and compilation strategies.

The Stage Master Explorer tool provides detailed statement-by-statement analysis of

parallel optimization results. Each expanded C source codeline is annotated with stage

information, and a block optimization summary of the design, which includes: estimated

path delays, loop latencies and effective pipeline rates, as appropriate.

The Stage master shows which C code statements are associated with that block of

code. In the display, each operation in the C code is annotated with a stage number, which

can help illustrate how the C code is parallelized, and as a result the selected Stage Delay

value. The source code displayed in the expanded source display window is not the

original C source code, but the expanded source code after initial C preprocessing and

Impulse C analysis. The results obtained from the Stage Master Explorer tool are only

estimates and do not take into consideration additional optimizations that are performed

by selected synthesis and place and route tools.
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Impulse-C FGO Results
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Benchmark ACL IPC FW Avg
FGO Mem(x) Class(x) Mem(x) Class(x) Mem(x) Class(x) Mem(x) Class(x)

Depth64 5.254 1.048 5.258 1.052 5.248 1.047 5.253 1.049

FGO-A 5.991 2.296 5.994 2.282 5.990 2.297 5.992 2.292
FGO-B 5.804 1.053 5.809 1.057 5.799 1.052 5.804 1.054
FGO-C 5.264 5.027 5.263 4.529 5.258 5.225 5.262 4.927
FGO-D 5.255 1.132 5.357 1.116 5.174 1.173 5.262 1.141
FGO-E 18.968 1.048 18.991 1.052 18.880 1.047 18.946 1.049

FLATTEN 5.254 1.048 5.258 1.052 5.248 1.047 5.253 1.049
PIPLINE 5.786 1.556 5.986 1.633 5.608 1.489 5.793 1.559
UNROLL - - - - - - - -

FGO-AB 5.991 2.319 5.994 2.306 5.990 2.320 5.992 2.315
FGO-AC 5.999 8.279 5.997 7.750 5.999 8.453 5.998 8.161
FGO-AD 5.991 2.426 5.993 2.404 5.990 2.426 5.991 2.418
FGO-AE 20.987 2.274 21.000 2.259 20.915 2.275 20.968 2.269
FGO-BC 5.817 8.647 5.816 8.084 5.814 8.833 5.816 8.521
FGO-BD 5.826 1.455 5.809 1.447 5.800 1.454 5.812 1.452
FGO-BE 20.218 2.252 20.224 2.236 20.129 2.253 20.190 2.247
FGO-CD 5.264 7.782 5.263 7.213 5.259 7.994 5.262 7.663
FGO-CE 19.042 5.027 19.038 4.529 18.977 5.225 19.019 4.927
FGO-DE 18.971 1.132 18.992 1.134 18.883 1.132 18.948 1.133

FGO-ABC 5.999 8.647 5.998 8.084 5.999 8.833 5.999 8.521
FGO-ABD 5.991 2.475 5.994 2.452 5.990 2.476 5.991 2.468
FGO-ABE 20.988 2.296 21.001 2.282 20.916 2.297 20.968 2.292
FGO-ACD 5.999 7.782 5.998 7.213 5.999 7.994 5.999 7.663
FGO-ACE 21.040 7.945 21.033 7.446 20.982 8.108 21.018 7.833
FGO-ADE 21.041 2.401 20.999 2.378 20.915 2.399 20.985 2.393
FGO-BCD 5.817 10.439 5.816 9.880 5.814 10.617 5.816 10.312
FGO-BCE 20.260 8.279 20.252 7.750 20.183 8.453 20.232 8.161
FGO-BDE 20.219 2.390 20.224 2.365 20.129 2.392 20.190 2.382
FGO-CDE 19.048 7.456 19.042 6.922 18.983 7.653 19.024 7.344

FGO-ABCD 5.999 10.439 5.998 9.880 5.999 10.617 5.999 10.312
FGO-ABCE 21.041 8.279 21.034 7.750 20.983 8.453 21.019 8.161
FGO-ABDE 20.987 2.449 21.00 2.426 20.916 2.451 20.968 2.442
FGO-ACDE 21.041 9.527 21.034 9.028 20.983 9.683 21.019 9.413
FGO-BCDE 20.261 9.961 20.252 9.434 20.184 10.127 20.232 9.841

FGO-ABCDE 21.042 9.961 21.035 9.434 20.984 10.127 21.020 9.841

Table D.1: Impulse-C Fine Grain Optimization: A comparison
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Benchmark 0.1 k 1 k 5 k 10 k
FGO Mem(x) Class(x) Mem(x) Class(x) Mem(x) Class(x) Mem(x) Class(x)

Depth64 4.555 1.063 5.381 1.061 5.528 1.042 5.550 1.030

FGO-A 5.972 1.910 5.996 2.010 5.999 2.423 5.999 2.825
FGO-B 5.365 1.069 5.890 1.067 5.975 1.047 5.987 1.033
FGO-C 4.580 9.079 5.386 5.694 5.529 2.834 5.551 2.100
FGO-D 4.555 1.069 5.410 1.097 5.534 1.167 5.550 1.229
FGO-E 12.363 1.063 19.772 1.061 21.674 1.042 21.977 1.030

FLATTEN 4.555 1.063 5.381 1.061 5.528 1.042 5.550 1.030
PIPLINE 5.305 1.828 5.910 1.719 5.972 1.419 5.986 1.272
UNROLL - - - - - - - -

FGO-AB 5.972 1.932 5.996 2.033 5.999 2.447 5.999 2.848
FGO-AC 5.995 10.147 5.999 8.785 6.000 7.256 6.000 6.455
FGO-AD 5.971 1.889 5.996 1.984 5.999 2.569 5.999 3.231
FGO-AE 14.788 1.889 21.846 1.987 23.490 2.400 23.746 2.801
FGO-BC 5.401 10.781 5.896 9.249 5.977 7.476 5.989 6.579
FGO-BD 5.393 1.069 5.890 1.163 5.976 1.553 5.988 2.024
FGO-BE 12.767 1.868 21.065 1.965 23.286 2.377 23.643 2.779
FGO-CD 4.581 10.781 5.386 8.880 5.530 6.051 5.551 4.941
FGO-CE 12.555 9.079 19.839 5.694 21.691 2.834 21.990 2.100
FGO-DE 12.363 1.050 19.775 1.087 21.677 1.167 21.979 1.229

FGO-ABC 5.995 10.781 5.999 9.249 6.000 7.476 6.000 6.579
FGO-ABD 5.971 1.889 5.996 2.037 5.999 2.637 6.000 3.309
FGO-ABE 14.790 1.910 21.847 2.010 23.490 2.423 23.746 2.825
FGO-ACD 5.995 10.781 5.999 8.880 6.000 6.051 6.000 4.941
FGO-ACE 14.932 9.583 21.888 8.366 23.500 7.049 23.753 6.335
FGO-ADE 14.860 1.873 21.843 1.962 23.491 2.535 23.746 3.201
FGO-BCD 5.401 10.781 5.896 10.161 5.977 10.175 5.989 10.130
FGO-BCE 12.875 10.147 21.105 8.785 23.296 7.256 23.651 6.455
FGO-BDE 12.767 1.828 21.064 1.958 23.287 2.542 23.644 3.200
FGO-CDE 12.560 10.147 19.846 8.451 21.697 5.906 21.994 4.871

FGO-ABCD 5.995 10.781 5.999 10.161 6.000 10.175 6.000 10.130
FGO-ABCE 14.934 10.147 21.889 8.785 23.500 7.256 23.753 6.455
FGO-ABDE 14.786 1.868 21.847 2.013 23.491 2.609 23.747 3.277
FGO-ACDE 14.932 9.583 21.890 9.105 23.501 9.401 23.754 9.562
FGO-BCDE 12.875 10.147 21.106 9.604 23.297 9.773 23.652 9.838

FGO-ABCDE 14.934 10.147 21.891 9.604 23.501 9.773 23.754 9.838

Table D.2: Impulse-C Fine Grain Optimization: A size comparison for the average
speed-up for all of the three benchmark
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Resources Implementation
Base Stream Depth 64 A B C D E Pipeline

Block RAM 641 642 643 642 642 643 1668 642
Slice Reg 4,816 5,041 9,075 9,265 2,925 7064 3120 7812

Slice LUTS 888,597 888,545 889,151 888,276 888,659 1,768,916 3,133 888,404
Slice LUT-FF 890,467 892,889 894,014 896,557 890,878 1,771,482 5,298 895,195

Maximum Freq(MHz) 103.896 108.982 121.772 110.331 106.490 103.331 197.449 137.735
Clock# ACL(10k) 33,680,692 32,710,703 11,843,10032,613,70216,203,62727,352,70332,710,70126,591,744

Time 0.32418 Sec 0.30015 Sec 0.09726 Sec0.29561 Sec0.15217 Sec0.26472 Sec0.16568 Sec0.23748 Sec

Resources Implementation
base AE BC ADE BCD ABCD ABCE ABCDE

Block RAM 641 6 642 644 642 642 1,668 644
Slice Reg 4,816 5,030 7,059 9,184 8,970 9,382 4,332 6,355

Slice LUTS 888,597 1,442,630 888,751 1,766,173 1,768,713 1,768,769 2,709 1,765,790
Slice LUT-FF 890,467 1,444,400 894,570 1,773,942 1,776,316 1,776,784 6,233 1,771,151

Maximum Freq(MHz) 103.896 99.695 107.602 119.374 107.661 107.661 114.237 107.661
Clock# ACL(10k) 33,680,69211,940,099 5,142,146 10,408,775 3,323,243 3,323,243 5,239,145 3,420,242

Time 0.32418 Sec0.11977 Sec0.04779 Sec0.08719 Sec0.03087 Sec0.03087 Sec0.04586 Sec0.03177 Sec

Table D.3: Impulse-C: FPGA Resource Utilities for a Subset of FGO designs
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A & B A & C A & D A & E B & C B& D B& E C & D C & E D & E
SST 10.77 137.63 9.77 10.85 184.38 0.29 0.0055 180.65 184.63 0.3
SSW 1.58 95.97 1.82 1.58 94.4 0.24 0.0054 94.64 94.4 0.25
SSB 9.19 41.66 7.95 9.27 89.99 0.04 0.0001 86.02 90.2 0.05

F-Statistic 127.66 9.55 95.9 128.78 20.97 4 0.66 19.99 21.03 4.5

ACDE&BCDE ACDE&ABCDE ACDE&BCD ACDE&ABCD BCDE&ABCDE BCDE&BCD BCDE&ABCD ABCDE&BCD ABCDE&ABCD BCD&ABCD
SST 10.89 10.89 15.67 15.67 10.33 12.69 12.69 12.69 12.69 12.39
SSW 9.8 9.8 10.83 10.83 10.33 11.36 11.36 11.36 11.36 12.39
SSB 1.09 1.09 4.85 4.85 0 1.33 1.33 1.33 1.33 0

F-Statistic 2.46 2.46 9.86 9.86 0 2.58 2.58 2.58 2.58 0

Table D.4: Similarity between some of the FGO results

D.1 FGO: Statical Analysis

In statistics, analysis of variance (ANOVA) is a collectionof statistical models, and their

associated procedures, in which the observed variance in a particular variable is par-

titioned into components attributable to different sources of variation. In its simplest

form, ANOVA provides a statistical test of whether or not themeans of several groups

are all equal, and therefore generalizes t-test to more thantwo groups. Doing multiple

two-sample t-tests would result in an increased chance of committing a type I error. For

this reason, ANOVAs are useful in comparing two, three, or more means.

The F-test (single-factor ANOVA) is used for comparisons ofthe components of the

total deviation. In one-way ANOVA, statistical significance is tested for by comparing

the F test statistic under the null hypothesis assumption.

To examine each of the FGO design, if the performance difference (better/worse) is

statistically significant or not, we performed a F test ANalysis Of VAriance (ANOVA).

The null hypothesis for the ANOVA test is that all the group population means are the

same while the alternate hypothesis is that at least one pairof means is different. Table

D.4, listed the F-Statistics among individual FGO and amongthe architectures which

achieved the highest speed-up. It seems that the speed-up results of B & E and B & D

statically similar. Moreover, the architectures ABCDE, BCDE, ACDE, ABCD and BCD
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achieved the highest speed-up, yet they seem not to be statically difference among them

base on the F-value.

The largest speed-up are obtained by two combinations of optimizations: FGO-BCD

(10.3x) and FGO-ABCD (10.3x). However, there is no statistical difference between

these two as explain in Table D.4. Thus, given that the latterrequires more effort on the

part of the developer to implement, we consider FGO-BCD to bethe better choice.


