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ABSTRACT 

USING ANCHOR CLUSTERING TO IDENTIFY ASSOCIATIONS BETWEEN CODON 
BIAS AND GENE ATTRIBUTES WITHIN THE HUMAN GENOME 

 

Matthew Stoodley 
University of Guelph, 2022

Advisors: 
Dr. Daniel Ashlock, 

Dr. Steffen Graether 

Codon bias describes the tendency to use certain synonymous codons to encode amino 

acids. It is well established that codon bias varies between different organisms and plays a role in 

gene expression and co-translational folding. It is important to understand codon bias because a 

better understanding of gene expression and translation mechanics may allow for more efficient 

recombinant protein production, and could ultimately improve the ability to create synthetic 

genes. Human genes were investigated to elucidate the connection between their codon bias and 

the subsequent impact on structure, function, and tissue specific expression levels. Analysis was 

performed by representing human genes according to their codon bias, then clustering genes 

together that have a similar codon bias. Gene clusters were studied to see if genes that use similar 

codons are statistically more likely to share other properties. Clustering was performed using a 

novel data driven approach to a simple clustering algorithm called anchor clustering. Anchor 

clustering was used because it is fast and deterministic; two qualities that other approaches can 

struggle with when clustering data in high dimensional spaces. Clusters were analysed according 

to their likelihood to contain intrinsically disordered proteins to study structure and for GO term 

overrepresentation to study function. Clusters were also examined through the lens of tissue 

specific gene expression by incorporating expression information at the mRNA and protein 

levels. The analyses revealed an association between codon usage and the propensity of a gene 



 

 

product to be intrinsically disordered, while the functional analyses revealed that codon bias is 

associated with cell cycle regulation and cell type differentiation. Expression analysis revealed 

that in humans there may be a codon bias associated with highly expressed genes indiscriminate 

of tissue, as well as tissue specific codon biases in the cortex, testis, and liver. This work builds 

on the current knowledge of codon bias, determining if these findings previously only evaluated 

using mRNA levels also appear at the protein concentration level. The results suggest that codon 

harmonization can be improved further by seeking to replicate the tissue codon bias in which a 

gene could be highly expressed. 
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1 Introduction 

1.1 General Introduction 

Codon usage is implicated in regulating gene expression at multiple steps, from 

transcription to translation, and is potentially involved in co-translational folding (Liu et al., 

2021). This suggests that codon usage plays a role in protein structure, and by extension protein 

function. While the effect of codon usage is not expected to be nearly as strong as amino acid 

usage, there is well documented evidence that codon usage plays a non-trivial role in some 

instances (Parvathy et al., 2022). Codon usage in conjunction with tRNA concentrations are 

manipulated in synthetic biology to optimize translational mechanics (Zhang et al., 2009). Codon 

usage has been utilized to provide services which optimize genes from one organism for 

production in another organism, such as Genewiz and GenScript. The goal is to reproduce or 

even improve the rate and fidelity of transcription and translation so gene products can be 

properly manufactured in environments different from those in which they evolved (e.g., 

heterologous expression). Therefore, it is apparent there is value in rectifying the difference in 

codon usage and tRNA concentrations between species to improve translation (Rodriguez et al., 

2018, Wright et al., 2022). 

The following body of work analyzes codon usage in human genes to elucidate additional 

information about the complex interactions between codon choice and translation. Due to the 

complex nature of translation, multiple potential effects from codon bias are investigated such as 

structure/function and expression. Structure and function are each explored to highlight 

interesting examples of codon usage for further study. Tissue-specific expression was studied to 

establish whether optimizing codon bias and tRNA concentrations is beneficial, both to account 
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for a gene’s species of origin and also within a given species to account for the expression 

characteristic of a particular tissue. This work will positively impact synthetic biology with the 

capacity to improve efficiency in commercial protein expression systems. Finally, this work also 

has the potential to provide insight into some of the nuances of protein folding by elucidating 

when translation rate alongside amino acid content is important (via co-translational folding) in 

achieving a particular conformation. While rate is not explicitly explored here, the results of this 

work help provide context useful in determining which are rare and common codons. This will 

be done by identifying peculiar instances where codon usage is more highly conserved than 

expected. Identifying these examples will help to improve understanding of translation 

mechanics and the control in natural and synthetic biology. 

1.2 Biological Background 

1.2.1 Placing Codons Within the Transfer of Genetic Information 

1.2.1.1 Codon Usage, Bias, and Several Metrics 

 The central tenets of biology describe the flow of information stored in deoxyribonucleic 

acid (DNA) to ribonucleic acid (RNA) and subsequently, to proteins. DNA encodes information 

using combinations of four bases: adenine, cytosine, guanine, and thymine. DNA is transcribed 

into RNA, coded by the same bases with the exception that uracil is used instead of thymine. In 

eukaryotes, transcribed RNA is processed by a splicing mechanism to remove non-coding 

regions (introns) and the addition of a 3’ poly-A tail in preparation for protein synthesis. The 

untranslated regions (UTRs), exons, and poly-A tail make up the mature RNA (mRNA) 

transcript that complexes with ribosomal RNA (rRNA) and transfer RNA (tRNA) to translate the 

information into proteins. Translation hinges on the ability of tRNAs to bind to specific three 
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base sequences of RNA, more commonly known as codons, to connect the amino acid to the 

growing peptide exiting the ribosome. With three possible positions and four possible bases at 

each position, there are 64 unique codons.  However, there are only 20 standard amino acids and 

a termination signal to be encoded. This discrepancy is responsible for the degeneracy of the 

genetic code since amino acids are coded by between 1 and 6 different codons, with the 

termination signal coded by 3 different stop codons. This does not necessarily mean that cells 

must have access to all 64 unique tRNA molecules. Codon wobble (Crick, 1966) indicates that 

some tRNA molecules bind the first two bases of codons with high specificity, but with a more 

relaxed specificity at the third base, explaining why cells on average only contain about 40 

unique tRNAs. While sets of codons can be synonymous to each other in the sense that they 

encode the same amino acid, this does not mean that they are necessarily equal. 

Codon usage describes the frequency that each codon appears in a gene or set of genes.  

Investigations by Grantham (1980) revealed synonymous codons are not used randomly.  Codon 

bias takes codon usage to describe the degree of deviation from expected frequencies and is 

quantified using several different metrics according to what expected frequencies are used. Sharp 

et al. (1986) describe one of the earliest metrics, the Relative Synonymous Codon Usage 

(RSCU). The RSCU is the primary metric used to represent genes in this work. It measures 

codon usage relative to other codons that code the same amino acid. Mathematically, genes’ 

codons are represented by the tally of each codon count divided by its associated amino acid 

count within the gene. While the RSCU is one of the simplest and oldest measures of codon bias, 

some other common metrics include: the Codon Adaptation Index (CAI), the tRNA Adaptation 

Index (TAI), and the Effective Number of Codons (ENC). Sharp et al. (1987) built upon the 
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RSCU with CAI.  It describes a gene’s deviation from the codon usage of a provided reference 

set.  Most commonly, this is a set of highly expressed genes from an organism.  The CAI metric 

does have some intrinsic direction in that it measures bias towards or away from the reference 

set. Under these measurements, two genes that are not well adapted to the reference set, but each 

use a different codon bias from each other are not necessarily distinguishable. Additionally, the 

CAI is entirely dependent on the parameters used to select the reference set of genes (Sharp et 

al., 1987). The ENC (Wright, 1990) assumes an expectation of total randomness and sums each 

amino acid’s bias from uniform usage.  The minimum value of 20 on the scale indicates each 

amino acid is coded exclusively by only one of its possible codons, while the maximum value of 

59 indicates all codons are used indiscriminately. This metric provides information about the 

degree of bias, but does not indicate which codons are preferred. Additionally, the ENC does not 

require a reference set of genes meaning the value is not dependent on the inclusion criteria and 

underlying assumptions used to build a reference set.  More recently, Reis et al. (2004) extended 

upon the CAI to create the tRNA Adaptation Index (TAI).  The TAI uses the same premise as the 

CAI, but instead of a reference gene set, it uses tRNA gene copy numbers in the organism’s 

genome as a proxy for tRNA concentrations and availability in the cell. Codons that correspond 

to the most available tRNAs are considered optimal and vary from organism to organism.  The 

TAI value of a gene is a measure of how well the codon usage of a gene matches the tRNA 

concentration in the cell. The TAI works well for studying translational implications of codon 

bias in single celled organisms because tRNA concentrations can be inferred approximately from 

gene copy number (Kanaya et al., 1999). However, the TAI fails to account for variable levels of 

tRNA expression in different tissues of multicellular organisms and does not consider the impact 
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of tRNA modifications (Bjork et al., 1987), which has been shown to impact translation rates 

(Machnicka et al., 2014). 

1.2.1.2 Codon Selection in a Regulatory Role 

Further research by Bennetzen et al. (1982) in Saccharomyces cerevisiae and Gouy and 

Gautier (1982) and Ikemura (1985) in Escherichia coli showed that different species have 

distinguishable codon usage bias profiles that approximately correlate to the relative tRNA 

abundances in the cell (highly expressed genes experience about half as many tRNA 

discrimination events per elongation cycle). The relationship between codon usage and tRNA 

abundance is thought to play a role in gene expression (Sharp et al., 1986).  Highly expressed 

genes can often be separated from other genes based on codon usage alone, with codon selection 

corresponding to the most abundant tRNAs available (Sharp et al., 1986). Genes that utilize 

codons more prevalent in a single celled organism’s codon usage profile tend to have elevated 

rates of transcription when compared with genes that utilize many rare codons. The association 

between codon usage and tRNA gene copy number is far easier to show in single celled 

organisms because tRNA gene copy numbers more directly reflect cellular concentrations; 

however, the association has also been observed in the Eukaryotic model organism Drosophila 

melanogaster (Moriyama et al., 1997). More recently, codon usage has been experimentally 

modified in D. melanogaster cells to show that codon usage impacts the translation levels of 

genes even when controlling for the respective rates of transcription (Powell and Dion, 2015). 

The connection between tRNA concentrations and tRNA gene copy number is not as strong in 

the human genome, which may be caused by differential expression across tissue types (Dittmar 

et al., 2006) as it has been shown that (different) human tissues display different tRNA 
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concentrations. This suggests that codon usage bias may play a tissue specific role in higher 

eukaryotic organisms, which adds complexity to the problem because bias may not have the 

same effect across all tissue types.  

1.2.2 Codon Selection in Transcription and Translation Mechanics 

Evidence suggests codon bias can impact gene transcription rates. Zhou et al. (2016) 

assert that genes biased more towards codons in an organism’s codon usage profile have elevated 

rates of transcription when compared with genes that utilize rare codons. This is attributed to 

histone modification in response to genes with non-optimal codons that reduces their exposure to 

transcription machinery. Synonymous codons do not cause a change in the amino acid sequence 

and are referred to as silent mutations; however, although the amino acid remains unchanged, 

mRNA structure has been shown to have an important role in gene expression due to the stability 

of the molecule (Duan et al., 2003). These factors have subsequent biological effects. Transcript 

half-life is known to have high variability from gene to gene, and acts to regulate levels of 

protein production (de Sousa Abreu et al., 2009). Differences in transcript half-life are known to 

be controlled in part by microRNA targeted degradation (Bagga et al., 2005) and impact 3’ 

untranslated region length, but these phenomena are insufficient to explain the observed 

variability (Mishima and Tomari, 2016). Codon usage is shown to affect the half-life of the 

mRNA molecule, implicating codon usage bias as an important regulator in gene expression. 

Presnyak et al. (2015) showed using whole transcriptome analysis in S. cerevisiae that mRNA 

from genes with bias towards optimal codons have a longer transcript half-life and increased 

translation when compared to genes that use non-optimal codons. Codon-dependent mRNA 

stability has also been demonstrated to positively impact translation rate in S. pombe and S. 
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cerevisiae (Harigaya et al., 2016) where optimal codons are positively correlated (~0.4) and non-

optimal codons are negatively correlated (~-0.5) with transcript stability and translation. While 

yeast and humans are obviously very different organisms, these yeast species are 

phylogenetically quite different from each other. Additionally, this phenomenon has also been 

reported in mice (Chamary et al., 2005). 

In addition to contributing to regulating transcription and transcript levels in cells, codon 

bias is also implicated in gene translation. Gu et al. (2010) showed that while transcript stability 

is important to increased protein production, codon associated reduced mRNA secondary 

structure at the translation initiation site can increase the accessibility of the transcript to 

ribosomes. Codon usage bias also plays a role in the ribosomal elongation rate because 

ribosomes can more quickly process optimal codons (Yu et al., 2015); however, Shah et al. 

(2013) and Wu et al. (2016) determined ribosomal binding to the translational start site to be the 

rate limiting step that dictates protein expression levels, as it is a far slower process than 

elongation. Interestingly, translation also seems to play a role in transcript half-life not from 

increasing stability, but mediating targeted degradation. Radhakrishnan et al. (2016) showed 

non-optimal codon usage leads to ribosomal stalling and increased degradation of the transcript 

by DEAD box helicase (DHH1) in S. cerevisiae. 

Codon bias has been shown to affect co-translational folding of proteins by varying the 

rate of translation across regions of a transcript. Zhou et al. (2009) found evidence that codons 

corresponding to rare tRNAs temporarily stop or stall translation, providing a necessary moment 

for proper folding to occur before the rest of the protein is translated.  Additional studies have 

demonstrated the effect of codon usage on protein conformation by observing the effects of 
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known deleterious silent mutations (Buhr et al., 2016) as well as artificially manipulating 

synonymous codon choices by editing transcripts (Spencer et al., 2012, Buhr et al., 2016). In 

both instances, synonymous codon changes away from optimal codons demonstrated the 

potential to decrease translation, decrease protein solubility and increase protein ubiquitination 

for targeted degradation (Spencer et al., 2012). The tRNA concentration has been demonstrated 

to be significantly involved in the underlying mechanism because the same results (reduced 

expression, solubility, and increased degradation) can be achieved by artificially manipulating 

tRNA concentration in cells, which in turn alters the translation efficiency of codons mediating 

co-translational folding (Zhang et al., 2009). 

There are many documented instances of improvements in recombinant protein 

expression as a result of codon harmonization. Al-Hawash et al. (2017) describe a collection of 

historical instances of recombinant yield improvements made through codon optimization 

achieving as high as 100 fold increases in expression. Codon harmonization has been shown to 

improve protein yields of recombinant human proteins in microbial expression systems 

(Burgess-Brown et al., 2008 and Maertens et al., 2010). While these in these expression systems, 

codon optimization can increase protein yield of human genes by greater than 10x when 

compared to wild type, there are also instances where expression is decreased compared to the 

wild type. This indicates the potential of codon optimization, but also that there is an incomplete 

understanding. In addition to the benefits to recombinant protein expression, Elena et al. (2014) 

indicates a number of industrial uses that take advantage of microbial expression of synthetic or 

modified genes to produce a variety of complex molecules from biofuels to therapeutics. 
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Understanding more details of how codon usage is involved in expression provides the ability to 

intelligently encode synthetic genes to improve the efficiency of these systems. 

One aspect of codon harmonization that is not considered is tissue of origin in higher 

level organisms. Tissue expression may be very important because despite cells of each tissue 

containing all of an organism’s genetic material, gene expression varies considerably between 

tissues. This is relevant to codon harmonization because replicating the resource 

availability/resource requirements of a high expression environment is the premise that makes 

codon harmonization effective. Investigation into the connection between codon bias and tissue 

specific expression has been performed by many groups, most recently by Kames et al. (2020) to 

produce tissue specific codon usage tables. However, this analysis only considers expression at 

the mRNA level of gene expression, produces codon usage tables using hierarchical clustering 

which can be unstable (Saunders et al., 2019), and relies heavily on averaging many points in 

high dimensional space and considerable dimension reduction. This analysis seeks to make 

improvements and address all three of these issues. Using this approach It incorporates protein 

concentration information for human genes alongside mRNA level, uses an entirely deterministic 

clustering algorithm that does not require dimension reduction, and does not average codon 

biases of multiple genes to avoid scenarios where the reported average is unlike many or any of 

its constituent points. To achieve this, anchor clustering is used to assess to what degree genes 

highly expressed in the same tissue have similar codon biases. Fundamentally, it begins with 

clustering genes according to their codon usage rather than their attributes (structure, function, 

mRNA expression, etc.). Anchor clustering uses an alternative paradigm to most clustering 

algorithms and is more similar to error correction. In this context, it divides codon biases into 
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different, equally sized segments and then assesses each segment for signal strength based on the 

genes that populate each codon bias interval. The method proposed here does not assume all 

genes of a certain attribute must have one specific codon bias and will be able to locate codon 

bias regions of high attribute concentration even if they are very far apart (in terms of codon 

bias) such that averaging them would show non-specific bias with high variability. In addition to 

tissue specific expression at the mRNA and protein level, investigation is performed for gene 

function and structure, but the analysis is setup such that any gene attribute could be used 

(provided the data exists).  

1.3 Computational Background 

Genes with similar codon bias can be grouped together to investigate potential 

relationships between codon biases and gene product characteristics within the human genome. 

In this work, each human gene is described according to the RSCU of its sequence, which upon 

removing stop codons and amino acids with unique codons (M and W) can be represented by 59 

values. Each of these 59 values corresponds to the frequency with which a codon is used to 

encode its associated amino acid in the sequence of that gene, which, mathematically, represents 

genes in a 59-dimensional hyperspace. To effectively cluster genes according to their codon bias, 

a technique called anchor clustering was selected (Stoodley et al., 2018). Anchor clustering is 

advantageous in comparison with other algorithmic techniques (e.g., k-means, DB-SCAN) in 

that, it is deterministic, therefore the results of the gene clustering will be stable upon completion 

or even upon the addition or removal of data. The method uses a set of points as anchors and 

assigns each data point (in this case, a human gene) to the anchor point it is closest to. Given a 

set of anchors, a data point will always cluster to the same anchor. Furthermore, the assignment 
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of data to a cluster does not affect and is not affected by the assignment or even existence of 

other surrounding data points. It is a fast algorithm which scales linearly with both the length of 

the anchor set and the size of the data set to be clustered. In this work, sets of points called point 

packings are used as anchor sets to perform anchor clustering, where the point packings are 

collections of roughly evenly spread-out points (point sets in which no points are very near to 

each other). When used to perform anchor clustering in this context, they allow for genes with 

similar codon bias to be grouped together.  

This section will include a background of clustering and more detail about anchor 

clustering. It will also include a background of packing problems, algorithms for generating 

point packings, and why point packings make good anchor sets for anchor clustering. Lastly, it 

will cover a relevant complication in building point packings for use in studying codon bias that 

ultimately motivated my major computational contribution of this work, data driven point 

packing.  

1.3.1 Clustering Analysis 

The general purpose of clustering is to partition a set of data in a way that groups points 

with similar qualities together, with the hopes of learning more about the data.  It hinges on the 

idea that similar data points will be close (in terms of some distance) to one another.  There are 

many different clustering algorithms, but one of the oldest and most elegant is k-means 

(MacQueen, 1967).  Despite its age, recent reviews of clustering indicate k-means is still widely 

used in big data applications (Mohebi et al., 2016).  The basic premise for k-means clustering 

involves initializing a chosen number of cluster centers k, and grouping the data points based on 

the cluster center to which they are the closest.  Once this is finished, a new cluster center is 
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computed as the average of all the points in each respective cluster.  These new centers are then 

used to repartition the data, and the process continues iteratively until a consensus is reached or a 

maximum time has elapsed. While this solution generally works well, there are some drawbacks: 

it is iterative and can be computationally expensive, k must be selected and different values for k 

provide different results, different initial cluster centers can generate different clusterings, and k-

means has a difficult time recognizing non-convex clusters (clusters in which a straight line 

connecting two points from the same cluster passes outside the boundary of the cluster), because 

averaging values can cause the cluster center to be unlike any of its constituent points. Clustering 

is an NP-hard problem (Mahajan et al., 2012) although in many k-means implementations, 

approximations can run in O(n log(n)). Anchor clustering performs only one step of k-means 

(assigning data to centers) without updating the centers. 

DBSCAN (Ester et al., 1996) is another common clustering algorithm that has stood the 

test of time (Schubert et al., 2017). It requires the user to select a value e that impacts how far 

apart points can be while still being in the same cluster. DBSCAN is a density-based clustering 

algorithm that adds a point to a cluster if it is less than a distance e from any of the core points 

already assigned to the cluster. Core points are less than a distance e from more than one point in 

the cluster and can be used to add additional points to the cluster. The boundaries of the cluster 

are reached when points that are close (within e) to only one core point are added. Points close to 

only one core point are called edge points and cannot recruit more points to the cluster even if 

prospective points are within e of an edge point. This process involves calculating all pairwise 

distances and iteratively growing clusters by adding nearby points. It is not a deterministic 

process because the order in which points are incorporated can be different depending on the 
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starting conditions, which has the potential to change which points become cluster edge points 

and therefore where cluster boundaries lie. DBSCAN has worst case run-time of O(n2) although 

if memory is not an issue can run in O(n log(n)) by storing the full pairwise distance matrix 

thereby avoiding recomputing distances (Ali et al., 2010). 

Clustering becomes computationally expensive when increasing the number of 

dimensions and number of data points to be clustered.  This is often a challenge when dealing 

with biological data because it can be both numerous and contain many features/properties. 

Anchor clustering sacrifices sophistication for computational speed (Ashlock and Graether, 

2016). In this case, the lack of sophistication benefits the parsimony of the underlying model. 

Fewer assumptions are made about the underlying shape of the clusters and the computational 

simplicity allows for many clusterings at different granularities to be performed. The anchor 

clustering algorithm passes through the data to be clustered once, assigning each data point to the 

nearest cluster anchor in the anchor set. This means it scales linearly with the number of data 

points to be clustered. It is much less feasible to perform many clusterings using k-means (for 

many different values for k) or DBSCAN (with many different values for e). In addition, for a 

given anchor set, anchor clustering is entirely deterministic; a data point will always cluster to 

the same anchor for a given anchor set. The boundaries of each cluster are determined 

exclusively by the anchor set, not by the data to be clustered.  

While anchor clustering has several strengths, it is not without trade-offs. It does not 

iteratively adapt to the data to be clustered, and in high dimension it can be difficult to interpret 

the meaning of an anchor set. Selection of the anchor set is therefore a very important part of the 

process of anchor clustering. In this work, point packings are used as anchor sets to perform 
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anchor clustering. Point packings are sets of points that are roughly evenly spread out within a 

defined space and as a result have constrained and predictable geometries. Because of their 

predictable geometry, they allow for an intuitive interpretation of the resultant clustering to offset 

the negative trade-offs of anchor clustering. In the context of codon bias, anchor clustering with 

point packed anchor sets separates genes across regularly spaced codon bias intervals. This 

extends the problem generally to packing points evenly into high dimensional space and 

specifically in to constrained spaces like the one used here to represent codon bias in human 

genes. 

1.3.2 Evolutionary Computation 

Anchor clustering with random anchors has limited useful applications because random 

partitions are unlikely to be high quality. If high quality partitions were easy to sample, 

sophisticated clustering algorithms would not be worth the trouble. Using point packings as 

anchor sets allows for an alternative interpretation of the clustering. Genes that cluster together 

are limited in terms of how different their codon bias can be provided the packing used is 

maximal and the allowable inter cluster variability can be changed according to the minimum 

distance of the packing. In this approach, it is very simple computationally to assign data to 

clusters, in a step that is only performed once. It passes the computational load to the algorithm 

that must find the point packings to be used as anchors. For this problem, an evolutionary 

algorithm is used. Evolutionary computation excels at finding good solutions to hard problems 

without domain specific knowledge. All evolutionary algorithms draw inspiration from 

Darwinian evolution and biological adaptation. Because the inspiration is quite universal, many 

similar approaches have been reported independently by various groups. Turing (1950) makes 
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some of the earliest mentions of machine learning and artificial intelligence in which he draws 

parallels between logical search and the evolutionary process. Baricelli (1957) and Fraser (1957) 

used computers to simulate genetic evolution. Evolutionary computation encompasses 

evolutionary strategies (ESs), genetic programming (GP) and genetic algorithms (GAs). The 

process used in this work to produce point packings is a GA.  

In 1962, Holland outlined what would after decades of improvement become modern 

GAs (Holland, 1992). Genetic algorithms are a population based optimization, iteratively 

improving a collection of solutions over generations. The population is made up of individuals, 

each with a chromosome that encodes numerical solutions to a problem. To initialize the 

population, individuals are randomly generated. Each generation, parents are chosen to take part 

in mating events in which their genetic information (chromosomes) are exchanged and combined 

via crossover to create novel children. Individuals are assigned a fitness for their quality based 

on a fitness function and selected to determine if they are eligible for the next generation. 

Random modifications are made to individuals to replicate mutation, introducing noise to avoid 

being trapped in local optima. Iteratively, high quality solutions are selected generation after 

generation until the population contains acceptable solutions. Genetic algorithms are extremely 

flexible and allow for creative implementations in response to the specifics of a certain problem. 

There can be many options for how solutions are represented by a chromosome, how fitness is 

calculated, how crossover and mutation are performed and how selection is conducted. The 

specifics of the GA used to produce high dimensional point packings appear in Section 1.3.10. 
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1.3.3 Properties of point packings 

A point packing is simply a set of points that obey a minimum distance constraint, i.e., no 

two points in the packing are closer together than the minimum distance. Technically, depending 

on the minimum distance, all point sets can be point packings, although retroactively enforcing a 

minimum distance does not necessarily have the same effect. Point packings are derived from 

primitive packing problems, where primitive packing problems seek to locate the point 

configuration in a fixed domain that either maximizes the space between a fixed number of 

points (forcing them to be spread out), or maximizes the number of points such that no two are 

closer than a fixed value. Figure 1.1 shows an example point packing, with the optimal packing 

for 8 points in the unit square. Because point packings rely on a minimum distance, the only 

requirement to create them is a distance metric. The fact that any valid distance metric will work 

often offers many options for different representations for modelling of a problem. While 

representation choice offers flexibility, it can also create complex trade-offs that must be 

managed appropriately. For example, the distance calculation of some representations can be 

expensive, and some representations can generalize better than others by avoiding noise unique 

to the sampled data, but not the population at large. This introduction will provide an orientation 

to some important properties of point packings, covering the domain to be packed, the minimum 

distance constraint and the size of a packing. 
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Figure 1.1: Optimal 8 packing in the unit square. Points are placed such that the minimum 
distance between any pair of points is maximized. 

1.3.3.1 Packing Domain 

 The domain of a point packing is the valid space in which points are to be represented 

and later packed. Usually, it is created in response to a problem where the space represents 

potential solutions of varying quality. The general space has three properties that must be 

considered when point packing: the dimension, the number of features to represent an individual 

unit; the interval, the set of values each feature can take; and the metric, the distance metric used 

to measure the difference between individual units. Each of these will be further described in 

turn. 

 The dimension of the domain is usually straightforward, as most problem domains are 

hyper-cuboidal in nature. Occasionally, and specifically examined as one of the case study 

problems in this thesis, there is additional structure to the data that changes the effective 

dimension of the domain. The specifics will be covered more closely in subsequent chapters, but 

the design of the representation can constrain points to substructures such as hyperplanes. 
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 The interval defines the finite size of the domain. A finite domain is required for this 

style of point packing because it, along with the minimum distance, contextualizes the size of the 

packing. The finite size of the domain, along with maximizing the size of the packing, are two 

contrasting forces which approximately ensure even coverage of the packing space. 

 The third requirement for the domain is that it must be a metric space, which is connected 

to the representation and the number system that is used. Any system can be used if it supports a 

valid distance metric by allowing for a measurement between points. In this work, the Euclidean 

distance is mostly used, but point packings have been generated using Levenshtein (Edit 

distance) and Hamming metrics. These distance metrics are used more commonly with 

biological data, particularly genomic sequence data when sequences are the same length. Human 

genes vary drastically in length, precluding them from easy comparison in this fashion so they 

are first processed to extract information about their codon usage and Euclidean distance is used 

on the resulting vectors. 

 Understanding the relationship between the domain and the point packing is critical for 

highlighting the interesting qualities of point packings and offsetting the computational cost of 

generating them. Building point packings is what is known as an offline process, i.e., it is 

entirely removed from the process of using the point packing. While computationally expensive 

to create, it is associated with a one-time upfront cost. Furthermore, the utility of a single point 

packing can be maximized by transforming it to fit several additional, useful domains, especially 

since packings are amenable to various mathematical transformations and combinations. They 

can be linearly shifted and scaled by constants and undergo affine transformations using a 

combination of the two. Shifting involves adding or subtracting a vector from every point in the 
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packing. Similarly, scaling involves multiplying or dividing every point in the packing by a 

scalar. Packings can also be combined to increase the dimension of the packing. 

1.3.3.2 Minimum Distance 

 Along with a defined domain, a point packing requires a minimum distance to be 

selected, which is the minimum allowable distance between any two points in the packing (i.e., 

valid packings do not contain points closer than this value). Technically, any point set is a point 

packing according to a minimum distance constraint equal to the smallest pairwise distance 

between any of the points. A minimum distance and domain are the most integral parameters that 

the generation algorithm requires. Odd (as opposed to even) minimum distances can be used to 

limit ties in discrete representations that permit the use of Hamming distance (Ashlock et al., 

2020). Additional parameters are defined and explored in more detail in Section 1.3.10, which 

covers the evolutionary algorithm used to build point packings. 

 There are two ways that minimum distances are represented in this work, where both 

representations are interchangeable and equivalent. They can either be defined explicitly by a 

numerical value, or relatively by comparison to the longest distance permitted by the domain (a 

diameter or diagonal for spherical and cuboidal domains, respectively). These relative minimum 

distances are expressed as a percentage of the diagonal. Minimum distances greater than 100% 

of the diagonal necessarily facilitate a maximum of a single point in the domain. A minimum 

distance that exceeds the longest measurable distance in the domain means there is only room for 

a single point to be added. Note that some linear transformations can affect the minimum 

packing distance. Shifting a packing does not, while scaling modifies the explicit minimum 

distance according to the constant. Neither transformation has an impact on the relative 
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minimum distance because it is measured relative to the size of the domain. Distances between 

points in this work are calculated using Euclidian distance, where the distance d between points 

A and B each with dimensions i through n, is calculated according to 1.1. 

𝑑(𝐴, 𝐵) 	= 	)∑ (𝑝!" 	− 	𝑝!#)$%
! 	         (1.1) 

1.3.3.3  Size 

 The size of a point packing is the total number of points. While the domain and minimum 

distance provide context for the point packing, the size of the packing determines its quality. Size 

is a measurement of quality of how evenly the space is packed that requires the context of the 

domain and minimum distance. As a result, the size of a point packing only allows for reasonable 

comparison between point packings in the same domain, with the same minimum distance 

constraint. Consequently, the fitness function used in the evolutionary algorithm for point 

packing generation is the size of the point packing. Size is maximized until it becomes 

prohibitively difficult or impossible to add an additional point within the domain without 

violating the minimum distance constraint. Note that the size of a packing is a weak 

measurement for how evenly the domain is covered, with domain coverage being formally 

defined in Section 1.3.4. Ideally, even coverage would be the best goal. Size is nonetheless used 

as a compromise because coverage is difficult to calculate, especially for irregular packings in 

high dimension, which is the case for all point packings in this work. Conversely, size is easy to 

calculate, and there is a lower bound on the coverage of the packing if no more points can be 

added because all of the domain is at most the minimum distance from its closest point in the 

packing. Sometimes, it is desirable to create high dimension packings by combining lower 
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dimension packings because packings are expensive to produce, so maximizing their utility is 

beneficial. The size of a packing made in this way is the product of the sizes of the constituent 

packings. In addition, the combination will take on the smallest minimum distance and 

dimension will be the sum of the dimension of the constituent packings. There are drawbacks to 

this approach in that the packing size grows very quickly and the points are distributed more 

regularly. 

1.3.4 Coverage of Packings 

This section formally defines coverage and the covering radius (McEliece, 2004) of a 

point set. Until now it has appeared informally when mentioning desirable qualities of packing, 

such as the points being well spread out and evenly covering the space. 

Definition 1: 

If S is a subset of a metric space, then the covering radius (Cr) of S is the minimum radius such 
that every point of the metric space is within a distance Cr of at least one point in S.  

 

The covering radius is an important key in defining what it means to be well-spaced out, 

but is insufficient on its own. What being well spaced-out entails is efficiently achieving a given 

covering radius, where efficiency is in reference to the number of points in the set S. A point set 

that is well spaced will incur a large and similar magnitude increase to Cr if any single point is 

removed from the set, meaning that each point in the set is contributing equally to the set’s 

coverage. 

From a theoretical perspective, the covering radius is a good measure for finding even 

coverage of a metric space. In conjunction with the size of the point set, we could easily look for 
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point configurations that most efficiently achieve a given covering radius. Unfortunately, 

calculating the covering radius for a point set is very computationally difficult and scales poorly 

both with dimension and number of points. This is ultimately why the size and minimum 

distance constraint of the packing are used as a proxy for “even coverage”.  

Covering radius in two dimensions is visually intuitive, as shown in Figure 1.2. Circles of 

radius r are centered at each point in the set, and r is increased until no part of the domain is 

uncovered. Similarly, considering a Voronoi tessellation produced by an anchor set, the covering 

radius is the largest of the distances from the furthest point in a tile to the tile’s anchor. While 

this is simple in two dimensions, it is much more difficult to algorithmically identify all the 

important breakpoints required to calculate the covering radius. The problem is more difficult 

when the dimension is increased. The 3-dimensional problem is now harder to confidently assess 

visually because the interior of the cube is obscured. While the covering radius is extremely 

complex to compute, especially as the dimension increases, bounds can be placed on the 

possibilities. If a space is sufficiently packed such that it is not possible to add another point to 

the packing, then the covering radius must be larger than half the minimum distance, but less 

than the minimum distance. A packing with circles centered at all points with radius of half the 

minimum distance will necessarily contain some empty area; however, if those circles’ radii are 

increased to the minimum distance, the domain must be covered, or any available area would be 

suitable to place an additional point in the packing. 



 

 

23 

 

 

Figure 1.2: Visualization of covering radius. The covering radius is indicated by the black 
arrow, measuring the radius of one of the grey circles. The covering radius can be visualized by 
enlarging circles centered at each point of the packing until none of the square domain is 
uncovered. This image is a snapshot of the moment the domain is covered. This is demonstrated 
on the optimal packing for 16 points in the unit square. This image is adapted from 
packomania.com, where they differentiate between outer (orange) and internal (yellow) points. 

 The covering radius of a set of points can be optimized by focusing on efficiently using 

the circular area of radius equal to Cr around each point. For some number of points, determine a 

configuration which, while covering the entire domain, minimizes the area where circles overlap 

and minimizes the area of the circles that is outside the domain. It would be ideal for the 

overlapped and external areas to be zero. However, packing circles into square domains makes 

this impossible; every point in the space cannot be covered without some degree of overlap and 

external coverage. The degree to which this occurs can be reduced by the addition of a point to 

the existing set but placing a point in an already well covered area leads to more overlap and 

more external area as all the circles continue to grow until the domain is covered. Placing the 

point in an uncovered area reduces the maximum radius. Not overcovering part of the area is 

obvious and is the reason for the minimum distance. Unfortunately, to encourage coverage of the 
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whole space, maximizing the number of points that fit into the area necessarily increases points 

around the perimeter of the domain, maximizing coverage outside of the domain.  

 As an alternative, we can think of assessing evenness of coverage with respect to data 

rather than space. Instead of having each point in a packing capture an approximately equal 

amount of space in the domain, have each point capture an approximately equal number of data 

points sampled from the space uniformly at random. Capturing here entails assigning data points 

to their nearest point in the packing. In theory, using uniform sampling to obtain the data would, 

with sufficient sampling, make coverage by space and coverage by data density roughly 

equivalent measures. Generally, with real data this will not be the case, and so the space the data 

can plausibly inhabit and where it actually lies may be different. However, the uniformity of a 

dataset may be of interest, and this concept of data density can be leveraged to measure how 

uniformly the data is distributed within the space. Comparing proportions of cluster sizes 

between real and synthetically uniform data on the same anchor set can provide insight into how 

the data deviates from uniformity and where in the space there are density anomalies.  

1.3.5 Regular Grids 

In the search for well spaced-out sets of points, it is tempting to use the apparently perfect 

solution of a grid. This does indeed work as a solution in low dimensions, but quickly becomes 

unsustainable in moderate to high dimensions because the number of points in a grid increase 

exponentially with the number of dimensions. The major advantage of point packings is that they 

provide even coverage with substantially fewer points than regular grids. Using the definition of 

covering radius Cr for a regular grid from (1.2), suppose we are considering a problem space 

within a cube of side-length L in Rn. Using a regularly spaced grid with a spacing of d in each 
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dimension of the grid, the covering radius would be half the diameter of one of the 

hypercuboidal cells whose corners are the members of the grid. The covering radius of such a 

grid using the Euclidean metric is: 

          𝐶& =
'
$√𝑛 ∙ 𝑑           (1.2) 

The number of values that must be used in each coordinate of the grid is L/d, making the size of 

the grid (L/d)n. Combining the expression for grid size and equation (1.2) results in: 

     𝑔𝑟𝑖𝑑𝑠𝑖𝑧𝑒 = 7(√%
$*!
8
%

          (1.3) 

For example, a grid with a covering radius of Cr = 0.2 on a twenty-dimensional cubical domain 

of side length L = 2, according to equation (1.3) would require a grid size of: 

7$×√$,
$×,.$

8
$,
≅ 9.77 × 10$.         (1.4) 

Equation (1.4) supports the claim that regular grids lead to ludicrous population sizes in higher-

dimensional problems. 

Unfortunately, computing the size of a best possible point packing that achieves a given 

covering radius is not a straightforward problem. As a point packing approaches maximal size 

for a given minimum distance between points, it covers a space more efficiently than a grid can. 

This is not a particularly strong claim as various Monte-Carlo techniques show that sets of points 

selected at random have better coverage than regular grids with the same number of points, 

which is the basis of Monte-Carlo integration (Shonkwiler and Mendivil, 2009). 
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1.3.6 Circle and Sphere Packings 

Point packings have some interesting similarities to an already well understood area of 

mathematics. This subsection will cover the similarities to packing problems, and the next 

subsection will liken point packings to error correcting codes. While both phenomena have their 

similarities, there are subtle differences that are important to highlight. Point packings draw on 

both phenomena for inspiration, with packing problems being responsible in part for the naming. 

Packing problems are an active area of mathematical research, primarily because of 

industrial use cases related to material wastage [for example in chip fabrication (Prvan et al., 

2019)] and in efficient storage [for example shipping and warehousing (Wang and Hauser, 

2021)], as well as in atomic structures (Bagattini et al., 2018). Packing problems can be thought 

of from two different viewpoints: 

• Maximizing the number of fixed sized objects packed into a fixed domain 
• Maximizing the object size such that a fixed number of objects fit into a fixed 

domain. 

Both approaches can be mapped equivalently to each other, and databases cataloging the 

current best-known results for each approach exist such as Packomania (Specht, 2017). There are 

many different varieties of the packing problems, limited only by creativity with respect to 

dimension and domain. The source mentioned also contains packings made of collections of 

different sized objects, again very reminiscent of industrial applications to reduce material 

wastage.  

The simplest packing problem type packs a given number of circles into the unit square 

and reports the maximum radius and configuration for which that is possible. These are 
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cataloged for up to 10,000 circles, with the last novel improvement submitted in 2013. For the 3d 

version of the same problem (spheres in cubes), the most recent improvement was submitted in 

2018 indicating that despite the problem’s simplicity, it has not been explicitly solved. As the 

dimension increases further, records of best packings become scarce, since the packing problem 

becomes more difficult in higher dimensions, and industrial uses are limited to dimensions 

experienced in the physical world. With that said, many of the applications of point packings that 

will be discussed in this work are more relevant to advancements made in the Information Age. 

1.3.7 Error Correcting Codes 

Error correcting codes have been around for a long time and propose a system by which 

to reduce the error rate in a signal with imperfect transmission (Hamming, 1950). It operates 

under the principle of parsimony, giving each recognized signal a buffer of allowable error that 

will still correct to the intended signal. This is not a foolproof system; large enough errors can be 

corrected to other valid signals that are not the intended transmission. Despite this being the case, 

the rate of true errors can be known based on the error correcting code and error rate of the 

components. In this way, error correction alleviates the burden on physical components to 

always function perfectly. The drawback is that information takes longer to transmit because 

basic transmission units are larger and must be encoded and decoded.  

Error correction is critical to modern information storage and transmission. As a result, 

most of error correction is applied to binary information using Hamming distance through 

increasing the signal space by adding additional bits to the minimum required to transmit the 

designated number of unique signals. In addition, the intended signals must be well spread out 

through the space to maximize the number of errors between all signals. This spacing introduces 
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the similarity between error correcting codes and point packings – a similar spacing that is the 

basis for packing problems. 

Error correction is mathematically well understood for binary signals. It is also well 

understood how to build error correcting codes in these spaces, in part because it is the simplest 

version of the problem. When additional complications arise, point packings can be helpful in the 

creation of error correcting codes. As a molecular biology example, point packings were used 

across the DNA alphabet and Levenshtein (Edit) metric to generate error correcting DNA 

sequencing tags by Ashlock and Houghten (2005). DNA sequencing can be error prone (even 

replication in living cells can generate errors) and relies on consensus from repeated sequencing 

to achieve acceptable accuracy. To use a consensus, one must be able to group all the same 

sequences for comparison. This is achieved through tagging each sequence with a unique 

identifier. Unfortunately, the tag is also susceptible to error in the same way the DNA of the 

sequence is. Since the tags are quite short in length, the creation of an error correcting code over 

an alphabet of size 4 is easy enough to conceive. The difficulty is truly introduced when 

accounting for the way errors occur in DNA sequencing. Aside from base swaps, DNA can also 

undergo insertions and deletions, which is the reason for using the edit metric. Use of the edit 

metric complicates things significantly. A point packing in the space uses the minimum distance 

constraint to ensure a suitable buffer between signals such that unavoidable errors still correct to 

the intended signal. Point packings for error correction are particularly useful when the distance 

metric used is something other than the Hamming distance. All spaces in this thesis use 

Euclidean distance, but error correction is never explicitly done for the sake of error correction 
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alone. Instead, clustering using point packings can be interpreted as error correction, data points 

are “corrected” (binned) to their nearest point packing member. 

1.3.8 Maximum, Maximal, Local Optima 

Point packings are generated against two opposing constraints (size and minimum 

distance). Large point packings can be favoured over smaller packings by maximizing the size of 

the packing, while a minimum distance constraint limits the number of valid points that can exist 

in a packing. While many algorithms for generating packings exist, the primary method used in 

this work is a greedy evolutionary algorithm (Ashlock and Graether, 2016). Methods for 

generating point packings will be examined in Section 1.3.10, but in essence points are added to 

packings until they can get no larger (i.e., they would violate the minimum distance constraint). 

In doing so, various maximized outcomes are possible with the same minimum distance. Given a 

minimum distance, a packing is a maximum if no other larger configuration of points exists. 

However, a packing is maximal if no more points can be added to an existing packing.  

All maximum packings are also maximal, but not all maximal packings are maximum. In 

this way, maximal packings are local optima that once achieved present substantial difficulty in 

transitioning to a maximum packing. If a packing is maximal, then to reach a maximum 

configuration some must be removed first. While this may seem problematic there are factors 

that make this a non-issue. The first is that in high dimension, packings can easily become too 

large; packing size scales exponentially with dimension and having too many points is a real 

concern for computational cost. The second factor is explored in-depth in Section 1.3.4 and deals 

with the idea of covering the available space without overcoverage. Maximum packings 
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necessarily incur a large degree of overcoverage, while maximal packings do not to the same 

degree because they are not forced to maximize coverage outside of the domain. 

1.3.9 Uses of Point Packing 

Until now, the focus has been solely on describing point packings and their various 

properties with little to motivate the creation of these objects outside of recreational 

mathematics. The main goal when creating a point packing is to partition the area of some 

problem space evenly. These well-spaced objects have applications for clustering, initializing 

algorithms, error correction, feature selection, high-dimensional visualization, and creating 

representative subsets. Many of these will be discussed briefly in this section, while the 

applications for clustering and algorithm initialization will be covered in considerably more 

depth as they are the focus of this body of work. 

1.3.9.1 Anchor Clustering 

Point packings can be used to enable an extremely fast clustering algorithm called anchor 

clustering. Point packings are created in the same domain as the data to be clustered and 

production takes place as an offline process prior to clustering. While the process of point 

packing creation is relatively slow, generally a large population of point packings is created that 

can be used for a number of problems. Once a point packing is created, the clustering algorithm 

itself is very simple and computationally fast. Points of the point packing are anchors, and data 

points are assigned to their closest anchor. Point packings enable a linear time algorithm with 

scaling O(n), where n is the number of data points to be clustered.  
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Anchor clustering has some very prominent strengths and weaknesses. A strength is that 

anchor clustering is fast and deterministic. Point assignment is not related to other data points in 

the set but only to the points that make up the anchor set. For that reason, a data point will 

always cluster to the same center. Each unique anchor set partitions the space according to a 

Voronoi tiling. The deterministic quality is beneficial because many popular clustering 

algorithms, for example k-means, can provide different clusterings based on initialization. 

Additionally, in k-means, a data point can be clustered differently based on the other data present 

in the data set. Both phenomena are deliberately avoided by anchor clustering, but it is not 

without out its drawbacks. 

The most obvious weakness of anchor clustering is that it clusters irrespective of the data 

because anchors are packed to the domain. This is the reverse side of the same strength that 

allows it to be deterministic. The drawback is that while anchor clustering method is fast, the 

grouping may offer little or no insight into the underlying structure of the data. 

Naturally, the drawbacks can be mitigated at the cost of the benefits. One solution is 

called consensus clustering, which involves amalgamating the results from clusterings using 

multiple unique sets of anchors to perform independent clusterings of the same set of data points. 

Data points are clustered together if they were grouped to the same centers across all or many of 

the different anchor sets. This modification adds complexity and computational cost, but 

provides an alternate clustering that is more attentive to the data by grouping data points that are 

consistently (across many clusterings with different anchors) close together. 
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1.3.9.2 Algorithm Initialization 

Point packings can also be used to initialize algorithms. This idea was first applied to 

evolutionary algorithms, but many optimization algorithms can use point packings for 

initialization. Point packings allow for a diverse collection of starting points to be considered 

with the goal of avoiding the traps of local optima. If an optimization algorithm is deterministic, 

an initialization will always produce the same optimized value. Unfortunately, one can only 

know if this is a local optimum (assuming adequate complexity) if a better value can be found 

using alternative initializations. Usually, this is done by trying many random initializations, 

performing optimization, and using the best solution. While random points offer good coverage, 

point packings are optimized for evenly covering the space, and so offer efficiency with respect 

to the number of initializations used.  

The benefits of point packing initialization become more pronounced the more 

computationally expensive optimization is to perform. For difficult problems, point packings can 

not only avoid local minima, but also limit the maximum required distance to an optimal solution 

(though difficult fitness landscapes can complicate this). Additional work I performed pertaining 

to using point packings to initialize optimization can be found on network based epidemic 

simulations in Appendix B and on more general evolutionary optimization in Appendix C. 

1.3.9.3 Other Uses of Point Packings 

 Point packings have many other uses as well. A point packing of a data set can be used to 

help find a representative subset by partitioning a data set to allow for a stratified random 

sampling by randomly sampling from points belonging to each anchor in a packing. They can be 

used in feature selection to help select features to be included in optimization problems to 
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maximize their predictive power (McEachern et al., 2013). Point packings have been used for 

error correction (Ashlock and Houghten, 2005), and are especially helpful for complex signals 

that experience unique errors. High dimensional data can be visualized by first clustering data 

points to point packing anchors and displaying the size of each cluster as well as the k-nearest 

anchors to describe the connectivity of the data space. 

1.3.10 Generating Point Packings 

This section details some of the possible methods used to generate point packings. As the 

number of generation methods is only limited by creativity and therefore theoretically infinite, a 

complete list will not be documented here. For example, irrational vector domain wrapping was 

one of the first iterations of a point packing generation algorithm (Ashlock and Gilbert, 2019). In 

this work, an evolutionary computation approach is used (Ashlock and Graether, 2016). There 

are several tunable parameters, some that are fundamental to the point packing itself (i.e., the 

minimum distance) and some that impact the way the search space is traversed, such as the 

mutation rate and number of parents for crossover. The most important part of this section is the 

formulation of the variation operator by repurposing Conway’s Lexicode Algorithm (Conway 

and Sloane, 1986). 

The point packing generation algorithm produces a population of point packings 

according to a given minimum distance. Here, the individual unit is a point packing. The fitness 

of a point packing is its size (number of points) and is a value to be maximized while still 

respecting the minimum distance. Initially, the point packings are small randomly generated sets 

of points that are culled of points that violate the minimum distance constraint. New point 

packings are created from pairs of existing point packings through crossover, as well as an 
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injection of random material in the form of mutation. The representation for the most part is 

straightforward except for the variation operators that enable crossover and mutation. The unique 

part of this representation is the usage of Conway’s Lexicode Algorithm. 

Conway’s Lexicode Algorithm (CLA) given as Algorithm 1, was invented as an abstract 

concept originally used only in proofs concerning coding theory (Conway and Sloane, 1986). 

The algorithm takes a set of points from a metric space and a minimum distance constraint and 

greedily filters the input set to an output set that obeys the minimum distance. 

Algorithm 1: Conway’s Lexicode Algorithm 

Input: a set S of points in some order. 
a minimum distance d. 

Output: a subset T of S with minimum distance d. 
Details:  
Initialize T to be an empty set. 
Traversing S in order, 

Add a point from S to T if its distance to all members of T is at least d. 

The CLA is also the method by which random initializations are reduced to valid point 

packings. The CLA is fashioned into Conway’s Variation Operator (CVO) as shown in 

Algorithm 2. This variation operator incorporates crossover and mutation at the same time. The 

CVO takes k packings with minimum distance d each of size nk (they are not required to be the 

same size) as input and returns a single packing as output. 
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Algorithm 2: The Conway Variation Operator 

Input: One or more (nk, d)-packings P1, . . ., Pk,  
 A random material rate R ³ 0 (an integer) 
 A minimum distance d. 
Output: An (n, d)-packing. 
Details: 
Let Q be the union of P1, . . ., Pk. 
Generate R random points and add them to Q. 
Shuffle the set Q into a random order. 
Apply Algorithm 1 to Q, returning CLA(Q). 

The CVO has two parameters specific to it (k and R), where d (the minimum distance) is 

a property of the packings. Computational evolution allows for the flexibility to depart from the 

one and two parent paradigms seen in Darwinian evolution. The parameter k is the number of 

parents, where asexual and sexual biological reproduction are analogous to k = 1 and k = 2 

respectively, but unlike nature any positive integer value of k can be used. Technically, k = 0 can 

be used as well and any point packing can be specified if a sufficiently large R (the random 

material rate) is used. These parameters generate packings out of large lists of random points, 

and once created undergo no further modifications. Aside from the number of parents k, the other 

parameter R indicates the random material rate and is analogous to biological mutation. This 

value controls the amount of novelty that is injected during each mating event. Aside from the 

initialization, the mutation is the only way that completely novel points can be added to a point 

packing. If R = 0, point packings can only contain different subsets of points present at the 

initialization. The injection of random material throughout helps to fill in incomplete point 

packings. If this value is large, then shuffling will cause random points to be greedily included 

initially, placing less importance on point sets contributed from either parent. 
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Population size and number of generations are parameters that have a large impact on the 

resultant packings by directly controlling the amount of computing resources used to find large 

packings. Large population sizes require large data structures to hold all the packings and allows 

for large amounts of diversity to be included, increasing the number of unique packings 

generated. Large populations may benefit from more generations because of the increased 

number of possible mating combinations. Each generation, sets of mates are randomly selected 

with replacement and produce one child (not added to the mating pool). After all the children are 

produced for a generation, the children and parents are combined, ordered according to 

descending fitness and only the highest fitness individuals are retained according to the 

population size. Necessarily, running the algorithm for more generations will never result in a 

lower fitness. Because the best solutions can only be overwritten by packings with higher fitness, 

the maximum number of generations that can be afforded by the computing resources will 

provide the best chance of finding large packings. Finding larger packings becomes more 

difficult the longer the algorithm is run, eventually plateauing, where running the algorithm 

longer has diminished returns in finding larger packings. In addition, as packings grow larger, 

the CVO takes longer and longer to compute as its complexity scales with packing size. Despite 

there being a marked impact of population size and number of generations, intrinsically they 

suggest using the largest values you can computationally afford. 

1.3.11 Sampling the Simplex 

Returning to my study on codon bias, genes can be represented according to their codon 

usage, and this information can be used to investigate the similarities of genes that use similar 

codons. Prior to my involvement with this project as a PhD student, genes were represented by a 
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vector of length 64 containing the total counts of each codon used in a gene. This representation 

inadvertently contains information about the length of the protein. Proteins made of more amino 

acids naturally had higher codon counts, even if some of the codons were used rarely. To remove 

information about length, each codon count was divided by the total number of amino acids in 

the gene. Performing this transformation removes information about protein size and each 

component of the vector measures each codon’s proportional usage. At this point the 

understanding was that genes represented in this manner lay in the 64-dimensional unit 

hypercube. Point packing was performed in this domain and genes were clustered accordingly.  

There was a major issue with this process. While it is technically true that all points can 

be found in the 64-dimensional unit hypercube, not all that domain is accessible to a valid gene. 

Even though the proportion for any of the single codons can vary between 0 (codon unused) and 

1 (codon exclusively used), all the proportions cannot equal 0 and similarly all the proportions 

cannot equal 1. All genes represented this way are limited to coordinates that sum to one and so 

occupy the 63-dimensional hyperplane of constant sum 1 also known as the 63-dimensional 

standard simplex. This realization marks the beginning of my involvement with the study of 

codon bias using point packing. During my Master of Bioinformatics project, I worked to 

implement point packings in the hyperplane. The main advantage of acknowledging and 

addressing this issue is the interpretability of the anchors used for clustering. Point packings in 

the hypercube have a negligible chance of having even a single point that lies directly on the 

hyperplane, and additionally there will be many anchors with empty clusters because they are far 

from the hyperplane. Since anchors can have codon usage proportions that do not represent valid 

genes, it is harder to interpret the significance of groupings that cluster to them. 
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Studying the results from packing in the hyperplane led to the realization of a different 

issue with the representation that I address here in my PhD thesis (see Chapter 3). The findings 

of my MBINF final project showed some clusters were enriched for genes containing many 

copies of the same amino acid and groupings were based on both codon bias and amino acid 

usage. Genes that contain large numbers of an amino acid inherently use that amino acid’s 

codons, relegating the gene to a unique and separable part of the space. This method is also 

sensitive to the chemical properties of the amino acids (e.g., proteins made of many hydrophobic 

amino acids will have a higher proportion of hydrophobic codons). To remove the information 

pertaining to amino acid content in this work, codon usage was measured relative to other codons 

encoding the same amino acid instead of expressing codon usage relative to all other codons. The 

resulting space the genes reside in is the product of 20 (or 21, if stop codons are included) 

hyperplanes, one for each amino acid. These hyperplanes vary in dimension based on the number 

of codons that encode each amino acid. Two amino acids (tryptophan and methionine) are 

encoded with a single codon, and therefore calculating their bias is meaningless. This allows for 

their removal and results in 18 (or again, 19 with stop codons) hyperplanes. The resultant 

topology is called the hypersimplicial complex and significantly reduces the effective 

dimensionality of the space. 

The complex topology of the problem domain is important because it is the domain in 

which point packings must be produced. Randomly generating points in the problem domain is 

required by the evolutionary algorithm that builds point packings to introduce (during 

initialization) and continue to inject (via mutation) points to be packed. There is a very 

straightforward way to generate values on the sum one simplex and this method works for any 
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number of dimensions. Records that sum to one can be created by randomly generating values in 

a fixed range for each dimension, then dividing each value by the sum of all values generated. 

This ensures that the values sum to one as they are a proportion of the total. Generating records 

that sum to one in this fashion is a very intuitive procedure, but there are some caveats in that it 

does not uniformly sample from the available area. Upon inspection of the point packings and 

then large collections of the raw “randomly” generated records, very few extreme values were 

encountered.  

Results from the investigation into the distribution of the original generation method are 

found in Figure 1.3 and confirm the issue with the randomness of the sampling. These plots show 

a pronounced deviation from what would be expected from a uniform random distribution. The 

simple method of dividing points by the sum of their total highly favours central values, which 

correspond to strictly random codon selection, a situation when no codons are biased toward or 

against. It is easiest, conceptually, to work with the one-dimensional standard simplex because it 

is a simple shape (a line) and easily visualized. This is important because the shape of the 

distribution is related to the shape of the space that must be uniformly sampled. The one-

dimensional standard simplex has the most predictable uniform distribution because it should 

resemble the quintessential uniform distribution. Effectively, the dimension of this shape is one, 

and so it should behave like a single random uniform variable. What we see instead is a 

significant deviation from the expected rectangle. The issue is that, continuing with the unit 

square example, the sampling method uniformly samples from the square not the sum one line.  

Naturally, in higher dimension things become more complicated, the cause of which 

stems from the difficulty in visualizing higher dimensions, and because what a uniform 
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distribution looks like departs from the classic shape. It is important to identify what a uniform 

sampling of the space will look like from one of the dimensions. In the codon bias scenario, any 

of the codons could have any bias, and this is reflected in the symmetry of the possible 

hyperplanes. Because of the symmetry, the histogram of potential bias will always look the same 

from any of the codons for an amino acid and ensures that the histogram for each dimension will 

be identical under a uniform random distribution. Generation methods that fail to have all 

dimensions identically distributed can immediately be ruled out as being truly uniform. 

Additionally, if all dimensions behave identically, visualization of a single dimension is 

sufficient. 
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Figure 1.3: Original generation bias. Histograms of random codon biases generated by the 
original generation method. A resolution of 10 indicates 10 breakpoints resulting in 11 bins. 
Histograms are shown for the spaces corresponding to amino acids with 2 (top left), 3 (top right), 
4 (bottom left), and 6 (bottom right) codons.  

In the case of point packing and the methods described here to build point packings, point 

generation bias increases runtime and decreases packing quality, two factors that are highly 

related. On average, if the propensity to find high fitness solutions increases, then the runtime to 

find those solutions decreases because they are easier to locate. Similarly, the same runtime will 

result in higher quality solutions. Since extremal points (e.g., corner or edge points) are very 

valuable to large packings, this central bias makes it particularly difficult to find large packings 
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in suitable time. If runtime is of no concern, then the evolutionary algorithm that builds packings 

will work against the sampling bias by preserving every rare extremal point that it is able to 

generate. It is reasonable to find extremal points in the 2-, 3-, 4- and 6-dimensions used here, 

however this tendency towards central values is stronger in higher dimensions. Sampling 

extremal points in the higher dimension simplices will be rate-limiting. With the sampling bias 

being more pronounced at higher dimension, it also indicates that the previous attempts to study 

codon bias using the 63-dimension hyperplane were subject to extreme sampling bias in point 

generation. This issue was originally discovered when amino acid bias had not been removed 

because even in large packings, no points corresponding to significant codon bias could be 

located by the point packing algorithm. 

After identifying that there was a sampling bias, correcting the issue was not 

straightforward. After consulting with experts in the University of Guelph Mathematics 

department, an objectively correct solution (Devroye, 1986) was pointed out by Allan Willms 

who provided a novel derivation (Willms, 2021). This solution returns to the fundamentals of 

probability theory, likening probability to the area or volume available to be sampled. Since 

these hyperplanes have very regular geometry, calculus can be used to mathematically express 

their areas and volumes. Random floating-point numbers are generated uniformly on the interval 

[0,1). This random number describes a proportion of the simplex area/volume to the right of an 

axis value along the first dimension. This axis value is recorded and the cross-sectional area of 

the shape at that axis value is used to repeat the process until all dimensions are sampled. This 

derivation by Willms (2021) manifests in equation (1.4), describing the axis value y with fraction 
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f of the volume of the n-dimensional simplex to its right, and is the result of a mathematical 

approach to solving this problem that is beyond the scope of my thesis.  

      𝑦	 = 	 A1 − 𝜙'/%C         (1.4) 

Uniformly sampling the fraction of the volume according to equation (1.4), scaling by the 

remaining sum and iteratively reducing the dimension of the space according to Algorithm 1.3 

(Willms, 2021) results in the distributions in Figure 1.4. This solution works for this particular 

problem but is not a general solution for all possible sampling biases (e.g., those not involving 

simplices), although the underlying premise is useful.  

Algorithm 1.3: Uniformly Sampling the Sum 1 Simplex 

sum ← 0 
for i from 1 to n do  
    φi ← uniform[0, 1]  
    xi ←(1−sum)(1 − φi1/(n+1−i))  
    sum ← sum + xi  
end for  
xn+1 ← 1 − sum.  
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Figure 1.4: Correct randomly uniform generation method. Histograms for the correct method 
for generating points uniformly on the relevant sum one simplices. A resolution of 10 indicates 
10 breakpoints resulting in 11 bins. These histograms detail the frequency of bias expected for 
one codon in a uniform distribution for amino acids with 2 (top left), 3 (top right), 4 (bottom left) 
and 6 (bottom right) codons. Because the simplices are symmetric each dimension of the simplex 
is identical so one dimension is sufficient for visualization. These sampled distributions are given 
exactly by the formula: P(x) = (n - 1)(1 - x)n - 2, where n is the degeneracy of the amino acid. 
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1.4 Research Questions and Structure 

During my Master of Bioinformatics, I also studied codon bias with point packing based 

anchor clustering. It was a continuation of previous related work by this research group and 

addressed some issues between the way packings were made and how a gene’s codon bias was 

represented. Prior to my Master of Bioinformatics, packing was performed in the 64-dimension 

unit hypercube despite all valid genes being confined to the 63-dimension standard simplex. My 

Master’s project modified the packing process so that packings and genes’ codon biases were in 

the same domain. I also conceived the process by which clusters were analyzed and compared 

for structural and functional differences. While the approach for analysis (point packing based 

anchor clustering) was better aligned with the data, the representation of the data did not allow 

analyses pertaining to structure to be performed (because disorder is calculated directly from 

amino acid sequence) and prevented strong conclusions from being made between codon bias 

and gene function. The representation prevented definitive conclusions about codon bias because 

the representation conflated amino acid information with codon bias information. 

This thesis makes further changes to the data representation to remove amino acid 

information, improving and focussing the conclusions of the experiments. In addition, the 

analysis of clustering procedure is generalized such that it can be easily applied to a wide variety 

of gene attributes including different measures of tissue specific differential expression. The new 

representation results in a more complex data space that records codon bias within each amino 

acid. Because the codon frequencies within an amino acid must sum to one, this representation is 

the product of multiple various dimension simplexes, a hyper-simplicial complex. Packing points 

into the hyper-simplicial complex revealed underlying issues that had been present in the 
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sampling method of the point packing procedure. The existing method was not able to generate 

points uniformly at random on a hyperplane. Point packings are built using an evolutionary 

algorithm that is robust and by its very nature seeks to overcome this sampling bias, but any 

sampling bias reduces the efficiency of the process. This work documents a modification to the 

evolutionary algorithm used to generate point packings that avoids complications that arise when 

attempting to randomly generate points in complex domains.  

The rest of this thesis is structured as follows. Chapter 2 is an analysis of the data driven 

packing process as well as the packings that are used to perform anchor clustering. Chapter 3 

details the data, methods, and results of using anchor clustering to study codon bias in human 

genes. Finally, chapter 4 indicates some areas for continued research in point packing as well as 

codon bias. There are also several appendices that highlight some different applications of point 

packings as well as packings made with different qualities in mind.  
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2 Creating Point Packings for use as Cluster Anchors 

This chapter details the creation of point packings for use as cluster anchors in studying 

codon bias as well as a variation to the point packing procedure that I developed in response to 

the problem of sampling bias called data driven point packing. While a mathematical procedure 

for sampling uniformly at random has been developed (Willms, 2021), my data-driven 

modification circumvents the core problem of sampling bias that may present differently in 

different domains and for different problems. In addition, it covers the creation of packings that 

are used as anchors in studying codon bias with anchor clustering, as well as a process for 

selecting which procedure is ultimately chosen. 

2.1 Sampling Bias in Packing High Dimensional Spaces 

Packing points into simple spaces (e.g., cuboidal), even if they are high dimensional, is 

straightforward using the evolutionary algorithm detailed in Section 1.3.10. However, 

complicated problems lead to complicated representations that can impose a bias on how points 

are generated, and biased point generation can make it difficult or impossible to pack the domain 

full of points because areas of the space may be inaccessible. Commonly, multiple features 

describe a proportion or probability of dependent events. Intrinsically, this scenario places a 

constraint on the possible values these features can take on in a single instance. Many features 

lead to many dimensions, and the resulting sampling biases can easily go unnoticed as 

visualization of the domain becomes difficult.  

The difficulty of sampling uniformly at random technically stems from incorrectly 

assessing the problem domain or incorrectly modifying the behaviour of random number 
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generation. When subsets of features describe dependent information, data points will be 

constrained to a manifold of the n-dimensional cuboidal domain. While sampling the n-

dimensional cuboidal domain is simple, sampling a manifold is more difficult and depends on 

the complexity that defines it. If the domain is complicated, random point generation can become 

more difficult to perform, but generally can still be performed provided the domain is 

mathematically defined. The process of point packing is robust and can handle some bias in 

random point generation well. Rare points (those biased against) represent a part of the domain 

that is difficult for the packing to gain access to and as a result are preserved when they appear 

due to their positive effect on the fitness (size) of the packing. If the bias in point generation is 

severe, it will ultimately limit the size of packings that can be achieved in a reasonable time. The 

domain for packing points for use as anchors to cluster codon bias records is complicated, but 

well defined. As previously mentioned, each amino acid’s codons can be represented on a 

standard simplex of various dimension (one lower than the amino acid’s number of codons) 

where the standard simplex, ∆% is defined according to 2.1 and combined according to 2.2. 

              ∆%	= {𝑥 ∈ ℝ%0'I ∑ 𝑥! 	= 	1, 𝑥! 	> 	0%0'
!1' }, 𝑛	 > 	0          (2.1) 

If ∆% is the n-dimensional standard simplex in the nonnegative octant of ℝ(%0') (Willms 

2021), then the problem space for studying codon bias of genes is the Cartesian product of a 

collection of simplexes (2.2) where aj is the number of codons for amino acid j and k is the total 

number of amino acids with more than one codon. 

     ∆4"5' 	× 	∆4#5' 	× 		…		× 	∆4$5'        (2.2) 
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As a result, it is possible to generate codon bias records uniformly at random by combining 

randomly generated points on the appropriate number of 2-, 3-, 4, and 6-dimension simplexes. 

While the underlying concept for mapping uniform random number generation proportionally to 

the area of a domain found by integration works as a general solution to any sampling bias 

(Willms, 2021), defining the appropriate function and subsequently integrating can be 

challenging. Failing to do so leaves brute force to make up for shortcomings of the sampling 

procedure. Figure 2.1 depicts a simple example that shows how uniformly sampling the square 

domain imparts bias when enforced on the simplex. Furthermore, while any bias is detrimental 

for packing, bias away from the edges makes larger packings more difficult to find. In the 

example of Figure 2.1, the shape of the unit square is imposed on the distribution of points about 

the sum one line, causing central values to be favoured. The mechanism that causes the bias is 

the same in higher dimension but is more difficult to visualize. While the standard simplex 

shown in Figure 2.1 is symmetrically placed about the unit square, as the dimension increases, 

the standard simplex occupies a smaller and smaller corner of the cube/hypercube. This 

generation method will always generate proportions biased toward 1/d where d is the dimension 

because this is where the diagonal of the hypercube is orthogonal to the standard simplex. For 

these reasons, the original point generation method of generating random values and dividing by 

the sum of their total does not generate values uniformly at random on the standard simplex. 
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Figure 2.1: Source of standard simplex sampling bias. The cause of the sampling bias of the 
original generation method shown in two dimensions. Points generated uniformly on the unit 
square (left panel) along with the sum one line (blue line). The original generation method 
uniformly generates random points in the unit square and maps those points to the line by 
shortest distance. The grey and dark grey diagonal bands form the bins for the histogram 
showing counts of points along the line (right panel). The curvature is a product of random noise 
from sampling. Adapted from Stoodley et al. 2018. 

The original generation method, despite being intuitive, is a good example of how simple 

decisions can have a large impact, sometimes negatively, on complex processes. Figure 2.2 

shows the effect of biased sampling on the computational performance of building point 

packings. With the same allowed minimum distance between points, the correct sampling 

method (Willms, 2021) can produce bigger packings or similarly sized packings more quickly 

when compared to the original biased generation method. This difference is negligible in two 

dimensions but becomes significant in three dimensions. This is an example of how the chosen 

point packing generation process is robust to sampling bias. In higher dimension, however; the 

sampling bias begins to overwhelm the algorithm’s ability to preserve ‘rare’ points because they 

are never encountered. For this reason, the difference between the size of the packings built with 

the two point generation methods gets larger as the dimension grows. In the representation used 
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in this work, the average number of codons per amino acid is 59/18 @ 3.2, indicating there is 

non-trivial efficiency to be gained by addressing the sampling bias. Extrapolating to the previous 

representation I used during my Master’s work (63-dimensional simplex) means the point 

generation method used at the time produced packings that were extremely restricted relative to 

their available volume to fill. A random point generation bias can significantly impact runtime or 

the size of the packing and is particularly detrimental as the dimension of the space to be packed 

increases.  
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Figure 2.2: Quantifying the impact of sampling bias. Comparison of the original sampling 
method (orange) and the correct simplex sampling method described in Willms (2021) (blue) 
when used as the point generation procedure for producing point packings. Point packings are 
generated using the evolutionary algorithm described in Section 1.3.10 on the standard simplexes 
used to study codon bias. (A) D1 for amino acids with 2 codons, (B) D2 for amino acids with 3 
codons, (C) D3 for amino acids with 4 codons, and (D) D5 for amino acids with 6 codons. Graphs 
depict the largest packing in the population along the y-axis at a given generation along the x-
axis. All parameters are kept constant except for the minimum distance. The minimum distance 
is kept constant within experiments on the same simplex and only changed between simplices to 
keep the packings from getting unnecessarily large as the domain increases. 
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2.2 Data Driven Point Packing 

Between the time I discovered our initial method for random point generation was 

incorrect and the time we became aware of the formal solution (Willms, 2021), I developed a 

novel modification to the approach to circumvent random point generation in the creation of 

point packings called data driven point packing (Stoodley et al., 2018). Data driven point 

packing randomly samples data points from the data to be clustered rather than randomly 

generating the points themselves. This data driven variation has some drawbacks, but also 

addresses a shortcoming of using point packings as anchor sets for anchor clustering. If the 

nature of the set is too complex to easily sample at random, then sampling from the data can be 

used instead. Instead of attempting to replicate plausible data points, this method uses the 

available data points as input to the point packing method. Every step of the algorithm that 

requires random point generation instead randomly samples points from the available points in 

the dataset with replacement, meaning that the packing is limited by the quality and abundance 

of the data. 

This data driven variation of point packing only works for applications where a dataset 

exists, such as using point packings to perform anchor clustering. The intended goal of packing 

from the data is that it not only functions as a solution to the specific sampling bias encountered 

in my work, but can be used for any comparable sampling bias that could be encountered in other 

biological problems. A significant advantage is that it avoids requiring a strong understanding of 

the topology of the problem space. From the perspective of using point packings as anchor sets 

for anchor clustering, this is not an issue because the process requires there to be data. Other 

applications of point packing do not necessarily require an underlying dataset (e.g., point 
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packings for optimization initialization) and so are not suitable for a data driven variation. The 

point packing process is modular in nature and so this modification to the point generation 

procedure can still be paired with modifications to other parts of the process, such as those 

discussed in Appendix C that explore some alternative fitness functions. There is an additional 

benefit of the data driven approach to point packing that is secondary to circumventing random 

point generation but is also important. One of the major shortcomings of anchor clustering is that 

it is insensitive to the data in that it does not adapt to the data to be clustered. Using data driven 

packings as anchors focuses the partitioning of the data on the manifold in which the data reside, 

which in many cases can be a significantly smaller portion of the available domain. Since 

anchors are all data points themselves, they are more relevant to the data and allow for more 

intuitive interpretation of the clustering. 

There are few primary drawbacks of a data driven approach in this context. The approach 

requires data; however, the goal is generally to use the data driven packings in conjunction with 

the data (to cluster it), so this limitation is not necessarily introduced by using the data as input. 

Another drawback is that when data is used as input to create packings, extreme points are 

preferentially selected to be part of packings as they help to maximize the size of the packing, so 

some of the anchors used for clustering are likely to be outliers. Anchor clustering using data 

driven packings may therefore in part be clustering data points to their nearest outlier. This is not 

necessarily of concern when compared to anchor sets of packings of random points because 

random points will likely contain points at least as extreme or more extreme than the outliers 

found in the data. On this same line of reasoning, data driven packings as anchor sets for 

clustering may be limiting when used to understand where the data lies in the problem domain. 
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This can be achieved using anchor clustering to see which clusters have and do not have data in 

them. Empty clusters indicate areas of the problem domain that are sparsely inhabited, and 

investigations into the underlying reasons could illuminate issues in data collection or 

fundamental properties of the data. In addition, clustering can be used in anomaly detection (i.e., 

fraud detection) and these types of applications are likely more suitable for packings made with 

random points. For example, identifying instances of fraudulent transactions revolves around 

being able to detect differences from genuine transactions, not just similarity to other known 

fraudulent instances. This an example of where the capacity of the clustering algorithm to 

perform well may be limited on the data. It would not be a problem if you had a data set 

containing many examples of all types of fraud, but this is largely a moot point because in that 

case, the task is trivial. In the context of this work, clustering is not used to identify properties of 

instances outside of the data set that is studied (e.g., detecting genes of other organisms based on 

their codon bias). 

 The runtime and quality (size) of the packing for data driven packing is entirely 

dependent on the data to be used as input. In all cases, the maximum data driven packing is no 

larger than the maximum packing made using uniformly random point generation. If the domain 

is correctly defined, all the data points can feasibly be sampled by random generation. In many 

cases uniform random point generation will have access to more points than a finite dataset. If 

the minimum distance is made infinitesimal, data driven packings will be limited in size by the 

number of unique datapoints in the set. In most practical scenarios, the point packing algorithm 

is not run until maximum packings are found, but until it becomes prohibitively difficult to find 

larger packings. Depending on the data, data driven packing may lend itself to finding acceptably 
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large packings faster. Theoretically, if a dataset was a maximum packing, then data driven 

packing would find the largest possible packing on average much more quickly than randomly 

sampling the domain. This is a redundant exercise, but it does highlight that data can be spread 

out in such a way that lends itself to creating packings. By the other side of the coin, the data 

itself could have the property that it is numerous and heavily biased, making it less suited for 

producing large packings quickly. This property of the dataset is not something that can hold for 

all possible minimum distances at least in part because there is typically a finite amount of data. 

2.3 Point Packing for Codon Bias 

This section details the parameters used to build the packings that are used as anchor sets in 

this work. There are some instances in this section where an explanation (particularly about the 

source and processing of the raw data) is described in Chapter 3. Point packings (for use as 

anchor sets) were produced according to the evolutionary algorithm described in Section 1.3.10 

using a population size of 100 with a simulation time of 400 generations. Packings are initialized 

with 30 random points before points violating the minimum distance constraint were removed. In 

each generation there are 50 mating events between random pairs of point packings with a 

random material rate of 5. Minimum distance values from 4.0 to 2.25 were used with increments 

of 0.25. Data driven point packing is performed using codon bias of human genes as data points. 

Point packing is also performed with random point generation using the uniform simplex 

sampling technique (Willms 2021). The highest fitness (i.e., largest) point packing is selected 

from each run to be used as anchors for clustering. Point packings with the two different 

sampling varieties are analysed using Principal Component Analysis (PCA) (Husson et al. 2016) 

in R. All PCAs use a quality metric called cosine squared to colour points according to how well 
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they are represented by the first two principal components. Packings were generated using two 

sampling procedures: sampling from the data and using the uniform random sampling procedure 

(Willms, 2021). When data driven point packing was used, points were selected from the full 

data set of all human CDS transcripts expressed as the RSCU of the sequence. Sizes for the 

different packing types is shown in Table 2.1. 

Table 2.1: Packing sizes. Packing sizes are shown as the minimum distance changes for 
different packing sampling methods. All point packings were built with a population size of 100 
and a random material rate of 5, and were initialized with 30 random points and run for 400 
generations with 50 randomly selected mating events of two parents per generation. The packing 
sizes shown here correspond to the largest point packing in the population at the end of each run. 

  

It was expected that as the minimum distance decreases, packings will grow larger. All 

instances where the minimum distance was decreased resulted in a packing with as many points 

or more than the previous minimum distance. While extreme points are valuable to point 

packings in helping them to reach the edge of the space, central points are important as well. For 

certain geometries, points in the direct center of the space are required for a maximal packing. 

The minimum distance in conjunction with the domain for a packing will determine the lattice 

structure for the maximum point packing and high concentrations of data around the lattice 

points will facilitate finding large packings when using data driven point packing. 

Minimum Distance Uniform Random Sampling Data Driven Sampling
4.00 1 2
3.75 1 3
3.50 2 3
3.25 3 5
3.00 3 17
2.75 19 35
2.50 32 84
2.25 99 182

Packing Size
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The uniform random sampling procedure created smaller point packings. This is 

unexpected when compared to the data driven point packings, as data driven point packings only 

have access to a finite number of points while the random sampling theoretically has access to an 

infinite number of unique points. More importantly, the random sampling can sample all the 

points found in the largest data driven packings and all the points used as input in the data driven 

set. This suggests that the data set used here for data driven packing are more amenable than 

random sampling to large packings made with the given parameters. Likely, a run with more 

generations would be required to meet or exceed the data driven packings. This trend is not 

expected to hold through all possible minimum distances. For example, an infinitesimal 

minimum distance with a maximum packing size significantly larger than the size of the input 

dataset for the data driven packing would easily be outperformed by random sampling. A point 

packing made in this manner would theoretically be limited in size to the number of unique 

points in the dataset used as input. 

Visualizing a packing becomes more difficult when the dimension of the space becomes 

larger because information can be lost in projecting to a lower but visually accessible number of 

dimensions. In Figures 2.3-2.6, PCA (Husson et al. 2016) was used to investigate a few of the 

different point packings. In Figures 2.3 and 2.4, the two packings are of approximately the same 

size (32 and 35 points) but were created with the two methods. They look very similar along 

their first two principal components despite being built with a different minimum distance (2.50 

vs. 2.75). Points are labelled arbitrarily based on their appearance in the packing and appear 

spread out with similar quality measures. Because these are created with two separate PCAs, 

their coordinate systems are not directly comparable. It is notable that both packings are 
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insufficiently represented in only two dimensions as the first two dimensions are unable to 

capture a significant amount of the variability (Random: Dim1 – 8.1%, Dim2 – 7.5%; Data 

driven: Dim1 – 12.8%, Dim2 – 7.7%). This is not surprising, as the packing space is high 

dimensional and symmetrical, which the uniform random sampling should fill in an unbiased 

manner. The uniform random packing is more poorly represented by the first two principal 

components than the data driven packing, suggesting that human genes occupy only a subset of 

the available space or at least are not centered in the space like the randomly sampled packing is. 

While the variability preserved in the first two principal components is lower, it is unknown if 

this difference is significant. 
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Figure 2.3: PCA 32-point random sampled packing. Anchor points are displayed on the first 
two principal components. Points are coloured based on their squared cosine; a measure that 
increases with quality of the visualization. 
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Figure 2.4: PCA for the 35-point data driven packing. Anchor points are displayed on the 
first two principal components. Points are coloured based on their squared cosine; a measure that 
increases based on the quality of the visualization. 

Figures 2.5 and 2.6 show PCAs of both packings again but with additional points added 

for context. A tissue center here is computed as the center of mass of all genes that are elevated 

in a tissue according to the Human Protein Atlas gene expression protocol (described in detail in 

Chapter 3). Adding the elevated tissue centers approximately doubles the number of points in the 

PCA and forces the principal components to balance representing the packings and tissue 

centers. The tissue centers are more amenable to representation in two dimensions based on their 

quality scores and the variation across the first principal component. Because of this, the tissue 

centers will more strongly dictate the principal components, despite having an approximately 
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equal number of points in the packing. Additional visualizations for other packing sizes can be 

found in the Supplementary Figures.  

The most notable difference between Figures 2.5 and 2.6 is the location of the point 

packing relative to the tissue centers. The packing built with the random point generation (Figure 

2.5) shares minimal overlap with the tissue centers, while the packing built from the data is 

centered around the tissue centers (Figure 2.6). This is an intuitive result, as the point packing 

built from the data and the tissue centers are based on the same data. The uniform random 

samples have an expected value of perfectly unbiased codon usage, so human genes on average 

have a bias that deviates from unbiased codon usage. This is not surprising, since it is already 

known that genes from different single celled organisms can be separated based on their codon 

bias (Ikemura, 1985). 

There is not enough information here to make the claim that human genes are separable 

from other species based on their codon bias because no data from other species are included, but 

there is an indication that some level of separability may be achieved for human tissues. The 

location of the tissue point cloud in the data driven packing PCA indicates that the data driven 

packing may be more suitable for analysis than the point packings made from random point 

generation, indicating that data driven point packing, on top of addressing the difficulty of 

sampling uniformly at random, may also address the issue point packings suffer from being 

naïve to the data they are used to analyze. There is also another benefit of data driven packing 

regarding the reproducibility of anchor sets. Under uniform point generation, any packing (even 

a maximum packing) has many symmetries so a shuffling of the dimensions within amino acids 

of the same degeneracy results in a new packing. Because the data does not necessarily share the 
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symmetry of the space that it resides in, shuffling of the dimensions of the codon bias of a valid 

gene is not guaranteed to a measurement found within the data. Data driven packing allows for 

anchor sets to be found that are related to the uniqueness of the data that anchors are sampled 

from. 

 

Figure 2.5: PCA of 32-point packing with tissue centers. The anchor points are numbered. 
Tissue centers are calculated as the center of mass of all genes elevated in a tissue based on 
mRNA levels. Points are displayed on the first two principal components and are coloured based 
on their squared cosine; a measure that increases based on the quality of the visualization. 
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Figure 2.6: PCA of 35-point packing with tissue centers. The data driven anchor points are 
numbered. Tissue centers are calculated as the center of mass of all genes elevated in a tissue 
based on mRNA levels. Points are displayed on the first two principal components and are 
coloured based on their squared cosine; a measure that increases based on the quality of the 
visualization. 
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3 Codon Bias Clustering  

This chapter describes the data sources and methods used to perform analysis on the 

codon bias of human genes to look for connections with other gene attributes as well as the 

results of the analysis. It includes some preliminary analysis to determine how often similar, 

commonly used segments of the transcriptome are encoded using different codons. Additionally, 

it includes the primary analysis in this work of determining to what degree gene attributes may 

be associated with codon bias differences amongst human genes. 

3.1 Methods and Experimental Structure 

Human genes were represented according to their codon bias and clustered using point 

packings as cluster anchors. These clusters grouped genes together that have similar codon 

biases, allowing for them to be examined for properties pertaining to structure, function, and 

tissue specific expression. The rate of elongation may be an important component of how 

intrinsically disordered proteins achieve their conformation. Codon usage mediated elongation 

rate may promote disorder by not allowing hydrophobic residues to amalgamate and form the 

core of a protein, which may be detectable in the current way that disorder is modelled, even if 

the model is based solely off amino acid information. Amino acids in disordered regions may 

favour codons that have a higher likelihood to preserve the chemical properties of the amino acid 

rather than just synonymous substitutions. Because structure and function are so closely linked, 

if co-translational folding is required for function in a conserved domain, particular codon biases 

may be associated with molecular function or cellular component GO terms. Codon bias of genes 

may also be associated with biological processes because genes involved in the same process 

require coordinated expression and so may have to be produced under similar tRNA resource 
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conditions. Finally, tissue specific expression may be associated with codon bias if different 

tRNA concentrations in the different tissues cause a gene to have differential translation 

efficiency in the different environments (e.g., proper co-translational folding resulting in more 

functional protein or, less degradation of the transcript due to slow translation). These clusters 

were examined statistically under the assumptions that the codon bias and the properties of these 

genes are independent qualities. Mechanistically, codon bias could impact the properties 

measured in a number of ways. 

3.1.1 Data Sources 

The data set contains predictor variables pertaining to the codon usage bias of human 

genes and response variables collected from a variety of sources. The predictor and response 

variables are joined using Ensembl and UniProt identifiers or calculated explicitly from the 

sequence. Human coding sequence data (CDS) was retrieved from the Ensemble Genome 

Browser 94 (Zerbino et al., 2018) for all known human genes. The response variables include 

FoldIndex data, Gene Ontology (GO) Terms and Tissue Expression data. FoldIndex, developed 

by Prilusky et al. (2005), is calculated directly from the sequence data for each gene and 

describes the propensity of the sequence to be intrinsically disordered. The Gene Ontology, 

developed by Ashburner et al. (2000), is a controlled vocabulary for describing and cataloguing 

biological knowledge. GO Terms for each gene were retrieved from Ensembl’s BioMart 

(Zerbino et al., 2018) version 10.5281/zenodo.2529950 on 2019-01-01. Tissue gene expression 

data was retrieved from The Human Protein Atlas version 18.0 (Uhlén et al., 2015). Tissue 

protein concentration data was retrieved from the Human Proteome Map (Kim et al., 2014). 
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3.1.2 Data Cleaning and Processing Procedures 

The coding sequences of all valid human genes were downloaded in FASTA format with 

UniProt identifiers, as well as Ensembl Gene and Transcript identifiers. This file contains coding 

sequence data for 112,012 transcripts for 23,471 unique genes and pseudogenes. Only transcripts 

with UniProt identifiers (i.e., to eliminate pseudogenes) were used because these are part of a 

carefully curated database representing a reference set of sequences whose annotations are 

confirmed and corroborated by several independent sources. The coding sequences were 

processed into codon bias records by reporting the relative proportion of each codons’ usage to 

encode each amino acid. The sequence of each transcript was translated into its protein sequence 

and the number of times a codon was used was divided by the number of times its amino acid 

was used. For transcripts that do not use all the amino acids at least once, the codons associated 

with the unused amino acids are all given a proportion that indicates no codon bias, where no 

codon bias is equal to one divided by the number of codons that can encode that amino acid. 

Amino acids with only one codon and stop codons were excluded from the analysis. Genes with 

multiple transcripts were averaged across the transcripts because some response variable 

information was only available at the gene level. Averaging the codon bias of transcripts of the 

same gene prevents genes with many transcripts from being overrepresented strictly because of 

the number of different transcripts recorded. 

FoldIndex values were generated by parsing the protein coding sequences of each gene 

and summing the value associated with each amino acid as described in Prilusky et al. (2005). 

The resulting value describes the propensity for the gene product (i.e., the protein) to be 

intrinsically folded. Positive values indicate a protein that is folded, while negative values 
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indicate a protein that is intrinsically disordered. The FoldIndex values of genes with many 

transcripts are averaged to provide a single value. In addition to the FoldIndex value, the 

PercentFolded value describing what portion of a protein is expected to be disordered is also 

calculated.  The PercentFolded value is computed using a sliding window of a fixed size across 

the protein sequence and calculating the percentage of those windows that have a FoldIndex 

value greater than zero. PercentFolded values were calculated for window sizes of 10, 25, 50, 75 

and 100 amino acids. 

The entirety of the Gene Ontology for all human genes was downloaded using Ensembl’s 

BioMart (Zerbino et al., 2018). This includes two files, one containing a mapping of genes to GO 

Term numbers, the other containing the GO Term name and brief description for each GO Term 

number. The Gene Ontology annotations fall under one of three broad categories: molecular 

function, biological process, and cellular component. 

Tissue specific gene expression data in normal tissue were downloaded in tabular format 

from the Human Protein Atlas (Uhlén et al., 2015). This dataset contains transcript per million 

(TPM) measurements for all available human genes in 32 adult tissues (Figure 3.16). The 

information was produced via deep sequencing of mRNA from healthy tissue samples from a 

biobank. While this data is fundamentally quantitative data there are many factors that vary 

between genes that must be accounted for (i.e., mRNA and protein lifetimes). To account for this 

variability, I further processed this dataset to assign genes to tissues based on expression 

protocols described by the Human Protein Atlas, which assigns genes to tissues converting this 

data to qualitative (categorical) information. The Human Protein Atlas describes three tiers of 

increased gene expression in a tissue. A gene is elevated in a tissue if that tissue contains the 
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highest expression for the gene. A gene is enhanced in a tissue if expression in that tissue is five 

times higher than the average expression for the gene across all tissues. A gene is enriched in a 

tissue if its expression in a tissue is five or more times greater than its expression in all other 

tissues (5x greater than expression in the second highest tissue). This results in three files: one 

for each expression level assigning each gene to a tissue. Depending on the level, a gene can be 

assigned to one tissue, multiple tissues, or no tissues. 

Tissue specific protein concentration data in normal tissue were obtained from the 

Human Proteome Map (Kim et al., 2014). This dataset contains protein concentration data for 

17,294 proteins in 12 cell lines, 7 fetal tissues and 17 adult tissues. Normalized spectral counts 

were determined by Liquid Chromatography tandem Mass Spectrometry (LC-MS/MS) to 

separate and identify relative amounts of protein. Of these 17 adult tissues, 16 were also reported 

in the tissue gene expression dataset. Because this information was to be analysed in conjunction 

with tissue mRNA, only the information for the 16 tissues (Figure 3.17) shared between the gene 

expression data and the protein concentration data was used. Protein concentration data 

contained RefSeq identifiers that were converted to UniProt and Ensembl identifiers as 

appropriate using a conversion table downloaded from Ensembl’s BioMart. 

Tissue-specific increased translation data were generated by combining the gene 

expression and protein concentration data for the 16 tissues to compare relative mRNA 

abundance to protein abundance. Two intermediate datasets were created from both the gene 

expression and protein concentration data by transforming the values into row-wise proportion 

(relative to the gene) and column-wise proportion (relative to the tissue) data. Each expression 

and concentration values were divided by their respective row total to calculate gene-wise 
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relative abundance and divided by their respective column total to calculate tissue-wise relative 

abundance, creating unitless values. The gene-wise relative proportions for protein concentration 

were divided by the gene-wise proportions for gene expression to generate a gene-wise 

translation ratio. The tissue-wise relative proportions for protein concentration were divided by 

the tissue-wise proportions for gene expression to generate a tissue-wise translation ratio. The 

gene-wise and tissue-wise translation ratios were used separately and in conjunction to label 

genes with tissues they are over translated in. Three translation ratio thresholds were used to 

associate genes with tissues: >1.0, >2.0, and >10.0. A translation ratio of 1.0 indicates that 

protein concentration abundance is exactly as expected according to mRNA abundance. A ratio 

of 2.0 and 10.0 indicate a 2x and 10x increase in translation respectively compared to what is 

expected based on mRNA abundance. The three levels were applied to create a measure for 

gene-wise ratios, tissue-wise ratios, and the intersection of both groups. For example, combining 

gene- and tissue-wise ratios labelled genes to a tissue if both their gene-wise ratio and tissue-

wise ratio were greater than the ratio breakpoint (>1.0, >2.0, or >10.0). 

3.1.3 Preliminary Analysis 

To establish that there was sufficient variability in codon bias within human genes to 

warrant investigation, the coding sequences were translated to protein sequences, and BlastP was 

used to generate a database from the translated sequences. BlastP was used to BLAST search 

each gene against the database with default parameters. Results were processed to remove self-

matching hits and were limited to sequences of at least 50 amino acids in length and >75% 

identity. In some cases, this results in multiple hits for the same sequence. The resulting aligned 
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subsections of genes were parsed, and the percentage of matching codons at matching residue 

positions was recorded and plotted in a scatter plot.  

3.1.4 Anchor Clustering 

Point packings are used as anchor sets to perform clustering of codon bias records by 

assigning codon bias records to the closest anchor in each set. These groupings are analysed 

according to structure using FoldIndex, function using GO terms, and tissue specific expression 

at the mRNA and protein level. Cluster anchor visualization is with heat maps to show which 

codons an anchor is biased towards. The groupings are made using the codon bias of the genes 

meaning that the codon bias is the predictive variable. 

3.1.5 Analysis of Quantitative Response Variables 

After clustering was performed, analysis of quantitative (FoldIndex and PercentFolded) 

values was performed using one-way ANOVA and subsequently followed up with Tukey’s 

Honestly Significant Difference (HSD) test. This analysis was performed to investigate 

FoldIndex and PercentFolded values across gene sets with different codon bias. To ensure 

consistency between the quantitative and categorical analyses, only clusters with at least 150 

genes were eligible for analysis (a stipulation of the PANTHER protocol used for categorical 

analysis described in the next section). This ensured a sufficient sample could be taken from each 

cluster and limits the impact of outliers on the analysis. To combat the large variability in cluster 

sizes, 50 genes from each eligible cluster were randomly sampled once for the FoldIndex values 

as well as all window sizes for PercentFolded values. 
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3.1.6 Analysis of Categorical Response Variables 

Alternatively, categorical variables were analysed by replicating the technique used by 

PANTHER (Mi and Thomas 2009) for identifying overrepresented GO terms in a set of genes, 

where only clusters that had at least 150 genes were eligible for analysis. This technique was 

repurposed to allow for analysis of any categorical attribute. The background frequency of each 

attribute was calculated by dividing the number of genes that had a given attribute by the total 

number of genes. Each eligible cluster was assessed under the assumption that the attributes were 

distributed randomly according to a binomial distribution with the total number of genes in the 

cluster and the background frequency of the attribute in human genes. Within each cluster, for 

each attribute, probabilities of observing at least as many instances of that attribute were 

calculated using the binomial distribution. This provided a p-value associated with observing that 

many instances of the attribute in a cluster of that size. Bonferroni correction was used to modify 

these p-values by a factor of the number of tests performed in each cluster to correct for multiple 

testing. The expected value of these binomial distributions was also computed and used to divide 

the observed number of an attribute to generate a fold increase value. Attributes with a p-value 

less than 0.05 were reported along with the observed and expected number of attributes and fold 

increase of the attribute. This analysis was performed for GO terms, tissue gene expression, 

tissue protein concentration and tissue specific translation information.  
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3.2 Results and Discussion 

3.2.1 Preliminary Analysis 

First, some preliminary analysis was performed on the data to investigate the extent to 

which different codons were used to encode human genes. The goal of this analysis was to 

investigate the codon usage of highly preserved gene segments, which was achieved using BlastP 

(human genes against human genes) to find segment pairs within a specified range of acceptable 

identity and comparing their identity at the codon level. To check if BlastP runs contain gene 

segment pairs of significant length, the sequence length of matches was visualized in a histogram 

in Figure 3.1. To avoid matches that are extremely short, matching segments fewer than 50 

residues in length were discarded from this analysis. As can be seen in the figure, the distribution 

is skewed towards shorter sequences. Although shorter sequences are favoured, there are a 

considerable number of sequences that are of a considerable length such that their codon usage 

can be assessed. The sufficiently long segments (>50 residues) are used to compare the identity 

at the amino acid level to the identity at the codon level. Identity at the codon level was only 

checked at matching residue positions whereas amino acid identity is measured across the entire 

aligned segment. For this reason, codon identity measured in this way can be greater than the 

amino acid identity. Plotting amino acid identity against the codon identity of the BlastP search 

results are shown in Figure 3.2.   
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Figure 3.1: Distribution of high identity gene segment length. Histogram of gene segment 
lengths from BlastP of the human coding sequences against itself with at least 75% identity. The 
distribution is constructed using a bin size of 50 residues. Sequences longer than 2000 residues 
were excluded because a few extremely long instances considerably changed the scale of the 
sequence length. 
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Figure 3.2: Comparison of protein and codon identity. Aligned gene segments (human coding 
sequences) acquired by using BlastP to blast the human coding genes against themselves, 
discarding self-comparison and any aligned segments shorter than 50 residues. Matching 
sequences are coloured using the bar on the right according to the number of identical amino 
acids. Points are transparent to better show the density of points. 

Figures 3.1 and 3.2 indicate that there are many conserved elements, and despite these 

conserved elements sharing significant identity at the protein level, there are many instances 

where shared amino acids are encoded using different codons. Because segments are only 

aligned with BlastP, which is primitive but able to handle comparison to so many sequences, a 

minimum of 75% identity at the protein level is required for inclusion. Of particular interest are 

the highly similar (>95% identity) sequences at the protein level that have many examples with 

significantly less identity at the codon level. Biologically, there are many interpretations to this 

information. Speculatively, this phenomenon could be observed as a result of genetic drift or 

tissue specific codon usage. Genetic drift would indicate that codon bias is of little importance 
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and therefore not conserved, allowing silent mutations to accumulate while still preserving 

protein sequence. Tissue specific codon usage could explain the discrepancy if common 

sequence elements have the same structure and function but require different codons to match 

translation speed and folding in the different environments of various tissues. The sequences that 

have high codon preservation are also interesting as they may indicate regions where co-

translational folding is mediated by codon selection and conserved. While it is almost impossible 

to know definitively the explanation for the codon variation, it does show that there is substantial 

variability in the codons used even in conserved protein sequences, suggesting that seeking to 

understand this variability may be fruitful to understanding the impact of “synonymous” 

encodings. One element that this analysis fails to capture is if the codon changes result in 

different codon usage bias between the sequences. For example, if two sequences that are 

identical at the protein level used codons at random, the expected agreement at matching amino 

acids would be low, but the overall codon bias of both sequences would be similar. This is 

accounted for in the way codon usage bias is represented going forward. 

3.2.2 Clustering Interpretation  

For ease of use and practicality, the cluster centers are assigned numbers based on the 

order in which they appear in the point packing. This ordering is arbitrary, and so gives no real 

information about why human genes are clustered to it. The premise of anchor clustering is very 

simple, data is binned to the anchor that it is closest to; when there are many dimensions, 

reporting the vector of the anchor can become verbose and it is difficult to extract its meaning. 

For example, reporting the vector for a point in a packing is 59 sequential floating point 

numbers. An alternative approach is to use a heat map. Figure 3.3 shows a codon bias heat map 
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of the anchors from the data driven 35-point packing. Each cluster anchor is a combination of 

codon biases for each amino acid, so while some anchors may have similar bias for some amino 

acids, there will be other amino acids with different bias. When genes cluster to one of these 

anchors, it means that of all the anchors in this packing, the gene’s codon bias is most like the 

anchor it clusters to. This visualization will also be used in the upcoming sections when 

differentiating between anchors and several cluster results. 

 

Figure 3.3: Codon bias heatmap for the data driven 35-point packing. Each row corresponds 
to the coordinates of the anchor point used to perform anchor clustering. Absolute bias toward 
one codon is shown in yellow and absolute bias away from one codon is shown in dark blue. 
Codons are grouped by amino acid (the single letter code in brackets). Within an amino acid, the 
bias for its codons will sum to one.  

3.2.3 Structural Analysis with FoldIndex values 

One possible reasoning for the clustering may be differences due to structure, i.e., 

whether the gene encodes an ordered or a disordered protein (Tompa, 2002 and Uversky, 2002). 

Clusters were investigated for structural differences by statistically analyzing the FoldIndex and 

PercentFolded values, where the clustering of the transcript averaged data was performed using 
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the data driven packings. One-way ANOVA was performed on each clustering for the FoldIndex 

and each window size of the PercentFolded values. The minimum distance 2.50, 84 point-

packing produced the clustering that identified the most significant differences between clusters 

for all but the PercentFolded window size 10 values. Table 3.1 lists the instances where 

significant differences were found in the folded measures between clusters. 

Table 3.1: Summary results for folded measures ANOVA. Green cells indicate the ANOVA 
was statistically significant at the 5% level and there is a difference in folded measures between 
the clusters. FI = FoldIndex, PF## = PercentFolded window size. N/A indicates that the 
clustering did not produce enough eligible clusters (n >= 150) to perform ANOVA. 

 

Figures 3.4 and 3.5 show the ANOVA and Tukey’s HSD test for the 84-anchor 

clustering. The ANOVA indicated that there is significant difference in the mean FoldIndex 

value between some pairs of clusters, and the Tukey’s HSD identified which pairs are 

significantly different. This analysis identified two groups of significantly different clusters. The 

mean FoldIndex value of clusters 24 and 45 were significantly different from clusters 6, 26, and 

70. The latter clusters have a higher mean FoldIndex value, and while there is a significant 

difference, the magnitude of the difference is not large and more importantly does not straddle 

any breakpoints. Clusters 24 and 45 have 95% confidence intervals for mean FoldIndex value 

centered roughly around 0.05. Clusters 6, 26, and 70 all have 95% confidence intervals for mean 

Packing Minimum Distance (size) FI PF10 PF25 PF50 PF75 PF100
3.75 (3)
3.50 (3) N/A N/A N/A N/A N/A N/A
3.25 (5)
3.00 (17)
2.75 (35)
2.50 (84)
2.25 (182)

Folded Measures



 

 

79 

 

FoldIndex value centered roughly 0.15. All mean FoldIndex values of the clusters are above 

zero, indicating no clusters were found to contain primarily intrinsically disordered proteins.  

 

Figure 3.4: FoldIndex boxplot for 84-anchor clustering. Values are calculated from 50 genes 
sampled from each eligible cluster. The ANOVA output (bottom left corner) has an F-statistic of 
2.819 with a p-value of 3.6x10-5, indicating that there is a significant difference between the 
average FoldIndex of at least one pair of clusters. Of the 84 clusters 21 were eligible for analysis 
(containing at least 150 genes). Whiskers indicate maximum and minimum values not including 
statistical outliers. 
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Figure 3.5: Tukey's HSD test for FoldIndex in the 84-anchor clustering. Clusters have a 
significantly different mean FoldIndex if their confidence intervals share no overlap. Clusters 24 
and 45 are significantly different from clusters 6, 26, and 70, with the former having a lower 
mean FoldIndex than the latter. This test produces 95% confidence intervals for the mean 
FoldIndex value of a cluster by sampling 50 genes from each eligible cluster. 

A heat map was used to compare the codon bias of the cluster anchors that had significant 

differences in FoldIndex values for the 84-anchor clustering (Figure 3.6). The heatmap reveals 

three amino acids that share common bias within a grouping but are different between them. 

Aspartic acid (D) is encoded as GAT more frequently in the low FoldIndex group and as GAC in 

the high FoldIndex group. Serine (S) is encoded as AGT more frequently in the low FoldIndex 

group and as AGC, TCC or TCG in the high FoldIndex group. Valine (V) is encoded as GTA 

more frequently in the low FoldIndex group and as GTC or GTG in the high FoldIndex group. 

These three amino acids all have different properties in terms of polarity and charge. It is 
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interesting to note these common codon usages between the groups, but it is important to 

recognize that these cluster centers are not required to be nearby in codon bias space. 

 

Figure 3.6: Bias heatmap of anchors with different FoldIndex values. Clusters 24 and 45 had 
statistically significantly lower mean FoldIndex values than clusters 6, 26 and 70. Red outlines 
are placed around amino acids that disagree on codon bias between the two groups. 

To investigate if there are codon biases associated with how much of a protein is 

expected to be intrinsically disordered, clusters were examined for significant difference between 

mean PercentFolded values. Figure 3.7 contains the boxplot and one-way ANOVA of the 

minimum distance 3.00, 17 anchor clustering for the PercentFolded values for a window size of 

10. The ANOVA indicates that there is significant difference between the PF10 values of at least 

one pair of clusters, with the Tukey’s HSD test in Figure 3.8 indicating that the mean PF10 value 

of cluster 4 is significantly different from the mean PF10 value of cluster 5 and 16. While there 

were significant differences between the two groups, the magnitude of the difference between the 

confidence interval for cluster 4 and the confidence interval for cluster 5, the difference between 
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cluster 4 and cluster 16 was larger. Note that the mean PF10 estimates for cluster 4 and cluster 

16 straddle opposite sides of the 40% folded division.  

 

Figure 3.7: PF10 boxplot for the 17-anchor clustering. PercentFolded values are calculated 
using a 10-residue window. The ANOVA output is displayed in the bottom left corner and 
results in an F-statistic of 1.848, which has a p-value of 0.033 indicating a significant difference 
between at least two of the clusters.  
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Figure 3.8: Tukey's HSD for PF10 values in the 17-anchor clustering. The 95% confidence 
interval for each cluster spans the length of the black line with the center indicated by the black 
dot. Clusters with lines that do not overlap have mean PF10 values that are significantly 
different.  

Figure 3.9 further investigates the cluster anchors 4, 5 and 16 by displaying their codon 

bias as a heatmap. The results show that phenylalanine, isoleucine, and tyrosine are all unbiased 

in the high PF10 clusters, but highly biased in the low PF10 cluster. Glutamate and histidine are 

unbiased in the low PF10 cluster but highly biased in the high PF10 clusters. Serine, glycine, and 

cysteine are biased in both groups but towards different codons. It is interesting that there is 

more obvious agreement/disagreement between these clusters when compared to the previous 

FoldIndex example, but that may be a product of fewer cluster anchors being compared (3 in the 

PF 10 example and 5 in the FoldIndex example), because point packing prohibits any two points 

from being very similar. 
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These clusterings indicate an underlying connection between codon bias and the 

propensity of a gene product to be folded, but it is does not appear that this effect is strong. 

While statistical tests do find significant differences between the clusters, the boxplots indicate 

that clusters generally capture a wide range of FoldIndex and PercentFolded values, with no 

examples of clusters capturing primarily folded or unfolded proteins. It is interesting that any 

effect is found at all because FoldIndex and PercentFolded values are generated entirely from the 

amino acid sequences, yet the clustering representation deals only in codon bias with potential 

amino acid bias removed. One explanation for this could be found in some of the fundamental 

differences between folded and unfolded regions of proteins. Folded proteins tend to be more 

conserved at the amino acid level than disordered proteins (DeForte and Uversky, 2016), limiting 

the available codon swaps to synonymous substitution in folded proteins. Disordered proteins 

and disordered regions are generally not as sensitive to amino acid changes, provided they do not 

substantially change the overarching properties of a sequence and do not introduce order-

inducing amino acids. Because of this, disordered regions may favour a different codon bias that 

permits substitution within disorder promoting amino acids if base swaps occur at the first or 

second position. 
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Figure 3.9: Bias heatmap for clusters with different PF10 values. Red boxes highlight bias 
that are dissimilar between clusters the Tukey’s HSD revealed statistically significant differences 
in mean PF10 values. 

It is possible that the representation for codon bias could influence the results of this 

analysis. Because FoldIndex is computed directly from amino acid sequence, the absence of 

certain amino acids in a protein may have an uncontrolled effect on the location of a gene in this 

representation of codon bias. Genes that do not contain the full complement of amino acids are 

given placeholder values to indicate no bias in that amino acid. The bias frequency changes 

based on the number of codons in the missing amino acid. Doing so ensures that the gene is still 

located in the hypersimplicial complex rather than giving the codons of a missing amino acid all 

a value of zero; this decision for the representation was purposely made to reduce the 

separability of genes on the codon bias of missing amino acids. Despite these efforts, Figures 2.5 

and 2.6 indicate that there is a background “human” codon bias that is different in at least some 

collection of the amino acids from perfectly unbiased. This results in the possibility that genes 

with missing amino acids could end up in their own unique area of codon bias space. Overall, 

this a minor drawback of the representation that can be amended by instead expressing the bias 
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of codons in missing amino acids as the background average frequency in humans, eliminating 

this remnant of amino acid bias. 

While such a change is objectively a theoretical improvement, the codon bias related 

differences in FoldIndex and PercentFolded values seen here do not seem to be a result of this 

representation issue. Figure 3.9 shows a lack of bias in Phe, Ile, and Tyr in cluster anchors 5 and 

16. The genes that cluster to these anchors could be missing these amino acids, or just be 

unbiased with respect to which codons are used. However, these are all amino acids that induce 

order in a protein, so it is unlikely that they are missing from the genes in the more folded 

clusters. 

3.2.4 Functional Analysis with GO Terms 

 Functional analysis of the data driven anchor clusterings on transcript averaged data was 

performed by assessing each of the clusters for GO term enrichment. At all levels of granularity 

(minimum distances), at least one cluster contains enriched terms and many clusters have 

overarching GO term themes that emerge. The GO term enrichment analysis produces a table for 

each clustering displaying significantly enriched GO terms in each cluster, with the basic layout 

of the output information shown in Figure 3.10.  
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Figure 3.10: GO term enrichment output format. The GO Term column (A) contains the 
accession number of the enriched GO terms and is separated by bolded cluster labels (B) to 
indicate which terms are enriched in which clusters. The Name column (C) provides a brief 
description of the GO Term to aid in interpretation. The Observed column (D) shows the number 
of genes in the given cluster that are associated with a given GO term. The Expected column (E) 
is an estimate of the number of genes with the associated GO term given the background 
frequency of that term in the genome and the total number of genes in the cluster. The Fold 
Increase (F) is calculated as Observed/Expected and represents the multiple at which the GO 
term is enriched above expected in the cluster. The p-value (Bonferroni corrected) (G) describes 
the probability of observing an enrichment of this magnitude by chance.  

All clusterings used in this analysis result in clusters with GO term enrichment. In 

general, moving from large minimum distances (coarse groupings) to small minimum distances 

(finer groupings) revealed enrichment for more specific GO terms (Figure 3.11). There are 

several themes that are prevalent throughout all the clusterings, including GO terms related to the 

cellular component of the nucleus, as well as the biological process of the cell cycle. Another 

interesting theme that emerged were groupings of genes related to multi-cellular organism 

development, which was identified very broadly at first as genes related to transcription factors, 

and then more specifically as the clusters become smaller to terms like neuronal differentiation, 

brain, and spinal cord development.  

 

GO Term  Name  Observed  Expected  Fold Increase  p-value(bonferroni)
Cluster 0
GO:0005634 nucleus 1745 1561.46814 1.117538013 4.26E-05
GO:0051301 cell division 147 98.8238566 1.487495076 0.026063264
GO:0007049 cell cycle 231 165.645169 1.394547161 0.00529599
GO:0005813 centrosome 189 110.088752 1.716796642 2.52E-08
GO:0005654 nucleoplasm 902 758.588308 1.189050754 0.000110088
GO:0003723 RNA binding 492 367.389208 1.33917924 4.61E-07
GO:0003676 nucleic acid binding 533 348.955742 1.527414326 4.69E-18
GO:0006281 DNA repair 149 89.8631442 1.658076861 4.64E-05
GO:0005694 chromosome 149 98.5678362 1.511649294 0.009585302
GO:0007062 sister chromatid cohesion 57 25.8580557 2.204342066 0.000732087
GO:0006974 cellular response to DNA damage stimulus 173 114.697119 1.508320368 0.001529725
GO:0000775 chromosome centromeric region 69 37.634992 1.83340015 0.02491598
GO:0051321 meiotic cell cycle 54 26.3700964 2.047774081 0.013949546

(A) 

(B) 

(C) (E) (F) (G) (D) 
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Figure 3.11: GO term enrichment summary across various clusterings. The GO term enrichment results are shown for five 
clusterings made from point packings with decreasing minimum distance. Over-arching themes in the GO terms are colour-coded 
according to the legend. GO terms shown in blue represent unique terms that are highlighted in later analysis but are not part of a 
common theme.

GO Term  Name  Observed  Expected  Fold Increase  p-value(bonferroni)
Cluster 68
GO:0016740 transferase activity 445 361.36 1.23 3.45E-02

GO:0005524 ATP binding 420 300.65 1.40 4.62E-08

GO:0000166 nucleotide binding 465 365.52 1.27 6.00E-04

GO:0003723 RNA binding 387 298.36 1.30 1.35E-03

GO:0005654 nucleoplasm 765 616.06 1.24 7.12E-07

Cluster 75
GO:0006351 transcription DNA-templated 63 37.11 1.70 2.18E-02

GO:0005622 intracellular 56 19.84 2.82 2.28E-09

GO:0003676 nucleic acid binding 56 21.53 2.60 5.44E-08

Cluster 72
GO:0030154 cell differentiation 270 198.92 1.36 5.05E-03

GO:0006811 ion transport 219 153.54 1.43 2.26E-03

GO:0007399 nervous system development 178 123.45 1.44 1.62E-02

GO:0005887 integral component of plasma membrane 390 310.85 1.25 3.58E-02

GO:0007275 multicellular organism development 405 262.88 1.54 1.80E-13

GO:0000122 negative regulation of transcription from RNA polymerase II promoter 231 169.06 1.37 2.18E-02

GO:0043565 sequence-specific DNA binding 264 135.44 1.95 1.17E-19

GO:0000981 RNA polymerase II transcription factor activity sequence-specific DNA binding 83 45.15 1.84 2.43E-03

GO:0009952 anterior/posterior pattern specification 48 22.10 2.17 1.16E-02

GO:0045944 positive regulation of transcription from RNA polymerase II promoter 322 234.19 1.37 1.14E-04

GO:0003700 transcription factor activity sequence-specific DNA binding 319 233.25 1.37 2.21E-04

GO:0071805 potassium ion transmembrane transport 60 30.10 1.99 9.28E-03

GO:0006813 potassium ion transport 61 32.45 1.88 4.59E-02

GO:0005267 potassium channel activity 47 19.52 2.41 8.89E-04

GO:0034765 regulation of ion transmembrane transport 79 42.79 1.85 4.01E-03

GO:0005244 voltage-gated ion channel activity 68 35.03 1.94 4.62E-03

GO:0005216 ion channel activity 75 41.85 1.79 2.21E-02

GO:0000978 RNA polymerase II core promoter proximal region sequence-specific DNA binding 125 78.30 1.60 5.46E-03

GO:0000977 RNA polymerase II regulatory region sequence-specific DNA binding 81 45.15 1.79 8.51E-03

GO:0005249 voltage-gated potassium channel activity 37 15.99 2.31 4.72E-02

GO:0001077 transcriptional activator activity RNA polymerase II core promoter proximal region sequence-specific binding 104 60.43 1.72 1.81E-03

GO:0030182 neuron differentiation 69 30.80 2.24 1.89E-05

Cluster 67
GO:0006974 cellular response to DNA damage stimulus 30 12.09 2.48 1.99E-02

Cluster 24
GO:0006368 transcription elongation from RNA polymerase II promoter 7 0.86 8.14 3.64E-02

Cluster 9
GO:0007156 homophilic cell adhesion via plasma membrane adhesion molecules 27 7.22 3.74 4.35E-05

GO:0007416 synapse assembly 13 2.88 4.51 4.00E-02

GO:0016339 calcium-dependent cell-cell adhesion via plasma membrane cell adhesion molecules 9 1.27 7.06 3.03E-02

Cluster 45
GO:0015031 protein transport 33 13.88 2.38 1.21E-02

GO:0005634 nucleus 176 134.60 1.31 1.59E-02

GO:0005871 kinesin complex 8 1.08 7.40 3.74E-02

GO:0051301 cell division 23 8.52 2.70 4.97E-02

GO:0008574 ATP-dependent microtubule motor activity plus-end-directed 7 0.35 19.82 2.10E-04

GO:0046907 intracellular transport 7 0.66 10.57 1.32E-02

Cluster 2
GO:0005789 endoplasmic reticulum membrane 67 36.80 1.82 9.91E-03

GO:0052697 xenobiotic glucuronidation 6 0.36 16.59 9.13E-03

Cluster 37
GO:0071294 cellular response to zinc ion 8 0.84 9.54 1.17E-02

Cluster 35
GO:0033004 negative regulation of mast cell activation 3 0.06 54.52 3.20E-02

GO:0005201 extracellular matrix structural constituent 6 0.58 10.38 3.57E-02

Cluster 25
GO:0005622 intracellular 57 20.51 2.78 2.83E-09

GO:0003676 nucleic acid binding 60 22.26 2.70 2.29E-09

Cluster 70
GO:0004871 signal transducer activity 52 25.86 2.01 4.48E-03

GO:0007186 G-protein coupled receptor signaling pathway 52 25.17 2.07 2.06E-03

GO:0004930 G-protein coupled receptor activity 48 20.59 2.33 1.88E-04

GO:0050896 response to stimulus 37 14.51 2.55 7.94E-04

GO:0007608 sensory perception of smell 36 10.69 3.37 1.17E-06

GO:0004984 olfactory receptor activity 35 9.95 3.52 6.74E-07

GO:0050911 detection of chemical stimulus involved in sensory perception of smell 35 9.95 3.52 6.74E-07

Cluster 26
GO:0001077 transcriptional activator activity RNA polymerase II core promoter proximal region sequence-specific binding 17 4.81 3.54 2.04E-02

GO:0043565 sequence-specific DNA binding 29 10.77 2.69 3.90E-03

GO Term  Name  Observed  Expected  Fold Increase  p-value(bonferroni)
Cluster 19
GO:0016740 transferase activity 215 155.28 1.38 5.12E-03

GO:0005634 nucleus 640 544.91 1.17 1.58E-03

GO:0005654 nucleoplasm 353 264.73 1.33 3.13E-05

GO:0005829 cytosol 509 423.94 1.20 5.81E-03

GO:0003723 RNA binding 187 128.21 1.46 1.12E-03

GO:0003676 nucleic acid binding 173 121.78 1.42 1.62E-02

GO:0031047 gene silencing by RNA 19 4.82 3.94 4.69E-03

Cluster 43
GO:0005886 plasma membrane 879 752.08 1.17 4.08E-04

GO:0006811 ion transport 166 105.48 1.57 1.34E-04

GO:0005887 integral component of plasma membrane 281 213.54 1.32 1.97E-02

Cluster 166
GO:0016567 protein ubiquitination 83 48.67 1.71 1.76E-02

GO:0004842 ubiquitin-protein transferase activity 58 31.02 1.87 4.21E-02

GO:0005856 cytoskeleton 161 108.64 1.48 3.28E-03

GO:0005654 nucleoplasm 342 265.60 1.29 1.91E-03

GO:0005813 centrosome 93 38.55 2.41 1.68E-10

GO:0005819 spindle 38 16.58 2.29 2.20E-02

GO:0007049 cell cycle 110 58.00 1.90 1.74E-06

GO:0000166 nucleotide binding 215 157.59 1.36 1.30E-02

GO:0006281 DNA repair 63 31.46 2.00 1.94E-03

GO:0006974 cellular response to DNA damage stimulus 77 40.16 1.92 5.51E-04

GO:0005694 chromosome 74 34.51 2.14 1.21E-05

GO:0051301 cell division 67 34.60 1.94 2.65E-03

GO:0003723 RNA binding 179 128.63 1.39 3.36E-02

GO:0005524 ATP binding 192 129.62 1.48 2.41E-04

GO:0007129 synapsis 14 2.60 5.39 3.54E-03

GO:0051321 meiotic cell cycle 32 9.23 3.47 1.88E-05

GO:0000781 chromosome telomeric region 19 5.56 3.42 3.26E-02

GO:0000731 DNA synthesis involved in DNA repair 15 3.05 4.92 4.33E-03

GO:0000732 strand displacement 13 2.33 5.58 6.01E-03

GO:0007062 sister chromatid cohesion 28 9.05 3.09 1.70E-03

GO:0005815 microtubule organizing center 66 33.35 1.98 1.53E-03

GO:0006511 ubiquitin-dependent protein catabolic process 38 16.76 2.27 2.79E-02

GO:0004386 helicase activity 32 12.64 2.53 1.75E-02

GO:0097711 ciliary basal body docking 25 8.52 2.94 1.75E-02

Cluster 115
GO:0005615 extracellular space 31 13.66 2.27 2.33E-02

Cluster 28
GO:0016021 integral component of membrane 171 122.43 1.40 6.65E-04

Cluster 54
GO:0010628 positive regulation of gene expression 33 14.23 2.32 4.46E-02

GO:0000122 negative regulation of transcription from RNA polymerase II promoter 62 30.55 2.03 7.22E-04

GO:0043565 sequence-specific DNA binding 87 24.47 3.56 2.19E-20

GO:0006355 regulation of transcription DNA-templated 171 104.97 1.63 2.01E-07

GO:0006351 transcription DNA-templated 156 99.79 1.56 3.25E-05

GO:0003677 DNA binding 161 92.44 1.74 5.39E-09

GO:0007275 multicellular organism development 114 47.50 2.40 2.82E-14

GO:0000981 RNA polymerase II transcription factor activity sequence-specific DNA binding 33 8.16 4.05 1.32E-07

GO:0045944 positive regulation of transcription from RNA polymerase II promoter 89 42.31 2.10 2.04E-07

GO:0045893 positive regulation of transcription DNA-templated 50 24.98 2.00 1.68E-02

GO:0003700 transcription factor activity sequence-specific DNA binding 100 42.14 2.37 8.33E-12

GO:0005667 transcription factor complex 24 8.33 2.88 2.35E-02

GO:0006357 regulation of transcription from RNA polymerase II promoter 46 21.88 2.10 1.18E-02

GO:0006813 potassium ion transport 19 5.86 3.24 4.45E-02

GO:0005267 potassium channel activity 16 3.53 4.54 3.54E-03

GO:0007420 brain development 28 9.56 2.93 2.97E-03

GO:0001228 transcriptional activator activity RNA polymerase II transcription regulatory region sequence-specific binding 18 4.80 3.75 1.08E-02

GO:0000977 RNA polymerase II regulatory region sequence-specific DNA binding 25 8.16 3.06 5.25E-03

GO:0006366 transcription from RNA polymerase II promoter 54 24.09 2.24 2.22E-04

GO:0001756 somitogenesis 12 2.08 5.76 7.46E-03

GO:0003705 transcription factor activity RNA polymerase II distal enhancer sequence-specific binding 17 2.85 5.97 3.48E-05

GO:0000978 RNA polymerase II core promoter proximal region sequence-specific DNA binding 36 14.15 2.54 2.28E-03

GO:0001077 transcriptional activator activity RNA polymerase II core promoter proximal region sequence-specific binding 32 10.92 2.93 4.84E-04

GO:0046983 protein dimerization activity 24 8.62 2.78 4.14E-02

GO:0030182 neuron differentiation 27 5.57 4.85 1.67E-07

GO:0042813 Wnt-activated receptor activity 7 0.59 11.77 1.18E-02

Cluster 136
GO:0003676 nucleic acid binding 36 13.47 2.67 5.73E-05

GO:0005622 intracellular 30 12.41 2.42 6.99E-03

GO Term  Name  Observed  Expected  Fold Increase  p-value(bonferroni)
Cluster 4
GO:0003723 RNA binding 769 649.02 1.18 1.09E-02
GO:0003676 nucleic acid binding 765 616.46 1.24 1.11E-05
Cluster 3
GO:0005576 extracellular region 161 115.20 1.40 2.94E-02
GO:0019031 viral envelope 6 0.30 19.93 3.19E-03
Cluster 0
GO:0005887 integral component of plasma membrane 647 542.77 1.19 3.98E-02
GO:0007275 multicellular organism development 608 459.01 1.32 4.36E-08
GO:0043565 sequence-specific DNA binding 373 236.49 1.58 5.15E-13
GO:0045944 positive regulation of transcription from RNA polymerase II promoter 500 408.93 1.22 4.81E-02
GO:0001077 transcriptional activator activity RNA polymerase II core promoter proximal region sequence-specific binding 155 105.52 1.47 4.12E-02
GO:0000978 RNA polymerase II core promoter proximal region sequence-specific DNA binding 192 136.72 1.40 4.81E-02
Cluster 1
GO:0005813 centrosome 51 20.71 2.46 2.83E-05
GO:0007049 cell cycle 62 31.16 1.99 1.39E-03
GO:0051301 cell division 45 18.59 2.42 3.49E-04
GO:0005815 microtubule organizing center 40 17.92 2.23 1.24E-02
GO:0005814 centriole 19 5.49 3.46 1.65E-02

GO Term  Name  Observed  Expected  Fold Increase  p-value(bonferroni)
Cluster 2
GO:0005634 nucleus 2297 2043.95 1.12 2.22E-08
GO:0005654 nucleoplasm 1218 992.98 1.23 1.18E-10
GO:0051301 cell division 191 129.36 1.48 1.83E-03
GO:0007049 cell cycle 300 216.83 1.38 2.99E-04
GO:0005813 centrosome 213 144.11 1.48 3.39E-04
GO:0003723 RNA binding 644 480.91 1.34 6.82E-10
GO:0003676 nucleic acid binding 672 456.78 1.47 3.47E-19
GO:0006281 DNA repair 180 117.63 1.53 4.25E-04
GO:0006397 mRNA processing 169 115.62 1.46 1.62E-02
GO:0006974 cellular response to DNA damage stimulus 213 150.14 1.42 5.91E-03
Cluster 1
GO:0043565 sequence-specific DNA binding 76 37.86 2.01 8.14E-05
GO:0001077 transcriptional activator activity RNA polymerase II core promoter proximal region sequence-specific binding 39 16.89 2.31 1.16E-02
GO:0000978 RNA polymerase II core promoter proximal region sequence-specific DNA binding 45 21.89 2.06 3.86E-02

GO Term  Name  Observed  Expected  Fold Increase  p-value(bonferroni)
Cluster 11
GO:0005634 nucleus 430 357.26 1.20 4.53E-03
GO:0007049 cell cycle 68 37.90 1.79 1.64E-02
GO:0003676 nucleic acid binding 134 79.84 1.68 1.52E-05
GO:0051301 cell division 49 22.61 2.17 2.82E-03
GO:0046907 intracellular transport 11 1.76 6.26 9.40E-03
GO:0051321 meiotic cell cycle 20 6.03 3.31 2.00E-02
GO:0005813 centrosome 64 25.19 2.54 1.25E-07
GO:0005815 microtubule organizing center 51 21.79 2.34 1.70E-04
Cluster 6
GO:0005634 nucleus 198 134.60 1.47 3.28E-08
GO:0046872 metal ion binding 116 78.57 1.48 7.36E-03
GO:0003676 nucleic acid binding 72 30.08 2.39 9.14E-09
GO:0006355 regulation of transcription DNA-templated 92 54.53 1.69 4.63E-04
GO:0006351 transcription DNA-templated 89 51.84 1.72 3.64E-04
GO:0003677 DNA binding 88 48.02 1.83 2.28E-05
GO:0005622 intracellular 59 27.72 2.13 7.51E-05
Cluster 13
GO:0005887 integral component of plasma membrane 538 440.61 1.22 1.80E-02
GO:0007275 multicellular organism development 514 372.62 1.38 4.22E-09
GO:0043565 sequence-specific DNA binding 314 191.98 1.64 1.34E-12
GO:0045944 positive regulation of transcription from RNA polymerase II promoter 414 331.96 1.25 4.82E-02
GO:0034765 regulation of ion transmembrane transport 99 60.66 1.63 4.00E-02
Cluster 0
GO:0002377 immunoglobulin production 8 0.92 8.67 1.02E-02
GO:0003823 antigen binding 14 2.94 4.76 4.30E-03
Cluster 5
GO:0004982 N-formyl peptide receptor activity 4 0.13 31.30 2.93E-02
Cluster 12
GO:0004683 calmodulin-dependent protein kinase activity 7 0.34 20.84 1.07E-04
Cluster 15
GO:0034080 CENP-A containing nucleosome assembly 6 0.38 15.61 4.03E-03
Cluster 4
GO:0005634 nucleus 96 66.04 1.45 4.50E-03
GO:0003677 DNA binding 67 23.56 2.84 3.36E-13
GO:0003676 nucleic acid binding 67 14.76 4.54 3.69E-24
GO:0006355 regulation of transcription DNA-templated 69 26.76 2.58 1.39E-11
GO:0006351 transcription DNA-templated 66 25.43 2.59 5.30E-11
GO:0005622 intracellular 65 13.60 4.78 1.69E-24
GO:0046872 metal ion binding 77 38.55 2.00 1.20E-07

Nucleus 

Cell Cycle 

Multicellular Organism Development 

Unique Enrichment 

Immune Response 

Olfaction 

Decreasing Minimum Distance 

Increasing Coarseness of Clustering 
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The first theme that appeared while doing enrichment analysis on the clusters are terms 

pertaining to the nucleus. In the cellular component hierarchy of gene ontology, the nucleus was 

overrepresented most frequently, followed by the plasma membrane, with minimal 

representation of cytoplasm and extracellular component amongst overrepresented terms. Genes 

associated with the nucleus were often found in clusters with cell cycle genes, especially in the 

clusters with fewer anchors. 

As the minimum distance of the point packings decreases and clusterings were made with 

more anchors, the nucleus related genes (Figure 3.11, orange) began to be consistently divided 

into general nucleus function and nucleus genes with specific function in the cell cycle (Figure 

3.11, purple). The second theme that emerged is related to transcription and DNA sequence-

specific binding. This indicates a cluster of genes that share a similar codon bias that are more 

likely than expected to be involved with transcription and transcription factors. These 

overarching themes are displayed in Figure 3.12, which depicts GO term enrichment of the 5-

anchor clustering. Transcription related GO terms are coloured in a dark green and as the 

clusterings became more granular, began to include multicellular organism development and 

neuronal differentiation. 
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Figure 3.12: GO term enrichment for the 5-anchor clustering. The colour-coding system 
follows that in Figure 3.11. 

 In addition to these over-arching themes, there are some instances of clusters with strong 

internal patterns that are found at some of the clustering granularities but not throughout. An 

interesting enrichment is in cluster 70 in the 84-point anchor clustering with terms related to 

olfaction (Figure 3.13, yellow). Amongst them are ~50 G-protein coupled receptor activity 

genes. This is particularly interesting because there are a set of genes with similar molecular 

function that are likely produced in a very similar cellular environment that have a similar codon 

bias. These genes may be taking advantage of unique co-translation folding to achieve their 

structure. Even if these genes share highly similar protein sequence, it is worth investigating 

possible explanations for pressures that would maintain this codon bias.   

GO Term  Name  Observed  Expected  Fold Increase  p-value(bonferroni)
Cluster 4
GO:0003723 RNA binding 769 649.02 1.18 1.09E-02
GO:0003676 nucleic acid binding 765 616.46 1.24 1.11E-05
Cluster 3
GO:0005576 extracellular region 161 115.20 1.40 2.94E-02
GO:0019031 viral envelope 6 0.30 19.93 3.19E-03
Cluster 0
GO:0005887 integral component of plasma membrane 647 542.77 1.19 3.98E-02
GO:0007275 multicellular organism development 608 459.01 1.32 4.36E-08
GO:0043565 sequence-specific DNA binding 373 236.49 1.58 5.15E-13
GO:0045944 positive regulation of transcription from RNA polymerase II promoter 500 408.93 1.22 4.81E-02
GO:0001077 transcriptional activator activity RNA polymerase II core promoter proximal region sequence-specific binding 155 105.52 1.47 4.12E-02
GO:0000978 RNA polymerase II core promoter proximal region sequence-specific DNA binding 192 136.72 1.40 4.81E-02
Cluster 1
GO:0005813 centrosome 51 20.71 2.46 2.83E-05
GO:0007049 cell cycle 62 31.16 1.99 1.39E-03
GO:0051301 cell division 45 18.59 2.42 3.49E-04
GO:0005815 microtubule organizing center 40 17.92 2.23 1.24E-02
GO:0005814 centriole 19 5.49 3.46 1.65E-02
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Figure 3.13: GO term enrichment for the 84-anchor clustering. The colour-coding follows 
that in Figure 3.11. 

GO Term  Name  Observed  Expected  Fold Increase  p-value(bonferroni)
Cluster 68
GO:0016740 transferase activity 445 361.36 1.23 3.45E-02

GO:0005524 ATP binding 420 300.65 1.40 4.62E-08

GO:0000166 nucleotide binding 465 365.52 1.27 6.00E-04

GO:0003723 RNA binding 387 298.36 1.30 1.35E-03

GO:0005654 nucleoplasm 765 616.06 1.24 7.12E-07

Cluster 75
GO:0006351 transcription DNA-templated 63 37.11 1.70 2.18E-02

GO:0005622 intracellular 56 19.84 2.82 2.28E-09

GO:0003676 nucleic acid binding 56 21.53 2.60 5.44E-08

Cluster 72
GO:0030154 cell differentiation 270 198.92 1.36 5.05E-03

GO:0006811 ion transport 219 153.54 1.43 2.26E-03

GO:0007399 nervous system development 178 123.45 1.44 1.62E-02

GO:0005887 integral component of plasma membrane 390 310.85 1.25 3.58E-02

GO:0007275 multicellular organism development 405 262.88 1.54 1.80E-13

GO:0000122 negative regulation of transcription from RNA polymerase II promoter 231 169.06 1.37 2.18E-02

GO:0043565 sequence-specific DNA binding 264 135.44 1.95 1.17E-19

GO:0000981 RNA polymerase II transcription factor activity sequence-specific DNA binding 83 45.15 1.84 2.43E-03

GO:0009952 anterior/posterior pattern specification 48 22.10 2.17 1.16E-02

GO:0045944 positive regulation of transcription from RNA polymerase II promoter 322 234.19 1.37 1.14E-04

GO:0003700 transcription factor activity sequence-specific DNA binding 319 233.25 1.37 2.21E-04

GO:0071805 potassium ion transmembrane transport 60 30.10 1.99 9.28E-03

GO:0006813 potassium ion transport 61 32.45 1.88 4.59E-02

GO:0005267 potassium channel activity 47 19.52 2.41 8.89E-04

GO:0034765 regulation of ion transmembrane transport 79 42.79 1.85 4.01E-03

GO:0005244 voltage-gated ion channel activity 68 35.03 1.94 4.62E-03

GO:0005216 ion channel activity 75 41.85 1.79 2.21E-02

GO:0000978 RNA polymerase II core promoter proximal region sequence-specific DNA binding 125 78.30 1.60 5.46E-03

GO:0000977 RNA polymerase II regulatory region sequence-specific DNA binding 81 45.15 1.79 8.51E-03

GO:0005249 voltage-gated potassium channel activity 37 15.99 2.31 4.72E-02

GO:0001077 transcriptional activator activity RNA polymerase II core promoter proximal region sequence-specific binding 104 60.43 1.72 1.81E-03

GO:0030182 neuron differentiation 69 30.80 2.24 1.89E-05

Cluster 67
GO:0006974 cellular response to DNA damage stimulus 30 12.09 2.48 1.99E-02

Cluster 24
GO:0006368 transcription elongation from RNA polymerase II promoter 7 0.86 8.14 3.64E-02

Cluster 9
GO:0007156 homophilic cell adhesion via plasma membrane adhesion molecules 27 7.22 3.74 4.35E-05

GO:0007416 synapse assembly 13 2.88 4.51 4.00E-02

GO:0016339 calcium-dependent cell-cell adhesion via plasma membrane cell adhesion molecules 9 1.27 7.06 3.03E-02

Cluster 45
GO:0015031 protein transport 33 13.88 2.38 1.21E-02

GO:0005634 nucleus 176 134.60 1.31 1.59E-02

GO:0005871 kinesin complex 8 1.08 7.40 3.74E-02

GO:0051301 cell division 23 8.52 2.70 4.97E-02

GO:0008574 ATP-dependent microtubule motor activity plus-end-directed 7 0.35 19.82 2.10E-04

GO:0046907 intracellular transport 7 0.66 10.57 1.32E-02

Cluster 2
GO:0005789 endoplasmic reticulum membrane 67 36.80 1.82 9.91E-03

GO:0052697 xenobiotic glucuronidation 6 0.36 16.59 9.13E-03

Cluster 37
GO:0071294 cellular response to zinc ion 8 0.84 9.54 1.17E-02

Cluster 35
GO:0033004 negative regulation of mast cell activation 3 0.06 54.52 3.20E-02

GO:0005201 extracellular matrix structural constituent 6 0.58 10.38 3.57E-02

Cluster 25
GO:0005622 intracellular 57 20.51 2.78 2.83E-09

GO:0003676 nucleic acid binding 60 22.26 2.70 2.29E-09

Cluster 70
GO:0004871 signal transducer activity 52 25.86 2.01 4.48E-03

GO:0007186 G-protein coupled receptor signaling pathway 52 25.17 2.07 2.06E-03

GO:0004930 G-protein coupled receptor activity 48 20.59 2.33 1.88E-04

GO:0050896 response to stimulus 37 14.51 2.55 7.94E-04

GO:0007608 sensory perception of smell 36 10.69 3.37 1.17E-06

GO:0004984 olfactory receptor activity 35 9.95 3.52 6.74E-07

GO:0050911 detection of chemical stimulus involved in sensory perception of smell 35 9.95 3.52 6.74E-07

Cluster 26
GO:0001077 transcriptional activator activity RNA polymerase II core promoter proximal region sequence-specific binding 17 4.81 3.54 2.04E-02

GO:0043565 sequence-specific DNA binding 29 10.77 2.69 3.90E-03
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Some GO terms are found enriched in clusters in one instance and are not found enriched 

in any other clusters or clusterings. These terms are colour-coded in blue and are clusters with 

anomalous concentrations of unrelated, rare GO terms. Figure 3.12 shows the 5-anchor 

clustering with the term viral envelope enriched in cluster 3. This cluster only contains six genes 

with the viral envelope term, but the expected number of occurrences based on the size of the 

cluster indicates that this term is annotated to a small number of genes in the genome, resulting 

in an almost 20-fold enrichment in this cluster. Viral envelope enrichment is interesting from a 

codon bias perspective because these are likely DNA segments inserted into the genome long 

ago by a retrovirus, indicating that foreign DNA may be separable from human DNA using 

codon bias. Figure 3.14 of the GO term enrichment in the 17-anchor clustering shows three terms 

in clusters 5, 12 and 15 that have large fold increases (>15 - >30). Two of these terms (N-formyl 

peptide receptor activity and calmodulin-dependent protein kinase activity) describe very 

specific molecular functions. Because of their specific function they likely have conserved 

structure and sequence, but it may be of interest to determine why it is conserved at the codon 

level as well since that does not appear to be the case for the many other related proteins.  
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Figure 3.14: GO term enrichment for the 17-anchor clustering. The colour-coding system 
follows that in Figure 3.11.  

The CENP-A containing nucleosome assembly term encompass a small set of genes 

found on different chromosomes that are involved in the cell cycle (Figure 3.14, cluster 15). It is 

interesting that these genes cluster based on their codon bias despite having varying lengths and 

sequences. In addition, there is some uncertainty about the proposed quaternary structure (Bui et 

al. 2013). This analysis makes these genes prime candidates for further analysis at the codon 

level to better understand the role codon bias can play in protein structure, and may offer insight 

into the structural differences documented by Bui et al. 2013. Furthermore, this may help to 

elucidate the nature of the association found here between codon bias and the cell cycle.  

GO Term  Name  Observed  Expected  Fold Increase  p-value(bonferroni)
Cluster 11
GO:0005634 nucleus 430 357.26 1.20 4.53E-03
GO:0007049 cell cycle 68 37.90 1.79 1.64E-02
GO:0003676 nucleic acid binding 134 79.84 1.68 1.52E-05
GO:0051301 cell division 49 22.61 2.17 2.82E-03
GO:0046907 intracellular transport 11 1.76 6.26 9.40E-03
GO:0051321 meiotic cell cycle 20 6.03 3.31 2.00E-02
GO:0005813 centrosome 64 25.19 2.54 1.25E-07
GO:0005815 microtubule organizing center 51 21.79 2.34 1.70E-04
Cluster 6
GO:0005634 nucleus 198 134.60 1.47 3.28E-08
GO:0046872 metal ion binding 116 78.57 1.48 7.36E-03
GO:0003676 nucleic acid binding 72 30.08 2.39 9.14E-09
GO:0006355 regulation of transcription DNA-templated 92 54.53 1.69 4.63E-04
GO:0006351 transcription DNA-templated 89 51.84 1.72 3.64E-04
GO:0003677 DNA binding 88 48.02 1.83 2.28E-05
GO:0005622 intracellular 59 27.72 2.13 7.51E-05
Cluster 13
GO:0005887 integral component of plasma membrane 538 440.61 1.22 1.80E-02
GO:0007275 multicellular organism development 514 372.62 1.38 4.22E-09
GO:0043565 sequence-specific DNA binding 314 191.98 1.64 1.34E-12
GO:0045944 positive regulation of transcription from RNA polymerase II promoter 414 331.96 1.25 4.82E-02
GO:0034765 regulation of ion transmembrane transport 99 60.66 1.63 4.00E-02
Cluster 0
GO:0002377 immunoglobulin production 8 0.92 8.67 1.02E-02
GO:0003823 antigen binding 14 2.94 4.76 4.30E-03
Cluster 5
GO:0004982 N-formyl peptide receptor activity 4 0.13 31.30 2.93E-02
Cluster 12
GO:0004683 calmodulin-dependent protein kinase activity 7 0.34 20.84 1.07E-04
Cluster 15
GO:0034080 CENP-A containing nucleosome assembly 6 0.38 15.61 4.03E-03
Cluster 4
GO:0005634 nucleus 96 66.04 1.45 4.50E-03
GO:0003677 DNA binding 67 23.56 2.84 3.36E-13
GO:0003676 nucleic acid binding 67 14.76 4.54 3.69E-24
GO:0006355 regulation of transcription DNA-templated 69 26.76 2.58 1.39E-11
GO:0006351 transcription DNA-templated 66 25.43 2.59 5.30E-11
GO:0005622 intracellular 65 13.60 4.78 1.69E-24
GO:0046872 metal ion binding 77 38.55 2.00 1.20E-07
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This GO term enrichment analysis identifies a connection between gene function and a 

gene’s codon bias. Enriched GO terms are found in every clustering studied, with many of the 

terms shown to be enriched appearing consistently through the different analysis and identifying 

several major themes that may have a connection to codon bias. One result is that genes involved 

with the nucleus, cell cycle, and multicellular organism development were found to be 

significantly more likely to share common codon bias. In addition, instances where very specific 

terms pertaining to a small number of genes appear highly overrepresented in a single cluster. 

While very specific terms may be enriched according to shared codon bias due largely to 

sequence similarity, it is unlikely that this is the main driver behind all of these themes.  One 

reason is that sequence similarity is unlikely to be the cause of thousands of genes sharing a 

similar codon bias. It is interesting that these themes describe large scale, cell-wide processes 

like the cell cycle and tissue differentiation, indicating that genes with products that function in 

conjunction with each other can share a similar codon bias. Speculating, codon bias may be 

involved in mediating gene expression by differentially favouring protein production based on 

what is most highly optimized for translation in the current cellular environment, which could be 

achieved by changes in tRNA concentrations. It is established that genes within operons of single 

celled organisms share more similar codon biases than expected (Villada et al., 2019), which 

would indicate the possibility of optimizing codon bias to better coordinate the expression of 

multiple genes that are a part of protein complexes. 

There are several aspects to keep in mind while interpreting these results. Every cluster 

contains more terms than those reported because only significantly enrichment GO terms are 

shown. Any cluster that has enrichment must have at least 150 genes in it, so the GO-term 
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enrichment indicates anomalous increases in concentrations of terms within the cluster, but none 

of these clusters exclusively captured genes related to a single term. Another noteworthy 

consideration is anchor clustering’s lack of sensitivity to the data, it does not seek to partition the 

genes to maximize enrichment. It is used in an exploratory capacity to determine if enrichment 

occurs, i.e., it is not being used to identify the best set of anchors to capture genes with a specific 

term. There is a stochastic element to where the divisions between clusters are placed in the 

interest of capturing similar volumes of the space, and for this reason there is inconsistency 

between the terms that are enriched in some clusterings. For example, several terms are found to 

be enriched in only one of the clusterings (light green, blue and yellow terms). In addition, terms 

that are consistently found to be enriched are sometimes separated into multiple clusters, 

especially in the lower minimum distance anchor sets. 

3.2.5 Tissue Specific Expression Analysis 

Connections between codon bias and tissue specific expression of genes were explored 

using a similar process to the GO term analysis described in the previous section. The statistical 

method used is identical to the GO term analysis because GO terms and tissue labels are both 

categorical information. Unlike GO terms, which are already annotated, the process for 

analyzing tissue expression was based on first identifying highly expressed genes in the tissues. 

Unfortunately, the definition of what constitutes “increased expression” is not necessarily 

straightforward. In addition, gene expression is a complex process, and is difficult to measure. 

To explore what highly expressed may mean, multiple ways to quantify gene expression were 

studied here. The process for annotating genes, as well as the results of the clusterings, were 



 

 

96 

 

examined through the lens of gene expression and the interaction they have on the information 

that can be gained. 

The first complication arises from some overlapping vocabulary to describe high levels of 

expression. Until now, the term “enriched” has been used in this thesis to describe the scenario 

where specific GO terms appear more frequently in a certain set of genes than expected by 

chance alone. This indicates a connection between the reason for the grouping and the qualities 

that are enriched in the grouping. This is more accurately called “cluster enrichment”, which 

describes when an annotation is enriched within a cluster. When quantifying gene expression, 

genes can be enriched in a tissue if they are specifically and highly expressed in that tissue. This 

is more accurately termed “tissue enrichment” and describes when a gene has disproportionally 

high expression in a single tissue compared to all other tissues. 

Because of the combination of different protocols that share a common language, this can 

become a source of confusion. Tissue enrichment is used to label genes with tissues based on 

their expression, and cluster enrichment is used to locate areas of codon bias space that are 

dominated by genes with a particular tissue label. The second complication arises from 

quantifying gene expression. Gene expression is an overarching term that encompasses many 

steps in the complex process from gene to gene product. It is commonly approximated by 

quantifying the mRNA expression of a gene, so these terms are often used interchangeably 

despite leaving out translation, typically because proteins are much harder to quantify in vivo 

than mRNA. 
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To offer additional clarity to the tissue expression protocol and the use of the term 

“enriched” and its variations, Figure 3.15 depicts what constitutes elevated, enhanced, and 

enriched expression levels, which have been formally defined by the Human Protein Atlas, the 

repository that curates this information (Uhlén, 2015). The expression protocol is necessary; 

while transcript counts and protein concentrations are fundamentally quantitative values, it is not 

always necessarily sensible to compare them in absolute terms. There are many factors that 

prevent some of these values from being directly compared, mainly because the amount of gene 

product varies greatly from gene to gene, making overexpression a relative value. For this 

reason, it is necessary to first process the raw data. This protocol is replicated for the protein 

concentration data because it addresses the same issue, despite not formally being defined for it 

by Kim et al. (2015). 

A gene is elevated in the single tissue it is most highly expressed in. Ties, while 

statistically unlikely, could allow for a gene to be elevated in more than one tissue. By this 

definition a gene must be elevated in at least one tissue (Figure 3.15A). A gene is enhanced in a 

tissue if it is expressed in a tissue at least 5x more than the average expression across all tissues. 

The definition of enhanced allows for a gene to be enhanced in multiple tissues, but a gene is not 

necessarily required to be enhanced in any tissues (Figure 3.15B). A gene is enriched in a tissue 

if it is expressed in a tissue at least 5x more than the tissue with the next highest expression. The 

definition of enriched does not allow for a gene to be enriched in more than one tissue (Figure 

3.15C). The expression protocol increases in strictness going from elevated to enhanced to 

enriched (Figure 3.15D), eventually classifying genes to tissues based not only on high 

expression in a single tissue but lack of expression in other tissues as well.  
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Figure 3.15: Gene expression protocol from the Human Protein Atlas. Three example genes 
and their expression in the available tissues are shown on the left. Each gene’s expression is 
displayed as a bar plot, depicting the expression in transcript per million as a blue bar, with the 
average expression across all tissues shown as a dotted red line. A) A gene is elevated in the 
tissue in which it has highest expression compared to all other tissues. This gene is only elevated 
in the Fallopian Tube (top). B) A gene is enhanced in a tissue if it is expressed 5x more in a 
tissue than the average expression across all tissues. This gene is enhanced (and elevated) in 
adipose tissue. C) A gene is enriched if it is expressed 5x more in a tissue than in every other 
tissue. This gene is enriched (and enhanced & elevated) in the skin. D) The relative breakdown 
of how many genes fall into each category. As the protocol becomes stricter, fewer genes qualify 
for that expression protocol in a tissue.  

Once genes are assigned tissues based on which tissue they are highly expressed in, tissue 

enrichment analysis is performed similarly to the GO term enrichment analysis in that both are 

categorical analyses and use the same statistical premise. Enrichment analysis was performed 

using mRNA transcript level data on clusterings from the data driven anchors across the seven 
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minimum distances for each of the three expression levels. Singular results of enrichment 

analysis for one clustering using tissue labels based on elevated expression are in Table 3.3. 

Even this very coarse clustering, which produces the minimum number of clusters (two), finds 

codon biases enriched for genes preferentially expressed in certain tissues.  

Table 3.2: Cluster enrichment for tissue elevated genes at the mRNA level. The 2-anchor 
(minimum distance 4.00) clustering is shown here. The layout for these reults is similar to the 
GO term enrichment analysis in Figure 3.10. 

 

With the large number of clusterings and different expression protocols, a summary of all 

different analyses performed on the mRNA expression data is shown in Figure 3.16. The bar 

height indicates the consistency of finding at least one cluster with cluster enrichment for a tissue 

type across the eight different codon bias based clustering used.  Each barplot tracks how many 

times the eight clusterings identify a region of codon bias space that is enriched for genes 

expressed highly in a given tissue. For tissue elevated genes, 12/32 tissues were not found in any 

of the clusterings. Tissue elevated genes in the endometrium, spleen, testis, thyroid gland and 

skin were found to be cluster enriched in all eight of the clusterings. For tissue enhanced genes, 

10/32 tissues were not found to be cluster enriched in any of the clsuterings. Tissue enhanced 

genes in the cerebral cortex, spleen and skin were found to be cluster enriched in all eight of the 

Tissue  Observed  Expected  Fold Increase  p -value (Bonferroni correction)
Cluster 0
Thyroid Gland 794 477.70 1.66 8.42E-44
Endometrium 286 181.80 1.57 5.72E-12
Lymph Node 315 253.77 1.24 2.37E-03
Testis 1126 899.98 1.25 7.11E-15
Cluster 1
Skin 621 546.20 1.14 2.33E-02
Spleen 840 685.55 1.23 8.43E-08
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clustering. Tissue enriched genes are only found to be enriched in at least one clustering for 8/32 

tissues. No tissue in the enriched protocol was found to be enriched in all of the clusterings, but 

the cerebral cortex and testis were found cluster enriched in 7/8 clusterings. As the expression 

protocol becomes stricter, fewer regions of codon bias space that are enriched for tissue specific 

genes were identified.   
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Figure 3.16: Cluster enrichment for tissues at the mRNA level. Expression protocol increases 
in strictness from top to bottom (elevated ® enhanced ® enriched). Colours here are to help 
differentiate tissues and the gradient keeps them similar when fewer tissues are used (due to 
availability) when protein concentrations are used. 

In theses instances, it is important to note that the clustering of the genes is unchanging 

across the anchor sets. In this way, anchor clustering is deterministic. The only change that 

ocurrs is the labelling used on the genes, which changes with expression protocol. While cluster 

enrichment for a tissue occuring across many of the clusterings indicates that the signal is likely 
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strong and easily identified by these anchor sets, while the lack of cluster enrichment for a 

tisssue does not necessarily indicate the opposite because these clustering may fail to capture and 

isolate the region of codon bias space in which they are more concentrated. Furthermore, a tissue 

being identified for cluster enrichment in only a few or even one of the clusterings does not 

necessarily mean that its signal in terms of codon bias is weaker. As the minimum distance of the 

point packing used to generate the anchors decreases (increasing the size of the anchor set), the 

more specific the region of codon bias space that is specified by any given anchor. Cluster 

enrichment identified by anchor sets with shorter minimum distance specifies a more narrow 

range of bias in the codons used. 

This analysis indicates that there is very likely some specificity in the codon bias used by 

genes that are highly expressed in different human tissues. Even using the strictest definition of 

increased tissue specific expression (enriched), a select number of tissues can be identified by at 

least some of the clusterings to have higher similarity within the codon bias than expected by 

chance alone. While elevated expression does allow for many more instances of tissue specific 

codon bias to be captured (not just in number of tissues, but also in number of clustering that 

capture enrichment in those tissues), the protocol forces every gene to be binned to at least one 

tissue. This means that the elevated protocol will force housekeeping genes, which are expressed 

to a significant degree in all tissues and are thought to be vital for general cell functioning (Zhu 

et al., 2008), to be inappropriately binned to a single tissue. In constrast, the enhanced and 

enriched tissue expression protocols do not suffer from the issue of arbitrarily binning 

housekeeping genes. 
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A major problem with this analysis is that mRNA levels are used as a proxy measurment 

for gene expression. In reality, transcription is just one step of gene expression, and is followed 

by translation to protein. While increased transcription of a gene can contribute to increased 

expression, it may be counteracted by processes downstream. For this reason, the same analysis 

was performed using protein concentration data to label genes with tissues in which they are 

highly expressed. There is a tradeoff in the decision to use protein concentration data because 

while it may better indicate what gene products and in what quantity different tissues are 

producing the proteins, it much more difficult to obtain accurate measurements. Single stranded 

RNA is easier to accurately identify than protein because RNA bases have simple natural 

complements (base pairs) whereas proteins do not. Because of this, mRNA tissue expression data 

is far more readily available and of higher quality.  

 Not surprisingly, protein concentration gene expression data are available for fewer 

tissues and genes than the mRNA gene expression data. For the tissues that are available, the 

strongest protein concentration results (Figure 3.17) are similar to those obtained from the 

mRNA gene expression results (Figure 3.16). The cerebral cortex and testis are found to have 

enrichment in all the clusterings at the elevated and enhanced levels of expression. Interestingly, 

only the cerebral cortex genes were found to be cluster enriched at the enriched level of 

expression consistently amongst the clusterings; the only other tissue identified at the tissue 

enriched level was the adrenal gland, and it was only found to be cluster enriched in one 

clustering. The gall bladder and kidney were found to have some cluster enrichment at the 

protein level despite not being identified by any expression protocol when examining the mRNA 

level. The protein level analysis is interesting because a large portion of the impact that codon 
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bias is expected to have theoretically happens during translation, influencing translation rate, 

protein extrusion and co-translational folding. High amounts of a protein indicate a large 

resource draw on the tRNAs corresponding to commonly used codons regardless of the amount 

of mRNA present in the cell as a single transcript can be translated many times (Kennel and 

Riezman, 1977), but all instances of translated protein indicate at least that much translation. 

 

Figure 3.17: Cluster enrichment for tissues at the protein level. The bar height indicates the 
consistency of finding at least one cluster with enrichment for a tissue type across the eight 
different clusterings used. Expression protocol increases in strictness from top to bottom 
(elevated ® enhanced ® enriched).  
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It is necessary to consider these results in aggregate because of the complicated nature of 

the enrichment results. However, the summary bar plots do not necessarily indicate that the 

tissues that are identified to have cluster enrichment are enriched in different clusters. If that 

were true, it would suggest that a codon bias was associated with higher expression but would 

indicate that it is not useful to differentiate between tissues enriched in the same cluster. 

Furthermore, it would signify that if there is tissue specific cotranslational folding mechanics at 

play then they are mediated by tissue specific tRNA concentration. Table 3.4 shows that this is 

not the case, indicating that highly expressed genes are not only enriched in certain regions of 

codon bias space, but that different tissues have different biases. Many clusters are enriched for 

genes of a single tissue except for cluster 7, which is enriched for genes highly expressed in the 

liver and kidney. Cluster 4 and 17 are both enriched for testis genes, indicating either that this 

group of highly expressed genes in the testis is larger than the radius specified by the minimum 

distance, or that the cluster anchors are not centered on the grouping. It is also possible that there 

are two different codon biases used by testis genes as these cluster anchors are not required to be 

near one another. This is interesting as it speculatively may indicate alternative cellular states for 

producing different genes or a number of genes using rare codons to co-translationally achieve 

correct folding.  
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Table 3.3: Cluster enrichment for tissue enhanced genes at the protein level. These results 
are from the data driven 35-anchor (minimum distance = 2.75) clustering. 

 

To further study the impact of codon bias on translation efficiency between different 

tissues, mRNA and protein expression levels were used to quantify genes that are translated at 

higher than expected rates. The analysis uses translation information to label genes with the 

tissues in which they are proficiently translated in that mRNA very efficiently produces folded 

protein. Because the mRNA and protein data do not have comparable units, each set of 

information was transformed into unitless values, which were performed in two different ways to 

correct for the gene and tissue of interest. Firstly, by considering the mRNA and protein levels as 

a fraction of the total transcript and protein of a particular gene across all tissues. For example, if 

2% of a gene’s transcripts are found in tissue 1, but 4% of the corresponding protein is found in 

tissue 1, then the gene is given a translation ratio of 2 in this tissue. Secondly, this calculation 

can also be made as a fraction of all transcripts and proteins in a single tissue. For example, if a 

gene’s transcripts make up 1% of all the tissue’s transcripts but 5% of all of the tissue’s protein, 

Tissue  Observed  Expected  Fold Increase  p -value (Bonferroni correction)
Cluster 14
Cerebral Cortex 390 240.64 1.62 1.26E-19
Cluster 7
Liver 163 127.09 1.28 1.51E-02
Kidney 89 64.05 1.39 2.58E-02
Cluster 17
Testis 275 186.67 1.47 1.09E-09
Cluster 4
Testis 63 39.48 1.60 2.27E-03
Cluster 33
Gall Bladder 17 7.16 2.38 1.79E-02
Cluster 24
Lung 13 4.44 2.93 1.02E-02
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the gene is given a translation ration of 5 in the tissue. The transcript ratios at the gene, tissue, 

and both together were used to label genes as “over translated” in tissues. A summary of the 

results of the analysis is shown in Figure 3.18. Translation ratios are shown at the >1x, >2x and 

>10x levels. The translation ratio relative to each gene is most similar to the previous mRNA 

transcript and protein concentration level analysis described earlier. A translation ratio of one 

means that exactly as much protein is created as the amount of mRNA suggests. A translation 

ratio of two means twice as much protein is created as the amount of mRNA suggests and is 

meant to eliminate genes that qualify for tissues on translation ration values only marginally 

larger than one. A translation ratio of ten or greater means that at least ten times as much protein 

is created as the amount of mRNA suggests and is identifies genes products with anomalously 

favourable translation/stability. 
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Figure 3.18: Summary cluster enrichment of tissue increased translation. The translation 
ratio is calculated by dividing the relative amount of mRNA by the relative amount of protein. 
The value is calculated relative to the gene, tissue, and both (labelled on the y-axes). Protein 
concentration data were available for 16 human tissues for which mRNA data was also available. 
Tissue types are labelled across the x-axes and colour coded. Bar height shows the number of 
clusters with enrichment in codon bias in the eight different clusterings. The translation ratio cut-
off used to label genes with tissues are shown at the top of each column. 

The results (Figure 3.18) are similar to the mRNA transcript (Figure 3.16) and protein 

concentration (Figure 3.17) results with two exceptions. The cerebral cortex was found to be 

cluster enriched less often while the liver was cluster enriched more often. This corroborates the 

previous results that there was more cluster enrichment for the liver for at the elevated and 
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enhanced protein concentration than at the mRNA level. Like the mRNA analysis, the testis was 

found consistently to be cluster enriched by the gene relative translation ratio. These instances of 

cluster enrichment were further investigated to determine if there is any indication of a different 

codon usage between the genes. Table 3.5 shows the significant cluster enrichment for the 35-

anchor clustering using gene relative translation ratios greater than ten to assign genes to tissues. 

It is important to consider the cluster enrichment because it confirms that the tissues are cluster 

enriched in different clusters. This provides evidence that codon bias is involved in mediating 

efficient translation in a tissue-specific manner. Codon usage is hypothesized to impact 

translational efficiency alongside tRNA concentrations to manage ribosomal traffic (Specner et 

al., 2012, Buhr et al., 2016), allowing for higher ribosomal throughput and to allow for greater 

protein stability via correct cotranslational folding, such that the most efficiently translated gene 

achieves a high elongation rate while maximizing the probability of a properly folded product 

(Zhou et al., 2009, Yu et al., 2015). When examining the tissue relative translation ratio, every 

tissue was found to be enriched in at least one cluster of the clusterings used, a result that was 

seen at all translation ratio levels.  
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Table 3.4: Cluster enrichment for tissue over-translated genes. These results are from the 
data driven 35-anchor (minimum distance = 2.75) clustering using gene relative translation ratios 
greater than 10. The cerebral cortex, testis and liver are commonly identified for cluster 
enrichment at the mRNA and protein level as well. 

 

The summary results, however, do not indicate that these tissues are separable based on 

their codon bias as shown in Table 3.6. This is of considerable importance for the tissue relative 

translation ratio because it is much more likely for a gene to be labelled as over translated in 

multiple tissues. Theoretically, it is possible for a gene to have a large tissue relative translation 

ratio in all tissues, but not possible to have a large gene relative translation ratio in all tissues. 

Table 3.6 shows the cluster enrichment in the 84-anchor (minimum distance = 2.5) clustering for 

tissue relative translation ratio greater than ten. While 14 of the 16 total tissues were cluster 

enriched, the enrichment was only seen in two clusters, with cluster 2 being enriched in 13 of the 

16 tissues. In addition, cluster 68 was enriched for only one tissue (adrenal gland) but did not 

appear in cluster 2. The regions of codon bias space highlighted by cluster anchors 2 and 68 are 

still interesting and corroborate some biologically observed occurrences. The genes that are 

enriched in these clusters are genes that are very efficiently translated regardless of the tissue 

they are expressed in, which points to fundamental properties of the mRNA molecule that are in 

part mediated by codon usage. These properties are related to the stability of the molecule that 

Tissue  Observed  Expected  Fold Increase  p -value  (Bonferroni correction)
Cluster 14
Cerebral Cortex 309 236.21 1.31 1.89E-05
Cluster 17
Testis 228 179.75 1.27 2.20E-03
Cluster 31
Liver 225 187.16 1.20 3.14E-02
Cluster 24
Lung 19 9.17 2.07 4.03E-02
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would not necessarily be affected by the tissue specific environment. It is hypothesized that to 

achieve high levels of translation, an mRNA molecule must be highly stable, but also must have 

5’ region that is accessible to ribosomal binding to facilitate the initialization of translation 

(Harigaya and Parker, 2016). This region of codon bias must be explored at the sequence level to 

identify the driving factor. Possible explanations of how codon usage could impact mRNA 

stability include selecting codons to facilitate hairpin turns by maximizing the opposite base pair 

palindromic quality, or selecting for high GC rich codons to increase the overall number of 

hydrogen bonds. 

Table 3.5: Cluster enrichment for tissue increased translation. These results are from the 
data driven 84-anchor (minimum distance = 2.5) clustering using tissue relative translation ratios 
greater than 2. 

 

Tissue  Observed  Expected  Fold Increase  p -value  (Bonferroni correction)
Cluster 68
Adrenal Gland 881 813.33 1.08 4.80E-02
Ovary 926 843.93 1.10 7.87E-03
Testis 1001 914.57 1.09 5.49E-03
Cluster 2
Gall Bladder 145 107.20 1.35 9.17E-04
Lung 143 114.05 1.25 2.92E-02
Placenta 147 107.29 1.37 4.17E-04
Cerebral Cortex 173 140.80 1.23 2.02E-02
Colon 167 136.60 1.22 3.20E-02
Urinary Bladder 139 109.41 1.27 2.07E-02
Esophagus 122 95.66 1.28 3.89E-02
Heart 176 142.30 1.24 1.31E-02
Kidney 181 144.07 1.26 4.73E-03
Ovary 202 162.15 1.25 2.69E-03
Pancreas 315 277.80 1.13 1.63E-02
Testis 230 175.72 1.31 1.44E-05
Prostate gland 170 134.43 1.26 5.82E-03
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3.2.6 Conclusions 

This analysis confirms that codon bias likely plays a role in gene product expression, is 

affected by gene product function, and may be affected by the order/disorder state of the protein. 

Furthermore, there are tissue specific codon biases that can be found for certain tissues when 

studying their highly expressed genes. Although it is expected, many of these effects are not 

particularly strong, but are statistically significant. The effects of codon bias are not expected to 

be as strong as the effects that amino acid usage would have on protein structure or transcription 

factors would have on gene expression, but identifying anomalous instances of codon usage may 

give insight into some of the subtler nuances of gene expression and protein folding. Analysis of 

codon bias using FoldIndex shows that different codon biases are associated with proteins that 

tend to be more and less disordered, while analysis using gene ontology shows that certain codon 

biases are more likely to be associated with different functions, cellular localizations, and/or 

processes. Specifically, this analysis identified codon biases more likely to be associated to 

function in the nucleus, genes involved in the cell cycle, and genes involved in tissue 

differentiation (in particular neuronal differentiation). Analysis of codon bias using tissue 

specific gene expression identified tissues that are consistently found to use a specific bias in 

their highly expressed genes. These tissues primarily include the cerebral cortex and the testis. 

Additional analysis into translation shows instances of a codon bias with tissue-independent 

translation efficiency, as well as particular instances of tissue-specific translation efficiency in 

the cerebral cortex, testis and liver. 

The biological literature review component of this work identifies previously hypothesised 

mechanisms by which codon bias could affect all the areas studied. Many of these mechanisms 
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were identified by lab groups that are very specialized, studying single protein families. The 

research here identifies specific sets of genes that warrant further investigation with regards to 

the complex interplay between codon usage and tRNA concentrations that facilitates efficient 

translation. A better understanding of these mechanisms will contribute to improved codon 

optimization that for some genes may benefit from considering the tissue of origin as well as the 

organism. Ultimately, this could help to improve the efficiency of industrial and research 

processes that utilize recombinant gene expression. Additionally, more examples of gene 

products that make use of or require specific cotranslational folding will improve our ability to 

use these mechanisms in novel ways to improve the library of synthetic genes.  
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4 Future work 

There are many avenues for continuation of this research. Some of the future work involves 

improving the approaches documented here and others involve a novel direction to build upon 

the findings described here. Modifications to the approaches taken here are not meant to 

undermine the work presented, but rather to offer an impartial assessment with the hopes of 

achieving better, more generalizable results. This chapter is divided into two portions that focus 

separately on future directions for point packings and codon bias. 

4.1 The Future of Point Packing 

The maximum number of points in a packing is not well documented in high dimensions, so 

it may be of interest to quantify these maximums to understand how well points can realistically 

be packed using the evolutionary approach used in my thesis. There is a delicate balance between 

packing and over-packing that investigating the maximums may provide insight into. One of the 

drawbacks of anchor clustering is its inability to adapt to the underlying data. Data driven point 

packing addresses this issue, but still results in many clusters that capture only a few or no data 

points. At best this is an unintended and elaborate way to remove outliers, but in this work, it has 

the inadvertent consequence of removing data from the analysis. It may be interesting to make 

modifications to the fitness function to avoid or better control this phenomenon. Finally, there 

are other areas of research in which point packing may be of interest. The spread-out nature of 

point packings may provide an efficient way to initialize optimization algorithms, providing 

significantly different starting configurations and thereby avoid local optima. 
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4.1.1 Modelling Maximum Packing Sizes 

The maximum sizes for packings in high dimensions are not well documented and so it can 

be difficult to know how well packed the domain actually is. This section proposes a novel 

paradigm called “fruit and peel” for estimating maximum solutions for the circle/sphere packing 

problems for a given radius on a fixed domain. By extension, this translates to estimates for 

maximum packing given a defined domain and minimum distance. Consider a cuboidal domain 

with side length L to be filled with spheres of radius r. The basis of this proposition involves 

splitting the domain into two parts: the fruit and the peel. The fruit is the central subset of the 

domain with side length equal to L - 2r and the peel is the surface area of the domain. It is 

important to note that the peel is a shape one dimension lower than the fruit. While the peel can 

be reduced to a one-dimension lower object, when it is removed to leave the fruit, it has a 

thickness of radius r. The logic for this separation stems from the idea that maximum packings 

involve maximizing the area of the circles that is located outside of the domain. From the 

perspective of a point packing, this is akin to points located at the edges and corners of the space. 

 Dividing the space into these components allows for separate estimation for points 

packed into the exterior and interior of the shape. Figure 4.1 shows a packing in the unit square 

with points belonging to the “peel” in orange and points belonging to the “fruit” in yellow. Each 

component has an area/volume that is divided by the corresponding area/volume of the 

circle/sphere to estimate how many can be packed into each shape, rounded down, and summed 

together. It is well documented that circles and spheres pack most efficiently in a 

cannonball/hexagonal lattice. While this is the best solution for packing this shape, it is not 

possible to utilize all the area/volume. To address this issue, a tunable parameter (likely a 
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function) can be added to each estimate to improve the estimate. This parameter can either scale 

the area/volume of the circle or of the domain such that estimation of the packable number is 

more accurate. To do this, a model would be trained on the known values and used to extrapolate 

estimates for unknown, large values. It is very likely that these parameters will depend on the 

dimension of the problem in question as the volume and area formulas do. 

 

Figure 4.1: Optimal 16 packing in the unit square. Points that are part of the peel are shown in 
orange, while points in the fruit are in yellow. This image is a modification of a packing image 
from packomania.com. The radius of the circles is equal to ½ the minimum distance of the 
packing. 

The fruit and peel construct leads to an interesting observation that allows for some 

simplification and optimization. If a domain can be broken down into a fruit and peel, then the 

fruit can again be broken down into a fruit and a peel, and so on. This observation that 

recursively deconstructing the problem does not immediately simplify the problem. The 

simplification comes from acknowledging the reverse, that a full domain split into fruit and peel 

is the fruit of a domain that is one peel thickness larger. While the fruit and peel reveal 
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interesting properties and was necessary to arrive at this realization, a domain’s complete 

packing size can be determined using just the fruit of an alternatively sized domain. In addition 

to the simplification, there is an optimization opportunity that presents itself and addresses a 

fundamental question about the effectiveness of the algorithm used in this work to build point 

packings. As stated earlier, point packings are useful for partitioning a domain with good 

coverage in a way that scales in a more continuous manner than objects like uniform grids. The 

goal is to fill the space, but not to overfill it, which is a delicate balance and to do so with the 

maximum number of points that downstream applications can tolerate.  

The fruit and peel construct clearly identifies how maximizing a point number may 

incidentally promote overcovering by maximizing the covering area located outside of the 

domain. Maximizing the area outside of the domain (such that more points can be added) is 

specifically addressed by the peel, which indicates a potential shortcoming of the point packing 

fitness function. This shortcoming is more of a compromise because the simplicity of the fitness 

function makes it very fast. Additionally, the issue can directly be addressed by modifying the 

packing domain to be slightly smaller than the problem domain (one peel smaller). Doing this 

allows for the best of both worlds, the fitness function is still fast, yet maximal point packings do 

not overfill the space. This benefit increases as packings become denser (smaller minimum 

distance relative to domain size). For denser packings, the peel contains more points, but it may 

be possible to linearly transform the packing by scaling and shifting it such that so much of the 

covering area of the packing is no longer outside of the domain. 
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4.1.2 Eliminating Small Clusters 

One issue that became apparent with the analysis resulted from combining anchor 

clustering with cluster enrichment. The technique to test for cluster enrichment was adapted from 

GO term enrichment and prohibits analysis of small sets of genes, which resulted in clusters with 

fewer than 150 genes being eliminated from further analysis. Removal of data from analysis is 

unfortunate, but in this case, it is the more conservative approach. In the most extreme case, a 

gene with an attribute that has a low background frequency appearing in a sufficiently small 

cluster will automatically become significantly enriched. Anchor clustering in its current form 

gives no information about cluster sizes and the impact that they may have on extended analysis. 

As larger packings are used as anchors, more of the clusters were too small to use for enrichment 

analysis. This phenomenon was particularly noticeable in the FoldIndex analysis. Although there 

is no such constraint on ANOVA, it does benefit from consistent sample sizes between groups. 

In addition, the same 150 gene cut-off was used for continuity between all forms of analysis. For 

example, the 84-anchor clustering only had 21 clusters with sufficient genes to perform analysis, 

indicating that genes that fall into ¾ of the clusters were excluded from analysis (even if these 

clusters are excluded because they are mostly empty).  Nevertheless, some data is trivially 

removed from analysis on this basis. 

There is motivation for improvement of the methods to minimize the amount of data that 

is unintentionally discarded due to cluster size, which could be achieved by modifying the fitness 

function used to perform the point packing. Currently, the fitness function maximizes the number 

of points in a packing, but could easily be modified to count valid points as those which capture 

at least 150 points when used to anchor cluster the data. Modifying the fitness function in this 
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way would drastically increase its computational cost, requiring anchor clustering to be 

performed for each packing at each fitness evaluation. While this is a slowdown, anchor 

clustering scales in linear time, likely making it the most feasible of any clustering algorithm for 

this purpose. Adding this constraint earlier in the procedure would reduce the impact when 

enrichment analysis is performed.  

4.2 The Future of Codon Bias 

4.2.1 Further Improvements to the Codon Bias Representation 

Computationally, there is the opportunity to improve the runtime of the current 

representation for codon bias by reducing the number dimensions allowing for faster calculation 

of distances. Each amino acid’s codons already lie on a plane that is one dimension lower than 

the number of codons because frequencies of all codons within an amino acid sum to one. For 

each amino acid, this presents the opportunity to reduce the dimension by one. This would result 

in requiring 18 fewer dimensions to represent the codon bias of a gene, an approximately 1/3 

reduction. There is some cost to this decision that must be investigated because just strictly using 

the first n -1 codons of an amino acid with n codons does not preserve the pairwise distance of 

points between the two representations. Further research into transforming the representation of 

each amino acid to its equivalent 1-dimension lower shape or investigating which codon of each 

amino acid causes the least discrepancy upon removal is warranted. 

There are two minor issues with the current representation of codon bias. The first, is 

how absent amino acids are treated, which currently involves making them appear as unbiased 

codons. This is sensical because with no information to apply, the gene is truly unbiased with 

respect to the codons of the absent amino acid. However, this has the capability to inadvertently 
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include some information about amino acid content in the codon bias information. It is important 

to avoid including information about amino acid usage because the effect it has on the studied 

outcomes is much stronger than that of codon usage. Human genes have their own codon bias 

that is different from perfectly neutral codon bias, as was shown in the principal components 

analysis. This means that assigning genes a neutral codon bias for the codons of absent amino 

acids puts them in a unique part of codon bias space, and therefore separable on that quality. The 

phenomenon was explored in the FoldIndex analysis in more detail (Section 3.2.4), but did not 

seem to be the source of the measured effect. The issue of having genes be separable from a 

codon bias perspective when amino acids are missing is difficult to remove entirely, but the 

effect can be reduced by modifying the representation. The second representation problem is that 

rare amino acids can result in significant codon bias. For example, if an amino acid appears only 

once in a sequence, the current representation will show that gene to be heavily biased despite 

the likelihood given only one amino acid to be high (inevitably that single amino acid must be 

encoded exclusively by one of the valid codons). Additionally, a gene with many instances of an 

amino acid, even if heavily biased from a likelihood perspective (e.g., 79/80 use the same codon, 

probabilistically very unlikely) would be under the current representation less biased. While 

technically correct, this small sample size causes a very polarizing result that may not be 

reflective of a true bias.  

The solution to both these issues could be addressed simultaneously by changing the 

default neutral codon bias from perfectly unbiased to the average human codon bias. Each codon 

encountered in a gene’s coding sequence would then change that measurement toward the codon 

encountered. The outcome is that a gene’s codon bias could only differ from the human average 
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if it has many instances of bias. It is not obvious what the weighting would be towards human 

average bias that would have to be overcome, but it could be a tunable parameter that modifies 

the degree to which a sequence could perturb the underlying bias.  

4.2.2 Housekeeping Genes 

Housekeeping genes are required for basic cellular function and thus are expressed 

ubiquitously amongst all cell types. These genes comprise a vital aspect of gene expression that 

was not directly considered in this body of work. Curation and annotation of housekeeping genes 

continues to improve significantly, and it would be of interest to examine their codon bias more 

closely. Could a housekeeping gene be identified by its codon bias? Tissue-specific codon bias 

could account for the variability in abundance of these necessary genes across tissues; some 

housekeeping genes may be expressed in certain tissues in greater abundance due to better 

compatibility with a tissue’s tRNA abundances. This can be taken a step further; codon bias 

could be a key factor in understanding how certain transcripts of a gene are preferentially 

expressed, and if there is a relationship between codon bias and which transcripts of a gene are 

more highly expressed in specific tissues. To effectively study the effect that codon bias imparts 

on housekeeping gene expression, an improvement to the transcript level annotation quality 

would be required because, at present, tissue-specific gene expression information is 

insufficiently complete at the transcript level. This would have direct implications for accurately 

evaluating the effects of transcript bias on housekeeping genes and if codon-bias has an implicit 

relationship.  
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4.2.3  Codons in Sequence 

Ultimately, this research shows that in particular instances it may be useful, possibly even 

necessary, to not only consider the organism of origin but the tissue of origin as well in order to 

maximize recombinant protein production. To put this knowledge into use, this aggregate codon 

bias information must be used to study gene sequences. The analysis performed in this work 

removes the sequential nature of a gene’s encoding to hypothesize about the resource draw of 

gene expression on a tRNA pool that is not well characterized. Taking this information about 

what constitutes a rarely or commonly used codon and applying that to the sequential 

information of each gene may provide insight into the complex processes of gene expression and 

protein folding. Building off this research could allow for even better codon harmonization than 

currently exists. Biological confirmation of this phenomenon would allow for a better 

understanding of mRNA stability and co-translational folding, which would improve the 

efficiency and range of recombinant protein expression.  

4.2.4 Other Approaches to Codon Bias 

Other more sophisticated approaches may be suitable and novel in better understanding 

codon bias. Deep learning has made improved significantly in recent years and has particularly 

made substantial improvement in language-based tasks. While genetic sequences are not 

“natural” language, their sequential nature has relevant contextual information that natural 

language processing techniques can incorporate. Of particular interest are foundation models, 

which focus on developing models such that they are reusable. Generally, these models are built 

on natural language in a self-supervised manner by training models to guess a single randomly 

omitted word. The benefit of this is making large datasets available for training of models 
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without requiring tedious manual labelling of classes. Deep learning models for natural language 

processing excel at tasks like translation and summarization. Building foundation models for 

tasks like codon harmonization between species and tissues is akin in some ways to translation in 

the traditional language sense and would be interesting to study in the future. 
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APPENDICES 
APPENDIX A: REPRESENTING UNLABELLED NETWORKS 

Point packings can be used for applications other than clustering. This appendix and the 

next detail how they can be used to explore representations and initialize optimization 

algorithms. Here packings are used to find sets of different graphs that are to be subsequently 

used as social contact networks to simulate epidemic spread and optimize vaccination strategies. 

The aspect that makes studying these networks difficult and so also interesting is that the 

networks are made of arbitrarily labelled nodes and so are effectively unlabelled. Generally, 

comparing labelled networks is straightforward and can be done by comparing adjacency 

matrices. Unlabelled networks cannot easily be compared with adjacency matrices because 

arbitrary labelling means which nodes to compare is not clear. Similarly relabelling any irregular 

network will result in a non-zero difference according to the adjacency matrix between the 

original and relabelled networks despite no structural changes in the connectivity. This section 

details some possible approaches to quantify the difference between unlabelled networks to 

better understand how to search the space and how point packing can be used to intelligently 

initialize other optimization algorithms. 

1 Numerically representing graphs 
The sole requirement for a point packing is a minimum distance. In the simplest cases 

this could be a Hamming distance (error correcting codes) or a Euclidian distance, but any 

distance metric can be used. While any valid distance metric can be used, there are important 

implications about the representation of the problem in more complex scenarios. Although the 

distance between two points in Euclidian space is straight forward, the distance between 
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networks is not, especially if the networks are arbitrarily labelled. If graphs are represented in a 

way that permits some calculatable distance between graphs, diverse collections of graphs can be 

packed. While simple by design, choosing a representation is complex and has large impact on 

outcome. There is no singular correct representation and many different good options that must 

be evaluated. In this section, some possible representations will be examined, and their strengths 

and weaknesses highlighted. It is important to note that representations are examined through the 

lens of the problem at hand and may benefit from revaluation for other problems. All 

representations are evaluated here on undirected, unlabelled, unweighted, connected, static 

graphs. Because graphs are unlabelled, nodes are ordered in many of the representations to avoid 

comparing differently labelled isomorphisms. The representations mentioned here do have one 

drawback in that it is possible to measure a distance of zero between different graphs. While this 

does violate the triangle inequality property of a valid distance metric, these cases present rarely 

and are often not issues for point packings because graphs that display this phenomenon are very 

similar to each other. In addition, graphs that have a non-zero distance cannot be identical. 

1.1 Diffusion Characters 

Graphs can be compared to each other using diffusion characters. Diffusion characters 

create a square matrix of each node’s pairwise connectivity by adding unique gas at each node 

and simulating diffusion by distributing an equal share of the gas at a node to each of its 

neighbours. Half of the gas is removed from each node at each time step until the system reaches 

equilibrium. The square matrix is collapsed into a vector by calculating column wise entropy of 

gases accumulating at each node.  It is possible to point pack diffusion character space (Rn) using 

Euclidian distance on the entropy vector. Diffusion characters are expensive to calculate as they 
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require simulation to compute. The process can be modified to improve runtime by only 

deploying a unique gas at a subset of the nodes. This creates a partial diffusion character, trading 

speed for the quality of the reading. 

1.2 Page Rank 

Graphs can be compared to each other using Google’s PageRank algorithm, which is used 

to rank webpages that are related to a given query. Webpages related to the query are then used 

to assemble a network based on their linking structure (literal hyperlinks between pages). Pages 

are given a rank based on a value that describes the traffic received relative to the rest of the 

network. This differs slightly from diffusion characters in that it only measures volume of traffic 

through a node, not specifically where that traffic comes from. As a result, PageRank cannot 

distinguish between regular graphs of different degree as all nodes have the same traffic. Traffic 

at each node is measured relative to every other node in the network so PageRank lies on the 

hyperplane of constant sum one. PageRank generates a vector of values in (Rn) and distance 

between them can be found with Euclidean Distance. PageRank is moderately expensive to 

compute, but it is well implemented and accessible in many popular libraries. 

1.3 Degree Sequence 

The degree sequence of a graph is the ordered sequence of the number of neighbors at 

each node (Zn) sorted in descending order. This representation facilitates distance calculation 

using Hamming or Euclidean distance. The simplicity of this representation means that it is 

computationally very fast and inexpensive, but it may suffer from being an oversimplification as 
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it only accounts for direct neighbors. Non-isomorphic graphs exist that have the same degree 

sequence and so are undistinguishable from each other in this representation.  

1.4 Summary Statistics of Degree Sequence 

The degree sequence gives rise to metrics based on summary statistics of degree 

sequence. These scale better than even the degree sequence because they do not require sorting 

of the sequence. In addition, while degree sequence length grows as the number of nodes in the 

graph increases, the summary statistics do not. They can easily be paired together to create 2 and 

3 dimensional spaces that are easy to visualize. They do however suffer even more from the 

same oversimplification issue as different degree sequences can have the same summary 

statistics, meaning it may fail to identify differences between certain graph structures. This 

relationship is particularly interesting as mean, standard deviation and skew are the first, second 

and third moment (respectively) of the degree sequence. An important question to address is if 

there are any relationships between these representations and if they change depending on the 

size of the network.  

1.5 Comparing Representations 

In the process of determining a suitable representation for comparing graphs, many 

possibilities presented themselves. When similarities between the representations were 

discovered, it became crucial to examine and understand these similarities. One question that 

presented itself was if equivalencies between representations existed for all graph sizes. This 

experiment was created as a due diligence to establish if these relationships would hold for all 

graph sizes. The secondary benefit is that it also helps to quantify the strength of these 
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relationships. The representations explored here include diffusion characters, page rank and 

degree sequence. In addition to these, some summary statistics of the degree sequence are also 

studied including mean, standard deviation, and skew. Pairwise distances between the graphs are 

calculated using Euclidian distance. 

2 Graph Representation Relationship Experiment 

Having many possibilities for representing graphs motivates an investigation into the 

relationship between these different representations. This section documents the creation and 

documentation of an experiment to investigate the relationships between the representations. One 

initial issue is selecting a robust way to assess these relationships, which is difficult because 

there is a possibility of relationships between representations changing as the size of the graphs 

increases. Connections between representations present on small graphs may not persist when 

graphs are large and vice versa. To combat this, an experiment to test the relationships between 

representations at various graphs sizes was designed. Fifty random power law cluster graphs 

were generated for a variety of graph sizes ranging from 5 to 325 nodes. Pairwise distances 

between graphs of the same size were calculated for each of the different representations. A 

correlation matrix was then generated of the pairwise distances of each representation, this was 

performed for each graph size. If representations largely agree with each other (i.e., graphs that 

are far apart in one representation are also far apart in the other representation), their correlation 

will be large. If representations have some disagreement (i.e., graphs that are far apart in one 

representation are close together in another representation), the correlation will be small.  Linear 

regression was then performed for each representation comparison where the independent 
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variable is the number of nodes, and the dependent variable is the correlation between the 

pairwise distances of each representation.  

The result was one simple linear regression line for each representation comparison. This 

provides an estimation of the baseline correlation (b0), shown in Table A2.1, and the change in 

correlation as graph size increases (b1), shown in Table A2.2. Confidence intervals can be used 

to determine if graph size impacts the relationship between representations as well as the degree 

to which the representations agree with each other. Typically, when linear regression is used, 

slopes of zero indicate no relationship. In this case the lack of relationship means that there 

should be no issue using surrogate representations on larger graphs. The added benefit is that if 

the data can be modelled by a horizontal line, the y-intercept can be used to roughly estimate the 

degree to which two representations agree with one another.   



 

 

137 

 

 

Table A2.1:Intercept estimates for representation correlation. Confidence intervals (95%) 
for the y-intercept (b0) in the linear regression exploring the relationship between graph size in 
nodes and correlation of pairwise distances of pairs of representations. 

 

Table A2.2: Slope estimates for representation correlation. Confidence intervals (95%) for 
the slope (b1) in the linear regression exploring the relationship between graph size in nodes and 
correlation of pairwise distances of pairs of representations. Bold intervals do not contain zero 
and may indicate the relationship is not stable for all graph sizes. 

 

The confidence intervals for b0 give an estimate of the correlation between the two 

representations, providing a measure for how similar the spaces are after projecting the graphs 

using the two representations. Some representations are much more highly correlated with each 

other. Interestingly, both more expensive representations (diffusion characters and PageRank) 

have simple representations that can capture very similar distances between graphs. This 

solidifies the possibility of using degree sequence summary statistic space in place of diffusion 

characters in most cases. If diffusion characters are clearly needed in some scenario, better 

computational time could be achieved by first optimizing with summary statistic space and only 

lastly correcting it with diffusion characters. This would allow most of the heavy lifting to be 

b0 Diffusion Characters PageRank Degree Sequence Mean Standard Deviation Skew Mean SD
Diffusion Characters 0.59281 - 0.81576 0.78348 - 0.91346 0.78262 - 0.90669 0.22023 - 0.48366 0.68738 - 0.87677 0.79187 - 0.93329
PageRank 0.54357 - 0.65465 0.42453 - 0.56133 0.14238 - 0.33394 0.60367 - 0.89704 0.49475 - 0.59919
Degree Sequence 0.87679 - 0.95563 0.3715 - 0.54793 0.65696 - 0.80855 0.95378 - 0.97908
Mean 0.15416 - 0.36539 0.52813 - 0.74674 0.92788 - 0.96685
Standard Deviation 0.08647 - 0.30264 0.43600 - 0.5961
Skew 0.55218 - 0.73884
Mean SD
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performed by computationally inexpensive representations and then refined by expensive ones. 

The estimates for b0 confirm two major insights related to the relationship between expensive 

(diffusion characters and PageRank) and inexpensive (summary statistic) representations.  

2.1 Diffusion Characters 

These estimates indicate that diffusion characters are significantly less correlated to 

standard deviation of degree sequence than to all other metrics tested. Of the metrics that are 

more highly correlated with diffusion characters, there is some variability between the estimates, 

but no statistically significant difference. Although there is no significant difference between 

these levels, the highest estimate for correlation to diffusion characters is the combination of 

mean and standard deviation of degree sequence. While this is not significantly different from 

degree sequence, it provides better scaling when calculating pairwise distances as the number of 

dimensions is constant and so does not grow as the size of the graph grows. Additionally, two 

dimensions allows for intuitive visualization. 

2.2 PageRank 

The estimate for correlation to the PageRank metric indicate that PageRank is 

significantly more correlated with degree sequence and skew of degree sequence than it is to the 

other metrics tested. While skew is not significantly more correlated than degree sequence, the 

estimate is larger, and it benefits from the same scaling benefits listed in the diffusion character 

section. 

The intervals for b1 indicate that for the most part these relationships between 

representations do not change as the graph size increases. Confidence intervals that contain zero 
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simply show zero as the estimated slope because it cannot be proven otherwise. Some intervals 

for the slope do not contain zero. These estimates are values with very small magnitudes and 

slightly negative. This indicates that the relationship may decay in graphs larger than ~10,000 

nodes; however, generally extrapolating that far from the sample is not advised. Small negative 

estimates for the slope indicate that these relationships should be reassessed if significantly 

larger graphs are needed but are indistinguishable from zero on the sizes of graphs sampled here. 

2.3 Surrogate Representations 

The primary reason for exploring this space is that the computational complexity of 

simulating an epidemic in a defined network is high. This means that optimizing for networks 

that facilitate types of epidemic spread is expensive because fitness updates are computationally 

intensive. These surrogate representations can be used to help navigate network space by 

suggesting graphs that are different or similar to candidate networks depending on whether 

exploration or exploitation is required. These tactics can offload some of the complexity of 

optimising networks for epidemics simulation, reducing runtime and making this process 

significantly more feasible. Diffusion characters are expensive to calculate, but this analysis 

shows that a significant portion of the information that can be used to differentiate graphs with 

diffusion characters is preserved in some simpler metrics. While this is true, diffusion characters 

still offer higher quality representation. To circumvent the cost of computing diffusion 

characters, networks can be point packed using inexpensive metrics like mean and standard 

deviation of degree sequence with a final pass performed using diffusion characters using mean 

and standard deviation of degree sequence as a surrogate representation for the majority of the 
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evaluations. Of course, the degree to which each representation is used is easily tunable. This 

allows for the best of both worlds: improved speed and confirmation of high-quality solutions. 

3 Enforcing Exploratory Behaviour with Point Packings 

The motivation for exploring unlabeled network search space was to investigate the 

underlying reason that the network optimizer was unable to find networks that are substantially 

different from the network used to initialize it. Analysis of the search space shows that the fitness 

landscape is incredible rugose, making it difficult to traverse through the editing commands, 

which cause exploitation to take priority over exploration, shown in Figure A3.1. The result is a 

preference for finding local optima rather than a global optimum. This behaviour is particularly 

problematic because of the cost of explicit simulation. Because the fitness function is expensive 

to compute, increasing the tolerability of intermittently finding lower quality solutions to permit 

the discovery of new maximum fitness values becomes computationally prohibitive. The mix of 

representations presented enables navigation of the search space without epidemic simulation. 

These representations can be used to suggest networks that are substantially different from those 

already simulated, forcing the evolutionary algorithm to venture into previously unexplored areas 

of the search space. While this method does not guarantee the global optimum will be found, it 

gives higher credibility that the optimum found is a global optimum because more of the space 

has been searched. 
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Figure A3.1: Exploration issues in evolutionary optimization. Two variants of initial graphs 
were used: power-law cluster (yellow) and ring graphs (black). Initial graphs are shown as exes 
and the evolved graphs are shown as circles. These graphs are plotted on the first two principal 
components of their diffusion characters. Evolved graphs show little propensity to move far from 
their initialization indicating the network structure did not change significantly. This is in line 
with the informal assessment that at no point in time during the optimization were drastically 
different solutions found. 

Point packings are well spaced-out sets of points and have a diverse set of uses. Here, 

they are used to force a diverse set of networks to use for initialization, but other uses include 

error correction and fast clustering. Network point packings are created by adding networks to 

the packing if they are at least some minimum distance from all other packing members. Any of 

the representations mentioned in the previous section are suitable but exploiting the similarity 

between diffusion characters (highest quality) and summary statistic of degree sequence 

(computationally easiest) has proved to be very fruitful. The more distance calculations that can 

be performed with the given computing resources, the better and more complete the coverage of 

the packing will be. Complete packings enable the best initialization efficiency, maximizing the 

coverage of a fixed number of initializations. Point packings also require some form of random 
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network generation to be used as input. There is great flexibility in the way that networks can be 

generated. Generating networks throughout the search space as close to uniformly at random as 

possible is ideal, but not required. It is also not entirely straightforward how to accomplish such a 

feat and likely to be dependent on the representation that is chosen. Methods that are uniform for 

one representation may not be uniform in a different representation. Generating graphs for point 

packing can be done in many ways, but the best results were found using bit sprayers to 

randomly fill in adjacency matrices. Bit streams used to populate adjacency matrices proved to 

have a significantly better coverage of the space when compared to graph generators for specific 

graph models such as Erdős–Rényi, Watts-Strogatz and Power-Law Cluster as is shown in 

Figure A3.2.  
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Figure A3.2: Distribution of random graph generators. Graphs generated using Bit Sprayers 
(Black) cover the available space much more evenly than the Erdős–Rényi graphs at variety of 
different parameters (various colours). Erdős–Rényi graph parameters can be modified to 
achieve a variety of different mean degree but tend to cluster toward central values for standard 
deviation of degree. 
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Point packing can be performed using any graph generator, allowing for modification of 

the behaviour based on the type of input used. If, for example, the desired graphs should be 

based on an existing graph model, then there is justification to use that model to generate graphs 

for input. However, you can also test the hypothesis that graphs of a specific model will be 

superior based on the probability that the optimized bit sprayer graphs could be generated using 

the given model. Bit streams have some tunable parameters that impact the bias of the resultant 

graph generation, but generally generate a very diverse collection of graphs (Ashlock and Dubé, 

2021). This can be seen in Figure A3.3 along with a sample packing of graphs. The minimum 

distance of the packing is used to dictate the size of the packing. A smaller minimum distance 

allows for more graphs to be fit into the packing. The point packing works like a filter and helps 

to select graphs that are sufficiently different for each other to avoid redundant optimizations. 

The minimum distance should be tuned such that the packing roughly contains the maximum 

number of initializations that are feasible.  
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Figure A3.3: Bit sprayer graphs and a sample point packing. Both sets shown are displayed 
using summary statistic of degree sequence. 10,000 graphs generated randomly using a bit 
sprayer (left) and a sample point packing from those graphs (right). The packing uses a minimum 
distance of 13.5, which results in 36 candidate graphs to be used for initialization of the network 
structure optimizer. 

If there is good information that a particular graph model is preferred, the appropriate 

generator can be used to narrow the scope of possible initializations. In the context of epidemic 

simulation, power-law cluster graphs are thought to model the connectivity found in human 

communities and social groups well. Figure A3.4 shows the impact of initializing evolution with 

a point packing created using power-law cluster graphs as input. Point packed graphs result in a 

much greater coverage of the available area, enabling more complete search of the space. Again, 

it is important to note that this does not guarantee that it will outperform standard initialization 

on a single run, but that it will outperform on average. Here, we can see surrogate representations 

in action because this point packing was performed using summary statistic of degree sequence 

to compute distance between networks. The separation is still present when the results are 

visualized with the more comprehensive and expensive diffusion characters. 
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Figure A3.4: Highest fitness networks after optimization. Networks are represented by the 
first two principal components of their diffusion characters. Power-law cluster (yellow), Erdős–
Rényi (red) and Watts-Strogatz (blue) graphs are shown, as well as a fourth initialization using a 
point packing with power-law cluster graphs as input (green). The point packed graphs span a 
significantly larger range across the space than is covered by the same number of initializations 
with random power-law cluster graphs. Both graphs originating from power-law cluster 
generation span a significantly larger area of the space than either of the other two generation 
methods. All three models do occupy a unique area of the space. 

 

Ashlock, D., & Dubé, M. (2021, October). A Comparison of Novel Representations for Evolving 
Epidemic Networks. In 2021 IEEE Conference on Computational Intelligence in 
Bioinformatics and Computational Biology (CIBCB) (pp. 1-8). IEEE.  
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APPENDIX B: INITIALIZATION WITH POINT PACKINGS 

This appendix details some experiments focussed more generally on comparing initialization 

of evolutionary optimizers with point packings and random point sets. A test suite of problems 

are used and initialization comparisons are performed with genetic algorithms and an 

evolutionary strategy. 

1 Genetic Algorithms 
A generic evolutionary optimizer is used to compare random, and point-packing based 

initialization. The algorithm has a population size equal to the largest point packing available 

with the same population size when random initialization of population members is used. The 

algorithm is initialized in a hyper-rectangular domain, specified with each experiment. The 

algorithm uses size seven single tournament selection, a model of evolution in which seven 

population members are selected and the two best are copied over the two worst. The copies 

undergo two-point crossover and some number of point mutations. The choice of tournament 

size seven was made to provide moderate selection pressure; if used in solving an applied 

problem, the size of the tournament would be a parameter that requires tuning. Larger 

tournaments provide higher levels of selection pressure. The mutation operator chooses from 1 to 

some maximum number of positions to mutate specified by the maximum number of mutations 

(MNM) parameter. Each locus is then modified by adding a normally distributed random number 

with mean zero. The standard deviation of the normal random variable is called the mutation size 

parameter and is defined by the parameter MZ. The MNM parameter is set to 3 for the 

experiments in this study. As with tournament size, this is a profitably tunable parameter when 

working on a novel applied optimization problem. Three forms of population initialization are 
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used. The first picks points uniformly at random within the optimization domain which is the 

baseline. The second uses a point packing as the initial population. Since using the same initial 

population over and over would result in outcomes that only differ as the result of random 

selection events, all the values in a given coordinate are reflected about the middle of the 

optimization domain with a 50% chance. This chance of flipping is determined independently for 

each coordinate of the space. The operation is distance preserving and so preserves the evenness 

of coverage of the point packing and its covering radius. It may help to give the geometric form 

of this technique for generating distinct initial population from a single point packing. If we think 

of the optimization domain as a hyper-rectangle, this operation swaps opposite faces of the 

optimization domain, flipping a fair coin to decide whether or not to flip the faces in each 

dimension. 

The third form of initialization both reflects coordinates 50% of the time and displaces 

them a random distance with periodic boundary conditions. In other words, a random value is 

selected, and that one random value is added to every number in a given coordinate of the point 

packing. If the point moves out of the optimization domain, it re-enters it on the opposite side, by 

reducing the offending coordinate by the diameter of the optimization domain in that coordinate. 

This operation preserves the evenness of coverage but may increase the covering radius of a 

point packing in a few regions near the boundary of the optimization domain. 

These two operations, reflections and translations of the point packing, are used to supply 

initial populations without requiring the expensive generation of additional point packings. If the 

optimization domain is in n dimensions, face flipping gives 2n variations of the point packing. 
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The number of new packings resulting from displacement is equal to the number of distinct 

vectors that fit within the optimization domain and so, in a practical sense, infinite. 

1.1 Many-hill function experiments 

1.1.1 Many-hill function description 

The many-hill function (fitness function to be maximized), given in B1, was tested with 

point-packed and random initialization in six dimensions using initialization bounds −4	≤	xi	≤	4	

with mutation operators using a standard deviation of 0.5, 1.0, and 1.5. Figure B1.1 contains a 

graph of this function in 2 dimensions. These values were picked during preliminary 

experiments: 0.5 is too small to permit easy discovery of a nearby hill, 1.0 does permit such 

discovery but only after many attempts, while 1.5 is too large in the sense that mutations jump 

from their current hill to others no matter where they are in the basin of attraction of their current 

hill. The experimental results will thus provide a contrast of instances of the optimizer where 

point packing initialization is equivalent to random initialization, potentially helpful in contrast 

to random initialization, and in which the initialization method is rendered irrelevant by the 

choice of mutation operator in the context of the particular fitness function used. 

𝑓(𝑥', 𝑥$, … , 𝑥%) = N 𝑐𝑜𝑠(𝑥!) +
𝑥!
5𝑛

%

!	1	'

 

(B1) 
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Figure B1.1: The Many-hill Function for n = 2. The general function B1 describes this fitness 
landscape 

1.1.2 Many-hill initialization results 

The results for the many-hill function are given in Figure B1.2. In the left-hand panel, the 

two experiments using the highest mutation size, a standard deviation of σ = 1.5, show little 

difference between point packing and random initialization. In these experiments the mutation 

size was intentionally set too high and so the mutation operator is simply running the population 

up the underlying slope of the many-hill function. The right-hand panel of Figure B1.2 shows the 

distribution of the results for the four experiments with a reasonable and a substantially smaller 

mutation size. These both demonstrate significantly superior performance with the point-packing 

initialization. The random initialization with the lowest mutation rate shows essentially no 

progress, while the mutational search locates the same optima in all but one of the runs. Point 

packing at the too-low mutation rate shows improvement, because point packing initialization is 
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more likely to include points in the corner of the initialization domain that are a short mutational 

distance from the next better basin of attraction. 

For the reasonable mutation rate, both algorithms regularly break through into better 

optima, but the more evenly spaced initialization provided by the point packing gives the 

optimizer a durable head start. It is important to note that the fact that it is possible to make much 

better progress on this function with a high mutation rate is not interesting; this is obvious from 

the structure of the function. The interesting point is that point packing initialization exhibits 

either better or similar performance in all cases.  

 

Figure B1.2: Many-hill 6D performance at various mutation rates. Shown are results for all 
six experiments run with the many-hill function (left) and the four experiments with the lower 
mutation rates (right). The second panel is included to permit comparison of the runs with the 
lower mutation rate which is not possible due to the scale of the higher mutation rate runs. MZ 
denotes mutation size. 
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1.2 Hidden hill function experiments  

1.2.1 Hidden hill function description 

The experiments with the function given in B2 (fitness function to be maximized) were 

performed in four dimensions with a point packed initializer with 380 points and in six 

dimensions with a point packed initializer of both 380 and 638 points. The experiments in four 

dimensions were performed with and without the use of displacement; the six-dimensional 

experiments used only axis flipping to diversify the point packing initialization. The standard 

deviations of the mutation operator were set to 0.1 and 0.2 so that two experiments were 

performed for each type of initialization and each dimension. The representation of the hidden 

hill fitness landscape for n = 2 is shown in Figure B1.3. 

𝑔(𝑥', … , 𝑥%) =

⎩
⎨

⎧
2

𝑥$ 	+ 	1
	− 	1,										|𝑥| ≤ 1

𝑥$

𝑥$ 	+ 	1 	− 	0.5,							
|𝑥| > 1

 

(B2) 

The six-dimensional experiments using initializers with 380 points and without using 

displacement to diversify the point packings are not reported. Both the point packed, and random 

initializations failed to find the global optima. This function is a very simple one in the sense that 

the algorithm either finds a value very close to 1.0 or very close to 0.5 if the optimizer is 

deceived by the function. Results were thus reported as the probability of finding the correct 

optima.  
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Figure B1.3: The hidden hill function in 2 dimensions. The general function B2 describes this 
landscape. 

1.2.2 Hidden hill initialization results 

Table B1.1 gives the results on the experiments with the hidden hill function. Four 

experiments, using a 380 point initializer in six dimensions and only axis flipping to provide 

diversity, are not reported because both the point packing and random control runs failed to find 

the global optima in 100 replicates. These experiments used point packing and random 

initialization with mutation sizes 0.1 and 0.2.  
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Table B1.1: Initialization comparison for the hidden hill function. The * denotes packings 
that were made using displacements. 

 

The hidden hill function is where point packing initialization gives the best results. Aside 

from the version of the problem that neither the point-packing initialization nor the random 

initialization could solve in one hundred trials, the point packing initialization turns in 

substantially superior performance. In four dimensions and with the larger population size in six 

dimensions, the point packed initialization located the correct optima every time. When the 

impossible version of the problem was tried again, adding the displacement to the initialization 

procedure, the success rate climbed from zero to 72% and 82% for the smaller and larger 

mutation sizes, respectively. In the other experiments with the hidden hill function, the mutation 

size made very little difference; its largest impact was in the runs using displacement. 



 

 

155 

 

1.3 Unimodal hill experiments 

1.3.1 Unimodal hill function description  

The third function used is a unimodal hill given by B3 (fitness function to be maximized). 

This curve is a hill of height one, centered at the origin. It is trivial unless the optimization 

domain is high-dimensional, in which case it can be made harder. This function is used to 

compare random initialization and point packing initialization on a unimodal curve with a single 

basin of attraction in a large number of dimensions. 

h(𝑥', … , 𝑥%) =
1

1 + ∑ 𝑥7$%
71'

 

(B3) 

The unimodal hill is close to being the simplest test of an optimization function, with the 

entire optimization domain being the basin of attraction. To make the problem more challenging 

we used the fifty-dimensional version of the problem. Four experiments were performed, 

consisting of two contrasts of random and point-packed initialization. The first uses a population 

size of 593, based on a point packing in the 50-hypercube of side length 12 centered on the 

origin. This grants the point packing and the random initialization the same resources – but this 

is problematic because this type of function is known to work best with small populations. The 

second set of contrasts start with 593 population members from either random initialization or 

point-packing initialization; the best 12 members, out of the 593 generated, are saved and used as 

the initial population. 
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1.3.2 Unimodal hill initialization results 

The fitness distributions of the unimodal hill experiments are shown in Figure B1.4. This 

figure displays time-to-solution, so that smaller values represent superior performance. Other 

than confirming that smaller populations are superior for this unimodal problem, these 

experiments did not show anything of interest. The unimodal hill experiments demonstrate 

indifference to the initialization technique. 

 

Figure B1.4: Unimodal hill initialization comparison. Fitness here is measured as time to 
solution with smaller values indicating better solutions.  
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2 Covariance Matrix Adaptation-Evolutionary Strategy 

The goal of this research is to explore the possibilities of using point packings to initialize 

evolutionary strategies for optimization. Optimization algorithms are typically initialized by 

sampling the search domain uniformly at random. Evolutionary algorithms, described in the 

previous sections, benefit from initialization with a point packing because it reduces the number 

of redundant searches, that is, searches initialized in an area of the domain that has been 

previously sampled. The benefits of this approach are therefore hypothesized to be directly 

related to the cost of the fitness function. Costly fitness functions benefit the most from reducing 

redundant searches. In addition to decreasing redundancy, point packings have another strength 

in that they guarantee a coverage of the space that random initializations do not. 

This hypothesis was tested by optimizing well-known test functions using the popular 

Covariance Matrix Adaptation Evolutionary Strategy (CMA-ES). Random and point packed 

initializations were then both tested and compared. For this, point packings were generated at 

various sizes and compared to the same number of random initializations. For ease of conveying 

the results, all the functions (some of which are well known) have undergone some simple 

modifications such that they are to be minimized. These modifications entail simple reflection 

across the x-axis and vertical shifting such that they are to be minimized and have a global 

optimum of 0 at the origin. All the functions used can be scaled to any number of dimensions 

and this will be used to increase the difficulty so that simple functions are no longer trivial. 

Many different point packings are compared to random initializations in different 

domains. All point packings are generated in the unit hypercube and the minimum distances used 
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vary according to the dimension tested. The minimum distances used have been selected at 

consistent intervals relative to the size of the diagonal. Very small minimum distances in high 

dimensions generate large number of points. As a result, the smallest minimum distances are 

limited by available computational time. The minimum distances used span 30-100% of the 

diagonal at 10% intervals. The best (largest) point packing at each minimum distance is 

computed 100 times and each is compared with 100 random initializations of the same quantity. 

A paired ranked sign test is used to compare if there is a significant difference between the types 

of initializations. For each initialization, the best fitness value is used. 

Preliminary results are shown in Figure B2.1. The consensus from these runs is that 

random initialization outperforms point packed initializations, although there are rare instances 

where point packing outperformed. The results of two functions are not included in Figure B2.1. 

The Hidden Hill function is difficult at the minimum number of dimensions tested and due to the 

dichotomy of solutions a different analysis is required. The many-hill function is unique to this 

suite as well because it contains no global optima. This causes the scale to be difficult to 

compare across dimensions because the optimizer can climb downhill infinitely. Of the functions 

shown in Figure B2.1, the Griewank, Big Tall and Lorentz functions are still trivial even at 10 

dimensions with sufficient sampling. With limited sampling, the functions often fail to optimize 

in 10 dimensions no matter the initialization procedure. The Ackley function displays 

particularly interesting behaviour, in that the global optima is found in 10 dimensions with 

sufficient sampling, but that it seems to perform especially poorly with point packed 

initializations. The Rastigrin function becomes difficult around 6 or 7 dimensions and with the 
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sampling explored here is very difficult at 10 dimensions. The Rosenbrock function gets very 

gradually more difficult with the interesting region around 8 or 9 dimensions. 

All results obtained for Figure B2.1 used a value for the sigma parameter of the CMA 

evolutionary strategy of 1.00. The initial reasoning for this was to explore exclusively the impact 

of different initialization values for the mean parameter without conflating the impact of 

changing sigma across different domains. The mistake of this reasoning is that, in a relative 

sense, a constant sigma across different domains does introduce inconsistency. Furthermore, 

point packings have a coverage of the space that is somewhat guaranteed according to the 

minimum distance used to build them. This leads to two possible sigma values that are 

reasonable and more likely a range of suitable values between these two. The suitable 

breakpoints are the minimum distance and half the minimum distance used to create the point 

packings. If a point packing is approximately complete, then no point in the domain is further 

than the minimum distance from any point (otherwise another point could be added to the 

packing). However, most of the domain will be somewhere between two points in the packing, 

so the furthest any part of the domain will be from its nearest packing point is half the minimum 

distance. There is another aspect of the CMA algorithm that is relevant to this discussion, 

because this is an iterative optimizer, it does not necessarily need to traverse this distance in a 

single time step. Additionally, the random sampling of a single timestep will undoubtedly miss 

solutions that are one sigma away from the mean. As the dimension grows large, the volume that 

is one sigma away from the center grows larger and is sampled more poorly by the same number 

of points. More work to understand the relationship between these factors is required. 
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Two aspects of this analysis that can continually improve involve increasing the number 

of algorithms and test functions. This will provide a more thorough understanding of when point 

packing initialization provides the most benefit. Expanding the catalogue to include more test 

functions that mimic aspects of real problems that are particularly difficult will be the most 

beneficial. One quality that is overlooked here and seemingly in most common test functions is 

isotropy. Most real-world problems are not isotropic on their dimensions. This is exploited with 

sorted packings and introduces a technique that is interesting as the symmetry of the fitness 

landscape is used to reduce the size of the search space. This presents the largest deficit of the 

current catalogue of test functions. Expanding the catalogue to include non-isotropic functions 

would also contribute to more generalizable algorithm benchmarking. This work is a proof of 

concept that we are looking to apply to multi-objective optimization problems including but not 

limited to pattern recognition, feature selection and neural network weight initialization. 
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Figure B2.1: Heatmap CMA-ES initialization comparison. Functions are to be minimized. Lighter squares indicate better 
performance. In addition, the dimension (vertical axis) at which each function becomes difficult can be seen. Packings (P) are 
compared to random (R) initialization for a range of relative minimum distances (horizontal axis). From left to right along the 
horizontal axis, initializations alternate between P and R, starting with P.
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APPENDIX C: ALTERNATIVE POINT PACKING VARIETIES 

This appendix documents some modifications that have been made to the point packing 

process and usage in response to unique problems that were studied. Until now, much of the 

discussion around point packing has focused significantly more on the domain that contains the 

data than on the data itself. This section highlights some interesting features specific to types of 

problems and what impact they have on generating point packings. These modifications involve 

point packing for entropy and point packing for density. 

1 Point Packing for Entropy 
Point packing from a dataset modifies how point generation is performed, while point 

packing for entropy adds an entropy component to the fitness function. Because data driven point 

packing and point packing for entropy make changes to separate parts of the generation process, 

they can be combined in a modular fashion if desired. The new fitness function adds a 

component to quantify the entropy and scaling factors to the packing size and entropy 

components to control the relative impact each has on the overall fitness. Technically, the scaling 

factors can be used to revert the fitness function to the original directive by scaling the entropy 

measurement by zero. While this is not practical, it shows the range of degree to which the 

packings can be optimized in favour of entropy. 

Entropy of a packing in this case is calculated according to the Shannon entropy of the 

packings’ points’ coordinates in each dimension. This is achieved by dividing each dimension 

into a fixed number of equal sized bins specified by the parameter B and calculating the expected 
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entropy H(x) (C1) in each dimension for bi points in the ith bin for a packing of N points and 

computing the average across all dimensions. 

    𝐻(𝑥) 	= 	−∑ 78%
9
× 𝑙𝑜𝑔 8%

9
8	#

!	1	' 	        (C1) 

Maximum entropy and therefore fitness is achieved by packings with points that evenly 

fill the bins in all dimensions assuming a cuboidal domain. Conceptually, maximizing the 

entropy component of the fitness function yields interesting properties. The number of points in 

the packing has some determination in what the maximum possible entropy can be, where 

packing sizes evenly divisible by B have the greatest potential entropy for a fixed B. This 

happens because a previously continuous space has been made discrete by the introduction of 

defined bins. Maximum entropy for a dimension occurs when points in the packing have the 

same number of coordinates in each bin and entropy decreases the more a packing deviates from 

this ideal. Minimum entropy would occur when all points in the packing have coordinates in a 

single bin, and packings with sizes not evenly divisible by B necessarily cannot fill each of the 

bins evenly. Therefore, maximum entropy oscillates with a period of B as the total number of 

points in the packing increases. The behaviour of the maximum entropy is what necessitates the 

inclusion of a packing size component. Without rewarding packing size, this maximum entropy 

oscillation introduces local optima that make it very difficult to get large and dense packings. 

Rewards for packing size introduce an underlying gradient that is always increasing, allowing the 

minimum distance to be used to incentivize a particular maximum entropy packing. 

Discretizing the packing domain allows for the use of some rudimentary combinatorics to 

help elucidate more about the entropy of point packings. Latin squares are n by n objects 
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populated with n unique symbols, such that symbols only appear in each column and row once. 

Some simple example Latin squares are shown in Figure C1.1. Each symbol in a Latin square 

has maximum entropy according to the entropy component of the point packing fitness function 

because the bins along each axis are filled an equal number of times. Latin squares can be 

likened to a two-dimensional point packing where n = B. These objects also exist in higher 

dimensions as Latin cubes and hypercubes, but the squares sufficiently portray the connection to 

packing entropy in a manner that can be extrapolated to higher dimension. Any single symbol’s 

valid configuration (all of which cannot be expressed in a single Latin square when n > 2) is one 

of the smallest possible maximum entropy packings. The number of possible configurations of a 

Latin square grows combinatorically with the size of the square but can be reduced by 

considering equivalency through symmetry because the dimensions and symbols are labelled 

arbitrarily. Changing the minimum distance may only permit a subset of these configurations by, 

for example, precluding diagonal adjacency of symbols (where it is only possible to avoid 

diagonal adjacency with n > 3). In Figure C1.1, symbol ‘1’ (and ‘4’) requires diagonal adjacency 

to be permitted by the minimum distance while symbol ‘3’ (and ‘2’) does not despite all symbols 

exhibiting maximum entropy. Maximum entropy packings of size B are limited in which 

combinations to combine into maximum entropy packings of size 2B based on the minimum 

distance. Once the minimum distance is lowered sufficiently to allow adjacency of points, 

packings of size Bn (where n here is the dimension) are permitted, analogous to a completed 

Latin square.  
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Figure C1.1: Latin squares of various size. From left to right n = 2, 3, 4. 

2 Density-based Packings 
The previously mentioned modification proposed small changes to the packing process. 

Density-based packings fundamentally alter the packing directive. Instead of spreading points 

out evenly in the space, points are spread to evenly cover an underlying dataset by modifying the 

fitness function and replacing the minimum distance constraint with a fixed number of possible 

points k. The CVO is modified to instead shuffle combinations of packings and return the first k 

points. Like data driven point packing, point packing for density can only be performed with an 

underlying dataset. Data is required for this technique because the fitness function assesses 

packings by using them to anchor cluster the data, awarding high fitness values for anchor sets 

that produce evenly sized clusters (i.e., with the same/comparable number of members). This is 

quantified by the root mean squared error (RMSE) between the observed and expected cluster 

sizes, where the observed cluster size of the ith cluster is ci and the expected cluster size for N 

data points with k anchors is N/k, producing a value to be minimized. 
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This encourages the packings to approximately mirror the underlying density of the data. 

Like packing for entropy, packing for density modifies the fitness function and so can easily be 

incorporated alongside modification to other parts of the packing process. The random point 

generation can be substituted with randomly selecting points from the data. Combining these two 

modifications is possible but restricting access to points only in the dataset can provide fitness 

values that are at most equal to and generally much worse than random sampling. There is no 

guarantee that there exists a combination of data points that partitions the data as evenly as 

possible. Anchor sets that result from density-based packings are quite different from those 

generated with a minimum distance; density-based packings have points that are close together 

to evenly break up the parts of the space where the data is most dense. 

Point packing for density has two primary uses. One is sampling a representative subset 

of a dataset, taking a stratified random sampling according to the groupings made by density-

based anchors. Finding representative subsets can be part of the preprocessing phase in solving a 

problem. The resulting subset can be much smaller than the dataset, which is dictated by the 

number of anchors used multiplied by the number of points sampled from each grouping. This 

smaller set is forced by the density-based packing to have a similar distribution to the full 

dataset. This can be useful when datasets become so large, they prohibit a feasible runtime for 

complex processes. The other use for density-based packings is exploratory in nature and 

involves creating a density mapping of a dataset. With many features, it can be difficult to 

determine where data resides and how different representations change the landscape of the 
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problem space. Mapping the k-nearest neighbors of anchors or producing a heatmap of the 

pairwise distance matrix of anchors in a density based-packing can show underlying structure of 

the data.  
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SUPPLEMENTARY FIGURES 

1 Packing PCAs 

 

Figure S1.1: PCA of data driven 17-point anchor set. 
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Figure S1.2: PCA of data driven 17-point anchor set with tissue centers. 
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Figure S1.3: PCA of data driven 84-point anchor set. 
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Figure S1.4: PCA of data driven 84-point anchor set with tissue centers. 
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Figure S1.5: PCA of data driven 182-point anchor set. 
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Figure S1.6: PCA of data driven 182-point anchor set with tissue centers. 

 

 

1

2

3

4

5

6

7

8

9

10

11

12

13

14

151617

18

19

20

21

22

23

24

25

26

27

28

29

30

31

32

33

34

35

36

37

38

39

40

41
42

43

44

45

46

47

48

49

50

51

52

53
54

55

56

57

58

59
60

61

62

63

64

65

66

67

68

69

70

71

72

73

74

75

76

77

78

79

80

81

82

83

84

85

86

87

88

89

90

91

92

93

94

95

96

97

98

99

100

101

102

103

104

105

106

107

108

109

110
111

112

113

114

115

116117

118

119

120

121

122

123

124

125

126

127

128

129130

131132

133

134

135

136

137

138

139

140

141

142

143

144

145

146

147

148

149

150151

152

153

154
155

156

157

158

159 160

161

162
163

164

165

166

167

168

169

170

171

172

173

174

175

176

177

178

179

180

181

182

Adipose

Adrenal Gland

Bone Marrow

Cortex

Colon

Duodenum

Endometrium

Esophagus

Fallopian Tube

Gallbladder

Heart

Kidney

LiverLung

Lymphatic

Ovary

Pancreas

Placenta

Prostate

Rectum

Salivary Gland

Skeletal MuscleSmall Intestine

Smooth Muscle

Spleen

Stomach
Testis

Thyroid

Tonsil

Bladder
Appendix

Skin

−2.5

0.0

2.5

−4 0 4
Dim1 (10.2%)

D
im

2 
(4

.5
%

)

0.2

0.4

0.6

0.8

cos2

Individuals − PCA



 

 

174 

 

 

Figure S1.7: PCA of uniformly sampled 10-point anchor set. 
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Figure S1.8: PCA of uniformly sampled 10-point anchor set with tissue centers. 
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Figure S1.9: PCA of uniformly sampled 99-point anchor set. 
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Figure S1.10: PCA of uniformly sampled 99-point anchor set with tissue centers. 
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