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ABSTRACT 

COMPUTER VISION BASED TAXONOMIC CLASSIFICATION OF INSECTA USING 
DEEP LEARNING MODELS

Julia Harvie  

University of Guelph, 2022

Advisor(s): 

Dr. Dan Tulpan 

Dr. Dirk Steinke

Current taxonomic identification methods of Insecta rely heavily on human vision, 

meaning the conclusions experience error caused by human bias. Computer vision has 

been proposed as a bias-reducing alternative. For this study 16 Convolutional Neural 

Networks (CNNs) were trained using a data set of 292,197 images of the taxonomic 

class Insecta with order-level labels generated using DNA barcoding. Two different data 

splitting methods were used to create four unique training and testing data sets. Four 

CNN network designs were generated, and each design was trained once per data set. 

Models were evaluated using Matthew’s Correlation Coefficient (MCC), precision, recall 

and F1 scores. Results for the MCC score ranged from 0.2066 to 0.9180. Results for 

the precision, recall and F1 scores ranged from 0.2470 to 0.8933, 0.2253 to 0.8610 and 

0.1436 to 0.8591, respectively. Among all the hyperparameters evaluated, class size 

was found to have the greatest influence on model performance. 
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1 Introduction 

1.1 Taxonomy 

Taxonomy is the discipline of identifying, describing and classifying biological entities 
[1].  The currently accepted method of classifying and naming biological organisms is a 
variation on the Linnaean system [2,3] The Linnaean system was proposed over 250 
years ago and provides classification rules and naming conventions, with the goal of 
classifying an organism in accordance with a species name [2,3]. The Linnaean system 
uses a hierarchical structure, which allows for comparisons of the relationships that 
exist between different organisms [2,3] The original Linnaean system consisted of five 
levels of classification [3]. Since the time of this system’s introduction, modifications to 
its structure have been proposed with at least eleven additional levels being suggested 
[3]. A popular variation, which uses eight levels, begins with domain and ends with 
species (Figure 1.1). The taxonomic label given to an organism is dynamic and a 
specimen may be reassigned to a new taxon in accordance with ongoing biological 
research. A taxon (plural taxa) refers to a designated grouping within any of the 
Linnaean levels of classification. The names of the taxa themselves are dynamic, with 
new taxa being defined and existing taxa being removed as research dictates. 
Databases such as BOLD or NCBI can be used to reference currently used taxonomic 
structures [4,5].  

 

Figure 1.1: Linnaean hierarchy diagram. A visualization of an 8-level variation of the Linnaean 
naming structure. Taxa are ordered with most general at the top and most specific at the bottom. 

The need for accurate and consistent taxonomic identification is present in many 
biological disciplines [6]. For example, biomonitoring utilizes it for a multitude of 
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disciplines including ecology, conservation and environmental science [7–9]. 
Biomonitoring is a methodology that can be used to generate a quantitative assessment 
of an ecosystem over a period of time by cataloging its biotic members [7–9]. Often, 
instead of tracking every taxon present, a study will select one or more indicator species 
[8,10]. An indicator species is a taxon that has been previously identified to be 
particularly sensitive to the states of its ecosystem, allowing it to serve as an indicator of 
change [8]. Indicator species are also referred to as bioindicators when the 
methodology emphasizes only tracking the living representatives of the taxon [10]. 
Biomonitoring assessments rely heavily on the assumption that accurate and consistent 
taxonomic classifications can be performed. Without this assumption, it would be nearly 
impossible to draw confident conclusions or perform meaningful comparisons with other 
biomonitoring assessments. 

Taxonomic identification also features heavily in the fields of evolutionary biology and 
phylogenetics [11,12]. To be able to draw meaningful conclusions about species’ 
relationships, there needs to be an established relationship structure, to begin with. The 
hierarchical structure built into the taxonomic naming system provides this structure 
[2,3,12] 

One of the most prevalent challenges regarding modern-day taxonomy and its 
application is the error rates associated with human taxonomists [1,13]. The default 
method for taxonomic identifications is to have a human perform a visual assessment of 
a specimen’s phenotype and then draw a conclusion on how to classify it. In 2008 a 
study was done where 25 taxonomists were asked to individually identify 741 
macroinvertebrate specimens [13].  When these specimens were sent to an additional 
taxonomy lab for reidentification, taxonomic disagreement rates of 21% were reported 
[13]. The confidence in the identifications performed by human taxonomists is 
influenced by the knowledge and skill level of the individual performing the identification. 
The phrase para-taxonomists can be used to denote an individual who has not received 
a formal education in taxonomy but is required to perform taxonomic assessments as 
part of their role regarding a biological assessment [14]. A study in 2020 had formally 
educated taxonomists review identifications made by para-taxonomists on samples of 
the taxa Insecta [14]. Taxonomic disagreement rates between 10% and 20% were 
reported between the para-taxonomists and the formally educated taxonomists [14]. 
Human error is an especially difficult error source to correct due to the randomness 
associated with it. The same set of methods replicated by a different set of taxonomists 
could generate a notably different error rate, making normalization methods difficult to 
design and implement.  

The taxonomic identification method of DNA barcoding has offered an alternative to 
human vision-reliant identification since its widescale introduction in 2003 [15]. DNA 
barcoding proposes the use of genetic characteristics as opposed to phenotypic 
characteristics to assign taxonomic labels to specimens [15]. The DNA of the unknown 
specimen is sequenced and then this sequence, referred to as a barcode, is compared 
to barcode records of previously identified specimens [4]. The Barcode of Life Database 
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(BOLD) is a semi-curated community-populated database hosting over 11,000,000 
barcode records spanning over 800,000 identified species [4]. Once a specimen has 
been barcoded, both the target specimen’s barcode, and the barcode records used to 
make the identification are saved. This means at any point in the future these records 
could be accessed to check for errors or confirm the reproducibility of results.  

An additional benefit of using DNA barcoding as a taxonomic identification method is 
the speed at which the samples can be processed. When implemented in large-scale 
assessments, this increased efficiency can lead to substantial cost and time savings.  A 
downside of DNA barcoding is its difficulty to implement. To generate the DNA 
barcodes, a user must either have access to a facility capable of sequencing and 
analyzing DNA or the funds to pay for a facility to do it for them.  

Since the early 2000s, it has been proposed that computers could also be used to 
perform taxonomic identifications [16]. Unlike humans, when computers make an error, 
the error type and rate are consistent and predictable. Results generated by a computer 
come with consistent measures of error and allow more reliable conclusions to be 
drawn. Computers offer the potential for automation, which can be used to improve the 
cost and time efficiencies associated with existing human-based assessment protocols 
[16]. Finally, computers are far more accessible and cost less than DNA barcoding 
facilities.  

1.2 Artificial Intelligence, Machine/Deep Learning and Computer 
Vision  

The field of study that focuses on using computers to interpret image data the way the 
human vision system does, is called computer vision [17]. Computer vision (CV) is 
considered interdisciplinary being tightly connected to the fields of Artificial Intelligence 
(AI) and Machine Learning (ML) [17]. Therefore, before beginning to discuss how CV 
could be applied in a taxonomical context, explanations regarding the definitions of the 
terms AI, ML and Deep Learning (DL) need to be addressed. These terms are all 
commonly used in the literature to discuss CV problems, yet there exists a lack of 
consensus as to the appropriate use for each of these terms. The inconsistent usage of 
these terms among authors can lead to confusion when trying to relate the contents of 
their papers to other works in the field. Below are the descriptions of these terms as 
they will be used during this study.  

1.2.1 Artificial Intelligence 

The term AI was first formally used academically by John McCarthy in 1955 when he 
hosted a conference titled, A Proposal for the Dartmouth Summer Research Project on 
Artificial Intelligence [18]. Traditionally the term AI is used to describe any instance of a 
computer demonstrating reasoning skills on par with that of a human [18].   
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1.2.2 Machine Learning 

ML refers to the branch of mathematical algorithms that allows a computer to perform 
the reasoning required to demonstrate AI [19]. The performance of ML algorithms has 
the potential to improve every time they complete their task, as they can analyze their 
outputs and make adjustments to their architecture without the guidance of a human 
user [19].  

The process of analyzing outputs and adjusting architecture is referred to as training a 
model [19]. During the training phase data is repeatedly run through the current model 
and its performance is quantified using a loss function [19]. After every run, adjustments 
are made to the model’s architecture and the resulting output is again quantified. The 
algorithms that are used to make these adjustments are influenced by the performance 
of previous adjustments. In other words, the algorithm can “remember” its past attempts 
and use them to inform future adjustment decisions [19]. This process of using the 
results of past performances to improve is often referred to as “learning”.  

1.2.3 Deep Learning 

DL is a subfield of ML, where the algorithm’s architecture is intended to imitate the 
human brain [20,21]. Deep Neural Networks (DNN) are the class of algorithms that 
make up the backbone of DL [21,22]. Originally called the Perceptron, a DNN is a series 
of nodes arranged in layers, with activation functions controlling the flow of information 
unidirectionally through the layers [20,23]. These nodes are referred to as neurons, the 
inspiration for their design being the neurons of the human brain [20]. The information 
flow between the layers is controlled by weights [22]. These weights are numeric values 
that are modified during the process of backpropagation, which is the training stage of a 
DNN [22]. Some examples of DNNs are Convolutional Neural Networks (CNN), 
Recurrent Neural Networks (RNN) and Autoencoders [22]. 

A DL model can be repeatedly trained using transfer learning [24]. Transfer learning is 
done when there are concerns that the target data set is not large enough to train a 
model from scratch. A pre-trained general DL model is used as a starting point, and 
then additional training runs are performed using only the target data to make the model 
more specific.  

1.2.4 Computer Vision 

There is a notable overlap between the fields of CV and image processing [25]. What 
sets CV apart from image processing is the nature of the desired output [25]. The 
intended outputs of image processing problems are still images, whereas the outputs for 
CV problems are additional knowledge or understanding of an image [25]. This 
understanding could still be represented as another image, for example, a histogram or 
a filter mask, but could also be a vector containing text labels or probabilities. CV 
models use algorithms to perform pattern recognition on input images and will often 
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incorporate image processing or ML techniques in order to enhance their capabilities 
[25].  

CV is traditionally associated with being used to solve one of three types of problems: 
Segmentation, Classification and Detection [25–27]. The problem type for which the aim 
is to implement CV will dictate which CV algorithms could be appropriate. 

1.2.5 Segmentation 

The most basic type of problems that implement CV are segmentation problems. 
Segmentation is the attempt to partition or segment an image into meaningful 
subsections (segments) that correspond to objects or boundaries [28]. Simplistic 
segmentation algorithms such as edge or colour detection use thresholds or derivatives 
to identify changes between pixels that could be indicative of meaningful transitions 
[28]. More advanced segmentation algorithms may incorporate statistical modelling. 
They attempt to predict if the segments present in an image are spatially similar to 
previously identified segments [28]. The implementation of DL algorithms into CV 
pipelines allowed for more sophisticated versions of model-driven segmentation [27]. 
With predictive capabilities that greatly exceed basic statistical methods, DL networks 
can be trained to perform task-specific segmentations. Models trained using DL 
algorithms can make predictions using pixel-level inputs. This means they have the 
potential to outperform the human vision systems, which have physical limitations 
regarding the size and intensity of details it can identify [22,27]. The introduction of the 
DL algorithm Full Convolutional Network (FCN), a variation of a CNN, in 2012 served as 
a benchmark for what DL can bring to the study of CV segmentation [27]. Since then, 
additional variations of the CNN such as the Mask-RCNN and Path Aggression Network 
(PANet) have been developed for use in segmentation problems. These newer 
algorithms consistently return even higher levels of performance than FCN [27]. 

1.2.6 Classification 

One of the main intersections of CV and ML are classification problems. The goal of a 
classification problem is to use a ML algorithm to generate labels for the outputs of 
segmentation algorithms. Classification models are used when determining what the 
objects in an image are [27]. Some examples of simplistic classification algorithms are 
Support Vector Machines (SVM),  Fisher kernels or other statistical or ML classifiers 
[27]. Prior to 2012, classification algorithms were often used in tandem with 
segmentation algorithms. The classification algorithm uses the segmentation algorithm’s 
output as an input to then generate a label that is associated with the input 
segmentation pattern. The capabilities of CV classification were greatly advanced in 
2012, due to the widespread introduction of the CNN and its application to image 
classification [27]. Since then, DL algorithms have remained effective methods of 
classification. Presently, the use of CNNs are still common in literature, in addition to the 
use of other DL algorithms such as RNNs and Artificial Neural Nets (ANN) such as Long 
Short-Term Memory (LSTM) [27].  
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1.2.7 Detection 

Detection models are used when determining where an object is in an image. A 
detection model not only needs to determine if an object is present in an image but also 
needs to return a prediction as to which portion of the image contains the target object. 
Detection problems benefited the most from the integration of DL with CV in 2012 [27]. 
Before this, only highly complex ML algorithms such as a SVM could be considered to 
attempt detection problems [27]. The year 2015 saw the introduction of two novel DL 
algorithms, R-CNNs and Fast R-CNNs [27]. These algorithms are variations of the CNN 
that were specifically designed to be used for detection problems [27]. Presently, one of 
the best-performing algorithms for detection models is YOLOv3, which has the 
computational efficiency to perform real-time detection on live video feeds [27].  

1.3 Implementations of Computer Vision Solutions for Taxonomic 

Classification  

This study will focus on the implementation of a hybrid CV solution specifically for the 
taxonomic class Insecta, colloquially known as insects. 

1.3.1 Insecta  

Insecta is a taxon that appears with high frequency in the literature [10,29-32]. It is the 
largest class within the phylum Arthopoda and it is referred to as the true insect. The 
class Insecta contains 25 orders, with some of the most recognizable being Diptera 
(flies), Coleoptera (beetles), Lepidoptera (moths and butterflies) and Hymenoptera 
(wasps, bees and ants). There are over 1 million named species present in the literature 
with global diversity estimates hypothesizing an additional 4 to 6 million that remain 
undocumented [33]. The desire to fill this knowledge gap creates an ongoing demand 
within the academic community for accurate and efficient taxonomic identification of 
Insecta. One of the contributing factors to this knowledge gap is the lack of easy access 
to reliable taxonomic identification methods for Insecta. 

Accurate and efficient Insecta identification can also be beneficial in practical 
applications. Insecta orders are a popular choice of target taxa for biomonitoring 
assessments. For example, the order Coleoptera has been successfully used as a 
bioindicator of both metallic pollution and deforestation in terrestrial ecosystems [10]. 
The order Odonata is an appropriate bioindicator for habitat quality in Amazonian 
streams [29]. A CV model that could increase confidence and ease of identifying these 
bioindicators would be beneficial for biomonitoring assessments that rely on these and 
other related taxa. When a methodology is designed that can confidently rely on only a 
few bioindicators, it allows for the use of less invasive sampling techniques. Therefore, 
the ability to perform these assessments by imaging a select few indicator species 
would have a positive impact on heavily studied ecosystems. 
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1.3.2 Previous Work 

Examples of CV and ML being used for the classification of Insecta have been present 
in literature for over 20 years [34]. The trends in methodology regarding Insecta 
classification are reflective of the trends in methodology regarding CV classification as a 
discipline. Initially, classification problems favoured the two-step methodology of using 
separate algorithms for the segmentation and the classification components [34–36] 
The segmentation outputs were often referred to as feature extraction. The feature 
extraction process could be supervised, with segmentation targeting the specific 
morphological features of the specimen [34] or unsupervised where features of interest 
are identified using clustering techniques [36]. These features would be used as input 
for a classifier such as a Support Vector Machine (SVM) or a K-Nearest Neighbor 
(KNN), which would output a taxonomic label [37]. As CV advanced to incorporate DL 
algorithms, DL algorithms also began to be used for Insecta classification problems. 
The CNN and the variations it inspired became a dominant choice when working with 
images of Insecta specimens [37–40]. 

1.4 Study Outline 

The goal of this study was to investigate the proposal that CV could be used as an 
alternative to human taxonomists for performing taxonomic identification. With specifical 
focus on performing order level identifications on the taxon Insecta.  To reduce the 
amount of human error present in the model, the data used to train the model will 
consist only of specimens that have been labelled using DNA barcoding techniques. 
Another benefit of using data sets labelled via DNA barcoding is the size and range of 
the data. The Centre for Biodiversity and Genomics (CBG) is a barcoding facility whose 
workflow includes imagining specimens before identification. This study will use images 
generated by CBG as a bi-product of their day-to-day operations and it will focus on 
models built using a CNN algorithm. The decision to focus on CNNs was due to three 
main reasons: previous success reported in the literature, few requirements regarding 
the training data and the potential for transfer learning. 

As mentioned in section 1.3.2, there has already been reported success in the literature 
in using CNNs to identify images containing representatives of the class Insecta [37–
40]. What will set this study apart from these previous works is the size and diversity of 
the training data. These studies used training data restricted to a few key taxa as 
opposed to trying to gather representation from as many orders as possible. The 
number of samples per class of these studies ranged from 25 to no more than 1000 per 
class. A notable characteristic of DNNs and therefore CNNs is a minimal threshold of 
samples per class required for meaningful learning to occur [24]. While the exact value 
of this threshold is not known, most works recommend at least a minimum of 100 
samples with over 1000 being preferred. Unlike previous attempts at Insecta 
classification, this study will utilize a data set with 10,000 to 100,000 representatives per 
class. 
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The preprocessing requirements of the training data were heavily considered when 
designing this study’s methodology. Given the quantity of the intended training data any 
method that required extensive preprocessing was deemed impractical given the 
study’s time restraints. CNNs can be successfully trained using data sets consisting 
solely of labeled images, making CNN an appropriate choice for this study. 

Another methodology requirement that was considered when designing this study was 
to produce a model that would have the potential for additional training through transfer 
learning. This was important for two reasons. First, the CBG is an ongoing source for 
training data, meaning if a model that can undergo transfer learning was constructed, its 
performance would not be limited by the data that was available at the time of training, 
bt can be continuously improved as CBG expands the taxa it has processed. CNNs can 
be periodically retrained with new data to allow for continued performance 
improvements. The second benefit of producing a model with the potential for transfer 
learning is it expands the ways the model can benefit others. As stated, most of the 
existing Insecta CV models are specialized to only a handful of orders. This limits their 
application to only individuals also working with those orders. Given how expansive 
Insecta is as a taxon, access to a model generalized to it on a class level would greatly 
expand the user base that can benefit from the model. In addition, the technical 
knowledge and training data requirements to perform transfer learning on an existing 
model are less than what would be required to produce the same model from scratch. If 
a generalized Insecta CV model was made accessible to the public, it could be 
implemented into taxonomic assessments that otherwise would not have the resources 
to generate their own ML/DL models. 

1.4.1 Study Summary 

For this study, the raw data will be processed using two different techniques for 
specifying the class distribution of the training data. Together these two techniques will 
generate four unique training and testing data sets with class sizes ranging from 902 to 
208,870 instances/records. Four unique CNN networks will be designed based on the 
published Visual Geometry Group (VGG) architecture. Each of these networks will be 
trained once per data set resulting in the generation of 16 unique models. A Matthews 
Correlation Coefficient (MCC) will be calculated for each model to assess if the data 
was sufficient to train the models to a point it can be concluded meaningful learning 
occurred. The performance of these models will be evaluated in depth by calculating 
their related precision, recall and F1 scores. Finally, conclusions will be drawn as to the 
overall success of using this data set to train a CNN model as well as if the results of 
this study provide any additional insights regarding the training and evaluation of CNN 
models.  
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2 Materials and Methods 

Note that the term “class” holds different meanings in the context of taxonomy and ML. 
Regarding taxonomy, as class is a taxa one level below order. Regarding ML a class is 
a grouping of datapoints that all share the same label. From here on, for this study, the 
use of the word “class” is intended in the ML context unless otherwise stated to remain 
consistent with the terminology used in other ML studies. 

2.1 Data Acquisition  

All data used for the training and testing of models in this study was generated by the 
Centre for Biodiversity Genomics (CBG) located at the University of Guelph. 

2.1.1 Image Collection 

In accordance with an established CBG pipeline each specimen was placed individually 
into a well of a standard 96-well microplate. The wells were then filled with 20 𝜇l of 
ethanol. Prior to barcoding, the specimen filled plates were placed individually under a 
Keyence VHX-7000 Digital Microscope. A single image was taken of each well under 
40x magnification. The image field was illuminated from above using the microscope’s 
internal light source that was diffused through translucent photography paper. Each 
image was then saved with a unique ID as a 2880  by  2160 resolution jpeg onto an 
external hard drive.    

2.1.2 Taxonomic Identification   

Once imaging was completed, the specimen filled plates were then barcoded in 
accordance with CBG’s barcoding protocols. The results of the barcoding were 
processed in-house by the BOLD team to generate taxonomic identifications for each 
specimen.  

2.1.3 Data Selection   

Images were uploaded from the external hard drive to a server running Linux Mint 19 
Tara with two 16-core Intel Xeon CPUs, 256 SDRAM, 1TB NVMe for the system and 8 
TB of additional storage. A custom script was written using Python 3.8.13 to isolate the 
image files for which an order ID had been made and to edit their file name to contain 
the respective order label.  

2.1.4 Data Set Construction  

The next step in the data preparation process was to partition the selected image files 
into training, validation and testing data sets to be used for model training and 
evaluation. The full data set contained 292,197 images and spanned 28 taxonomical 
orders. 27 of these orders belonged to Inseca, and the remaining order Araneae 
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belongs to the class Arachnida. Araneae was included due to how frequently they are 
found using Insecta target sample methods as well as their visual similarity to Insecta 
members. 

A large class imbalance was observed regarding the order distribution. The five most 
abundant orders represented 97% of the data, with Diptera being the most abundant 
order at 71% of the total data. 13 of the orders had less than 100 images each and 7 of 
the orders had less than 10 images (Figure 2.1). 

 

Figure 2.1: Distribution of the count of images per taxonomic order used in the study. On the x-
axis are the 28 orders present in the initial data set. 27 of the orders belong to the class Insecta 
and one order, Araneae belongs to the class Arachnida. On the y-axis is the count of images per 
taxon represented using a log10 scale. 
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The observed extreme class imbalance is not uncommon for biological data and 
presents two main challenges regarding the training of a ML model [24]. The first 
challenge consists in additional bias introduced in the data set due to class imbalances. 
It is universally accepted that the more pronounced the imbalance is, the more 
influential the bias becomes. This is due to one class being the majority and there is a 
concern that instead of learning meaningful predictive patterns, the model instead 
learns to regularly predict the majority class. The second challenge generated by class 
imbalances is ML algorithms, and more specifically DL models, which require large 
volumes of data per class for meaningful learning to occur for all classes [24]. If any of 
the underrepresented classes fall under the threshold for meaningful learning, then the 
confidence in model output is jeopardized.  

To address this class imbalance problem, the data was partitioned at a ratio of 50:50 to 
generate unique training and testing data sets. This ensures maximum representation 
for all classes during both the training and the evaluation stages without there being any 
duplicate inputs between these partitions. Once an image has been designated as 
training or testing additional data splitting methods were then performed to further 
mitigate the issues associated with imbalanced classes [24]. For this study, two 
methods of data splitting were explored. To allow for a direct comparison between the 
methods, an image’s designation of training or testing was conserved between 
methods.  

The first method consisted in conserving the initial groupings for only the most abundant 
classes and merging all underrepresented classes data into the “Other” class. This 
methodology will be referred to as Scenario 1 (Figure 2.2). The second method that was 
explored is often called the hierarchy or the sequence method and involves multiple 
levels of data partitioning. Like the previous method, this splitting method also begins by 
merging the underrepresented classes into a single “Other” class. Next, this method 
subsamples the original data to only include the classes used to construct the initial 
“Other” class. secondary data set once again retains the class labels for the majority 
classes and groups the remaining underrepresented classes together into a single 
“Other” class. This methodology will be referred to as Scenario 2, with the first partition 
denoted as level 1, the second as level 2, and so on and so forth (Figure 2.2). For every 
data set generated via subsampling a new model is trained. This process of nested 
partitioning is continued until it is concluded that the remaining classes do not contain 
enough data points to perform DL. When it is time for model training, each level of 
portioned data will be used to train an independent model. To implement the results of 
this method in a predictive manner, the new data is run through the highest-level model 
first. If a label of anything other than “Other” is returned, the evaluation stops. But if the 
classification “Other” is returned, data will run through the model trained on the next 
level’s data until a formal classification is returned or no more levels remain.  
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Figure 2.2: Example of how classes were restricted in accordance with the two data set splitting 
methodologies. Diagram contains the class count of the six most abundant classes from the 
original data set. The headings Scenario 1 and Scenario 2 indicate how the original class were 
restructured in accordance with the respective methodologies. 

When implementing Scenario 1 to process the original data set, five majority classes 
were conserved and all remaining classes from the initial data set were combined under 
the label “Other1” (Figure 2.3). The five conserved classes are Diptera, Hymenoptera, 
Coleoptera, Hemiptera and Lepidoptera. When implementing Scenario 2, 3 levels of 
portioning, resulting in three independent data sets were produced (Figure 2.4). Level 
one contained only two classes (Diptera and Other2.1); level two contained five classes 
(Hymenoptera, Coleoptera, Hemiptera, Lepidoptera and Other2.2); level three 
contained five classes (Psocodea, Araneae, Thysanoptera, Entomobryomorpha and 
Other2.2).  



 

 

13 

 

 

Figure 2.3: Distribution of the count of images per class generated using the Scenario 1 data 
splitting methodology. On the x-axis are the six classes retained using the Scenario 1 data 
splitting methodology. On the y-axis is the count of images per class represented using a log10 
scale. 
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Figure 2.4: Distribution of the count of images per class generated using the Scenario 2 data 
splitting methodology. On the x-axis are the 12 classes retained using the Scenario 2 data 
splitting methodology. Colour is used to indicate which of the three levels of the Scenario 2 splits 
a class is associated with. On the y-axis is the count of images per class represented using a 
log10 scale. 

Finally, each training set had 20% of each class partitioned to be used for the validation 
component of model training. Once the three data sets had been completed, the 
additional file processing occurred to achieve a directory structure compatible with the 
Python library Keras.  Keras requires each class to have a single directory containing all 
the corresponding images and the name of the directory to be the class label. Training, 
validation, and testing images must be stored in separate master directories. Checks 
were run to ensure each image only appears once between a scenario's training, 
validation, and testing partitions. All functions used to perform data partitioning, 
directory structuring, and uniqueness checks were run using Python 3.8.13 on a server 
with two 16-core Intel Xeon CPUs, 256 GB of SDRAM, 1TB NVMe for the system and 8 
TB of additional storage, using the operating system Linux Mint 19 Tara. 

2.2 Classification Method 

The network structure known as a CNN, which is a DL algorithm, will be used to design 
the structure of the models trained in this study (Figure 2.5).  CNNs are a specific type 
of DNNs, which accept grid-shaped data such as digital images as their input [41]. 
CNNs are designed to extract spatial patterns across an input grid, starting at the global 
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level and working towards local high-level patterns [24,41]. These patterns are referred 
to as features and are stored by the network in 2-D grids called feature maps [24,41]. 
The combination of grid input and the focus on feature extraction makes CNN an ideal 
algorithm choice for image classification. 

 

Figure 2.5: Diagram of the general architecture of a CNN. The pixels of a digital image (1) are 
passed to a convolutional layer (2), which contains one grid for every kernel in the layer. From 
there the information stored in the convolutional layer can be down sampled (3) into a pooling 
layer (4). This information transfer can continue across more convolutional layers or pooling 
layers until it reached the mapping block (5). Once the information has passed through all of the 
full connected layers a numeric output (6) is returned that can be mapped back to a class. 

2.2.1 Structure of a CNN 

A CNN will always contain an input convolutional layer, one or more hidden layers and a 
fully connected output layer [22,24,41].   Variations can be observed regarding the order 
of CNN’s layers, but the layer types stay fairly consistent across all designs [24,41]. The 
first notable structural characteristic of a CNN is that its layer pattern can always be 
divided into two distinct blocks (Figure 2.5): a Feature Extraction Block (FEB) followed 
by a Mapping Block (MB). There are no overlaps between the types of layers used to 
construct the two blocks [24]. This strict segregation according to layer type is one of 
the advancements CNNs have over traditional, more simplistic DNNs [24].  Layer 
segregation is advantageous because the two largest computational costs of DNNs are: 
the memory required for weight sharing between layers and the use of complex matrix 
operations [24]. It is known that feature extraction can be successfully performed using 
only basic, low-cost matrix operations such as dot product [24]. In addition, FEBs are 
built to have little to no weight sharing between their layers, further reducing their 
computational load by minimizing the amount of memory they will consume [24]. This 
allows CNNs to decrease their overall computational needs by allowing for efficient 
utilization of computational resources. The ability of CNNs to conserve computation 
costs allows for the implementation of highly complex models while still maintaining 
realistic training times. 
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All the CNNs constructed for this study are variations of a CNN design called Visual 
Geometry Group (VGG), first proposed in 2015 by Simonyan and Zisserman 42. VGG 
was chosen as the starting architecture due to its success at the ILSVRC-2014 
challenge with a second-place finish and the modular nature of its network design [42]. 
The modular nature makes it one of the easiest CNN architectures to conceptualize and 
successfully modify [24,42].  

2.2.1.1 The Feature Extraction Block (FEB) 

Convolutional layers are the component of the CNN that generate feature maps [24,41]. 
The input layer of a CNN is always a convolutional layer [24,41]. Feature maps are 
stored as matrices and each value in a feature map can be mapped back to a pixel of 
the original image. When a CNN contains more than one convolutional layer, the 
resulting feature maps from the first convolutional layer are used as the input for the 
next convolutional layer in the network [24,41]. 

The equation for a convolutional layer is  

ℎ𝑘 =  𝑓(𝑤𝑘 ∗ 𝑥 + 𝑏𝑘) 

where x is the input, w is a matrix of weights with a depth of k, b is a matrix of bias with 
depth k and f is the layer’s activation function [24].  

The matrix of weights in a convolutional layer is referred to as a kernel [24,41]. Kernels 
are filters, represented as a grid of coefficients that slide across the input matrix and 
perform mathematical transformations, which are represented as another matrix often 
referred to as a feature map (Figure 2.6) [41]. A user must define the size of stride the 
kernels will have, as well as if padding will be utilized [24,41]. A kernel’s stride 
represents how many positions along the input matrix it shifts before repeating its 
transformation calculations [41]. Padding is when zero-filled rows and columns are 
added to the border of the input matrix to act as placeholders for the missing values that 
would otherwise be encountered when a kernel reaches the edge of the grid (Figure 
2.6) [41]. For this study, a stride of one will be used in conjunction with padding to 
ensure input dimensions are conserved between layers as it was done in the original 
VGG design [42]. 



 

 

17 

 

 

Figure 2.6:  Diagram of the filtering process of a CNN kernel, including padding.  In this example, 
the kernel has a stride of 1 as it transitions between steps A and B. Step C illustrates how this 
padding modifies the input so the filter calculation can still be performed on what were originally 
edge cells. 

Convolutional layers can feature any number of kernels, with each kernel creating a 
unique feature map as output (e.g. a convolutional layer with N kernels will produce an 
output of N feature maps) [24,41]. The coefficients of the kernels are model parameters 
that are trainable [24,41]. During the initial construction of a CNN, kernel coefficients are 
represented by arbitrary random numbers that are adjusted during the training phase as 
the algorithm “learns” the optimal filters for the training data [24,41]. How many 
convolutional layers a network contains as well as the depth of the layers are 
hyperparameters that must be set by a user prior to model training. For this study, four 
different combinations of layer counts and depths will be evaluated (Figure 2.7). 
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Figure 2.7: Layer maps for the four network architectures that will be trained during this study. 
Orange represents a convolutional layer with the associated number representing number of 
kernels for that layer. Dense layers are labeled with the number of parameters they contain. The 
final dense layer representing the parameter count is labeled as “n classes” to indicate that 
parameter count is equivalent to the number of classes in the training data. 

The second main component of a convolutional layer is an activation function 
[22,24,41]. The Rectified Linear Unit (ReLU) is the most used activation function for 
CNNs [24]. ReLU is a function where positive input values pass through unchanged and 
negative input values are converted to zero. Because the pixels of digital images must 
be positive to have meaning, a function that ensures the absence of negative values in 
the output is very compatible for working with data generated from digital images. The 
VGG design calls for the use of ReLU as an activation function for all convolutional 
layers, as will be the case for any convolutional layers used in study [42]. 

CNNs use a hierarchy approach for feature extraction with the initial layers extracting 
global feature patterns and each consecutive layer being optimized to identify higher 
levels of feature extraction on an increasing local scale [24]. To support this process, a 
subsampling layer referred to as a pooling layer may be included in the FEB [24]. 
Similar to the kernels of the convolutional layers, pooling layers also contain grid-
shaped filters that slide their way across the input matrix performing calculations [24], 
[41]. Unlike kernels, these filters are not trainable parameters, since they exclusively 
perform down sampling by only returning a single value regardless of how many values 
were provided as input [41]. The inclusion of pooling layers benefits a model in two 
ways. First, they reduce the dimensionality of the feature map, which saves memory 
and computation costs. Second, they help prevent overfitting due to the summarizing 
nature of down sampling [24]. No adjustments are made to a pooling layer during model 
training as the size of the pooling layer’s filter, its stride and the down-sampling method 
it performs are all hyper parameters that must be set by the user [24]. 
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The most common pooling layer is a max pooling layer, which down samples by only 
returning the maximum input value [24]. All pooling layers in this study will be max-
pooling layers with a filter size of 2 by 2 and a stride of 2, in accordance with VGG 
recommendations [42]. The number of pooling layers and their location in the network 
varies across the four network designs (Figure 2.7).  

2.2.1.2 Mapping Block 

Once the final set of feature maps has been generated by the FEB, they are used as 
inputs for the MB, also known as the network’s fully connected layers [24,41]. These 
layers use feature maps as an input to generate classification scores as an output 
[24,41]. The purpose of these classification scores varies depending on the model being 
still in its training phase or having finished training, and it is used to evaluate previously 
unseen data. During the training phase, these scores are used in conjunction with the 
data’s true label as an input for a loss function to quantify the model’s current 
performance [24]. Once a model is out of its training phase, these classification scores 
are used to assign a predictive label for the input data that generated them [24]. 

There is a lot of freedom as to what type of layers can be used in the MB, the only 
requirement being that any weight-sharing layers must be confined to this section of the 
network [24]. The MB of the CNNs used in this study was heavily influenced by the MB 
used in the VGG design. A VGG MB always begins with a flattened layer followed by 
two dense layers and this will also be true for all MB designed for this study [42]. Flatten 
layers have no parameters but dense layers do contain weight parameters that are 
optimized during the training phase. The number of weights present in a dense layer is 
a hyperparameter that must be set by the user.  

The equation below was used to calculate the number of weights that would be used for 
the first dense layer: 

𝑤 = 8𝑑 

where w is the number of layer weights and d is the depth of the final convolutional layer 
in the FEB. This equation was generated following VGG design specifications [42]. This 
study features MBs with weights counts of 512, 1024 and 2048 in the first dense layer 
(Figure 2.7).  

Because the second dense layer of the MB is also the final layer in the model, it must 
have the same number of weights as there are classes in the data [41]. This study 
features MBs with weight counts of 2 and 5 in its second dense layer. The final network 
component of every CNN is the last layer activation function [24]. This is the function 
that converts the output of the final fully connected layer into classification scores that 
can be interpreted by a human user. If the CNN is used for binary data, meaning there 
are only two class options, a sigmoid activation function must be used [24]. The 
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equation for a sigmoid activation is given below and will be used in this study for any 
networks being trained on the first level generated from the Scenario 2 splitting method. 

𝑓(𝑥) =  
1

1 + 𝑒−𝑥
 

A threshold sigmoid function will only return values 0 or 1. A classification score of zero 
corresponds to a return of class A and a score of 1 corresponds to a return of class B.  

The sigmoid activation function is only appropriate when handling binary data, so for all 
other models in this study, which will be trained on data with three or more classes, the 
softmax activation function will be used and its equation is given below [24]. 

𝑝𝑖 =  
𝑒𝑎𝑖

∑ 𝑒𝑘
𝑎𝑁

𝑘=1

 

where pi is the classification score of class i for the respective input. A classification 
score is generated for every possible class and the class corresponding to the highest 
score is returned as the predicted class.  

2.2.1.3 Training Algorithms  

A loss function and a backpropagation algorithm are mandatory components of every 
CNN as they are responsible for all network adjustments that are made during a 
model’s training phase [24]. Training begins by inputting the class labels predicted by 
the model, and the true labels for the corresponding images into a loss function. The 
output of a loss function is called the error because it is a measure of the difference 
between the true labels and the predicted labels [24]. The smaller the error, the more 
similar the predicted labels are to the true labels, which can be inferred as higher model 
performance. In other words, a CNN “learns” by performing optimization on its loss 
function. All CNNs in the study will be trained using the cross-entropy loss function in 
accordance with the VGG design [42].  

In order to optimize the loss function, an optimization algorithm is required. The 
optimization algorithm used for CNN training is backpropagation powered by gradient 
descent [24]. The goal of gradient descent is to adjust a set of terms so that their 
derivative converges to a local minimum. For CNNs, the terms that are being adjusted 
are the network’s weights and bias, aka. the model parameters [22,24].  

After every round of backpropagation, the data must be re-fed through the network to 
generate a new output for the loss function. If the loss function’s output indicates the 
previous adjustment led to increased optimization, then the next round of 
backpropagation will continue that method of adjustment. If optimization decreased, the 
next round of backpropagation will adjust the parameters opposite to what it previously 
attempted. Training a CNN consists of repeated cycles of adjusting parameters through 
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backpropagation and analyzing the effects these adjustments have on model 
performance using a loss function. Each of these rounds of training is called an epoch 
[24]. Training continues until either a predefined number of epochs has been performed 
or until an optimization value has been reached [24]. Exactly what criteria will be used to 
indicate the end of a model’s training phase is a hyper parameter that must be specified 
by the user [24,41]. Too short of a training process and underfitting can occur. When a 
model is underfitted it means the model has not received enough training to achieve 
maximum performance [24,41] Too long of a training process and overfitting can occur. 
When a model is overfitted it means the model has been optimized so intensely to the 
training data it is no longer useful for any other data set [24,41]. For this study 
backpropagation will be performed using Stochastic Gradient Descent (SGD) with a 
learning rate of 0.001 and a momentum of 0.9 as recommended by the authors of the 
original VGG publication [42].  

The training phase for all models in this study will be 15 epochs. This was determined 
by performing pilot training runs using a heavily subsampled data set to allow for 
manageable computing times. 

2.2.2 Experimental Design  

This study features four unique network architectures. They will be referred to as 
Network A, Network B, Network C and Network D (Figure 2.7). Each network will 
undergo four independent rounds of training, once per data set described in section 
2.1.4. In total 16 models will be trained for this study. All networks accept 2-D colour 
images as an input, which are resized to a 224 by 224 resolution. This is the input 
resolution used by the VGG networks so they were deemed appropriate for use in this 
study as well [42].  

2.2.2.1 Network A  

Network A’s architecture shares most similarities with the published VGG designs. The 
FEB of Network A was as follows: 64 depth convolutional layer, max pooling layer, 128 
depth convolutional layer, max pooling layer, 256 depth convolutional layer, 256 depth 
convolutional layer, and max pooling layer. This layout and depth were chosen as they 
are a direct copy of the first seven layers of the VGG design [42]. The first dense layer 
of Network A had a weight count of 2048 in accordance with the weight calculation 
method discussed in section 2.2.1.2. The weight count of the final dense layer and the 
last layer activation function were adjusted to suit the training data as discussed in 
section 2.2.1.2.  

2.2.2.2 Network B  

Network B is identical to Network A except for the removal of a single 256-depth 
convolutional layer. This was done to explore how influential an additional convolutional 
layer can be regarding model performance. The FEB of Network B was as follows: 64 
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depth convolutional layer, max pooling layer, 128 depth convolutional layer, max pooling 
layer, 256 depth convolutional layer, and max pooling layer. The first dense layer of 
Network B had a weight count of 2048 by the weight calculation method discussed in 
section 2.2.1.2. The weight count of the final dense layer and the last layer activation 
function were adjusted to suit the training data as discussed in section 2.2.1.2. 

2.2.2.3 Network C 

Network C was designed to further explore the method of placing multiple convolutional 
layers in a row without the separation of any pooling layers. This method was heavily 
used in the original VGG designs and was considered quite novel at the time of their 
introduction [42]. The FEB of Network C was as follows: 64 depth convolutional layer, 
64 depth convolutional layer, max pooling layer, 128 depth convolutional layer, 28 depth 
convolutional layer, and max pooling layer. The first dense layer of Network C had a 
weight count of 1024 following the weight calculation method discussed in section 
2.2.1.2. The weight count of the final dense layer and the last layer activation function 
were adjusted to suit the training data as discussed in section 2.2.1.2. 

2.2.2.4 Network D 

Network D was designed to explore the influence layer depth has on model 
performance. It is the same layer design as Network C, but all the depths have been 
halved. The FEB of Network D was as follows: 32 depth convolutional layer, 32 depth 
convolutional layer, max pooling layer, 64 depth convolutional layer, 64 depth 
convolutional layer, and max pooling layer. The first dense layer of Network D had a 
weight count of 512 by the weight calculation method discussed in section 2.2.1.2. The 
weight count of the final dense layer and the last layer activation function were adjusted 
to suit the training data as discussed in section 2.2.1.2.  

2.2.3 Hyper Parameters  

The objective of this study was to design a CNN that could be trained to perform an 
order-level classification on images of members of the taxonomic class Insecta using 
images generated by a Keyence VHX digital microscope. The experimental design used 
was primarily focused on exploring what effects changes to the data splitting method 
and network layer designs would have on this goal. Due to time and other resource 
constraints, an in-depth investigation of the effects hyperparameter tuning could have 
on model performance was not included in this experimental design. Therefore, most 
hyperparameters present in the models were designated by referencing literature.  

Table 2.1 below summarizes all the hyperparameters, which remained consistent 
across all networks used in this study, the values they were ultimately assigned, as well 
as the justification for that choice. 
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Table 2.1: List of conserved hyperparameters. Summary of the hyperparameters that were 
conserved across all models trained for this study. Included in the table is the value they were 
designed as an indication of how the value was determined. 

Hyper 
Parameter 

Value Source 

Kernel size of 
convolutional 

layers 
3 by 3 

Published VGG 
design [42] 

Kernel stride 1 
Published VGG 

design [42] 

Activation 
function 

ReLU 
Published VGG 

design [42] 

Use of padding True  
Published VGG 

design [42] 

Pooling 
method 

Max pooling 
Published VGG 

design [42] 

Pooling layer 
filter size 

2 by 2 
Published VGG 

design [42] 

Optimizer 
method 

SGM 
Published VGG 

design [42] 

Optimizer 
learning rate 

0.001 
Published VGG 

design [42] 

Length of 
training phase 

15 epochs Pilot training runs 

All models for this study were built, trained and tested in Python 3.8.13 using the 
opensource library Keras 2.6.0 [43]. 
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2.3 Evaluation Methods  

The testing data sets generated in section 2.2.2 were used to evaluate model 
performance using the following metrics: precision, recall, F1 score and Mathews 
Correlation Coefficient (MCC).  These metrics were calculated four times per model. 
Once using the Scenario 1 data set, and one for each of the data sets associated with 
the three levels of Scenario 2. 

For precision, recall and F1, the macro average were calculated. All calculations were 
done in Python 3.8.13 using the library scikit-learn 0.24.1 [44].  

2.3.1 Precision 

Precision is a measure of how many times a model correctly predicted a class 
compared to the total number of times the models predicted the same class. The 
highest precision score a model can achieve is 1. A score of one occurs when for every 
instance the model predicted a class it was the correct class. The higher a model’s 
precision is, the lower its false positive rate is. In other words, the higher a model’s 
precision is, the higher the confidence that the model is predicting the correct class as 
opposed to the most abundant class is. 

The equation to calculate multiclass precision is: 

𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 =  
𝑇𝑃1 + ⋯ + 𝑇𝑃𝑛

(𝑇𝑃1 + ⋯ + 𝑇𝑃𝑛) + (𝐹𝑃1 + ⋯ + 𝐹𝑃1) 
 

where TP = true positives, FP = false positives and n is the number of classes.  

2.3.2 Recall 

The recall is a measure of how many times a model correctly predicted a class 
compared to how often the class was present in the data. The highest recall score a 
model can achieve is 1. A score of one occurs when for every instance of a class being 
present in the data, the model correctly predicted that class as the output. The higher a 
model’s recall is, the lower its false positive rate is. In other words, the higher a model’s 
recall is, the higher the confidence that it can correctly predict all classes as opposed to 
being overtrained on a single class is. 

The equation to calculate multiclass recall is: 

𝑅𝑒𝑐𝑎𝑙𝑙 =   
(𝑇𝑃1 + ⋯ + 𝑇𝑃𝑛)

((𝑇𝑃1 + ⋯ + 𝑇𝑃𝑛) + (𝐹𝑁1 + ⋯ + 𝐹𝑁𝑛) )
 

where TP = true positives, FN = false negatives and n is the number of classes. 
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2.3.3 F1 Score  

The F1 score is a single measure that combines a model’s precision and recall scores 
in a harmonic mean. The highest F1 score is 1, and the lowest F1 score is 0. This 
metric allows a model to be evaluated on both, its precision, and its recall, 
simultaneously.  The equation to calculate the F1 score is: 

𝐹1 =
(2 ∗ 𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 ∗ 𝑅𝑒𝑐𝑎𝑙𝑙)

(𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 + 𝑅𝑒𝑐𝑎𝑙𝑙)
  

2.3.4 Matthews’s Correlation Coefficient (MCC) 

MCC reports the correlation between predicted values and true values. It has a range of 
-1 to 1, with 1 or -1 being perfect scores representing 100% agreement or disagreement 
and zero representing a result no better than an output generated by random chance. 
The equation to calculate MCC is: 

𝑀𝐶𝐶 =  
𝑇𝑃 ∗ 𝑇𝑁 − 𝐹𝑃 ∗ 𝐹𝑁

√(𝑇𝑃 + 𝐹𝑃)(𝑇𝑃 +  𝐹𝑁)(𝑇𝑁 + 𝐹𝑃)(𝑇𝑁 + 𝐹𝑁)
 

 

where TP = true positives, FP = false positives, TN = true negatives and FN = false 
negatives.  

A high MCC means a model is performing in a way that would be expected if 
meaningful learning has occurred. If a model has a low MCC then the model is 
performing in a way that is equivalent to random chance making the predictions, 
meaning it cannot be concluded the model performed meaningful learning.  
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3 Results and Discussion  

3.1 Pilot Epoch Studies 

During method development, a subsample of the scenario 1 data set was used to train a 
preliminary version of Network A. The purpose of this training run was to confirm all 
Python scripts were working as intended as well as assist with selecting the length of 
the training run for the full data models. The training run was repeated 5 times and a 
training length of 15 epochs was selected by visually examining the resulting learning 
curves for the presence of a plateau representing learning stagnation (Figure 3.1). 

 

Figure 3.1: Learning curves generated by training a Network A architecture using a subsample of 
the Scenario 1 data set on a variation of the Network A architecture modified to reduce training 
time. The x-axis is the number of epochs performed during the training phase and the y axis is the 
accuracy of the model at that point in the training phase. Accuracy was evaluated using both the 
data used to train and an unseen validation data set. 

3.2 MCC Evaluation 

In total 16 MCC scores were calculated, one for every data set and network design 
combination. (Table 3.1). Three of the four data sets trained models that produced MCC 
scores > 0.6. These results will be considered indicative of these 12 having achieved 
meaningful learning. 
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Table 3.1: Study wide MCC scores. Each of the four networks was trained once on each of the four 
unique data sets resulting in 16 total models. The appropriate testing data set was then used to 
generate an MCC for each of the models. A score of > 0.3 was considered indicative of meaningful 
learning and is indicated using bolded font. 

 Scenario 1 Scenario 2, 
Level 1 

Scenario 2, 
Level 2 

Scenario 3, 
Level 3 

Network A 0.6971 0.7183 0.6535 0.0447 

Network B 0.6928 0.6584 0.6548 0.2907 

Network C 0.7098 0.9180 0.6807 0.2066 

Network D 0.6995 0.6933 0.6448 0.1797 

The three data sets that trained models to produce MCC scores > 0.6 were: Scenario 1, 
Scenario 2 Level 1 and Scenario 2 Level 2. When comparing the MCC scores for the 
three data sets, Network C consistently produced the highest MCC with an average 
MCC of 0.7695. The next highest average MCC was associated with Network A 
(0.6896), followed by Network D (0.6792) and finally, Network B had the lowest average 
MCC (0.6687). The total difference in the average MCC scores per network was ~ 0.01. 
The difference between the first and second highest scores is over twice as large as the 
difference between the second highest and the lowest score. 

The data sets that were able to train models with MCC scores > 0.6 were also the data 
sets that had the largest class sizes. These results are in line with literature reports 
stating that training DL models with small data sets impedes meaningful learning [24]. 

3.3 Macro Precision, Recall and F1 scores 

3.3.1 Scenario 1 

The Scenario 1 data set contained six classes with a max class size of 208,870 and a 
minimum class size of 8,489 and was used to train a total of four models with unique 
network designs. Table 3.2 reports the macro precision, macro recall and macro F1 
score calculated for these models. The precision scores for models trained with the 
Scenario 1 data ranged from 0.7218 to 0.7532 with an average of 0.7350. The recall 
scores for models trained with the Scenario 1 data ranged from 0.6110 to 0.6388 with 
an average of 0.6250. The F1 scores for models trained with the Scenario 1 data 
ranged from 0.6336 to 0.6666 with an average of 0.7350. 
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Table 3.2: Precision, recall and F1 scores associated with the Scenario 1 data set. Each of the four 
networks was trained once on each of the four unique data sets resulting in 16 total models. The 
appropriate testing data set was then used to generate a macro precision, a macro recall, and a 
macro F1 score for each of the models. Bold font is used to indicate the highest score generated 
per measure. 

 Macro Precision Macro Recall Macro F1 

Network A 0.7218 0.6350 0.6666 

Network B 0.7394 0.6110 0.6336 

Network C 0.7254 0.6388 0.6618 

Network D 0.7532 0.6149 0.6466 

The network architecture that produced the highest-performing model was not 
consistent across the three metrics. Network D produced the highest precision score, 
Network C produced the highest recall score, and Network A produced the highest F1 
score. These results highlight the importance of the metric selection step of ML and DL 
methodologies, especially when training with class imbalanced data. These three 
metrics were chosen because they each offer a different insight into model 
performance.  

Precision acts as an indicator of the frequency a model can be expected to return a 
prediction that is the desired prediction.  An error that can be made when interpreting 
the global precision score does not account for the bias it will have on the performance 
of the most represented class. A model’s class-level precision scores for the 
underrepresented classes may be lower than the reported global score. However, if this 
class imbalance is considered indicative of the class distribution of the real-world data 
this bias is not always considered problematic. For this set of results, Network D is the 
network architecture that produced the model that would be expected to return the most 
correct predictions assuming the real-world class distribution follows the distribution of 
the training data’s classes. 

The recall is a complementary metric to precision because it is an indicator of the 
frequency a model can be expected to correctly predict a class when presented with 
that class. A model that is biased to over predicting the most abundant class or under-
predicting the least abundant class will have a low recall score. A recall score provides 
insight into the model performance being consistent or not across all possible predictive 
classes or if performance abilities are influenced by the class being predicted. For these 
results, Network C produced the model that would be most likely to return a correct 
prediction regardless of which class it is presented with. Because Network C did not 
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also produce the highest precision score it can be said that even though Network C has 
the best performance across all possible classes, when factoring in the real-world-class 
distribution, Network C would not be expected to have the most correct predictions. 
These results indicate that even though Network D cannot predict all classes correctly 
with the same frequency as Network C, Network D does predict the most abundant 
classes correctly at a higher frequency than Network C.   

The F1 score is the harmonic mean of precision and recall scores. It serves to offer a 
summary of model performance taking both precisions and recall into consideration. 
This means when interpreting an F1 score it always needs to be in the context of the 
score as a summary. The model that produces the highest F1 score is not always the 
model that has the highest precision or recall scores. This is found to be true for this set 
of models. The highest F1 score was produced by the Network A model, which did not 
generate the highest performance for either of the metrics individual.  

3.3.2 Scenario 2 Level 1 

The data set associated with the first level of Scenario 2 contained 2 classes with a max 
class size of 208,870 and a minimum class size of 83,327 and was used to train a total 
of four models with unique network designs. Table 3.3 reports the macro precision, 
macro recall and macro F1 score calculated for using the resulting models. The 
precision scores for models trained with the Scenario 2 Level 1 data ranged from 
0.8572 to 0.8933 with an average of 0.8759. The recall scores for models trained with 
the scenario 1 data ranged from 0.7930 to 0.8610 with an average of 0.8163. The F1 
scores for models trained with the scenario 1 data ranged from 0.8193 to 0.8591 with an 
average of 0.8365. 

Table 3.3: Precision, recall and F1 scores associated with the Scenario 2, Level 1 data set. Each of 
the four networks was trained once on each of the four unique data sets resulting in 16 total 
models. The appropriate testing data set was then used to generate a macro precision, a macro 
recall, and a macro F1 score for each of the models. Bold font is used to indicate the highest 
score generated per measure. 

 Macro Precision Macro Recall Macro F1 

Network A 0.8572 0.8610 0.8591 

Network B 0.8700 0.7930 0.8193 

Network C 0.8829 0.8057 0.8326 

Network D 0.8933 0.8055 0.8350 
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For this data set, there was no consensus across the metrics as to which model has the 
highest performance. Once again Network D produced the model with the highest 
precision score. However, this time the model produced by Network A had both the 
highest recall and F1 scores. This data set produced the highest precision, recall and 
F1 scores across the entire study. This overall improvement in performance could be 
attributed to this data set being the only binary data set used in this study. When 
performing binary classification on an imbalanced data set the biggest challenge the 
model has is to correctly identify when a sample should not be assigned to the most 
abundant class. For multiclass classification, the model must correctly make the same 
deduction and then make the additional decision of which of the minorities class to 
assign the sample to, introducing an additional opportunity for error. Another 
explanation for the performance is this data set was generated to maximize the 
underrepresented class. Being the first level in the hierarchical data set, models using 
the Scenario 2 Level 1 data are the models trained with the largest underrepresented 
class in this study. These results would be in line with what is currently being reported in 
the literature. Other studies that have trained CNNs using Insecta images have also 
reported their highest model performance being associated with the most represented 
classes [35,38]. 

3.3.2 Scenario 2, Level 2 

The second level of the scenario 2 class split contained five classes with a max class 
size of 34,724 and a minimum class size of 8,489 and was used to train a total of four 
models with unique network designs. Table 3.4 reports the macro precision, macro 
recall and macro F1 scores calculated for using the resulting models. The precision 
scores for models trained with the Scenario 2 Level 2 data ranged from 0.6904 to 
0.7267 with an average of 0.7014. The recall scores for models trained with the 
Scenario 2 Level 2 data ranged from 0.6487 to 0.6796 with an average of 0.6625. The 
F1 scores for models trained with the scenario 2 level 2 data ranged from 0.6446 to 
0.6912 with an average of 0.6635. 

Table 3.4: Precision, recall and F1 scores associated with the Scenario 2, Level 2 data set. Each of 
the four networks was trained once on each of the four unique data sets resulting in 16 total 
models. The appropriate testing data set was then used to generate a macro precision, a macro 
recall, and a macro F1 score for each of the models. Bold font is used to indicate the highest 
score generated per measure. 

 Macro Precision Macro Recall Macro F1 

Network A 0.6924 0.6646 0.6676 
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Network B 0.6961 0.6570 0.6505 

Network C 0.7267 0.6796 0.6912 

Network D 0.6904 0.6487 0.6446 

 

This data generated the first set of models where a single network, Network C, had the 
highest score across all three metrics. Of the three data sets where it can be concluded 
that meaningful learning occurred, this is the set of models that generated the lowest 
scores across all the metrics and contained the smallest class sizes. The only data set 
that had class sizes less than this data set was Scenario 2 Level 3, which was the only 
data set whose MCC scores did not indicate meaningful learning occurred. These 
results indicate that the threshold for the class size required for meaningful learning 
associated with this data set most likely falls between the class sizes of Scenario 2 
Level 2 and Scenario 2 Level 3.  

The proximity between this data set’s class sizes and the minimum class size threshold 
shed some light on the relationship between network architecture and model 
performance. The architecture of Network C was designed to evaluate the impact down 
sampling has on model performance but using fewer pooling layers than Networks A 
and B. Network C is also one of the two networks that directly stacks convolutional 
layers. The other network is Network D, which has the same number of pooling layers 
as Network C but only half the number of kernels in its convolutional layer. Networks 
that stack convolutional layers generate more feature maps than networks that down 
sample between every convolutional layer. These networks have a greater total depth 
than the non-stacked networks.  

These results could indicate that when there are concerns that the size of the training 
data’s class is close to the minimum size required for meaningful learning, the network 
design, which has greater depth should be chosen to increase performance potential. A 
2019 study by Valan et al. 2019 also tested various VGG network variations for their 
ability to identify three of the orders within Insecta [38]. In the context of DL, these class 
counts of over 100 but under 1000 are often considered to be borderline acceptable 
[22,24]. Valan et al. 2019 also found the best performing models were the ones 
generated by networks with stacked convolutional layers [38]. This further suggests a 
relationship between network depth and model performance, especially when there are 
concerns about the size of the training data.  
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3.3.3 Scenario 2, Level 3 

The third level of the Scenario 2 class split contained five classes with a max class size 
of 3,338 and a minimum class size of 902 and was used to train a total of four models 
with unique network designs. Table 3.5 reports the macro precision, macro recall and 
macro F1 score calculated for using the resulting models. The precision scores for 
models trained with the Scenario 2 Level 3 data ranged from 0.2470 to 0.4742 with an 
average of 0.3247. The recall scores for models trained with the scenario 2 level 3 data 
ranged from 0.2422 to 0.3182 with an average of 0.2725. The F1 scores for models 
trained with the scenario 2 level 3 data ranged from 0.1436 to 0.2798 with an average of 
0.2104. 

Table 3.5: Precision, recall and F1 scores associated with the Scenario 2, Level 3 data set. Each of 
the four networks was trained once on each of the four unique data sets resulting in 16 total 
models. The appropriate testing data set was then used to generate a macro precision, a macro 
recall, and a macro F1 score for each of the models. Bold font is used to indicate the highest 
score generated per measure. 

 Macro Precision, Macro Recall Macro F1 

Network A 0.2470 0.2253 0.1436 

Network B 0.3017 0.2422 0.1858 

Network C 0.4742 0.3182 0.2798 

Network D 0.2759 0.3044 0.2323 

Due to the low MCC scores, it was concluded that none of these models experienced 
meaningful learning. Therefore, the values of the associated metrics cannot be 
attributed to the same level of meaning as the previously discussed results. With that in 
mind, these results appear to offer additional support to the observation made using 
Scenario 2 Level 2 data. Which is that when class size is considered small networks 
with stacked convolutional layers return the best performance. Of all the models trained 
on this data set, the one associated with Network C did produce the highest MCC score 
and thus can be considered the model whose predictions are the least equivalent to 
random chance. 

3.4 Model Training Times 

Model training times, rounded to the nearest hour are reported in Table 3.6. For three of 
the four data sets Network C took the longest time to train. This is somewhat expected 
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as it is the most complex architecture.  Although Scenario 1 and Scenario 2 Level 1 
data sets had the same total number of training images, Scenario 2 Level 1 took at least 
20% longer to train. An explanation for this could be that the Sigmoid activation function 
used only for Scenario 2 Level 1 data due to its binary nature may have been more 
computationally demanding than the softmax used for the multiclass data sets. Models 
were trained in parallel. 

Table 3.6: Computational run times (RT) for the 16 models trained in this study rounded to the 
nearest hour. Models were trained on a server running Linux Mint 19 Tara with two 16 core CPUs 
and 256 GB SDRAM. 

 Scenario 1 RT 
[h] 

Scenario 2, 
Level 1 RT [h] 

Scenario 2, 
Level 2 RT [h] 

Scenario 3, 
Level 3 RT [h] 

Network A 60  108 31 5 

Network B 79 104 30 5 

Network C 105 128 26 6 

Network D 95 104 28 4 
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4 Conclusion 

The goal of this study was to determine if CV could be used as an alternative to human 
taxonomists to perform taxonomic identifications for the taxa Insecta. To answer this, 16 
CNN models were trained and evaluated using four performance metrics. Of these 16 
models generated during this study, 12 produced MCC scores of approximately 0.65 or 
greater with precision, recall and F1 scores ranging from approximately 0.6 to 0.9.  
Therefore, it can be concluded that it is possible to train a DL model for the task of 
identifying images of the taxa Insecta with a level of performance acceptable for 
practical applications.  

Each network architecture produced three models with MCC scores > 0.6 leading to 
meaningful learning. Each of these three models was evaluated with three 
complementary metrics, resulting in nine points of comparison regarding network 
design. From these results, it can be concluded that the stacked convolutional layers 
with maximum kernel count associated with Network C were the best performing layer 
structure evaluated in this study. It achieved the highest model performance four of the 
nine times. This performance was closely followed by Network A, which generated the 
highest performing model three times and Network D, which generated the highest 
performing model two times. Network C was the network design that maximized 
network depth by stacking convolutional layers. Network D also had stacked 
convolutional layers, but it had half the kernel count as Network C. Network A, did not 
have stacked convolutional layers but it did have the second greatest depth after 
Network C. These results support the existence of a relationship between a model’s 
performance and total depth of its network design. It would be beneficial to explore this 
relationship further as designs that maximize network depth are not always selected 
due to the increased computational costs associated with them. A study designed to 
directly compare a model’s performance and the computation costs associated with 
increasing network depth may be able to identify a design with an ideal balance of 
performance and training efficiency.   

The aim of this study was to specifically investigate the effects of data set construction 
and network architecture on model performance. The results indicate data set 
construction has the most influence on the model performance of the two. Performance 
results had a consistent trend of large class sizes being associated with high model 
performance. This is consistent with results currently being reported in the literature 
[24,38]. The results of this study further support the claim that when preparing data to 
be used to train DL models, there is a threshold for minimum class size that allows for 
meaningful learning.   

The results of this study show how important data set construction is especially when 
working with imbalanced classes. Comparing the results of the two techniques used in 
this study it can be concluded that the Scenario 2 approach of generating multiple data 
sets should only be used when there are excessive amounts of data. Therefore, each 
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time a level is added to try to balance class distribution, the previous levels data set 
must be subsampled. Unless the initial data set is very large, the frequent subsampling 
will lead to performance decreases associated with the decreasing class size. In this 
study, the class size reduction associated with moving from Scenario 2 Level 1 data to 
Scenario 2 Level 2 decreased model performance to be less than the performance of 
models trained using Scenario 1 data. By the second subsampling associated with 
Scenario 2, there wasn’t even enough data for the models to achieve MCC scores 
indicative of meaningful learning. Lack of data is a common challenge associated with 
biological data sets [24]. Therefore, the approach to data set construction that will 
generate the highest performing models in most situations is the one that involves 
constructing a single data set that groups together underrepresented classes into a 
single class equivalent in size to the most abundant classes. 
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APPENDICES  

S.1. Model Training Pipeline 

Below is an example of the pipeline and associated functions used to train one of the 
models, for this study.  

def VGG_ArchitectureA(num_classes, Input_Shape = (224,224,3)): 

    model = Sequential() 

    model.add(Conv2D(64, (3, 3), activation='relu', padding='same',     input_shape=Input_Shape)) 

    model.add(MaxPooling2D((2, 2))) 

    model.add(Conv2D(128, (3, 3), activation='relu', padding='same')) 

    model.add(MaxPooling2D((2, 2))) 

    model.add(Conv2D(256, (3, 3), activation='relu', padding='same')) 

    model.add(Conv2D(256, (3, 3), activation='relu', padding='same')) 

    model.add(MaxPooling2D((2, 2))) 

    model.add(Flatten()) 

    model.add(Dense(2048, activation='relu')) 

    model.add(Dense(num_classes, activation = 'softmax')) 

    opt = SGD(lr=0.001, momentum=0.9) 

    model.compile(optimizer=opt, loss = "categorical_crossentropy", metrics=['accuracy','mse']) 

    return model 

def Model_Fit_Multi(model, train_images, val_images, epochs = 1, batch_size = 32,  

    im_size = (200,200), weights=None, CSVlogfile = "output_epoch_results.csv", save_model = 'NA',log = True): 

    if log: 

        logger = logging.getLogger(__name__) 

        logger.setLevel(logging.INFO) 
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        formatter = logging.Formatter('%(asctime)s:%(name)s:%(message)s') 

        today = date.today() 

        file_handler = logging.FileHandler('keras_functions_' + str(today) + '.log') 

        file_handler.setFormatter(formatter) 

        logger.addHandler(file_handler) 

    datagen = ImageDataGenerator(rescale=1.0/255.0) 

    # prepare iterators 

    train_im = datagen.flow_from_directory(train_images, 

        class_mode='categorical' , batch_size=batch_size, target_size=im_size) 

    val_im = datagen.flow_from_directory(val_images, 

        class_mode='categorical' , batch_size=batch_size, target_size=im_size) 

    csv_logger = CSVLogger(CSVlogfile) 

    progress_logging = LambdaCallback( 

        on_epoch_begin=lambda epoch,logs: logger.info('Epoch: ' + str(epoch+1)), 

        on_batch_begin=lambda batch,logs: logger.info('Batch: ' + str(batch + 1))) 

    model.fit(train_im, epochs = epochs, validation_data = val_im, class_weight = weights, 

        callbacks=[csv_logger,progress_logging]) 

    if save_model != 'NA': 

        model.save(save_model) 

    return model 

 

model = VGG_ArchitectureA(num_classes=5) 

 

Model_Fit(model,  
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          train_images = DataSet2_Lvl3/Training',  

          val_images = DataSet2_Lvl3/Validation',  

          epochs = 15,  

          batch_size = 128,  

          im_size = (224,224),  

          CSVlogfile = "ModelA_DataSet2lvl3_epoch_results.csv",  

          save_model = saved_models/ModelA_DataSet2lvl3', 

          log = True)   

S.2. Model Evaluating Pipeline 

Below is an example of the pipeline and associated functions used to evaluate one of 
the models, for this study. 

def Predict_Model(test_images, saved_model = False, model_name = 'model', batch_size = 32, im_size = 

(200,200)): 

    datagen = ImageDataGenerator(rescale=1.0/255.0) 

    test_im = datagen.flow_from_directory(test_images,  

    class_mode='categorical', batch_size=batch_size, target_size=im_size, shuffle = False) 

    if saved_model: model = load_model(model_name) 

    else: model = model_name 

    y_predict = model.predict(test_im, verbose = 1) 

    y_predict2 = np.argmax(y_predict, axis = 1) 

    y_true = test_im.classes 

    y_labels = test_im.class_indices 

    return y_predict2, y_true, y_labels  

def Metric_Gen(Pred_df,name): 

    f = open(name + "_metrics.txt","w") 
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    # Global score 

    ps_global = precision_score(Pred_df[1],Pred_df[0],average='macro') 

    f.write("Prec Global") 

    f.write("\n") 

    f.write(str(ps_global)) 

    f.write("\n") 

    # Class score  

    ps_class = precision_score(Pred_df[1],Pred_df[0],average=None) 

    f.write("Prec Class") 

    f.write("\n") 

    f.write(str(ps_class)) 

    f.write("\n") 

    #Global recall  

    rs_global = recall_score(Pred_df[1],Pred_df[0],average='macro') 

    f.write("Recall Global") 

    f.write("\n") 

    f.write(str(rs_global)) 

    f.write("\n") 

    # Class recall 

    rs_class = recall_score(Pred_df[1],Pred_df[0],average=None) 

    f.write("Recall Class") 

    f.write("\n") 

    f.write(str(rs_class)) 

    f.write("\n") 
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    #Global F1 Macro 

    F1_global = f1_score(Pred_df[1],Pred_df[0],average='macro') 

    f.write("F1 Global Macro") 

    f.write("\n") 

    f.write(str(F1_global)) 

    f.write("\n") 

    #Global F1 Weight 

    F1_global = f1_score(Pred_df[1],Pred_df[0],average='weighted') 

    f.write("F1 Global Weight") 

    f.write("\n") 

    f.write(str(F1_global)) 

    f.write("\n") 

    # Class F1 

    F1_class = f1_score(Pred_df[1],Pred_df[0],average=None) 

    f.write("F1 Class") 

    f.write("\n") 

    f.write(str(F1_class)) 

    f.write("\n") 

    #Matthews 

    MatCo = matthews_corrcoef(Pred_df[1],Pred_df[0]) 

    f.write("Matthew's") 

    f.write("\n") 

    f.write(str(MatCo)) 

    f.close() 
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out = Predict_Model(test_images = DataSet2_Lvl3/Testing", 

                    saved_model = True,  

                    model_name =saved_models/ModelA_DataSet2lvl3',  

                    batch_size = 128,  

                    im_size = (224,224)) 

Metric_Gen(test_df, "ModelA_DataSet1") 
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