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ABSTRACT

The Adaptive Memory Feature and The Lamplighter Puzzle

Connor Angus Gordon Gregor

University of Guelph, 2021

Advisors:

Daniel Ashlock

Allan Willms

This thesis discusses the adaptive memory feature: a sub-routine that can be im-

plemented alongside evolutionary algorithms. This feature gradually changes the fitness

landscape of an evolutionary algorithm during its run, or even over the course of many

runs. The feature is intended to be used to prune local optima from the search space or

prevent the algorithm from finding the same global optima across multiple runs. Adap-

tive memory is incorporated into evolutionary algorithms that can be applied towards a

suite of diverse problems; by comparing the adaptive memory version of an evolutionary

algorithm with a standard algorithm that is acting on the same suite it is shown how

the feature allows for more valuable results to be obtained while only adding a negli-

gible amount of computational cost to the algorithm. One specific problem used for

the testing of adaptive memory is the lamplighter puzzle, a single-player discrete time

step game; the puzzle is derived from the lamplighter group. A portion of this thesis

is dedicated toward verifying whether or not an arbitrary instance of the lamplighter

puzzle is solvable. The properties that are required in order to verify solvability prove

to be quite mathematically interesting, and so this thesis explains them in detail. The

results of this thesis allow one to quickly confirm whether a large subset of instances

are solvable without requiring the use of an exhaustive search algorithm.
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Chapter 1

Introduction

This thesis introduces a feature that is meant to be used in order to improve the

performance of evolutionary algorithms. A general structure of this feature is described

within this thesis such that it can be applied to algorithms other than the traditional

evolutionary algorithm that is used as the primary focus of this thesis. By testing this

feature on a suite of distinct problems, it is proven that the feature can greatly improve

the quality of results that are obtained by the evolutionary algorithm. This statement

only holds true for specific circumstances as the feature can end up being worse than

useless if it is poorly implemented by a programmer. Furthermore, this thesis also

introduces a novel family of combinatorial puzzles that are referred to as “lamplighter

puzzles”. This thesis presents algebraic proof that shows how the solvability of many

different puzzle instances can be determined without actually making any attempt to

solve them.
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1.1 Motivation

To be able to solve the problems presented before oneself has always been viewed as a

praiseworthy quality. Everyone, without exception, begins as a small flesh lump who

is terrible at every perceivable task and can solve no problem on their own. The only

way for them to get better is through learning. This ability is not acquired easily as

one must almost always muddle through mediocrity when they first face a problem of

any type. As one continues to struggle, they gain knowledge, wisdom, and intuition

that allows them to steadily improve themselves thanks to their practical experience;

as one attempts to solve a problem familiar to them, they can reflect upon what they

have already done in a prior circumstance and either conclude that they should never

do something like that again or that they should consider trying something similar.

Admittedly, this is a hideous oversimplification of the learning process; however, this

descriptor for learning does serve as a suitable opening for adaptive memory, a core

concept of this thesis.

Consider the evolutionary algorithm (EA) [33]; it attempts to solve problems by

starting with randomly generated solutions that are of terrible quality. Over discrete

time steps, the EA gradually creates better solutions through the combination of dis-

tinct components of certain other solutions. In normal circumstances, EA do not create

new solutions while simultaneously considering what they have already done previously;

EA also make no attempt to dismiss any solution so long as it is presented as the best

solution that the EA has created relative to some myopic scale. In order to propose an

alternative to this current conduct, adaptive memory was made; this feature allows for

an evolutionary algorithm to create a sort of long-term memory for itself that allows

past experience to shape its future decisions.
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Combining long term memory with certain types of EA is not a novel concept.

In past work, EA have concerned themselves with retaining long term memory when

working with dynamic fitness landscapes [23]. These methods focused on remembering

which solutions were optimal when the fitness landscape of a problem was fixed in a

certain layout. The long term memory would then be referenced as future generations

of evolution occurred. This is not the only way that long-term memory can be used on

an evolutionary algorithm; This thesis proposes an alternative use of long-term memory

for EA that intentionally alters a static fitness landscape into another fitness landscape

that is remarkably similar. These changes are made in response to policies that are

encoded into the EA; the reactive fitness landscapes allow for a problem to potentially

be solved more effectively as the EA is encouraged to explore new areas of the search

space. This thesis presents the generalized form of the adaptive memory feature so

that it can be incorporated into many different types of EA. The thesis also shows how

adaptive memory grants the algorithm specific performance advantages.

Adaptive memory is not the only contribution that is made by this thesis. A large

portion of its content is devoted towards discussing a novel class of puzzles that have

come to be known as lamplighter puzzles. The puzzle proves to be a fun exercise in

combinatorial optimization and it would most likely serve as an interesting test case

for any sort of artificial intelligence that specializes in solving puzzles. The lamplighter

puzzle exists as a game where a player must navigate through a circuitous graph network

by jumping between its vertices in fixed increments; as they move between vertices, the

player alters the values that are stored in each vertex. The goal of the player is to alter

the graph so that it ends up identical to one of possibly many different goal states.

While discussing the lamplighter puzzle, this thesis shows many different theorems

about the subgroups generated by generating sets of states in the lamplighter group
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and what similar properties are shared between the states that exist in these various

subgroups.

These two novel contributions to the field of mathematics are combined together

to create an algorithmic solver of lamplighter puzzles that attempts to mimic human

behavior. This type of solver could be used by various instances for different types

of puzzles in order to create a quasi-measure of difficulty. The algorithm gradually

develops patterns of actions that make up a player’s strategy; the more time that

it takes for the algorithm to develop a strategy that solves the instance, the harder

the puzzle could be considered from the perspective of a player. With this measure,

certain puzzle instances are shown to be more difficult for the algorithm than others;

the implication put forth by this algorithm is that these puzzles would also prove to

be especially difficult for a human player. This algorithmic solver exists as a specific

example of using an EA with the adaptive memory feature.

1.2 Organization of Thesis

Following this introduction, the remainder of this thesis is broken up into the following

segments. Chapter 2 provides background on various topics that prove to be relevant to

the original work that is provided by this thesis. The topics discussed in the background

of this thesis are broken up into two main categories. The first portion extends up until

the start of Section 2.4; it covers topics pertaining to evolutionary algorithms and their

various representations. Certain specific representations that appear throughout the

remainder of the thesis are described in more detail within their own subsections. The

remainder of the background covers a brief review on the general ideas of group theory

4



and then places specific focus on the lamplighter group.

Chapter 3 then introduces the novel lamplighter puzzle, and describes its various

rules as well as its many possible variations. This is followed immediately by Chapter

4; this chapter presents mathematical proof regarding whether certain instances of the

lamplighter puzzle are solvable. Normally verifying puzzle solvability would require

an exhaustive search with a computational cost that scales exponentially with puzzle

size. Using the properties outlined in this chapter, puzzle solvability can be confirmed

using a technique that is far less costly. Following discussion on the lamplighter puzzle,

Chapter 5 formally introduces the adaptive memory feature that is used to alter the

existing EA. Chapter 6 then presents a suite of discrete combinatorial optimization

problems; the suite includes the novel algorithm for solving instances of the lamplighter

puzzle. The experiments in this thesis that are conducted on the problems in the suite

are then described in detail. Chapter 7 presents the results that were collected from all

of the experiments that were conducted and then Chapter 8 concludes the thesis with

some final remarks about the various results.

5



Chapter 2

Background

In order to properly introduce either adaptive memory or the lamplighter puzzle and

create any sort of connection between them, there are two disjoint topics of math that

first require thorough review: evolutionary algorithms and group theory.

EA are reviewed from a broad perspective so that it is made clear how they can

be applied towards all sorts of different problems. Prior to any actual background on

EA, a preceding section establishes the use of these algorithms on discrete problems by

describing the terms problem and solution using formal mathematical definitions.

There exist many different types of EA that can be applied towards a target prob-

lem, so a narrow focus is applied onto the specific EA that is used within this thesis;

examples are given regarding how this specific type of EA functions and generaliza-

tions are provided so that a reader may infer how other algorithms differ from the one

described in detail. Following the review of EA, the next section is devoted towards

the different classifications of representation that can be used by the EA. Two types

of indirect representation, one generative and the other non-generative are thoroughly
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examined within their own subsections; an explanation concerning the implication of

these descriptors for any representation is also included. In an effort to be as general

as possible, this discussion on representations is done without considering any specific

type of problems. One may refer to Chapter 6 in order to better understand how a

representation can be tailored towards a specific problem.

Once EA and their representations have been reviewed, this chapter pivots toward

a discussion on group theory. The field of group theory is vast in both breadth and

depth, therefore only a small assortment of specific concepts have been included in

the background of this thesis; said concepts are warranted for they are later used in

discussing aspects of the lamplighter puzzle. Following the discussion on the relevant

points of group theory, the specific group that this thesis is based around – the lamp-

lighter group – is introduced in earnest. The initial realization of the group is provided

first and then a brief summary is given on the general collection of lamplighter groups.

Following this summary, specific focus is placed upon the cyclic finite lamplighter group,

which serves as the main representation for the lamplighter puzzle.

2.1 Problem Spaces and Solutions

Prior to formally introducing EA, there are two terms that warrant clarification due

to their repeated use in later sections. These terms are problem and solution; the two

are often used liberally within the descriptions of many different algorithms; however,

in many instances, the reader is not necessarily told what exact formal definition these

words possess.

To state again, the writing in this thesis attempts to be as general as possible,
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therefore these two concepts are described without any specificity being attributed

toward a single instance of a problem nor to its corresponding solution; for this thesis,

the lamplighter puzzle serves as the central problem of its work and a description of it

can be found in Chapter 3. There are additional examples of problems that can be found

in Chapter 6. With the above said, the following definitions attempt to layout what

general structure could be used as an overview of the problem-solution relationship.

Definition 2.1.1. A problem denoted (SP , fs, h) consists of a search space SP of all

“possible solutions”, a score function fS : SP → Rk , k ∈ N, and a set of constraints h

that are placed on SP . Problems are motivated by the goal of optimizing fS in some

fashion while obeying all of the constraints in h.

The search space SP is also referred to as the problem space. It may be expanded

upon with its own definition that attempts to establish an order on the set SP .

Definition 2.1.2. A problem space consists of a set of symbolic structures – referred

to as the states of the space – and a set of operators over the space. These operators

create a notion of adjacency between the various states. Each operator takes a state as

input and produces a state as output, and two states can be considered adjacent when

they are connected by an operator. The operators may be partial and therefore not

defined for all states. [46]

With the right amount of abstraction, these definitions can be generalized to prob-

lems that are defined on continuous spaces of SP . For continuous problems, the problem

space can be thought of as sets of intervals for continuously defined values that make

up a domain. The majority of continuously defined problems concern themselves with

the optimization of functions defined over real vector spaces. In these instances, the

operators of the problem space that create “adjacency” merely establish how the space
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is cohesively connected. Euclidean distance metrics often serve as the main example of

this adjacency. Organization of spaces proves to be relevant when dealing with certain

algorithms. One algorithm example is the hill climber. It attempts to move points

through a space by displacing it with the use of a vector. [47]. When SP is discrete, a

problem is referred to as discrete and when SP is continuous, a problem is referred to

as continuous.

Definition 2.1.3. A solution to a problem (SP , fS, h) is any element of SP . A feasible

solution is a choice of solution that satisfies all of the constraints in h, and a solution

may be regarded as optimal if it is a feasible solution p ∈ SP that optimizes fS in a

fashion that is congruent with the goals of the problem. A solution is often referred to

as good in this thesis if it comes close to optimizing fS subject to an arbitrary relative

threshold.

Focusing more specifically on discrete problem spaces, other literature refers to

these as state-action spaces. Additional definitions can be provided in order to elaborate

upon these types of discrete problems. All of these ideas relate to well known concepts

that are already present in other areas of mathematics.

Definition 2.1.4. A state-action space is a directed graph network with labeled

vertices. Each vertex relates to a state of a problem and is given a score. Edges are

drawn between states using the relevant actions [35].

This definition can be better understood if it is broken up into three definitions

that describe each of the terms mentioned within its own contents.

Definition 2.1.5. A state, s, is a mathematical structure of parameters that combine

in some meaningful way such that it describes an element of a state space. For a given

problem, the set of all possible states can be referred to as S.
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Supposing that the game of chess was the problem being used as an example: a

state for this problem would be a display of the board that shows the position of each

piece and specifies the current turn player. A simpler example of a state for a different

problem could be done using a two-dimensional navigational maze; any route through

the maze that stops at a split junction could qualify as a state for the problem.

States are static, so there must exist another mechanism that allows for there to

exist transitions between states.

Definition 2.1.6. An action, a, belonging to the set of actions, A, pertinent to a

problem. Each a exists as a mapping with a domain and range equal to the set of all

states.

∀ a ∈ A; a : S −→ S (2.1)

To continue the use of examples, actions in chess would involve moving any of the

pieces across the board while obeying the rules of the game. Actions for a maze would

involve making choices regarding one’s movement through the passages of the maze

that occur at split junctions.

Using these two definitions, the state-action space graph can be constructed by

applying every action onto each possible state. States can be thought of as related if

there exists an action in A that turns one state into another. For pairs of states where

a(si) = sj, a directed edge is drawn originating from si and ending at sj. If an action

maps a state to itself, then it should be thought of as invalid on that state since it

essentially does nothing.

The divide between discrete problems that use and do not use state-action spaces

is somewhat arbitrary, but there exists a specific formalization that allows state-action

10



spaces to be formally written as problems. This formalization begins with the following

definition.

Definition 2.1.7. For a problem defined upon a state-action space, the initial state,

s0 ∈ S exists as the starting point for all solutions to the problem.

In order to write a solution, one must construct a sequence of actions ā that are

sampled (typically with replacement) from the action set A.

ā = anan−1...a3a2a1

Using this sequence, one begins at the initial state of the state-action space, and in

reading the first entry, a1, it transforms s0 such that the state s1 = a1(s0) is created

based off of the initial state. For problems that use state-action spaces, one’s goal

is to design a sequence of actions that are sampled from A. Subsequent states are

then created so that the next entry in the sequence generates a new state such that

si+1 = ai+1(si). The reading of this sequence corresponds to the creation of a path

through the state-action space. Sequences are designed so that they lead to goal

states. The definition of goal states is somewhat arbitrary for any state in the space

may be deemed as a goal state depending on the context of a certain problem.

While it admittedly sounds redundant, the goal of a problem defined on state-

action space is to create optimal goal states. The problem space of these problems

makes SP the set of all sequences that obey all the constraints, h, that are specific to

a problem. The scoring function, fS, evaluates sequences by judging the quality of the

goal state generated by the sequence. Optimizing state-action space problems involves

constructing better sequences that transform the initial state into a “better” goal state.
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Within this thesis, the clockwork puzzle introduced in Section 3 exists as an ex-

ample of a discrete problem that is defined on a state-action space; it has possible goal

states at any given state. It is worth noting that the state-action space for a given

problem can be realized in many ways depending on how the problem is defined. This

can be done by either having the algorithm conceptualize either the sets A or S in a

different fashion. The choice of representation can deeply affect the way that one may

approach a problem.

Example 2.1.1. Suppose one wishes to split up a twelve person team into three groups

of different sizes such that certain criteria are met. The state-action space for this

problem could be conceived as a set of twelve elements that must be broken up into three

specific subsets. Another representation could think of the problem as a construction of

a graph network with vertices corresponding to people and edges that imply two people

are in the same group. The state-action spaces may end up looking rather similar, but

one’s approach to the problem could be fundamentally different.

Now that both problems and solutions have been provided with ample background,

evolutionary algorithms can be reviewed in earnest as processes that attempt to auto-

matically create solutions to a problem to which they are applied.

2.2 Evolutionary Algorithms

For many families of problems, it is difficult to determine the best solution to a specific

problem instance within a tractable amount of time. In many cases, the computational

complexity for a problem is far too high; when this occurs, the idea of exhaustively

checking each and every feasible solution that can exist in the problem space is deemed
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to be ludicrous. Within a practical setting, time sensitivity for a real world project may

demand that solutions to a problem be produced by an algorithm expeditiously, so that

action can be taken promptly based on the results. In either of these cases, researchers

may opt against using deterministic algorithms that are guaranteed to eventually con-

verge to an optimal solution and instead use a heuristic algorithm. Heuristic algorithms

derive their name from the greek word “to discover”; they are designed to use trial and

error in order to produce solutions to a problem. None of the generated solutions are

guaranteed to be globally optimal; the algorithm simply settles for these near-optimal

solutions since they can be obtained in a far more tractable amount of time compared

to the amount of time it would require to deterministically find the global optimum [64].

As mentioned in Chapter 1, the large encompassing family of heuristic algorithms

that this thesis devotes itself towards is Evolutionary Algorithms [26]. EA solve prob-

lems through a nature-inspired model. More specifically, EA attempt to create sets of

candidate solutions such that the process of natural selection gradually produces better

solutions [21]. This encoded version of natural selection favors solutions that possess

designated fitness criteria that are closely tied to the scoring function of a problem

space. This process breeds together promising candidates with the expectation that

their offspring inherit traits that are observed to be desirable. The algorithm is de-

signed with the supposition that the offspring are to eventually surpass their parents in

quality as candidate solutions. The individual pieces of this concept warrant deeper ex-

planation, and so the following subsections provide greater detail about various aspects

of evolutionary algorithms.
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2.2.1 Genotypes & Phenotypes

EA are meant to create solutions to problems. As discussed in Section 2.1, problems

and their corresponding solutions often present themselves in many different forms

and styles. Due to the complex structure of some problems – particularly discrete

problems that use a state-action space – EA require a method where they can encode

characteristics that describe a solution rather than write a solution directly. This is

warranted due to the fashion in which an EA stores its solutions on a computer; it is

often the case that the raw information cannot be effectively translated into an actual

solution.

The solution encoding method used by EA draws inspiration from the work of Gre-

gor Mendel [9]. In his experiments, Mendel recognized that the outward appearance

of an organism is determined by the relationship between values stored upon strings:

their genetic code. The strings of code dictate their outward appearance and perturba-

tions of this code can have cascading consequences on the exact nature of the outward

appearance.

This outward appearance’s dependence on its corresponding string of code is re-

ferred to as the genotype- phenotype relationship. The genotype is meant to embody

all of the information that comprises an individual organism; real organisms have their

genotype written using the four nucleotides of DNA. The phenotype then describes the

exact manifestation of an organism based on its genotype. EA borrow aspects of this

relationship by using their own version of the genotype-phenotype relationship [51].

The algorithms encode and evolve genotype that are tailored towards a specific suite

of problems; this tailoring process replaces the nucleotides with some other set of rele-

vant values. The corresponding phenotype for these genotype are the solutions to the
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problem.

2.2.2 Chromosome and Representation

Throughout its run, an EA produces many different candidate solutions; a single can-

didate solution is encoded as an object known as a chromosome. A chromosome exists

as a string of entries referred to as loci (singular locus). The literal information that

is written within the chromosome is referred to as the genotype. By interpreting the

genotype, one can learn of its corresponding phenotype component: a manifestation of

a candidate solution. When working with an EA, the type of representation that one

uses for their genotype holds great sway over the resulting efficacy of the algorithm. In

practice, the selection of a representation decides what type of values are stored within

each locus of a chromosome. Different representations may either use the same set L for

each locus or use specialized sets for each entry such that a distinct set Li is required

in order to write entries in the ith locus.

Definition 2.2.1. Under the guidance of a representation, an EA encodes a genotype

space, SG, that contains every possible genotype combination for the chromosome. SG

is a search space of all chromosomes of length n, and it is equal to the Cartesian product

of the sets
⊕n

i=1 Li.

In order to translate a chromosome into solution to a problem, it must be passed

through fP , the phenotypic mapping of a representation.

Definition 2.2.2. The phenotypic mapping uses the genotype, SG, as its domain

and uses the phenotype space, SP , as its range.

fP : SG −→ SP (2.2)
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Note that the space SP mentioned in Definition 2.2.2 is the same as the problem

space SP discussed in Section 2.1; it is the space of all possible solutions that may

exist. The mapping fP is purposefully designed in tandem with the genotype of a

representation such that its image ends up being some subset of SP . It is important

that one exercises great care when designing a representation. If one uses a poorly

constructed mapping, an attempt to translate genotype into phenotype could make no

sense within the context of the problem. Chromosomes of this type are referred to as

degenerative. Degenerative solutions can be thought of as elements of the set SP that

do not obey the constraints, h, that exists for a problem.

With an ideal representation, fP is designed so that the image of its mapping

does not contain any degenerative chromosomes. When dealing with a specific problem

instance, this can be difficult as the amount of effort required from the programmer

in order to address every possible degenerative case can be quite frustrating. Deeper

discussion regarding choice of representation takes place within Section 2.3.

2.2.3 Fitness Functions

There is another important quality that belongs to each chromosome of an EA: a fitness

value. A chromosome’s fitness value is assigned by a fitness function that is intrinsically

tied to the problem being solved by the EA.

Definition 2.2.3 (Fitness Function). A fitness function fF is a function that assesses

how “good” a chromosome is within the context of a problem. It is a mapping that

takes genotype from SG and maps them onto some range of scores.

fF : SG −→ R (2.3)
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As a remark, it should be noted that most EA define fF as a composition of other

previously defined functions. The EA composes the mapping so that the genotype

chromosome are turned into phenotype using fP and then assigned a “fitness score”

using fS. In effect:

fF = fS ◦ fP : SG −→ R (2.4)

This relationship between the space of all possible chromosomes and their fitness is

often referred to as the fitness landscape. This composition of mappings is normal for

most EA; however, some problems may alter the way fitness is interpreted such that

fF functions differently. In general, the fitness function is meant to take chromosomes

within the genotype space, SG, map them onto a corresponding phenotype, and then

assign them a value with a scoring function that may not necessarily be the fS that is

provided by the problem being solved. A different fS that is defined by the EA may be

used instead. This alternate f ′S could be used in order to encourage certain patterns or

trends that may exist in SP . In effect:

fF = f ′S ◦ fP : SG −→ R (2.5)

In past work, certain EA that used altered fitness functions with f ′S ended up creating

better solutions to a problem than a similar EA that used the original scoring function

fS defined by a given problem [27].

2.2.4 Initialization of Evolutionary Algorithms

Using the framework of genotype and phenotype, the actual EA procedure can be

explained properly. The choices of genotype space and phenotype mapping precede the
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actual implementation of an EA, but once selected: the algorithm can begin properly.

Evolutionary algorithms can be highly stochastic in outcome when implemented.

The best solution that is obtained from one instance of EA often disagrees with the best

solution obtained by a separate instance. In order to accommodate the randomness of

EA, multiple runs are done in succession. Each run is meant to be done independently

from one another and researchers who use EA are expected to perform multiple runs. By

doing this, a researcher can average their run results and develop an understanding of

their algorithm’s consistency. The researcher could instead concern themselves solely

with finding the best solution possible; they would perform multiple runs and then

discard all but one of the run results. The number of runs performed, R, exists as a

hyper-parameter of the EA that is set prior to the execution of the algorithm; the value

of R does not affect the actual performance of the algorithm, its value determines the

amount of independent data that is gathered during the execution of the EA. The term

hyper-parameter is used to describe values that are relevant to the algorithm, but are

not specifically related to the problem that is being solved by the EA.

Within each individual run, the EA begins by generating a population of size P ,

where P is yet another hyper-parameter of the EA. The choice of P greatly affects the

overall performance of the algorithm; populations that are too small can lack diversity

and populations that are too large can prove to be inefficient. A population for an

EA is made up of chromosomes sampled from the space SG. While there do exist

entire fields of study dedicated to determining whether or not placing a bias on the

population initialization process is necessary [38], the standard procedure dictates that

each chromosome should be generated in an unbiased fashion. A uniform distribution

samples values from Li in order to generate the ith locus of each chromosome in the

population.
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Once the population has been initialized, each chromosome is assigned a fitness

value using the fitness function fS ◦ fP . As fitness is assigned to each member of the

population, special notice is given to the most fit member of the population and their

corresponding fitness. Following this evaluation, the iterative generations of an EA can

commence.

2.2.5 Generations of an Evolutionary Algorithm

Evolutionary algorithms are made up of iterative steps. Each iteration of an EA is

a time-step wherein the population is intended to undergo some form of change. An

iteration is often referred to as a generation of the EA. A single generation is broken

down into the following steps:

1. The selection operators create a population subset that is to be altered.

2. The reproduction operators copy specific members of the population identified

during selection and has them overwrite other population members identified

during selection.

3. The variation operators alter the new population members that were generated

during reproduction in order to promote diversity within the population.

4. The termination criterion is checked.

Selection operators examine the current population and then use a policy specified by

the EA in order to determine how they should alter the current population. Tournament

selection is a popular type of selection operator that is used throughout the entirety of

this thesis’s experiments.
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Example 2.2.1. A tournament [43] is a type of selection operator that randomly selects

T members of the population without replacement where T ≥ 4. Two of the T members

within the tournament that have the highest fitness are designated as the potential

“parents” of the subsequent variation operator. The two tournament participants with

the lowest fitness in the tournament are then slated for replacement.

Following selection, the reproduction operator copies the fit chromosomes that were

identified by selection. These copies then overwrite the unfit chromosomes that were

identified during selection. The copies are then immediately altered by the variation

operators. A variation operator exists as the crux of an EA for it is the mechanism

that creates new solutions from the existing ones found in the population. Variation

gradually guides the EA towards the creation of higher fitness solutions. Variation

operators do this by combining together positive traits of chromosomes and mutating

them in an effort to create an entirely new and better chromosome.

Many variation operators function by flooding the population with similar copies

of the highest fitness solution that can be found in the population; other variation oper-

ators focus on making stochastic alterations to existing solutions regardless of whether

they are of high or low fitness. The former category of variation operators focus on

the exploitation of promising solutions, while the latter category of variation operators

focus on the exploration of new areas of the genotype space.

Example 2.2.2. There exists a collection of variation operators known as k-point

crossover operators [55]. The implementation of k-point crossover involves having two

newly copied chromosomes act as “parents”. Each chromosome is broken into k + 1

partitions through the selection of k positions that exist somewhere along the length n

string of the parent chromosomes, breaking them into k+1 sub-strings. The sub-strings
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are then concatenated back together in an alternating fashion between the two parents

until two new chromosomes of length n have been constructed. These new “child”

chromosomes then take the place of their parent copies in the population.

Example 2.2.3. A supplemental type of variation operator that can be used in con-

junction with k-point crossover is known as the q-point mutation. The mutation consists

of selecting q loci from each newly formed child chromosome of the EA and overwriting

them with a new value taken from the set permitted under the representation.

Following selection and variation, the EA checks whether a termination criterion

has been met. If any of the conditions have been met, then the run for the EA ends and

no further generations are implemented. There are two types of terminating criteria that

are used commonly by EA. The first of these counts whether the number of generations

implemented has exceeded a threshold value that is specified as a hyper-parameter of

the algorithm; another common condition checks whether the most fit member of the

population has a fitness value that exceeds a specified threshold.

2.2.6 Performance and Hyper-Parameters

Following the completion of an EA run, researchers and observers alike are interested

with the performance of the run: a record of data that may be reflected upon after the

run is over. A study can decide to record whatever it wants as the performance of the

algorithm, but there is typical information that appears commonly as a performance

measure for different EA.

1. The best fitness value computed during the run.
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2. The number of fitness evaluations that were attempted prior to uncovering said

best fitness value.

These two values are commonly recorded since they succinctly describe how effective

their algorithm is at finding good solutions and how quickly it can do so.

Algorithms can be compared by recording the relative performance between differ-

ent types of EA that are applied against the same problem [66] [65]. Differences between

EA can either involve the representation used for encoding the chromosome, altering the

type of operators that are used, or by tuning the hyper-parameters differently. As one

works with their own specific type of EA, it is important that their hyper-parameters are

properly calibrated as performance results can vary wildly depending on the decisions

made by the programmer.

The results of EA depend quite heavily on the luck of pseudo-random number gen-

erators and so it is often the case that multiple identically initialized runs are conducted

in order to find the average performance. By observing various averages, one can better

understand the expected ability of an EA. These averaged performances for different

parameter settings can be better compared in order to calibrate an EA as effectively as

possible. The notion of averaging run performances is just one simple example; many

different types of analysis can be done in order to decide what type of parameters should

be used for an EA.
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2.3 Types of Representation

In Section 2.2.2 it was stated that some representations can create degenerative chromo-

somes. In general, there exist many different types of representation that can be applied

towards the same problem instance. The choice of representation made heavily affects

EA performance; cleverly designed genotypes that are arranged by a certain represen-

tation may create a smoother fitness landscape that can be more easily optimized by

an EA. To that end, this section discusses the different types of representation families

and then discusses a selection of representation that are used within the experiments

of this thesis.

The earliest practices of EA approached problems through the use of chromosomes

that attempted to have as little abstraction as possible. These chromosomes were

designed so that they could be translated to solutions in the most direct fashion. These

types of representation are aptly named direct representations.

Definition 2.3.1. A representation for an evolutionary algorithm is direct if SG
∼= SP .

Equivalently, a direct representation designs fP as a bijection from SG onto SP .

Any problem that involves the optimization of a real-valued function can be readily

solved by using an EA with a direct representation. Both the chromosome genotype

and the phenotype would exist as points in the space.

Due to their simple and intuitive design, it is understandable that direct repre-

sentations were the first type of representation designed for EA. In many cases, direct

representations are sufficient as the problem that is being solved by an EA does not

possess many degenerative chromosomes; there are many more cases where this is not

the case. While direct representations were a convenient option for many early prob-
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lems that were solved by EA, there came to be many more problems where they were

ill-suited. The structure of the problem was either highly prone to making degenerative

chromosomes or the chromosomes that made constraint-obeying phenotypes ended up

having terrible fitness.

Example 2.3.1. Consider the traveling salesman problem (TSP) [25]. A fully con-

nected graph is presented where the vertices and edges are meant to be thought of as

cities and as roads that connect each city. Each road has a distance quantity that de-

scribes the length between the two cities it connects. A salesperson is instructed to visit

every city and then return back to the city where they began. Any Hamiltonian-cycle

that exists as a sub-graph of the city-road graph is considered to be a feasible solution

that obeys the constraints of the problem. One solution is considered to be better than

another solution if the first solution’s cycle is shorter in length than that of the second

solution’s cycle.

Since the TSP is a combinatorial optimization problem, it can be defined using

a state-action space. The actions for this problem build the edges that make up a

Hamiltonian cycle on the graph; in order to create a Hamiltonian cycle each vertex of

the graph must be visited exactly once by a path that begins and ends at the same

vertex [59].

It is difficult to formulate a proper direct representation for the TSP that would not

be terrible in quality; this is because it is exceedingly difficult to create chromosomes

that are resilient against variation operators. These chromosomes can be initialized

easily enough since one only needs to write down an ordered sequence of the elements

1 through n; however, two general solutions cannot be bred together nor can a single

solution be mutated without making a degenerative chromosome [29]. In either situa-
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tion, the resulting solution violates the constraints that shape Hamiltonian cycles. For

example, if the cycle through six cities was written as (6, 4, 5, 2, 3, 1), then no single en-

try could be altered without destroying the six-cycle that exists in this list of elements.

If one element in the sequence was replaced with another value between one and six,

then it would an element twice and no longer be a proper six-cycle. One must tolerate

a large number of degenerative chromosomes existing in SG if they wish to use a direct

representation for their EA.

In order to address issues like those just mentioned, direct representations were

quickly succeeded by the far more flexible indirect representations.

Definition 2.3.2. A representation that is used by an EA can be categorized as indirect

if there does not exist any possible bijection between SG and SP .

Indirect representations may also be thought of as non-trivial instructions that

are used in order to transform genotypes into phenotypes. Indirect representations are

arguably the largest family of representations and are the most varying in performance

and structure. Two indirect representations that are applied towards the same problem

may get entirely disparate results depending on how each one is designed.

Example 2.3.2. Ashlock and McGuiness did work on the Self-Avoiding Walk (SAW):

a problem where a player navigates an n × m grid starting from the top-left square.

The player is instructed to touch each square exactly once [39] as they navigated the

grid. For their work, they solved the SAW puzzle with an EA that used two different

types of indirect representation. One indirect representation had each locus record

a cardinal direction; the phenotype mapping would then read the loci sequentially

and move a player around the grid subject to each move so long as it does not cause

them to either self-collide with their own path or fall off of the grid entirely. Another
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indirect representation for the self-avoiding walk uses an action set where it is assumed

that the player always has a forward facing direction. The number of actions in the

set was then reduced to three as the player was given the choice between: advance,

turn left and advance, or turn right and advance. The genotype space of the latter

representation ends up being much smaller than that of the former representation; the

EA then performed much better on the latter case as it was able to more readily create

solutions that were globally optimal [6].

Through the consideration of many different types of indirect representation this

thesis proposes a definition for certain types of indirect representations.

Definition 2.3.3. An indirect representation is referred to as robust if none of the

chromosome in its SG are degenerate.

Robust representations are better for EA as they increase the fitness quality of

the average solution that is created. As a trade-off: their fP tend to be far more

computationally expensive and complicated. The following example shows this to be

true for two different indirect representations that one may use for the TSP.

Example 2.3.3. For the TSP, one type of indirect representation can have each locus

contain a value of Zn where n is the number of cities. For this representation fP would

read each adjacent pair of loci and draw an edge between the two vertices of the graph

and create part of the path for the salesperson. If the same value ever appears twice

along the length of the chromosome, then the construction is suspended and a greedy

deterministic policy constructs the remainder of the edges for the Hamiltonian cycle.

Past experiments that used this representation found it effective as chromosomes

could still be initialized with Hamiltonian cycles as their phenotype by making each
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chromosome be some shuffling of the set Zn; additionally, this representation is robust

because as soon as it is about to violate a constraint, it changes its policy so that it still

makes a proper cycle. In spite of these successes, the representation still fares terribly

against variation operators. The deterministic policy made it difficult for the EA to

improve the quality of solutions since a large portion of phenotype construction ended

up ignoring the information stored on the genotype. Subsequent algorithms improved

upon initial issues by creating specific variation operators for the representation that

would repair degenerate chromosomes and recreate them as proper Hamiltonian cycles

and forgoing the use of a deterministic policy [58]; these improvements came with

their own issues as the improved algorithms would still have difficulty imparting child

chromosomes with the relevant characteristics of their parents.

Over time, further developments were made regarding the representations that

could be used for the TSP. New representations would attempt to have no degenerate

chromosomes as well as a strong relationship between parents and children; they would

do this by restructuring the fashion in which the chromosome stored information in

its genotype. The random key representation serves as an excellent example of this

restructuring [10]. It designed its chromosome so that each locus contained a value be-

tween zero and one. The mapping fP would construct solutions by rearranging the loci

from lowest value to highest and recording the shuffled sequence of locus indices. The

same technique used by the preceding representation would then be used to construct

Hamiltonian cycles only it would use the sequence of locus index values rather than

the locus values themselves. This method, while more elaborate, would always ensure

that a chromosome created a Hamiltonian cycle. These qualities made the random key

representation a very popular robust representation as it required no contingency policy

for dealing with degenerate chromosomes nor did it require any chromosome repairs to
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be done by the variation operator.

2.3.1 Generative Representations and Epistasis

There exists another category of representation separate from both direct and indirect

representations; these are known as generative representations. [3]

Definition 2.3.4. A representation for an EA is generative if each locus along the

length of a chromosome acts as a transformation that alters a base phenotype into

another phenotype belonging to SP .

In effect, the chromosome acts as a blueprint that can be decompressed into some-

thing much larger and more elaborate by reading it with fP . For certain discrete

problems, it is difficult to determine whether or not a representation is generative. In

some cases, each locus is able to have cascading effects on the outcome of the phenotype,

but not necessarily be altering an existing phenotype as it reads each locus.

The phenotypes that are made by chromosomes for generative representations often

depend heavily on patterns and relationships that exist between their loci; A single entry

being changed can drastically alter the resulting phenotype that is created. Thanks to

this relationship, these chromosome tend to be highly epistatic. Epistasis is a qualitative

description for chromosome representation that describes how dependent each locus of

a genotype is against one another when constructing the phenotype [48]. Generative

representations are not the only type of representation with chromosomes that can

prove to be epistatic. Many indirect representations like those described within this

chapter also prove to be epistatic as the alteration of a single locus has consequences

that ripple throughout the construction of a phenotype. The choice of problem itself
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is just as important as the choice of representation when it comes to determining the

amount of epistasis present in the chromosome of the EA.

Example 2.3.4. A fitness function whose value is comprised of the sum of the numeric

values stored within each locus would be an example of a problem with zero epistasis.

As contrast, almost any choice of representation that is used to solve the TSP would be

highly epistatic since each locus depends heavily on the string of loci preceding it [34].

Refer to Section 6.2 for more details on a specific type of representation that can be

used for this problem.

Generative representations are quite versatile in that they can be implemented

atop any kind of indirect representation. For example, the subsequent Section 2.3.4

describes a generative representation that can be used in tandem with any indirect

representation.

2.3.2 Adaptive Generative Representation

For many types of discrete problems that are defined on a state-action space, indirect

representations used by an EA to solve these problems use an SG such that each locus

samples a value from the set L; L is meant to equal the action set A for the problem. fP

would then read these loci in sequence and traverse the state-action space in order to

obtain a solution. With this method, many of the chromosomes in SG have a mediocre

fitness score as the actions written in sequence may appear nonsensical within the

context of the problem or violate many of the problem’s constraints.

In order to increase the efficacy of an EA, the search space ought to be refined

so that it only considers actions from the library that lead to solutions that are not
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trivially understood to be sub-optimal. For each locus, i, the library Li ought to be

restricted so that it only considers actions that are permitted from the current state.

Unfortunately, it is close to impossible to create this library subset. This is due to the

fact that the subset of the library that is available at a given locus is heavily tied to the

current state within the state-action space that one has arrived upon by following an

action sequence. Since the state is so important a subset must be defined based off of

si, the state within the problem space that a partial solution finds themselves in before

reading the ith locus. By basing libraries off of states, the search space for the problem

can be thought of as the n fold Cartesian product of Li(si).

Based on the concepts introduced thus far, it is possible to encode a sort of search

tree that tracks all of the different possible Li(si); however, a streamlined alternative

also exists. In order to properly create an encoding, an adaptive generative representa-

tion (AGR) can be used. The AGR [7] [44] [8] is a type of robust indirect representation

that can be used by EA; it uses chromosomes that are encoded as vectors of Rn. The

standard practice for the AGR is to restrict the vector entries such that each value

falls in the interval [0, 1); as a remark, this choice of interval can be easily altered as a

hyper-parameter of the EA. Such alterations end up having a negligible impact on the

performance of the algorithm.

For each entry of the chromosome, the AGR appraises the present state, si, that had

been made by reading the earlier entries on the chromosome. Using domain knowledge

of the problem that is written into the algorithm, the subset Li(si) is constructed by

filtering the general library L. Using the reduced action set, a mapping is formed

between the interval of the vector entry and Li(si). The mapping is constructed so that

the interval [0, 1) is divided into |Li(si)| sub-intervals of equal size. The choice regarding

which interval each of the moves maps onto exists as another hyper-parameter of the
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algorithm. This choice should be considered carefully based on the problem that is being

solved, since the adjacency of sub-intervals can be of critical importance whenever a

single locus value is mutated by the variation operator of the EA. After each interval is

assigned to one of the elements within the subset, the locus value can be read. Whenever

the locus value falls within one sub-interval of a given action, the phenotype made by

the chromosome uses said action at that locus. The genotype space, SG, of the AGR is

the n-dimensional space created over the interval [0, 1).

The AGR is undeniably useful for it is able to avoid all degenerative chromosomes

that can be considered by the coder of the algorithm. Additionally, by writing the rules

of a problem into fP , the quality of the average solution that is created by the EA using

this representation can be of far better quality.

Remark. The convention where the AGR uses continuous values to solve discrete

problems is the well established method used by EA; however, it is not necessary for

the representation to exist in this fashion. An AGR can also be written using a library

of discrete values. To do this, the EA identifies all of the probable sizes for the subsets

of the library that could exist at a given locus before running the algorithm. Following

that, the SG would have each locus simply be the lowest common multiple between all

of the numbers that were considered. When a subset is created, the AGR still creates

the intervals for the mapping, but they are now discrete intervals that break up the set

rather than continuous intervals; because the lowest common multiple of all possible

subset sizes is used to make the size of the subset: it is guaranteed that each sub-interval

is of the same size.
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2.3.3 Greedy and Biased Policies

When first proposed, the AGR was designed so that it only filtered out actions that

violated the domain rules of the problem or the actions that could easily be perceived

as terrible. This is done with the intent of making sure that the EA only dismisses

phenotypes that would be degenerate or could quickly be dismissed as unfit; potentially

good if not unusual solutions would still remain within SP .

In spite of these improvements, the filter created by the AGR can still prove to

be insufficient as the set of different unfit phenotypes that are permitted by the repre-

sentation may still be overwhelmingly in size. In such cases, a greedy or biased policy

can be implemented on the AGR so that many unfit phenotypes can be filtered as well.

This filter could either make it so that unfit phenotypes are less likely to appear or it

can remove them from the image of fP entirely.

In order to apply a greedy policy to the AGR, a policy function, p, is defined in

tandem with fP . The policy is designed by the programmer and uses domain knowledge

concerning the problem being solved so that it assigns a value to each action, a ∈ A ,

given the state s ∈ S that is implemented upon. This policy can be viewed as a feature

analogous to the scoring function only that it assigns value, v, to the actions relative

to the states they are applied to rather than to the states themselves.

p : A× S −→ R ; p(a, s) = v (2.6)

When reading each locus of the chromosome, the greedy policy assesses the value

of all actions that are available at the current state. Using these policy values, the
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AGR can use a trait featured in the Greedy Randomized Adaptive Selection Policies

(GRASP) and construct a restricted candidate list (RCL). [24]. The restricted candi-

date list considers only the R most effective options according to the policy and then

constructs the AGR mapping so that it takes equally spaced sub-intervals and maps

them to the options that are contained within the RCL. Should the number of actions

available be less than R then the entire set of actions is retained and passed to the

mapping; this results in the creation of fewer sub-intervals for these instances.

The use of the GRASP algorithm had been pioneered by Feo and Resende who

used it to solve combinatorial optimization problems without having to involve the

use of an EA [49]. Rather than evolving chromosomes, Feo and Resende would create

quality solutions by thinking of combinatorial optimization problems as multi-armed

bandit problems [13] designed such that there were very specific consequences tied to

each bandit. Later work would extend on Feo and Resende’s work with GRASP so that

it would be applied to EA [19]. Cotta and Fernandez did this by writing their genotype

to phenotype mapping so that each locus would focus on choosing the option from a

single instance of the RCL. This past work ended up looking remarkably similar to the

AGR, but the algorithm differed from the representation due to its inability to easily

deal with degenerate chromosomes without having the EA use a very specific crossover

operator.

When using GRASP in tandem with an EA that uses an AGR, one is able to sort

and rearrange the fitness landscape so that phenotypes that are formed with a greedy

mindset are all located within close proximity of one another. When entries from the

action set are placed upon the RCL, they can be ordered from least to most valuable

using trivial effort on the part of the EA. When using the AGR mapping, the ordered

RCL is able to place the most valuable option at the sub-interval with the lowest values,
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having the second most valuable option occupy the sub-interval with the second lowest

range of values and so on. This design choice is optional, but proves to be helpful for

the EA. Any small perturbations applied on single locus entries by mutation can be

thought of as choosing slightly more or less greedy actions from a given state.

The use of a greedy policy for the AGR prioritizes exploitation over exploration.

The exploration aspect of GRASP can be controlled by increasing the value of R until

eventually the global optima of the problem is contained in the image of fP . Meanwhile

the exploitation of the search space can be done by choosing a smaller R value. The

resulting image of fP will be filled with phenotypes that are created using a greedier

mindset; choosing too small of an R value might prevent the search space from contain-

ing the phenotype that corresponds to the true global optima of the problem. Similarly,

when R is too large, the fitness landscape could contain many useless phenotypes that

are far from being the true global optima. Deciding upon the proper R value for a

problem that is being solved with a greedy AGR is a separate, yet important part of

hyper-parameter tuning.

Rather than using GRASP to remove phenotypes from the search space of the

EA, a programmer can instead encode a bias policy into the AGR so that it favors

certain phenotypes. This bias would alter the fitness landscape based on how p valued

certain actions. Prior work concerning the benefits of such biases has been conducted

by Montgomery and Ashlock [44]. In their paper, the term bias refers to having the

solutions created by the chromosomes favor certain moves or patterns.

Similar to GRASP, these biases can be introduced into the representation by using

a policy that assesses the value of certain moves. Depending on how valuable a move is

the mapping of the AGR alters the size of the sub-intervals so that the more valuable
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moves are given larger sub-intervals. Using a biased policy as opposed to a greedy

policy can be advantageous for the EA as the bias is able to favor solutions that are

identified by the greedy heuristic policy implies, while not necessarily removing any

phenotypes from the search space of the EA.

2.3.4 The Alternator Ring Representation

There exist certain types of discrete problems such as the self-avoiding walk or the grey

coding problem where the number of discrete moves required to generate a solution

becomes large and unwieldy as the size of the problem increases. For these problems,

an EA is still able to be applied towards creating solutions to these problems as it

normally would; however, the corresponding chromosomes to these solutions that are

made by a non-generative representation end up being inefficient due to their length; the

overly long chromosomes would have difficulty reproducing or mutating better offspring

due to their the excess of information that is written in the genotype.

These long direct chromosomes often achieve fitness scores that are near optimal,

but they then fail to be mutated in just the right fashion so that they become true

global optima. These mutated children that are made from the near-optimal parents

are almost always less fit than their parents and they do not survive long within the

population. If the number of loci in the chromosome were to be smaller, then the

chances of variation altering the chromosome into a global optimum ought to increase.

To address this issue of length, a generative representation should be used so that

chromosomes of smaller length may be used to describe longer solution sequences. One

generative representation that has been used on these problems in the past encodes

automatic string generators that make use of the logical alternator operation [53].
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Definition 2.3.5 (Alternator). An alternator is an if-go-to command that records how

many times it has been executed. If in a given execution, it has been executed an even

number of times, it is ignored. When this is not the case, the alternator directs the

algorithm to another command.

Whether the alternator skips every even command read, odd command read, or

some other patterned instance of reads is just another hyper-parameter of the EA that

must be considered prior to execution. Through the use of the alternator command,

a generative representation known as the alternator ring representation, also known as

the “do what’s possible representation” (DWP), can be properly introduced [4].

Definition 2.3.6. An alternator ring is a coded length r string of commands that

is read cyclically in order to generate strings of arbitrary length under an alphabet A.

The elements that make up the string of the alternator ring are pulled from the set

Zr ∪A. When the reader for the alternator ring is shown an element from A, it writes

the element onto the string that is currently being generated so long as it is permitted

under the rules specified by the problem. When the reader sees an element from the

set Zr, it interprets it as an alternator. If the alternator has been read an odd number

of times, then it redirects the ring reader to another location within the ring that is

specified by the element listed. If the number of readings is even, then nothing happens

and the next element of the ring is read as normal.

The immediate benefit of using the alternator ring representation for an EA is that

its chromosome length of r can be chosen as a hyper-parameter for the EA. Tuning

this hyper-parameter proves to be very important as r values that are too small end

up producing solutions lacking in complexity; the solutions would be severely limited

in the type of phenotype that they are permitted to construct. Meanwhile r sizes that
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are too large will be difficult to evolve effectively. A reasonable value of r must be used

so that the solutions written by the ring can properly benefit from the intricacies that

come from mixing alternators and actions together in a ring. By controlling the value

of r, this space can have a much smaller – and hopefully better – fitness landscape

than one might work with when using another non-generative representation for a

problem. Due to the nature of the alternator rings string generator, many phenotypes

that would be feasible within the non-generative representation may not be feasible

phenotypes for the alternator ring representation. These specific phenotypes would be

made by chromosomes with entry patterns that cannot be replicated by the alternator

ring representation.

For poorly constructed rings, it is entirely possible that a ring is filled with just

alternators or that it is unable to write any of the actions permitted at a given state

due to them not being present on the ring; these issues would cause the EA to run

forever as it is trapped within the reading of a single ring. In order to avoid this issue,

a read limit is used as yet another hyper-parameter for the representation. The ring

reader for the generative chromosome stops reading its ring if it is unable to reach a

terminal vertex of the state-action space within R iterations.

2.4 Group Theory

Discussion shall now shift from topics of EA and instead delve into a quick summary on

group theory. To begin this review of groups, consider a set S and a binary operator ·.

By using two elements of S as operands for ·, new values can be created. With these

two items, a group G can be defined as follows.
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Definition 2.4.1. A group, G, is a set, S, combined with an operator, ·, such that the

following conditions are satisfied [50]:

• S is both closed and associative under the operation ·.

• The group contains a single identity element e.

• Each element g ∈ G has an inverse g−1 ∈ G.

Each of these three conditions in Definition 2.4.1 warrant further explanation and

shall be mentioned in order of listing. To begin, consider the closure of S under ·.

Definition 2.4.2. A set S is said to be closed under a binary operation · if only

elements within S are created when · is used with two elements from S as its operands.

This notion is stated mathematically through the following expression.

sk = si · sj ∈ S, ∀si, sj ∈ S. (2.7)

Following closure, the next group property of relevance is associativity.

Definition 2.4.3. A binary operation · is said to be associative on a set S if for a

line of sequential operations, the order that one completes the operations in holds no

bearing on the final value that is computed. Mathematically, associativity implies that:

si · (sj · sk) = (si · sj) · sk ; ∀si, sj, sk ∈ S (2.8)

The next two concepts of identity and invertibility are heavily dependent upon one

another within the framework of groups.

38



Definition 2.4.4. The identity, e, of a group, G, is a unique element that obeys the

following property.

e · g = g · e = g ; ∀ g ∈ G (2.9)

Definition 2.4.5. For all g ∈ G, the inverse of g, denoted g−1, is a unique element

that when used as an operand opposite g always results in e. Mathematically this can

be written as:

g−1 · g = g · g−1 = e ; ∀ g ∈ G (2.10)

A group is said to be Abelian or commutative if for any choice of g1, g2 ∈ G, it

is true that g1 · g2 = g2 · g1; otherwise a group can be referred to as non-Abelian or

non-commutative.

2.4.1 Subgroups & Generators

It is possible and often useful to consider smaller, more specific groups that exist entirely

within larger groups.

Definition 2.4.6. Le SG be a a set of elements belonging to a group G and let SH

by a subset of SG. If the elements of SH form a closed group when combined with the

binary operation ·, then said group is referred to as a subgroup H of the group G. H

is said to be a proper subgroup when SH is a proper subset of SG (|SH | < |SG|).

There exists an interesting type of set that can be formed by using subgroups and

one other element of a group together. This set is known as a coset.

Definition 2.4.7. Let G be a group and let H be a subgroup of G. For some g ∈ G
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the right coset Hg and left coset gH are two distinct sets defined by the following

construction.

Hg = {h · g ; h ∈ H} (2.11)

gH = {g · h ; h ∈ H} (2.12)

When dealing with either left or right cosets, the number of distinct cosets that

can be formed is always equal to the size of G divided by the size of H. Furthermore as

one constructs many cosets, it is true that for each possible choice of g ∈ G, should g

be found within any other coset Hg′, then Hg forms the exact same coset as Hg′. The

notation in the previous sentence specified right cosets; however, this is true for left

cosets as well. The use of cosets proves to be very important later on when describing

the lamplighter puzzle in Chapter 3. Similar to subgroups, there exist generators that

can be used to form groups.

Definition 2.4.8. Let Sg be some set of elements belonging to a group G. The group

〈Sg〉 is the set of all possible group elements of G that can be formed by operating

together some finite combination of elements in Sg under the · operation. If 〈Sg〉 = G,

then Sg is said to be a generating set or generator of G.

When G is an infinite group, it is implied that the generating set Sg is also able to

use the inverses for each element it contains as it generates the elements of its group.

Any attempt to form a generating set either succeeds in creating a generator of

G or instead makes a generating set for some subgroup of G. Similar to cosets, this

concept of generating sets proves to be important later on in Chapter 4 when discussing

the solvability of the lamplighter puzzle.
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Another concept important to groups that proves to be relevant later within the

contents of this thesis is the order of elements within a group.

Definition 2.4.9. For a finite group, the order of an element g ∈ G is the number

of unique elements that can be obtained by performing iterative operations of g with

itself.

Alternatively, if rg were to be thought of as r copies of g combined together by the

group operation, then one can think of the order of g as the smallest positive value of

r required to obtain the identity so that rg = e.

To tie two of the concepts together, a cyclic subgroup, is a subgroup generated by

a single element g ∈ G and its size is equal to the order r of the element g.

2.5 Lamplighter Groups

Now that groups and subgroups have been brought up, the family of groups central to

this thesis can be introduced properly: the lamplighter group denoted as L2.

The lamplighter group was first introduced by Kaimanovich and Vershik who used

it to describe random walks performed on discrete groups [36]. It has since been the

subject of interest for additional work in random walks [42] and in the construction of

automata [32] while also serving as an interesting example for wreath product groups.

Wreath product groups exist as a specific family of groups that are created by combining

functions of groups together; one group has elements that make it isomorphic to the

homomorphism group for another group. When the elements of the wreath product

group are operated together, the homomorphism is applied to the second group element
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`

0 1 2 3 4 5 6-1-2-3-4-5-6 ......

Figure 2.1: An example of a lamplighter group state with lamps that span forwards and
backwards unto infinity.

before each individual group operator is applied to the component group elements. In

essence, they are a special type of group that is created by combining together two

component groups in a certain way.

To illustrate the scenario of the lamplighter group, picture a long cobblestone street

that extends out infinitely in both directions. Along the street there are evenly spaced

street lamps; a central lamp is labeled as the zeroth lamp and the lamps on its left and

right are all numbered based on their incremented position relative to the zeroth lamp

using positive and negative values respectively.

There is a lamplighter who stands beneath the zeroth lamp. Fig. 2.1 describes

this initial arrangement. The lamplighter is able to move between lamps and alter the

state of illumination for any lamp as they move up and down the street; during its

initial conception, lamp posts could only be set to either on or off. The movement of

the lamplighter is restricted as their movement always places them beneath one of the

lamps on the street.

A state of the lamplighter problem describes what setting of illumination each

lamp has and also records the position of the lamplighter. Due to there being an

infinite number of lamps, the writing of a lamplighter state assumes that all lamps are

turned off and then lists the lamps that have a different setting.

From a mathematical perspective, each lamp is a value of Z2 and the value of
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`1

0 1 2 3 4 5 6-1-2-3-4-5-6 ......

Figure 2.2: An arbitrary lamplighter state with lights that are set to both “on” and “off”.

every lamp is a value of
⊕∞

i=−∞ Z2. To add the position of the lamplighter to this, a

lamplighter state can be stored as a value of Z⊕
⊕∞

i=−∞ Z2.

For the sake of convenience, it is helpful to break up a lamplighter state into two

components: k and C. The k-component tracks the position of the lamplighter and is

an element of Z. The C-component is far more vast in size for it describes the state of

every single lamp relative to the post at the zeroth position.

Due to its infinite size, many different representations have been used in past work

to express the C-component of a lamplighter state. Some work has described it by

using a list of indices that specify which lamp posts are set to “on” while assuming

all others are “off”. [18] A lamp value of “1” then specifies a lamp that is on while a

value of “0” denotes an extinguished lamp. Other work has described C-components

by writing them as the sum of different powers of x spanning from negative infinity

to infinity [1]; A polynomial power being present in the sum would correspond to that

lamp post being turned on.

Throughout the entirety of this thesis, a hybrid of these two techniques is used

where a C-component is written as the sum of standard basis vectors ei such that

i ∈ Z. To give an example of a state written with this representation, Fig. 2.2 depicts

`1 = (k, C) = (3, e−5 +e−3 +e−1 +e4 +e5). Note that the lamplighter stays by the third

lamp post and the entries of the standard basis vector in the sum each correspond to a

lit lamp (shown with white).
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2.5.1 Operation on Lamplighter Group

There are two ways to state the operation for the infinite lamplighter group. The first

way can be regarded as easier for it requires an understanding of the generators that can

construct any single state. Lamplighter states can be described as modifications that

are made onto the identity state. The identity state of the infinite lamplighter group

is depicted in Fig. 2.1 with all of its lamps turned off and the lamplighter stationed at

the zeroth lamp post. States can then be written in terms of two generators that form

the entire group.

The first generator a corresponds to the state (0, e0); the lamplighter alters the

setting of the lamp post that they are currently positioned under. The second generator

t corresponds to the state (1, 0); it has the lamplighter move forward to the next lamp

in a positive direction; should one wish to move backwards, they use the inverse of this

generator t−1.

States are then written as a sequence of these two generators that are read from

left to right. As an example of one such sequence, the state in Fig. 2.2 can be written

down as `1 = (t−5at2at2at5atat−2); as one reads the sequence from left to right, they

perform a series of moves that gradually create `1. First go five lamps to left, alter a

lamp state, go to lamps to right, alter a lamp state, and so on until the full state is

generated. This sequence for creating the state is not unique, but it does prove to be

the shortest path that the lamplighter can take in order to generate the state. The com-

putation of shortest paths exists as yet another area of interest for lamplighter groups;

a similar notion to shortest paths appears again later in Chapter 3 when discussing the

lamplighter puzzle.
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`1

0 1 2 3 4 5 6-1-2-3-4-5-6 ......

`2

0 1 2 3 4 5 6-1-2-3-4-5-6 ......

`3

0 1 2 3 4 5 6-1-2-3-4-5-6 ......

`4

0 1 2 3 4 5 6-1-2-3-4-5-6 ......

Figure 2.3: An example where two lamplighter states are combined together using the group
operation. The third state is made by sequencing the generators in one manner
while the fourth state is made by swapping the order of the generators.

Two states of the lamplighter group can be operated together by taking the se-

quence of generators from one state and concatenating them with the sequence of gen-

erators for the other state. This operation almost always proves to be non-commutative

as the lamp posts lit by the second state are all done relative to the lamplighter position

one has from the first state.

As an example, refer to Fig. 2.3; this example combines the states `1 and `2. The

state `3 combines the two states together with `1 being generated first and `4 combines

them with `4 generating `2 before `1.

Example 2.5.1. The state `3 can be written with the concatenation of the two gener-

ators, but can also be simplified as shown in the following equation.

`3 = (t−5at2at2at5atat−2tat−7atat2at2) = (at−5at3atat6at−3) (2.13)
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Meanwhile the concatenation that makes `4 can be simplified into a different state as

shown in the subsequent equation.

`4 = (tat−7atat2at2t−5at2at2at5atat−2) = (t−5atatatat3at2atat−2) (2.14)

Concatenating generators together has the benefit of breaking down a lamplighter

state into very simple pieces, but the second proper realization of the lamplighter oper-

ation of the lamplighter group is able to compute states in a far more succinct fashion.

Prior to discussing this second realization, recall that the lamplighter group is a wreath

product [45] with L2 = Z2 o Z. Due to this property, the operation between states of

the lamplighter group can be done via an operation denoted as modulo rotary addition.

This operation works best by using the notation where a state ` = (k, C) as discussed

earlier in this section.

Definition 2.5.1. Between two elements in `1, `2 ∈ Ln, binary rotary addition, +r,

serves as a group operation on the set through the following operation.

`1 +r `2 = (k1, C1) +r (k2, C2) (2.15)

= (k1 + k2, σ
k2C1 + C2 (mod 2)) (2.16)

Where σ is a permutation of the indices of a C such that the if the list of indices of C

were to be (. . . , c−1, c0, c1, . . . ) then σC would be (. . . , c′−1, c
′
0, c
′
1, . . . ) where c′0 = c−1,

c′1 = c0, and c′−1 = c−2.

In practice, (mod 2) is often omitted from the writing of binary modulo addition,

but it is always implied.
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Proving that this operation can serve as a suitable group operation for the set of

lamplighter states does not come immediately, thus the following theorem is provided

in order to verify its validity.

Theorem 1. +r is a valid group operation for Ln.

Proof. The identity element of the set under this operation is the state where all lamps

are set to their zeroth setting and the lamplighter is positioned at lamp zero. Using

(k, C) notation, the identity can be written as the state e = (0, 0).

Additionally, every element ` ∈ Ln possesses a unique inverse element `−1 that

when rotary added with it, in either order, produces the identity element; the inverse

of an arbitrary element, ` = (k, C), is:

`−1 = (−k, σ−kC). (2.17)

Verification that this general form is indeed the inverse of any element can be done by

calculating the two following values.

`+r `
−1 = (k, C) +r (−k, σ−kC)

= (k − k, σ−kC + σ−kC)

= (0, 0)

`−1 +r ` = (−k, σ−kC) + (k, C)

= (−k + k, σk−kC + C)

= (0, 0)

Lastly, in order to demonstrate that the operation is associative, consider three elements
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in Ln being added in one of the two following fashions: either `1 +r (`2 +r `3) or

(`1 +r `2) +r `3.

`1 +r (`2 +r `3) = `1 +r (k2 + k3, σ
k3C2 + C3)

= (k1 + k2 + k3, σ
k2+k3C1 + σk3C2 + C3)

(`1 +r `2) +r `3 = (k1 + k2, σ
k2C1 + C2) +r `3

= (k1 + k2 + k3, σ
k2+k3C1 + σk3C2 + C3)

The end result of either computation on arbitrary elements yields the same value and

thus the group operation must be associative.

With these conditions confirmed, binary rotary addition is now guaranteed to be

a valid group operation on Ln.

It is worth mentioning that the lamplighter group using this operation, or any

similarly defined operation, is not commutative.

Corollary 1.1. The group (Ln,+r) is non-Abelian.

Proof. Consider the elements `1, `2, ∈ Ln. Combining these elements with +r while

swapping their operand positions yields the following values.

`1 +r `2 = (k1 + k2, C1 + σk1C2)

`2 +r `1 = (k1 + k2, C2 + σk2C1)

Unless the two elements are inverses of one another or both C components are equal to

zero, C1 + σk1C2 6= C2 + σk2C1, thus the group is not commutative..
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Referring again to the example operation in Fig. 2.3, The creation of the state `3

is completed through the use of modulo rotary addition in the following computation.

Similarly, `4 can be solved using operands of reversed positions.

`3 = `2 +r `1 (2.18)

= (−1, e−6 + e−5 + e−3 + e1) +r (3, e−5 + e−3 + e−1 + e4 + e5) (2.19)

= (3− 1, σ3(e−6 + e−5 + e−3 + e1) + e−5 + e−3 + e−1 + e4 + e5) (2.20)

= (2, e−3 + e−2 + e0 + e4 + e−5 + e−3 + e−1 + e4 + e5) (2.21)

= (2, e−5 + e−2 + e−1 + e0 + e5) (2.22)

`4 = `2 +r `1 (2.23)

= (3, e−5 + e−3 + e−1 + e4 + e5) +r (−1, e−6 + e−5 + e−3 + e1) (2.24)

= (−1 + 3, σ−1(e−5 + e−3 + e−1 + e4 + e5) + e−6 + e−5 + e−3 + e1) (2.25)

= (2, e−6 + e−4 + e−2 + e3 + e4 + e−6 + e−5 + e−3 + e1) (2.26)

= (2, e−5 + e−4 + e−3 + e−2 + e1 + e3 + e4) (2.27)

(2.28)

When one concatenates generators to create a state, all that they are doing is binary

rotary addition on two states while arranging the operands in a specific fashion. These

two states would be a = (0, e0) and t = (1, 0). To properly construct any state, the

generators should be written so the left most generator in the sequence is the right most

operand for binary rotary addition; as one reads the sequence from left to right, each

generator is placed as an operand on the left of the one before it.
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`1

0 1 2 3 4 5 6-1-2-3-4-5-6 ......

Figure 2.4: An example of a lamplighter state where each lamp may be set to one of many
possible settings.

2.5.2 Variations of Lamplighter Group

There exist many different versions of the lamplighter group. One simplifies it down to

a more understandable setting while all other versions only complicate it further. All

of these variations maintain the group property of the lamplighter arrangement, while

re-imagining certain aspects of its analogy.

During its original conception, the lamplighter group was designed such that lamps

were represented by Z2; this was done so that a lamp could have two values to store

as on and off respectively. In general, the value stored by a lamp can be something far

more complicated.

For instance, lamps that are able to take on one of c possible settings would store

values of Zc; in these instances the values of the lamps must be ordered such that two

light settings are adjacent, hence the use of Zc for light settings. C-components of

these states would still write a sum of standard basis vectors to describe the state of

the lamps, but multiply each vector with a scalar that would specify the setting of each

lamp.

Physical interpretations of this lamplighter group could use either lamps who have

a gradually increasing level of luminosity or lamps that cycle through some gradient of

colors. The diagram in Fig. 2.4 depicts the former suggestion in a case with five different

bulb settings. The darkest lamp posts are represented as zero within the C-component

50



and incrementally increase to the most illuminated setting represented as 4ei.

When multiple settings are possible for a lamp post, the lamplighter group’s no-

tation is altered to Lc; these groups can use the same generating set as L2 by simply

having more uses of a adjust each lamp setting to the desired value. When thinking of

operations on these states, binary rotary addition can be generalized.

Definition 2.5.2. Between two elements in `1, `2 ∈ Lc, modulo rotary addition, +r,

serves as a group operation on the set through the following operation.

`1 +r `2 = (k1, C1) +r (k2, C2) (2.29)

= (k1 + k2, σ
k2C1 + C2 (mod c)) (2.30)

In writing, (mod c) is almost always omitted, but still implied.

To generalize even further, a lamp need not necessarily be represented by some

single scalar number. Vectors, matrices, and other mathematical objects that can be

formed into finite groups may also be used to represent a single lamp post setting.

In order to use an operation on these types of lamplighter groups, a group must

first be prescribed for use on each entry of a C-component. For the lamplighter groups

up to this point the group (Zc,+) has been used, but now any set of elements combined

under a group operation can be used instead.

Yet another generalization focuses not on the the lamp posts, but on the lamplighter

instead. In the base case, the lamplighter is one individual who is moved across the

street in order to illuminate all of the lights. More lamplighters may be added to this

scenario, each one being positioned under their own lamp. The identity element for

this version of lamplighter groups would position all of the lamplighters at the zeroth
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lamp and each one would be controlled by separate actions.

For lamplighter groups with h lamplighters, the group can be represented by us-

ing k-components from the set
⊕h−1

i=0 Z and C-components from the set
⊕∞

j=−∞ Zc

combining the states into a set notated as Lc,h. The generators used by this group

technically only require that t be augmented into ti, i ∈ Zh where each possible value

controls the movement of a single lamplighter. In order to still generate all of the pos-

sible lamplighter states, only one lamplighter is required the use of the action a. This

one lamplighter would be trusted to illuminate everything while the other lamplighters

would worry themselves with getting to the proper position of a state that they are gen-

erating. In spite of this technically being a generating set, most work concerned with

the use of multiple lamplighters has used a generating set that allows each lamplighter

to light lamp posts by including ai, i ∈ Zh in the generating set. These generators

would alter the setting of the lamp that the ith lamplighter is positioned under. The

motivation behind the inclusion of these generators stems from these lamplighter groups

being concerned with planning the shortest walks for each of their lamplighters while

still generating some arbitrary state `. The various lamplighters would distribute the

responsibility of lighting the lamps in an attempt to be as efficient as possible.

While generators translate seamlessly to the multiple lamplighters scenario, the

modulo rotary addition operation has difficulty being adapted in the same fashion unless

it specifies a “pivotal” lamplighter. Due to the k-components of these lamplighter states

being arrays of values with multiple entries, it is unclear which entry, ki, should be used

to create the permutation σki . In other words: which of the h lamplighters is “pivotal”

when combining two states together?

One work around for this issue is to select one lamplighter and fix their entry ki to

52



be used on σ. Another possible approach involves modifying modulo rotary addition

such that it involves a new parameter.

Definition 2.5.3. Between two elements in `1, `2 ∈ Lc,h, modulo rotary addition, +r,i,

is defined as follows:

`1 +r,i `2 = (k1, C1) +r,i (k2, C2) (2.31)

= (k1 + k2, σ
k2,iC1 + C2 (mod c)) (2.32)

In other words, the ith entry of k2, k2,i will be used so that the permutation σk2,i will

shift C1 and have the lamp posts added together relative to that shifting. As usual, the

(mod c) is almost always omitted in writing.

This issue of multiple lamplighters could also be addressed by using σK , where K

is the sum of each ki. This would be able to properly generate states so long as every

lamplighter position was zero except for one of them. All of these variations can be

incorporated into the lamplighter puzzle and shall be brought up again in Chapter 3.

The final variation to be covered within this thesis is the only one that simplifies the

structure of the lamplighter group; the lamplighter puzzle bases itself entirely around

this specific variation.

The cascading infinity of street lamps in the standard lamplighter group can be

re-imagined in a more limited setting. Suppose instead of a straight street that goes

on indefinitely in both directions there are n lamps that are arranged on a roundabout

street; the lamp posts are now numbered such that one post in the circle is numbered as

zero and then the lamp posts that follow it in a clockwise direction are numbered in an

incrementally increasing order. Meanwhile, the lamplighter is positioned beneath one of

the n lamp posts. This instance is referred to as the finite cyclic lamplighter group [54]
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Figure 2.5: An example involving operations that combine together finite cyclic lamplighter
states.

and is denoted as Ln,2; this case is often written in generalization as Ln,c, where as

before, c states the number of possible settings for each lamp. States from the finite

cyclic lamplighter group can be expressed as values of Zn⊕
⊕n−1

i=0 Zc. Consequently the

number of states can be computed as ncn.

When describing states of Ln,c, the k-component and C-component can be used

just as they had been in the infinite case; now that the C-component is finite it is

possible to plainly write out the vector for a lamp state rather than listing standard

basis vectors corresponding to certain entries of note. Both approaches will be used

within this thesis: the standard basis form when convenient and the fully written form

when the sum of standard basis vectors would come across as clunky and long-winded.

The generators of a and t can still be used for Ln,c and the group operations that

combine two states together can still be done just as they were in the finite case. Modulo

rotary addition can also be adapted easily into the finite case by altering σ such that it

cycles the entries of the C-component in the right operand such that they wrap around.

σ(c0, c1, · · · , cn−1) = (c−1, c0, · · · , cn−2) (2.33)
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To show an example of combining states together, Fig. 2.5 depicts `2 +r `1 = `T ;

the state `1 = (3, 101010010110) and `2 = (6, 000000101000) combine together to form

`T = (9, 101010010011). One can verify quickly that this operation is still far from

commutative in the finite case just as it had been in the infinite case.

The variations of the lamplighter group that had been seen during the infinite

case can easily be mixed in with the finite cyclic case. Multiple lamplighters can be

incorporated into a finite cyclic lamplighter instance and an instance with h lamplighters

can be arranged into one of nhcn unique states. Just as it had been for the case with

the infinite lamplighter, h different group operators +r,i are used to determine around

which lamplighter σ rotates the C component of one state.

Similarly, the actual lamps in the finite lamplighter case can also be arrays of

values rather than just acting as scalars. Assuming that the number of possible array

compositions is equal to N , the number of states for the finite cyclic lamplighter group

with array lamp posts would be nNn.
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Chapter 3

The Lamplighter Puzzle

For as long as people have been sentient – and not struggling to survive – they have

been looking for sources of entertainment: ways to amuse themselves between their

exertions of exhaustive, essential effort. The world offers entertainment to people in

many different varieties and scopes; this vast span of entertainment can be partitioned

into two categories: interactive and non-interactive. The non-interactive kind such

as spectacles and shows leave audiences captivated by phenomena that they witness,

yet are unable to affect. Television, movies, books, and concerts fall under this first

category. Meanwhile, the interactive type of entertainment intends for the opposite: an

experience where the audience actively contributes toward the situation that unfolds

before them. Within this broad spectrum of interactive entertainment, there exist

games; logical puzzles that invigorate the mind by presenting situations and choices to

an audience that would normally have no relevance in real world situations. This thesis

hopes to contribute to the library of games by presenting a new type of single-player

puzzle: the lamplighter puzzle.
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The lamplighter puzzle exists as a massive extrapolation of a small segment found

within the video game “Resident Evil 4” [12]. The main premise of Resident Evil

focuses on survival horror, but small instances of its game-play involve puzzle solving

elements. Near the start of the game, there is a small optional puzzle where the player

attempts to release a treasure that is trapped within a stone dais. The dais has a

mechanism on it with several symbols positioned as if they were the symbols on a clock

face only it has eleven positions instead of twelve. The player is able to rotate an arrow

in the center of the dais. When rotated, the arrow comes to a rest after moving a

fixed number of increments, and the symbol it lands upon becomes illuminated. The

player’s goal is to make a certain sequence of symbols light up using only certain types

of arrow rotation. The puzzle is quite brief and only ends up taking no more than ten

minutes of the player’s time; however, the overarching mechanism of the puzzle proves

to be exceedingly fascinating. As this thesis demonstrates: several more convoluted

and challenging puzzles can be derived from this small segment. Furthermore, the

mathematical rigor required to solve these puzzles is far from trivial and can be used

to create many useful identities relevant to the lamplighter group as a whole.

The lamplighter puzzle presented by this thesis is not just meant to be solely used

for entertainment purposes. It can also serve as a helpful pedagogical tool. Students

of elementary and secondary school age are never exposed to any sort of discrete or

combinatorial math until they are well into their post-secondary education [28]. Stu-

dents may never realize that they appreciate this area of math for they stop taking

math courses long before their exposure to its more unusual topics. Thus, a stronger

emphasis should be placed on teaching graph-based and combinatorial math to these

younger students so that they may make better decisions regarding their possible future

in mathematics.
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Now that thorough description of the lamplighter group in Section 2.5 has been pro-

vided, the right framework is in place so that the lamplighter puzzle may be adequately

described.

Example 3.0.1. Picture an ornate Victorian era device consisting of a large metal

wheel with twelve evenly spaced illuminated bulbs along its periphery. A prong shaped

implement stretches out from the center of this device to its rim and has a lighting

mechanism attached to one end. The pendulum is always positioned such that it hovers

over one of the bulbs.

The player is given control over this device and is told that they must extinguish all

of the lights along its edge. The player observes that they can only affect the machine

by pressing one of two buttons. Pressing the first button, the player watches as the

pendulum swings clockwise by three bulbs, stops, and then extinguishes the bulb that

it lands upon. Pressing the other button, the prong swings onward by four increments

instead and extinguishes the lamp it lands upon.

Being a dutiful scientist, the player does repeated experimentation with both but-

tons and finds that they both consistently sweep clock-wise by the same number of

increments each time they are pressed. Presuming this to be an easy task at first, the

player then notices that if the prong comes to rest atop a bulb that is currently off, it

instead re-illuminates that bulb. The player is now left to complete their task for they

have now gathered all of the relevant information required to do so.

This description of the puzzle is far from intuitive. Section 2.5 had described the

lamplighter group as a street with a lamplighter walking between lamps in order to

illuminate them. For the puzzle to suddenly be stated as a machine is admittedly

somewhat confusing, but assuredly for a good narrative reason.
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This reason stems from the fact that the lamplighter puzzle works with player ac-

tions that implement fixed increments of movement for the lamplighter. When trying

to think of the lamplighter as a person, it seems nonsensical to place such unusual

restrictions on them; therefore the machine is used instead as a player can easily ra-

tionalize why the machine must obey fixed incremental restrictions. Other disconnects

between the lamplighter analogy and the lamplighter puzzle become apparent later on

as complex moves and unusual variations of the puzzle are discussed in deeper detail

later within this chapter.

As an aside, the use of a machine analogy for the lamplighter puzzle is born from

the puzzle’s original conception being done without any prior knowledge about the

lamplighter group. The original version had been referred to as the clockwork puzzle

and had the player think in terms clocks and clock hands. The player would only

be allowed to increment the clock hand by fixed amounts and as it landed upon a

number on the clock, the light corresponding to that number would change settings.

When it was later realized that the clockwork puzzle was just an aesthetic re-imagining

of the lamplighter group, the puzzle was altered into being the lamplighter puzzle as

presented within this thesis: an intricate device that lights lamps along a metal wheel.

Aesthetically different descriptions of the lamplighter puzzle definitely exist, but are

ignored for now as focus is directed towards the mechanics of the puzzle itself.

3.1 Puzzle Rules & Instances

To generalize beyond the introductory example, a lamplighter puzzle is a single-player

game that is played over discrete time steps through the movement between states of the
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set Ln,c. Transitions between states are done using a set of prescribed actions that are

chosen specifically for a puzzle. Though the puzzle was initially conceived specifically

on the set Ln,2, almost every theorem in this chapter can be generalized easily onto Ln,c,

so this slightly more complex version of the lamplighter puzzle is instead presented as

the puzzle’s base.

Since the lamplighter puzzle is a discrete problem, one can refer back to Section 2.1

and recall that the puzzle may be interpreted as navigation through a problem space

or state-action space mentioned back in Definition 2.1.4 of Section 2.1. As a reminder,

this exists as a graph whose vertices exist as the states of Ln,c. The root vertex of this

graph is the initial state, `0, of a lamplighter puzzle instance.

Definition 3.1.1. The initial state of a lamplighter puzzle `0 is one specified state

selected from the set Ln,c; it is the lamplighter state that is presented to a player at the

beginning of the puzzle.

The edges of the state-action space’s graph are dictated by the action set of the

lamplighter puzzle.

Definition 3.1.2. The action set, A, for the lamplighter puzzle is comprised of states

such that A ⊂ Ln,c Directed edges for the discrete problem space of the lamplighter

puzzle connect states together by using individual actions a ∈ A.

From the originating vertex vo to the destination vertex vd, let `o and `d be the

states stored within vo and vd respectively. The directed edges are drawn using a as

the left operand of modulo rotary addition.

`d = a+r `o (3.1)
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Each time that the player updates their state by applying an action to it, their

state is labeled `i, where i tracks how many actions have been taken by the player thus

far.

As is the case for any discrete problem defined over a state-action space, the player

is intended to approach a goal state found within specific terminal vertices of the graph

in order to win. For instances of the lamplighter puzzle, a designer may choose any set

of states as the goal.

Definition 3.1.3. A goal state `g is any state belonging to the set LG ⊂ Ln,c. If a

player’s current state `i is ever equal to a goal state than the player has successfully

completed the puzzle.

While success is credited to the player by simply arriving at any of the goal states,

an added challenge or measure of achievement can be given to the player by suggesting

that they reach a goal state while using as few actions as possible.

Note that for the definitions provided, no specificity of these parameters is required

for creating a lamplighter puzzle; this is due to there being no restriction on one’s choice

of these parameters within the set Ln,c. Lamplighter puzzle design revolves around

building instances.

Definition 3.1.4. A lamplighter puzzle instance is specified by selecting a choice of

`0, A, and LG.

Remark. By picking one possible initial state, there exist at least ncn initial states.

Through the consideration of the power set principle [16] in order to tally the number of

possible choices for A and LG as subsets of Ln,c, one can compute that there exist 2ncn

possible choices of subset in either case. Each of these choices are made independently

from one another, therefore there exist ncn22ncn different lamplighter puzzle instances.
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While it may be true that the number of theoretically possible instances for the

lamplighter puzzle is quite staggering in size, many instances are of trivial interest.

Later within Section 3.3, a subset of instances that share properties that would be

appreciated by a player due to their simplicity are defined.

3.2 Reachable States & Solvable Instances

With the state-action spaces of the many different lamplighter puzzles framed in terms

of puzzle instances, discussion may now shift towards focusing on whether a puzzle

instance is solvable. At this time, there is no clear indication on how many instances

on Ln,c may be solvable. Before speaking about this topic further, there are a few more

definitions to be introduced that eventually prove to be useful in Chapter 4.

For a given instance, when one starts from `0, the states in the connected compo-

nent of the graph that makes up the discrete problem space is referred to as the set of

reachable states.

Definition 3.2.1. The set of reachable states for a lamplighter puzzle instance can

be computed by calculating elements of the right coset LA`0, where LA is the subgroup

generated by the action set such that 〈A〉 = LA.

By using the definition of reachable states, solvability of a lamplighter puzzle in-

stance can be described by considering the overlap between two subsets of Ln,c.

Definition 3.2.2. A lamplighter puzzle instance is said to be solvable if the set LA`0∩

LG 6= ∅. Another way to state solvability is that there exists `g ∈ LG such that

`+r `0 = `g where ` ∈ LA.
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Puzzle instances that do meet the criteria for Definition 3.2.2 are referred to as

unsolvable and do not deserve any attention from a designer of lamplighter puzzles for

obvious reasons.

Verifying solvability requires one to know the set LA`0 well enough that it can be

confirmed at least one `g is contained therein. It is worth noting that this could be

done quite simply through the use of a computer algorithm. Starting from the initial

state as a root node, an exhaustive tree search can be conducted [52].

Example 3.2.1. A tree search algorithm used to solve a lamplighter puzzle instance

would branch off from the root state and follow each of the |A| possible actions in

order to arrive at distinct intermittent state. The algorithm would then branch off and

move to other intermittent states within the problem space while disregarding states

that had already been encountered during an earlier branching. Should the tree search

identify a goal state at any time, then the search can be terminated and the instance

can be marked as solvable. Trees searched to exhaustion without locating any goal

states would be deemed unsolvable.

Though it is true that an algorithm would serve as a viable method for verifying

solvability, this procedure would be computationally expensive. One would have to

exhaustively search the entire state-action space in an attempt to find any goal state.

The computational cost of such a search process is equal to the breadth of the search

to the power of the depth of the search; the breadth will be equal to |A| since each

of the actions can be taken from a given state and the depth will be proportional to

cn as an action can only be taken so many times within a finite group before it is

forced to create state that has already been generated earlier. With a computational

cost of O(|A|cn), a better alternative ought to be sought out instead. It turns out that
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the lamplighter group has underlying algebraic properties that can be used instead.

By learning about these properties, many instances can quickly be labeled as solvable

or unsolvable without having to use a search tree. Instead a short list of polynomial

time computations that scale off of n would be performed instead. Chapter 4 devotes

its entirety towards explaining these properties of solvability; it begins with a specific

subset of instances and then gradually generalizing to similar instances thereafter.

3.3 Standard & Inclusive Puzzle Instances

For the description of the lamplighter puzzle thus far, no specifications have been made

regarding the contents of A or LG; however, when the lamplighter puzzle was first

conceived of as the clockwork puzzle, its rules had inadvertently restricted the number

of puzzle instances to a much more manageable set. These instances were easier to

visualize as a player and came to be referred to as standard instances.

Prior to introducing these types of instances, there are two classifications of lamp-

lighter state actions that should be made first.

Definition 3.3.1. A lamplighter action for an instance of Ln,c is referred to as a toggle

action if it is of the form (i, ei) with i ∈ Zn.

Definition 3.3.2. A lamplighter action for an instance of Ln,c is referred to as a pivot

action if it is of the form (i, 0) with i ∈ Zn.

The toggle and pivot were the only two types of actions considered back when the

lamplighter puzzle was thought of as the clockwork puzzle. They exist as the two most

intuitive moves: move the lamplighter and then either do or don’t alter the setting of
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the lamp post they stop at for the toggle and pivot respectively. Now that these two

actions have been introduced, the standard instances can be properly defined in terms

of these actions.

Definition 3.3.3. A lamplighter puzzle instance on Ln,c is labeled as standard if it

obeys the following constraints.

• The action set A is some subset of the 2n different possible toggles and pivots.

• The set of goal states LG is equal to all states in Ln,c whose C-component is a

length n string of zeroes.

Instances that do not obey these constraints are referred to as non-standard. If an

instance obeys one of the constraints, then it can be referred to as a lamplighter instance

with either a standard action set or standard set of goal states respectively. Such

relaxations are brought up in Section 4.2.

The classification of standard puzzle instances is made since they are presumably

the most intuitive type of puzzle that one could present to someone who had never seen

the puzzle before. Building intuition for novice players is only one reason why focus is

placed on these standard puzzle instances. Their restrictions allow one to algebraically

demonstrate whether their instances are solvable far more easily than non-standard

instances.

Remark. There exist ncn22n different standard instances of the lamplighter puzzle.

Another category of instances warrant mention within the same passage as the

standard lamplighter puzzles; these instances verify whether a lamplighter is able to

stop at each of the n lamp posts.
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Figure 3.1: A redundant lamplighter instance and a corresponding inclusive lamplighter
instance.

Definition 3.3.4. A standard lamplighter puzzle instance is referred to as inclusive

if the k-components of each action a ∈ A and n do not share a common denominator

other than one.

A non-inclusive standard lamplighter instance is referred to as redundant.

Inclusive lamplighter instances are worth distinguishing on their own because stan-

dard redundant instances can be viewed as isomorphic to smaller inclusive standard

instances. The following example demonstrates this redundant-inclusive relationship

on two such related instances.

Example 3.3.1. By referring to Fig. 3.1, one can see that the redundant instance on

the left has `0 = (3, 010100000001) pulled from the set L12,2 and it has the action set

A = {(6, e6), (2, e2), (8, 0)}. Meanwhile the inclusive instance on the right of Fig.3.1 is

part of an instance with the action set B = {(3, e3), (1, e1), (4, 0)} and the initial state

(1, 110001).

Observe that with the action set A and choice of `0 for L12,2, all reachable states

for this redundant instance have their even numbered lamps at an identical setting to

that of `0. By examining the six lamp posts that can be altered for the redundant
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instance, one can observe that the pattern of lamps is identical to the arrangement for

the inclusive instance.

Generalizing beyond this example, a theorem that implicates the solvability of a

redundant instance based on the solvability of its related inclusive instance can be

stated.

Theorem 2. Consider an action set A for a standard lamplighter instance on Ln,c. The

k-components of the actions in A can all be evenly divided by some value g > 1. Using

a mapping, fg, induced by g, an action set B can be defined on a standard lamplighter

instance of Ln
g
,c such that the generated subgroup LA is isomorphic to the subgroup

LB.

Proof. Since A is part of a standard puzzle instance, all of its actions a ∈ A are either

of the form (i, 0) or (i, ei) for some i ∈ Zn. Now consider the mapping fg: Ln,c → Ln
g
,c.

fg(k, C) =


(k
g
, 0) if C = 0,

(k
g
, e k

g
) if C = ek.

Define the action set B to be equal to the image fg(A). The subgroup LB = 〈B〉 has

an identical size and structure to that of the subgroup LA = 〈A〉. This is guaranteed

by the fact that any element in LA is made from a sequence of elements a ∈ A. The

corresponding equivalent in LB can be made by using the elements fg(a) ∈ B in an

identical sequence.

Using this theorem, action sets for redundant instances can be reduced down to

action sets for inclusive instances. Translation of the initial state from a redundant
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Figure 3.2: An example of an initial state that may be used for a lamplighter puzzle instance.

instance to an inclusive instance can be a bit more problematic as any attempt to use

a mapping similar to fg would not be done bijectively. Further discussion about the

choice of initial states for redundant puzzle instances will be postponed until Chapter 4

so that it can be grouped with other sections devoted towards the notion of solvability.

3.3.1 Inclusive Standard Puzzle Examples

To further deepen one’s understanding of the lamplighter puzzle, two standard inclusive

lamplighter puzzle instances are presented in this subsection in order to demonstrate

how to solve a puzzle instance and the inherent difficulty that comes with attempting

a puzzle.

States of the lamplighter puzzle are able to be written down as a string of values that

separate it into a k-component and C-component. Standard instance actions can be

written down in a similar fashion. The combination of these two discrete representations

allows for a tabulated solution to a lamplighter puzzle to be done while communicating

the choice of actions that make up a sequence and each of the intermittent states

obtained by applying the action sequences.
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Table 3.1: A tabulated step-by-step solution to the lamplighter puzzle instance presented in
Fig. 3.2

State No. Previous Action Current State Lit Lights
`0 – (3,010101101001) 6
`1 (3, e3) (6,010101001001) 5
`2 (5, e5) (11,010101001000) 4
`3 (2, e2) (1,000101001000) 3
`4 (2, e2) (3,000001001000) 2
`5 (2, e2) (5,000000001000) 1
`6 (3, e3) (8,000000000000) 0

The diagram depicted in Fig. 3.2 shows an initial state for a lamplighter puzzle

on L12,2 with the lamplighter starting at lamp position three. Darkened circles are

extinguished lamps with a setting of zero and white circles are illuminated lamps with

a setting of one.

The action set for this puzzle instance is A = {(2, e2),(3, e3), (5, e5)}; using this

action set, one possible solution for this puzzle instance is detailed in the second column

of Table 3.1. It ought to be noted that this is just one of many possible sequences that

would create a goal state. The solution presented in the table is undeniably one of the

fastest ways one can solve this lamplighter puzzle instance.

The puzzle example provided by Fig. 3.2 is straightforward as the solution gradually

approaches a goal state with each action illuminating an additional lamp on its way to

the goal. A property of complexity offered by this puzzle is that one can create instances

of the puzzle where the only way to create a goal state is by creating an intermediary

state in one’s approach that has more lamps illuminated than in the initial state.

For this second instance of the lamplighter puzzle shown in Fig. 3.3, the action set

is {A = (1, e1), (4, e4), (6, e6)}. Unlike the first example, a player would presumably not

find it obvious what opening action they ought to make as each action lights a lamp. A
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Figure 3.3: An initial state belonging to a subjectively more difficult instance of the lamp-
lighter puzzle.

Table 3.2: A tabulated step-by-step solution to the lamplighter puzzle instance presented in
Fig. 3.3

State No. Previous Action Current State Lit Lights
`0 – (0,101101001101) 7
`1 (6, e6) (6,101101101101) 8
`2 (1, e1) (7,101101111101) 9
`3 (6, e6) (1,111101111101) 10
`4 (4, e4) (5,111100111101) 9
`5 (1, e1) (6,111100011101) 8
`6 (1, e1) (7,111100001101) 7
`7 (1, e1) (8,111100000101) 6
`8 (1, e1) (9,111100000001) 5
`9 (1, e1) (10,111100000011) 6
`10 (1, e1) (11,111100000010) 5
`11 (1, e1) (0,011100000010) 4
`12 (1, e1) (1,001100000010) 3
`13 (1, e1) (2,000100000010) 2
`14 (1, e1) (3,000000000010) 1
`15 (1, e1) (4,0000100000010) 2
`16 (6, e6) (10,000010000000) 1
`17 (6, e6) (4,000000000000) 0
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possible solution to this puzzle is available on Table 3.2; unlike the example in Fig. 3.2,

one may speculate whether the sequence of actions performed in Table 3.2 is the best

way for a player to make a goal state or if a shorter, more direct approach exists.

The examples shown in Figs. 3.2 and 3.3, make it clear that for two puzzle instances

defined on the same Ln,c, the perceived difficulty level can be substantially different. As

mentioned, `0 and A wholly determine this difficulty and must be chosen carefully since

many arrangements, standard or not, can be impossible to solve. Deeper discussion

regarding the choices that lead to solvable standard instance puzzles is reserved for

Chapter 4.

3.4 Variations of Lamplighter Puzzle

Just as Section 2.5.2 discussed variations of the lamplighter group, there also exist

variations of the lamplighter puzzle that can be implemented in order to create an even

more difficult version of the base puzzle.

The first lamplighter puzzle variation would store different values in each lamp

post. In the base version of the lamplighter puzzle, each lamp post stores some value

of Zc and the C-component of actions exist as elements of
⊕n−1

i=0 Zc. Suppose instead

that a lamp bulb was described as a trio of lights stacked atop one another. Each light

on the stack contains some value belonging to Zc.

Figure 3.4 shows an example of a lamplighter state with such a bulb arrangement.

States of this lamplighter puzzle would use scalar values, but then require a 3 × 6

matrix in order to properly describe the C-component; as an example, the following

matrix-integer pair write out contain the relevant information for the state shown in
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Figure 3.4: An example of a lamp-variant lamplighter puzzle state that uses vector lamp
posts.

Fig. 3.4:

k0 = 2 ; C0 =


1 1 1 0 0 1

1 0 0 0 0 1

1 0 1 0 1 0

 (3.2)

Actions for this version of the lamplighter puzzle would add these matrix arrays to-

gether, but have σ cycle the columns of the state in the left operand prior to adding

them together. So long as the operation being used between C-components is matrix

addition, the idea of three lamp bulbs being stacked on top of one another can be gen-

eralized to L bulbs being arranged in whatever shape suits the context of the puzzle

for each lamp position. Each would be reflected as a single entry of a column of the

C-component matrix whose dimension would be L× n.

With the above said, using an addition operator between matrices that make up the

C-components is another aspect that can be generalized. Rather than storing vectors of⊕L−1
i=0 Zc for each lamp, values of any group that are combined under similar operations

could be used by the lamplighter puzzle instead. Fig. 3.5 gives an example of this by
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Figure 3.5: An example of a lamp-variant lamplighter puzzle state that uses permutation
group lamp posts.

using the permutation group on three elements S3 as the state of a single bulb. The C-

components of lamplighter states for this version of the puzzle are then stored as values

of the set
⊕n−1

i=0 S3. By using vector notation to express an element of a permutation

group, the example state provided by Fig. 3.5 can be expressed as an array just as it

had been for the previous case with Fig. 3.4.

k1 = 5 ; C0 =


1 3 3 2 1 1

3 2 1 3 2 2

2 1 2 1 3 3

 (3.3)

As one begins to notice the pattern between variations of this type, the following defi-

nition can categorize them collectively under the same label.

Definition 3.4.1. A lamp-variant of the lamplighter puzzle can be formed by having

one specify a group, G, and group operation, ◦. Each entry for the C-component of

a lamplighter puzzle state is expressed by one element of G. The C-component of

the states exist as an ordered list of n elements of G, written as Gn. The operations
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between states would be done identically to that of modulo rotary addition only that

the modulo addition is now a component-wise use of the operator ◦ such that it may

be written as ◦r.

(k1, C1) ◦r (k2, C2) = (k1 + k2, σ
k1C1 ◦ C2) (3.4)

For these lamp-variants of the lamplighter puzzle, an instance is described in the

exact same fashion as it is for the base version of the puzzle. An action set, set of goal

states, and initial state are provided to the player and they attempt to solve the puzzle

as they would normally. For lamp-variant puzzles, it is difficult to classify instances as

standard since the notion of a toggle is now broken up into several possible changes that

may be performed on a single lamp bulb; however, there does exist a close equivalent. A

standard instance for lamp-variant lamplighter puzzles can be considered the instances

where the player can only ever alter the setting of the lamp post that the lamplighter

lands upon following an action.

Lamp-variants of the lamplighter puzzle are not the only possibility. Just as it had

been mentioned for lamplighter groups in Section 2.5.2, multiple lamplighters can be

introduced as another possible lamplighter puzzle variant.

Definition 3.4.2. A lighter-variant of the lamplighter puzzle can be formed by using

using states from the set Ln,c;h where h is the number of lamplighters who each have

their own k-component as part of a state.

Actions for lighter-variant lamplighter puzzles must use +i,r as described by Def-

inition 2.5.3 so that it is clear which lamplighter is acting as the pivot. Due to the

fact that each action may be applied by using one of the h different lamplighters: the

number of possible actions for lighter-variant lamplighter puzzle is equal to hnhcn. To
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Figure 3.6: A demonstration of the various actions that may be done when playing upon a
lighter-variant lamplighter puzzle.

provide greater clarity regarding the h different possible actions that can be done with

the same state, Fig. 3.6 gives an example on an initial state from the set L12,2;2. The

initial state and the action are presented:

`0 = (6, 3; 011001000111) ; a = (3, 2; 001100000000) (3.5)

The two resulting states `1 and `2 that are created from these two states use one of the

two different operators that exist for the lamplighter group. The first is made using

`1 = a+r,0 `0, while the other is from `2 = a+r,1 `0. Note how each state has identical

k-components, but distinctly different C-components.

Just like the base version of lamplighter puzzles, lighter-variant lamplighter puzzles

can be restricted to a suite of standard instances. The standard actions would be those
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meeting the following conditions so that they perfectly emulate the toggles and pivots

found within standard instances of the base lamplighter puzzle.

• The action has all h of its k-components equal to zero except for its ith entry and

a C-component of zero. One can use any operation of the h operators when using

this action, but +r,i would be best for the sake of consistency. There exist hn of

these actions.

• The action has all h of its k-components equal to zero except for its ith entry and

C-component comprised of ei. The action must be applied onto the current state

using the operation +r,i. There exist hn of these actions.

Yet another variant of the lamplighter puzzle introduces a separate action set that

interrupts the player’s actions when certain criteria are met. This version of the lamp-

lighter puzzle is referred to as the auto-variant.

Definition 3.4.3. An auto-variant lamplighter puzzle has two action sets: the one

controlled by the player AP and another action set AA. Auto-variant lamplighter puzzles

begin like normal as a player starts from `0 and attempts to make any of the possible

`g; however, the second action set, AA interrupts the player’s sequence with disruptive

actions that the player must plan around.

Each action in AA is assigned its own policy. Each policy examines the sequence

of states produced as well as the sequence of actions that have been performed by the

player and implements its corresponding action should certain criteria be met by the

states within the sequence.

The number of different auto-variant instances can essentially be infinite as there

are so many different policies that a designer could write in order to make the puzzle
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more frustrating for a player. The same action could even be placed within AA, but be

implemented by more than a single type of policy. The following list of examples puts

forth only a few of the potential policies that one may use as a puzzle designer.

Example 3.4.1. • Perform an interrupting action every time the player uses the

same action x times in a row where x > 1.

• Perform an interrupting action every time the player has their lamplighter com-

plete one full rotation of the circle of lamp bulbs.

• Perform an interrupting action every time the player creates a repeated state

within their sequence of play.

• Perform an interrupting action every time a certain bulb has its state altered.

Auto-variant lamplighter puzzles prove to be incredibly hard to solve mathemat-

ically as the actions of AA would disrupt the plans of a player who must now accom-

modate such annoyances. These difficult instances would be an excellent variation to

introduce to a player who has gotten used to the patterns and tricks of the lamplighter

puzzle. The player would be confused by policies that affect their puzzle attempt and

ruin all of the strategies that they have learned so far.

The most complicated variant of the lamplighter puzzle re-imagines the web of

connections that exist between lamplighter states. Consider a Cayley Graph; it is a

special type of graph whose structure is derived from groups and generating sets.

Definition 3.4.4. Let G be a group and let A be a subset of the set used by G such

that the identity element of G is not in A. The Cayley graph of (G,A) is defined as the

directed graph that has each of its vertices correspond to one element of the group G.

It has directed edges between the vertices corresponding to g and h in G originating
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from g and pointing at h whenever g−1h ∈ A. To think of this in a different fashion,

the directed edge exists whenever there exists a ∈ A such that h = a · g.

The finite cyclic lamplighter group that serves as the structure of the lamplighter

puzzle could be thought of just as a specific case of a Cayley Graph. It is the Cayley

graph of (Zn,+) that uses the generating set of {1}. Each vertex of the Cayley graph

exists as one of the lamp bulbs; its C-component lists the setting of each vertex in a

specific order. The lamplighter places themselves at one of the vertices, thus marking

its k-component.

The modulo rotary operation between states can also be re-imagined while thinking

in terms of a Cayley graph. The two k-components are added together as normal;

however, the C-components can have their operation envisioned another way.

(k1, C1) +r (k2, C2) = (k1 + k2, σ
k2C1 + C2) (3.6)

The σ operator has been thought of as a permutation for a set of ordered elements,

but consider it an instead an automorphism for the vertices of the Cayley graph. The

automorphism would bijectively map the lamp setting of each vertex to another vertex

with the mapping : v′i = k2 + vi. Now that σ is just an automorphism between graph

vertices. The Cayley-variant of the lamplighter puzzle can be properly introduced.

Definition 3.4.5. A Cayley-variant of the lamplighter puzzle alters the connections

between lamp bulbs such that each bulb is a vertex of the Cayley Graph (G,A). The

base version of the lamplighter puzzle uses G = (Zn,+) and A = {1}.

Cayley-variant Lamplighter puzzles still require action sets; however, the way that

they are constructed is slightly different. The k-component of states would be some
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Figure 3.7: An example of an action being performed on a Cayley-variant lamplighter puzzle.

element of G that can be written using a sequence of elements in A. The C-component

also has to be slightly different as it must be expressed in an effective enough fashion

so that it can list the settings of each vertex.

Example 3.4.2. Consider a simple example of a Cayley-variant lamplighter puzzle

whose initial state is shown in Fig. 3.7 as the left diagram. For this Cayley-variant

G = S3, the permutation group of three elements. The generating set that makes

the edges for this Cayley graph is A = {(12), (123)}. Using this setup, C-components

for this lamplighter puzzle are written as a six-entry vector that orders the settings

of each vertex as a vector entry based on alphabetical order; thus the initial state is

`0 = ((123)(12), 100110). The lamplighter puzzle instance is constructed such that the

player is provided with a suite of actions.

1. ((123)(12), 010000); “move the lamplighter across a red edge and cycle through

the blue edges in the proper direction. Toggle the setting of the vertex that the

lamplighter is incident upon”.

2. ((123)2, 000010); “move the lamplighter across two edges in the proper direction.

Toggle the setting of the vertex that the lamplighter is incident upon.

The goal of the player is to create a Cayley graph with vertices that are all switched off.
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This can be achieved by using the first action once and then the second action twice.

To give an example of applying actions onto states with the Cayley-variant, consider

applying the first action of this puzzle onto the initial state: a1 ◦r `0. The k-component

of this new state would be (123)(12)(123)(12) = e. To compute the C-component that

is to be added to the C-component of the initial state, the automorphism (123)(12)

must be applied onto the vertices of the action; this creates the modified C-component

of (100000) that when added to the initial state creates `1 = (e, 000110), also shown in

Fig. 3.7 as the right diagram.

Cayley-variant lamplighter puzzles also possess standard instances as they contain

pivot actions whose C-component is zero and toggle actions that make the only non-zero

vertex in the C-component be the one that matches k-component of the action.

Cayley variants need not even use a true generating set A as their edge set. The

graph may consist of many connected components and the lamplighter is trapped upon

a single component of the graph. Such instances would be similar to the redundant

instances of the base version of the lamplighter puzzle and could still be solved in

situations where the action set contains non-standard actions that allow the lamplighter

to alter lamps within each component.

These four different lamplighter puzzle variants derived from the lamplighter group

make it abundantly clear that the size of the lamplighter puzzle family is truly vast.

The use of one variant does not exclude the use of another variant: any combination of

variants can be used in tandem with one another to create evermore difficult versions

of the lamplighter puzzle. A designer of lamplighter puzzles who wished to create a

gauntlet of challenges for a player could introduce them to the based version of the lamp-

lighter puzzle at first and then gradually introduce them the more difficult variations
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individually. Ultimately, the final challenge would consist of the whole combination of

lamplighter puzzle variants being presented to a now expert-level player.
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Chapter 4

Solvability of Puzzle Instances

Now that the lamplighter puzzle and its variants have been fully introduced and its

many instances have been classified, this chapter can properly devote itself toward

algebraically proving whether or not a lamplighter instance is solvable based on its

choice of action set, A, and, LA, the subgroup that it generates. The first and most

obvious application of this task relates to the design of lamplighter puzzles.

A designer of lamplighter puzzles may wish to automatically generate instances

and create a vast suite of example instances. They could just opt for creating an

instance, verifying its solvability with trial and error by using an algorithm and then

only accepting the solvable instances. This process could be streamlined generously by

creating a set of conditions that guarantee solvability; the designer would then tweak

their instance generator such that each created instance obeys these conditions.

To begin, consider the following statement regarding generating sets of Ln,c.

Remark. If a lamplighter puzzle instance has an action set A that is a generating set
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for the group (Ln,c,+r), i.e. Ln,c = LA, then said instance is solvable regardless of its

choice of `0.

Recall from Section 2.5 that {(1, 0), (0, e0)} is the most well known generating set

of Ln,c. The construction of any state can be done very easily as one would toggle each

lamp to a desired setting. From a player perspective, a puzzle instance with this action

set would be incredibly boring as the moves required to make a goal state are plainly

obvious. Thus – for the sake of entertaining the player – a different set of generators for

Ln,c should be used as the action set instead; the work within this chapter demonstrates

that many possible choices for the generating set exist.

Not all instances use action sets that act as a generating set for Ln,c. For certain

instances – like the redundant kind mentioned in Definition 3.3.4 – it is plainly obvious

that their action sets are not generators for Ln,c. Other instances, that may be both

standard and inclusive, cannot be dismissed as generating sets quite so easily.

Example 4.0.1. Consider the action set A = {(1, e1), (3, e3)} for a lamplighter instance

on L4,2. The states within the subgroup LA are able to place the lamplighter by any

lamp post, so this is a standard inclusive instance. In Fig. 4.1, there are eight states

split into two groupings. The states on the left side of the partition are all examples

of ` ∈ LA: some sequence of elements in A can create those elements. Meanwhile the

states on the right side of the partition are all examples of states that cannot be made

using any sequence of elements in A.

Try to observe any pattern shared between the states within LA and the states

outside of LA, the commonality between these states won’t be obvious until much later

in this chapter.

83



1

0

3

2

1

0

3

2

1

0

3

2

1

0

3

2

1

0

3

2

1

0

3

2

1

0

3

2

1

0

3

2

` ∈ LA ` /∈ LA

Figure 4.1: Examples of states that are included and excluded from a subgroup, LA, gener-
ated from an action set A.

As Example 4.0.1 demonstrates, instances that are standard and inclusive still

generate proper subgroups. To understand the size and contents of these subgroups of

Ln,c, a number of supporting theorems must be brought up in specific order. Once this

is done, it can be easily verified whether the coset of LA that is specified by `0 has any

intersection with LG.

The next several sections of this thesis succinctly prove how many mutually exclu-

sive cosets ought to exist for a standard lamplighter puzzle instance with action set A

and also explain the commonality shared between all the states in the subgroup. These

results are then extended to a subset of non-standard puzzle instances.

4.1 Solvability of Standard Instances

The standard instances serve as an excellent base for demonstrating the solvability of

lamplighter puzzles as the toggle and pivot actions create subgroups of states with

similarities that can be established with less than a handful of new definitions.
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4.1.1 Order of Actions for Standard Instances

For the action set, A, of a lamplighter puzzle, the order of pivot and toggle actions will

prove to be important for later theorems within this chapter. Two separate lemmas can

be introduced to generally state the order of these two types of actions. In the proof of

each lemma, a notation is adopted to denote repeated operations of the same element

on itself; for a state ` ∈ Ln,c, m` is meant to be m copies of ` combined together using

the modulo rotary addition operator.

Lemma 1. The order r for a pivot action a = (k, 0) ∈ (Ln,c,+r), k 6= 0, is n
m

, where m

is the greatest common divisor of n and k.

Proof. As a pivot action, a does not alter the C-component of a state `. Thus ra will

create the element (rk (mod n), 0). For this to be the identity it is necessary that

rk = in, where i ∈ Z+. Since m is the greatest common divisor of n and k it follows

that n = mp and k = mq, where p and q are co-prime positive integers. Therefore

r =
in

k
=
imp

mq
=
ip

q
. (4.1)

Since r must also be a positive integer and since p and q are co-prime it follows that

i = q will yield the minimum value for r. Thus r = p = n
m

.

Lemma 2. The order of a toggle action a = (k, ek) ∈ (Ln,c,+r) is equal to cr, where r

is the order of the corresponding pivot action (k, 0).

Proof. Lemma 1 ensures that ra will have a k-component of zero; however, from ap-

plying the action this many times, r evenly spaced entries of the state’s C-component

have been incremented by the toggle action. Since this current state has a k-component
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of zero and repeated iterations of ra will simply increment the same entries of the C-

component that had been toggled, then it stands to reason that (ra)−1 = (c−1)ra, due

to the nature of inverses for the group (Zc,+). Adding together, ra+r (c− 1)ra = cra;

for this state, each of the evenly spaced entries will have been incremented c times, and

therefore will revert to their original setting. Thus, cra = e and the order of a toggle

action must be equal to cr.

For standard lamplighter puzzle instances, action sets can quickly be deduced as

solvable should their action set be of size one.

Remark. Standard lamplighter puzzle instances with |A| = 1 are only solvable if:

• The initial state `0 is in LG when the only action in the set is a pivot.

• The lone action is a toggle and `0 = `+r (i, 0), where ` ∈ LA and i ∈ Zn.

This ease of verifying solvability ceases when |A| ≥ 2, since it is not as simple to

make general assumptions about the size of the subgroup. The lack of commutativity

between actions in the sequence that generates states makes it difficult to quantify the

size of a subgroup.

Prior to addressing the subgroup size of any standard instance, it will be shown

how almost all of these instances can be simplified down to a set of cases with simple

action sets.
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4.1.2 Equivalent Action Sets for Standard Instances

The number of standard lamplighter puzzle instances alone scales exponentially with n

and by powers of n with c. Instead of addressing each instance, observe the following

lemma; it explains how the subgroups generated by two different generating sets may

be equal.

Lemma 3. Suppose there exist two generating sets S1 and S2. The sets generate

subgroups H1 and H2 of a group G respectively. If S1 ⊂ H2 and S2 ⊂ H1, then

H1 = H2.

Proof. Suppose that all elements of S1 can be found in H2, therefore there exists some

sequence of elements in S2 that, when operated together, generate each element in S1.

Now consider some element in H1. Since S1 is the generating set, there must exist a

sequence of elements in S1 that can be operated together to make this element. Since

each element of S1 can in turn be written using sequences of elements in S2, this element

must necessarily exist in S2.

By swapping the roles of S1 and S2, the same logic can be shown that an element

within H2 can be generated using either S1 or S2. The two subgroups will therefore

contain all of the same elements and must therefore be equal.

By using Lemma 3, an equivalence relation can be defined between action sets such

that the solvability of one puzzle instance implies the solvability of others related to it.

Definition 4.1.1. Two action sets are considered equivalent if they generate the same

subgroup of Ln,c.
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Remark. The relation brought up by Definition 4.1.1 is an equivalence relation for it

is:

• Reflexive: an action set A must generate the same subgroup as itself.

• Symmetric: if an action set A generates the same subgroup as an action set B,

then clearly B generates the same subgroup as A.

• Transitive: if an action A generates the same subgroup as B and B generates the

same subgroup as C, then all three must generate the same subgroup and as an

implication A generates the same subgroup as C.

Using this equivalence relation, many standard lamplighter puzzle instances can

be shown to have action sets that are equivalent to an action set made up of a specific

pivot and toggle pair. Additionally, equivalent action sets can be simplified down by

obeying the conditions of the following definition.

Definition 4.1.2. For two equivalent action sets, A and B of lamplighter puzzle in-

stances on Ln,c, A is said a to be a simplification of B if it obeys either of the following

conditions.

• |A| < |B|.

• |A| = |B| and the sum of the k-components in A is less than the sum of the

k-components in B.

An action set, A, is considered primitive if there exists no equivalent action set that

is a simplification of A.
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Using simplifications of equivalent action sets, instead of considering all 22n dif-

ferent action sets which may be used for standard lamplighter puzzles, a much more

manageable number of primitive action sets may be considered.

It turns out that for standard lamplighter puzzles, the primitive action sets all have

a common form as they are made up of a single pivot and toggle pair that use specific

values.

Remark. The primitive equivalent of any action set belonging to a standard lamp-

lighter puzzle instance is of the form {(d, 0), (z, ez)} where d evenly divides n and

z ∈ Zd.

It is not immediately obvious that these action sets are primitive nor is it obvious

that every standard action set can be simplified down to an action set of this form. To

begin showing that this is indeed the case, consider an action set made up of multiple

pivot actions.

Theorem 3. Consider the action set, A = {(i, 0) | i ∈ I ⊂ Zn}, where |I| = N . A is

equivalent to an action set with a single pivot (d, 0), where d is the greatest common

divisor between all values of i and n.

Proof. When dealing solely with pivots, rotary addition is commutative, so LA will

contain states whose k-components can be written as linear combinations of the k-

components of the states from A and whose C-components are zero.

LA =

{
(

(
N−1∑
i=0

cii

)
, 0) | i ∈ I, ci ∈ N

}
(4.2)

Using a generalization of Bezout’s Identity [11] – typically seen in Euclid’s algorithm – it

is known that the smallest positive value that can be created by this linear combination
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within the ring of Zn is a value equal to the greatest common divisor between all values

of i and n, namely d. This confirms that LA contains the state (d, 0).

Meanwhile, there is the subgroup generated by {(d, 0)}. Due to d being the greatest

common divisor between all i ∈ I, each action in A can be written as (pid, 0) with

mutually co-prime pi. In order to make each element in A, the single element generating

set need only iterate its one action pi times in order to create the state (pid, 0) =

(i, 0), ∀i ∈ I within its subgroup. Each action set exists within the other’s generated

subgroup, therefore the two action sets are equivalent.

By using simplified action sets that contain the pivot (d, 0) as derived from Theorem

3, additional simplifications can be made to action sets that contain a pivot and toggle

pair.

Theorem 4. An action set, A = {(x, ex), (y, 0)} is equivalent to the action set B =

{(z, ez), (d, 0)}, where d is the greatest common divisor between y and n, and where

z = x (mod d).

Proof. One can begin by using Theorem 3 to show that A is equivalent to the action

set C = {(x, ex), (d, 0)}. This result shifts the goal to showing equivalence between B

and C.

Consider the value of x (mod d) and call it z. Now rewrite (x, ex) in terms of z as

follows.

(x, ex) = (z + cxd, σ
cxdez) (4.3)

With this statement (x, ex) is proven to be within the subgroup generated by C through
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the sequence:

cx(d, 0) +r (z, ez) = (z + cxd, σ
cxdez)

= (x, ex)

Through a similar sequence (z, ez) is shown to be within the subgroup generated by B.

(n
d
− cx

)
(d, 0) +r (x, ex)

=
(n
d
− cx

)
(d, 0) +r (z + cxd, σ

cxdez)

= (n− cxd, 0) +r (z + cxd, σ
cxdez)

= (n− cxd+ z + cxd, σ
n−cxdσcxdez)

= (n+ z, σnez)

= (z, ez)

So B and C are found within the other’s generated subgroups and are therefore equiv-

alent. By the transitive property, B must also be equivalent to A.

By making use of the two theorems presented thus far, one final simplification

shows that pairs of toggles are equivalent to a pivot and toggle pair.

Theorem 5. An action set, A = {(x, ex), (y, ey)} is equivalent to the action set B =

{(z, ez), (d, 0)}, where d is the greatest common divisor between (y − x) (mod n) and

n, and where z = x (mod d).

Proof. If r is the order of a state `, it is true that r` = 0. Therefore (r − 1)` = `−1.
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Now consider the element (x, ex), and let rx be its order. Then

(rx − 1)(x, ex) +r (y, ey) = (x, ex)−1 +r (y, ey)

= (n− x, σn−x(c− 1)ex) +r (y, ey)

= (n− x+ y, ey + σyσn−x(c− 1)ex)

= (y − x, ey + σy−x(c− 1)ex)

= (y − x, 0)

So, (y − x, 0) is within the subgroup LA. Theorem 3 then guarantees that (d, 0) is in

LA as well. From computing d it must have been true that:

(y − x) (mod d) = 0

y (mod d) = x (mod d)

Since these two values are the same under modulo d, the two actions in A can be

rewritten in terms of z:

(x, ex) = (z + cxd, σ
cxdez)

(y, ey) = (z + cyd, σ
cydez)

Using Theorem 4, the pair of toggles prove to be redundant as B can make both through

nearly identical methods. The theorem also shows that A and B are equivalent.

By combining these three previous theorems together, a single unifying theorem

can describe the process that transforms any standard action set into its equivalent

primitive action set.
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Theorem 6. Consider an action set A = {(i, 0), (j, ej) | i ∈ I, j ∈ J ; I, J ⊂ Zn}. A is

equivalent to the primitive action set D = {(d, 0), (z, ez)} where z = j (mod d) for all

j ∈ J and d is the greatest divisor between n, all i ∈ I and the differences between all

pairs of j ∈ J .

Proof. The proof follows from an almost algorithmic application of the previous three

theorems.

1. Repeatedly use Theorem 5 on pairs of toggles to show that A is equivalent to

some action set B that has only a single toggle.

2. Use Theorem 3 to show that B is equivalent to some action set C that has only

a single pivot.

3. Use Theorem 4 to show that C is equivalent to D by rewriting its one toggle so

that its k-component is an element of Zd.

By the transitive property A must be equivalent with D.

The solvability of all standard puzzle instances can now be related to this smaller

set of pivot and toggle cases. If an instance with this reduced action set is solvable,

then so will any instance with an equivalent action set.

4.1.3 Primitive Action Set Subgroups for Standard Instances

The solvability of any standard lamplighter puzzle instance can now be determined

based on the solvability of its corresponding primitive action set {(d, 0), (z, ez)}. Un-

derstanding the structure of the subgroups made by these sets is key as any results
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gleamed from them can be extended to the action set of any standard lamplighter puz-

zle instance. Prior to discussing solvability of instances with these primitive sets, a

discrete data structure specific to the lamplighter group must be defined.

Definition 4.1.3. For a lamplighter state ` ∈ Ln,c, the pivot partition matrix,

Pd(`), is a d × n
d

matrix whose rows and columns are induced by a value d. An entry

pij of the matrix is equal to the setting of the (i+ dj)th lamp in the finite cycle. Pd(`)

specifies lamplighter position by writing the corresponding matrix entry with bold font.

When reading Pd(`), the lamps that are evenly spaced by d increments belong to

the same row, while adjacent lamps are read from the columns in descending order from

left to right.

The purpose of Pd(`) is to show the restrictions that lamplighter subgroups are

subject to when their generating set is a primitive action set.

Remark. For Pd(`) with the lamplighter located at entry pi,j, a state `d = (d, 0) +r `

has Pd(`d) with the lamplighter located at entry pi,(j+1) (mod n
d
).

Meanwhile, a state `z = (z, ez)+r ` has Pd(`z) with the lamplighter located at entry

pi+z,j if i + z < d or pi+z (mod d),j+1 if i + z ≥ d. Said entry will incremented by one

modulo c.

The data structure Pd(`) is just the first of three required definitions that are used

to demonstrate solvability. Another pair of definitions, which supplement Pd(`), prove

to be useful when describing the states of subgroups that must share a similar property.

Definition 4.1.4. For a lamplighter state ` ∈ Ln,c, the partition weight vector

Wd(`) is a d-dimensional vector derived from Pd(`); each entry of the vector is made by

summing a row Pd(`).
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Figure 4.2: An example of writing a lamplighter state in the form of a pivot partition matrix

In order to track lamplighter position, Wd(`) will bold the entry corresponding to

the row where Pd(`) has its bold entry.

Definition 4.1.5. For a partition weight vector Wd(`), the modulo partition weight

difference vector, Ud(`), is a d-dimensional vector derived from Wd(`). By using the

bold entry wB of Wd(`), the ith entry of Ud(`) can be computed:

ui = (wi − wB) (mod c) (4.4)

In order to track lamplighter position, Ud(`) will bold the same index entry as Wd(`).

In order to clarify the implementation of these definitions, the following example

demonstrates the construction Pd(`), Wd(`), and Ud(`) for some choice of `.

Example 4.1.1. For ` ∈ L12,2 shown in Fig. 4.2, the action (3, 0) can be used to make

P3(`), W3(`), and Ud(`).

P3(`) =


1 1 0 1

0 1 1 0

1 0 0 0

 ; W3(`) =


3

2

1

 ; U3(`) =


0

1

0

 (4.5)
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Using this structure, standard lamplighter puzzle instances that use primitive ac-

tion sets can be broken up into three similar cases:

1. z = 0. Lamplighter position is constrained to one row of Pd(`) ∀` ∈ LA

2. z is a unit of Zd. Lamplighter can be at any entry of Pd(`).

3. z is not a unit of Zd. There exist rows of Pd(`) ∀` ∈ LA that the lamplighter

cannot reach.

Remark. The standard instances of the first case where d > 1 and of the third case

are redundant standard instances which make for poor quality puzzles. Meanwhile only

the second case considers the inclusive standard lamplighter puzzles. The inclusion of

the redundant instances in this discussion is done only for completeness.

The first case is the easiest to discuss the subgroup structure of since the act of lighting

a lamp does not require movement from the lamplighter beforehand.

Theorem 7. For a standard lamplighter puzzle instance with an action set A =

{(d, 0), (0, e0)}, the set of reachable states, LA`0, is of size n
d
c

n
d . Said instance is only

solvable if Pd(`0) has zeroes for all entries on the rows different from where the lamp-

lighter starts.

Proof. Begin by considering the identity element e. It is guaranteed to be within the

subgroup by default. Now consider Pd(e).

Using (d, 0) shifts the lamplighter along the row that it is constrained in and (0, e0)

increments the entry of the lamplighter’s position. There are n
d

entries on this row,

each able to be at one of c possible values. By placing the lamplighter at one specific

entry, n
d
c

n
d different states can be made.
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Instances such as this are only solvable if Wd(`0) has entries of zero for all except

the one that is in bold. Should this not be true, then the corresponding rows of Pd(`0)

will never have the lamplighter at them and can never be altered to agree with a goal

state. Meanwhile, the row that the lamplighter finds itself in can be any array of

settings including one that agrees with a goal state.

Remark. When d = 1, the first and second case overlap as zero is a unit of Z1. Pd(`0)

has only one row and A is a generating set for Ln,c.

The second case follows a different reasoning than the first. Since z is a unit of

Zd, the lamplighter is able to move between all rows of a pivot partition matrix. The

fashion in which it does so is fixed based on the value of z. Thanks to this cycling, the

following theorem can uncover the number of cosets that exist and consequently the

subgroup size.

Theorem 8. Consider a lamplighter puzzle instance on Ln,c with an action set A =

{(d, 0), (z, ez)}, where z is a unit of Zd. The subgroup generated by this action set

forms cd−1 distinct cosets.

Consequently, the size of the instance’s coset will be ncn−d+1.

Proof. Start by considering a case where e = `0 for an instance. In this case LA = LA`0.

Now consider Ud(`0). Every value in it equals zero and the first entry is written in bold.

Now consider that for `i+1 and `i such that `i+1 = (d, 0) +r `i, these states have the

property that Ud(`) = Ud(`i+1). With this equality in mind, focus only on use of the

action (z, ez).

Using just (z, ez), let `d = d(z, ez) +r `0. Every row will have been visited by the
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lamplighter once and Wd(`d) will have all entries equal to one; however, Ud(`d) will still

be all zeroes. Through repeated use of (z, ez), this equality will be maintained such that

Ud(`0) = Ud(`id) with i ∈W. This equality is ensured because as the lamplighter cycles

through each row once it will either increase the wi of that row by one or decrease it

by c− 1. When using these new values to compute ui with modulo c arithmetic, each

entry of ui remains unperturbed for they are perceived as identical.

This equality extends to Ud(`j) = Ud(`j+id) with j ∈ Zd and i ∈ W. For each

entry of Ud(`), when the lamplighter occupies one of d entries, there exists a specific

relationship between the other values of Ud(`). To explain this specific relationship,

there will exist fixed values for the other entries depending on which entry is bold

in Ud(`); that bold entry is always zero and the other entries in the vector are some

constant value of Zc.

Using only the two actions in this set, these closely related equalities will never be

broken. Consequently all ` ∈ LA must obey one of the d constraints on their corre-

sponding Ud(`). Furthermore, any one of the states that obeys one of the d equalities

can be made using (d, 0) to alter which specific entry of Pd(`) that one may then alter

using (z, ez).

Generalizing beyond the restriction that `0 = e stated at the beginning of this

proof, one will find this holds true for any choice of `0. All that will change is the

values within Ud(`0).

Rather than count the number of states that obey these constraints to find the size

of LA, it is easier to tally the number of mutually exclusive states that must belong

to separate cosets due to their Ud(`). To do this consider Ud(`0). The bold entry will

always be zero since it is computed as a value subtracted from itself; however, there
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exist d − 1 other entries. Each entry can end up being one of c values depending on

Wd(`0). Each one would make its own LA`0, therefore there must exist cd−1 distinct

cosets.

Since each coset is of the same size, the size of one coset can be calculated by

dividing the size of Ln,c by the number of distinct cosets.

|LA`0| =
|Ln,c|
cd−1

=
ncn

cd−1
= ncn−d+1

Now that subgroup size has been computed and framed in this fashion, one can

perceive which lamplighter puzzle instances, standard or otherwise, are solvable by

looking at only d states within its coset of reachable states.

Theorem 9. Consider a lamplighter puzzle instance on Ln,c with an action set A =

{(d, 0), (z, ez)}, where z is a unit of Zd. Within the coset of reachable states LA`0

consider the collection of states {`j = j(z, ez) +r `0} with j ∈ Zd. The instance is

solvable if for any j it is true that Ud(`g) = Ud(`j) for some `g ∈ LG.

Proof. If some state `j has the quality Ud(`j) = Ud(`g) for some goal state `g then

Theorem 8 guarantees that these two states will exist in the same coset. Actions in A

can be used to create intermittent states ` with different Pd(`) and Wd(`) until they

eventually create the state `g.

Thus a goal state is reachable and consequently the instance is solvable.

To demonstrate the fact that this guarantees solvability, a standard inclusive lamp-

lighter puzzle will is presented as an example.
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Figure 4.3: Solvable Instance Proven Based on `g

Table 4.1: Tabulated Solution to Lamplighter Puzzle in Fig. 4.3

State No. Previous Action Current State Lit Lights
`0 – (1,111210020221) 9
`3 3(1, e1) (4,112020020221) 8
`5 2(3, 0) (10,112020020221) 8
`9 4(1, e1) (2,220020020222) 7
`11 2(3, 0) (8,220020020222) 7
`19 8(1, e1) (4,001100020000) 3
`22 3(3, 0) (1,001100020000) 3
`24 2(1, e1) (3,002200020000) 3
`25 (3, 0) (6,002200020000) 3
`26 (1, e1) (7,002200000000) 2
`28 2(3, 0) (1,002200000000) 2
`30 2(3, 0) (3,000000000000) 0

Example 4.1.2. Consider a standard inclusive lamplighter puzzle instance defined

L12,3 such that lamp posts with settings of zero had their lights turned off, lamp posts

with settings of one emitted a dim light and lamp posts with a setting of two emitted

bright light. As this is a standard instance, the goal state will be any state that has all

lights turned off.

The left state shown in Fig. 4.3 shows `0 for this instance. Meanwhile, the action

set presented to the player is A = {(4, e4), (7, e7)}. By using Theorem 6, this action set

can be thought of as B = {(1, e1), (3, 0)}. Theorem 8 indicates that since d = 3, there
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exist nine different possible cosets that make up the reachable states of this instance.

In order to verify the solvability of this lamplighter puzzle instance P3(`j), W3(`j)

and Ud(`j) must be computed for j ∈ Z3. As discussed in Theorem 9, each numbered

state will be made by applying (1, e1) onto `0.

`1 = (1, e1) +r `0 ; `2 = (1, e1) +r `1 (4.6)

P3(`0) =


1 2 0 2

1 1 2 2

1 0 0 1

 ; W3(`0) =


5

6

2

 ; U3(`0) =


1

0

1

 (4.7)

P3(`1) =


1 2 0 2

1 1 2 2

2 0 0 1

 ; W3(`1) =


5

6

3

 ; U3(`1) =


1

0

0

 (4.8)

P3(`2) =


1 0 0 2

1 1 2 2

2 0 0 1

 ; W3(`2) =


3

6

3

 ; U3(`2) =


0

0

0

 (4.9)

After some quick computation, it has been revealed that U3(`2) = U3(`g), therefore the

instance is indeed solvable. To verify this confirmation, Table 4.1 shows how one can

use the action set to create a goal state; to shorten the number of written steps, the

equivalent primitive action set has been used in the table’s solution. These two actions

can be made by doing specific combinations of the actions (4, e4) and (7, e7), so this is

ultimately acceptable.

Finally, there is the third case where the lamplighter can place itself in more than

one, but not all the rows of Pd(`). This case ends up being a hybrid of the first and

second case as it still relies on the relationship between Ud(`), but it also acknowledges
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that the subgroup will be smaller due to all of the lamps it is unable to alter.

Theorem 10. Consider a lamplighter puzzle instance on Ln,c with an action set A =

{(d, 0), (z, ez)}, where z is not a unit of Zd. Let g be the greatest common divisor of

z and d. The subgroup generated by this action set forms gcn+
d−n
g
−1 distinct cosets.

Consequently, the size of the coset for this instance can be calculated by dividing |Ln,c|

by this number of cosets.

Proof. Since z is not a unit, there exist d
g

rows that the lamplighter can affect normally

and d(1− 1
g
) rows that they cannot visit.

For d
g

accessible rows, Theorem 8 can be applied for d
g

entries of Ud(`). This justifies

there being at least c
d
g cosets. The remainder of the cosets comes from deciding the

setting of every lamp that the lamplighter cannot reach for an additional cn−
1
g cosets.

Lastly, the choice of initial state will place the lamplighter on one of g sets of rows of

Pd(`), that they will remain trapped within ∀` ∈ LA`0. By combining these independent

factors together, there must exist gcn+
d−n
g
−1 distinct cosets.

Remark. For lamplighter instances as described in Theorem 10, one can ensure said

instance is solvable by verifying whether the inaccessible rows of its `0 have lamps with

settings that agree with a goal state and then use Theorem 9 thereafter.

Thus, any standard instance can be viewed as solvable based on consideration of

only a small number of states that exist relative to `0. While it is excellent to have

settled the solvability of all these “nice” instances, there still remain many more non-

standard instances whose solvability is unverified.
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4.2 Solvability of Non-Standard Puzzle Instances

All of the theorems shown in Section 4.1 assumed that one was dealing with a standard

lamplighter puzzle instance. While it is undeniably helpful to know whether a standard

instance is solvable, this has only accounted for ncn22n of the ncn22ncn instances that

could be addressed. Clearly, there remain many more of the non-standard instances

that have not yet been addressed.

To show whether many of these non-standard instances are solvable, relaxations

can be gradually introduced such that standard instances are re-imagined as equivalent

non-standard instances. These relaxations start by considering the restrictions that

standard instances placed upon the goal states and then goes further by considering

action sets that build upon the standard action set made up of toggles and pivots.

4.2.1 Relaxation on Set of Goal States

Recall the choice of LG for a standard instance. It was decided that this set would

be all states with C-components of zero. This choice was made for both aesthetic and

practical reasons. The practical reason being that an entry of zero for a C-component

was common for all choices of c and simultaneously the smallest. When writing a

computer algorithm that plays standard lamplighter puzzle instances, the goal states

can be written down without having to make any consideration for the possible value

of c. The aesthetic reason follows similar logic; during the early conception of the

lamplighter puzzle, it was reasoned that the actual settings of lamp posts should be all

that matters for a goal and that the position of the lamplighter is unimportant. From

there it was decided that a collective agreement of lamp post settings made for the most
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sensible goal and that a player would best be able to visualize their path to the goal if

they are able to frame it in terms of getting all lamp posts to agree in setting.

A puzzle designer may wish to obfuscate an instance by using another LG made

up of many states that may not even have any commonalities between them. In doing

so, a player cannot visualize their path towards a goal state as easily. This should

hold true even in cases where the action sequence leading to a goal state is identical

to a sequence that solves a standard lamplighter puzzle instance. This assumption

stems from Kotovsky’s work on the Tower of Hanoi puzzle [41]. In his work, Kotovsky

investigated how human players would perceive puzzles as more or less difficult even

when they were working on puzzles with isomorphic search spaces.

The lamplighter puzzle is able to think of puzzles in this way. Standard lamplighter

puzzle instances that turn initial states into a goal state could be designed such that

they have isomorphic search spaces to non-standard lamplighter puzzle instances with

the same action set, but a different type of goal state and a different choice of initial

state.

Remark. Consider a standard lamplighter puzzle instance with action set A. The

instance is solvable if `g = `s +r `0 for some `g ∈ LG and `s ∈ LA being a sequence of

actions which lead to the goal.

A non-standard lamplighter instance with the same action set can be designed such

that it is solvable through an identical sequence of actions so long as one chooses a goal

state `′g and initial state `′0 such that `′g = `s +r `
′
0.

So non-standard puzzle instances that are derived from standard puzzle instances

can be made so that they have a higher degree of perceived difficulty than their coun-
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terpart. Regardless of this perceived difficulty, verifying whether these non-standard

instances are still solvable remains quite easy.

Remark. Theorem 9 applies to any LG, not just those of standard lamplighter puzzle

instances.

As the remark states, Ud(`g) can pertain to any sort of goal state; the standard

goal states just had “neat” Ud(`g) such that every entry was equal to zero as was every

entry of Wd(`g) and Pd(`g). By using goal states that each may have their own Ud(`g),

one need only check their d collection of states based on `0 and verify whether any have

matching Ud(`j) to a single one of the goal states.

The result of Remark 4.2.1 serves as a great boon in terms of lamplighter puz-

zle solvability for the ncn22n solvable instances has now been increased to ncn2n(2+cn)

instances that are both standard and non-standard.

So non-standard instances that use action sets typical of standard instances can

also be verified as solvable with little additional effort. Next, it will be investigated how

gradual relaxations of the standard action set may still allow one to know whether an

instance is solvable.

4.2.2 Relaxation to Pseudo-Standard Action Sets

Compared to LG, relaxing the conditions placed on the action set A for standard in-

stances must be done with more caution. The use of pivots and toggles has been

a central pillar of almost all of the theorems presented thus far. To jump into the

space of all possible non-standard actions, entirely new logic will have to be applied
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to the lamplighter puzzle; before resorting to this massive tangent, pseudo-standard

lamplighter puzzles warrant mention.

Definition 4.2.1. Consider a non-standard lamplighter puzzle instance on Ln,c with

action set A. The action set is referred to as pseudo-standard if A or an action set

equivalent to A has a subset that can be categorized as a primitive standard action set.

The aforementioned primitive standard action subset is referred to as the primitive

component of A.

Instances with pseudo-standard action sets allow for many of the results of Section

4.1 to be extended as the pivot and toggle pair can still be constructed in some fashion

using the pseudo-standard actions; these sets will also have additional less predictable

actions thrown into their mix.

Theorem 11. Consider a lamplighter instance that is solvable and has a standard

action set, A. Let B be a primitive standard action set which exists as a simplification

of A. Any other lamplighter instance that uses the same `0 and LG as this instance

and that has a pseudo-standard action set, C, with a primitive component equal to B

is also guaranteed to be solvable.

Proof. From Theorem 6, it is known that LB`0 = LA`0. The primitive component B

will generate the same subgroup as some subset of C, therefore LB`0 ⊂ LC`0. From

here it is known that LB`0 ∩ LG 6= ∅, this implies that LC`0 ∩ LG 6= ∅.

Theorem 11 implicates the solvability of many instances, but it unfortunately offers

no insight as to whether instances with standard action sets who are unsolvable may

become solvable from the inclusion of non-standard actions. Worrying about such
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instances will be saved for later in this section; the remainder of this section will remark

upon several techniques that can be used to show that an action set is pseudo-standard.

The first of these techniques is plainly obvious, but will be remarked upon for

completeness.

Remark. Adding any non-standard action to a standard action set creates a pseudo-

standard action set. Similarly, adding any action to a pseudo-standard action set main-

tains its categorization as a pseudo-standard action set.

Mathematically this remark is trivial, but for a puzzle designer: this could serve

as a helpful tip. Designers could create instances with standard action sets that are

guaranteed to be solvable and then append in non-standard actions. When the player

is given the action set, they could rely only on the standard actions to gradually create

a goal state, but they could also use the non-standard actions and possibly arrive at

the goal state even faster.

A second technique, which is less obvious than the first, shows how action sets that

contain two states with similar C-components can be used to create pivots. To show

this, let a generalization of Theorem 4 be stated first.

Theorem 12. Consider a non-standard lamplighter puzzle instance on Ln,c whose

action set is A = {(x, σxC), (y, 0)} with C ∈
⊕n−1

i=0 Zc. This action set is equivalent to

the action set B = {(z, σzC), (d, 0)}, where d is the greatest common divisor of y and

n, and where z = x (mod d).

Proof. The proof follows nearly identically to that of Theorem 4, except that it specified

C = e0. Begin by using Theorem 3 to show that A is equivalent to the action set

C = {(x, σxC), (d, 0)}. One now needs to show equivalence between B and C.
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Consider the value of x (mod d) and call it z. Now rewrite (x, σxC) in terms of z

as follows.

(x, σxC) = (z + cxd, σ
zσcxdC) (4.10)

With this statement (x, ex) is proven to be within the subgroup generated by C through

the sequence:

cx(d, 0) +r (z, σzC) = (z + cxd, σ
cxdσzC)

= (x, σxC)

Through a similar sequence (z, σzC) is shown to be the subgroup LB.

(
n

d
− cx)(d, 0) +r (x, σxC)

= (
n

d
− cx)(d, 0) +r (z + cxd, σ

cxdσzC)

= (n− cxd, 0) +r (z + cxd, σ
cxdσzC)

= (n− cxd+ z + cxd, σ
n−cxdσcxdσzC)

= (n+ z, σn+zC)

= (z, σzC)

So B and C are found within the other’s generated subgroups and are therefore equiv-

alent. By the transitive property, B must also be equivalent to A.

Theorem 13. A non-standard lamplighter puzzle instance on Ln,c whose action set,

A = {(x, σxC), (y, σyC)} with C ∈
⊕n−1

i=0 Zc can be shown to be equivalent to the action

set B = {(z, σzC), (d, 0)}, where d is the greatest common between (y − x) (mod n)

and n, and where z = x (mod d).
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Proof. Like the proof of Theorem 12, this proof follows almost identically to that of

similar Theorem 5, except that a general C has replaced e0. Consider the following

equations while letting rx equal the order of (x, σxC), the two actions can also be used

to create a pivot.

(rx − 1)(x, σxC0) +r (y, σyC0) = (x, σxC0)
−1 +r (y, ey)

= (n− x, (c− 1)σn−x+xC0) +r (y, σyC0)

= (n− x+ y, (c− 1)σn+yC0 + σyC0)

= (y − x, (c− 1)σyC0 + σyC0)

= (y − x, 0)

Once (y − x, 0) is obtained the remainder of the proof can be followed nearly verbatim

while borrowing the result of Theorem 12 to show that (x, σxC) and (y, σyC) can be

viewed as redundant when one can instead use (z, σzC) with the pivots.

By using these pairs of similar non-standard actions, lamplighter puzzle instances

with pseudo-standard action sets can be made so long as one combines the pair with

the action (z, ez).

These two techniques only outline some nicely patterned ways that guarantee one

can make a pivot. Within the vast number of possible lamplighter puzzle instances,

there are many ways one could design either a toggle or a pivot that would contribute

to the primitive component of a pseudo-standard action set.

Example 4.2.1. Consider a non-standard lamplighter puzzle instance on L6,2. Suppose

that the action set of this instances was A = {(1, 011100), (1, 101000), (2, 111111)}. A

109



toggle and pivot action end up being embedded within this action set.

(1, 101000) +r (1, 011100) = (2, 001000) (4.11)

(2, 111111)+r = (2, 111111) = (4, 000000) (4.12)

Thus, this is a pseudo-action set.

In order to better understand the solvability of lamplighter puzzles that cannot be

conveniently covered by the previous theorems, clinging to pseudo-standard action sets

will no longer prove to be helpful and an entirely novel approach must be constructed.

At this time it is believed that the route to verifying the solvability of these non-

standard instances would involve finding out how many linearly independent vectors

could be made using the action set in any combination. This can be visualized more

easily with the single pivot action (d, 0) and toggle action (z, ez). From any given state,

the player can use pivots and toggles in order to add one of n
d

standard basis vectors

that would alter the C-component of their state. If the toggle action was generalized

to some non-pivot action, then there would be some number of linearly independent

vectors less than or equal to n
d

that could be used to alter the C-component of the state.

Supposing that there were many non-pivot actions they could each possibly contribute

their own linearly independent vectors; some combination of these actions might form

a pivot action that could be used to form more variations of the non-pivot actions. The

way in which to calculate exact values for the number of linearly independent vectors

is unknown at this time.

In any case, after altering the state with one choice of linearly independent vectors,

one may find themselves on one of d different positions on the ring of lamplighter lamps.

The player would cycle through these d positions as if they were the rows of the pivot
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partition matrix. Rather than think of them as rows, the player would treat these as

“shifts” of the linearly independent vectors that they may apply to the C-component of

their state. In future work, it is hoped that more general and concise results concerning

this approach could be investigated properly.

4.3 Solvability of Lamplighter Variations

The variations of the lamplighter puzzle are also able to have properties and theorems

defined so that it can be determined whether a select instance is solvable. This thesis

only covers extensions of results derived from the original lamplighter puzzle, but it

is presumed at this time that there exists a more general framework that can be used

to discuss the solvability of any type of lamplighter puzzle. This section only briefly

covers these extensions as remarks.

For the lamp-variant version of the lamplighter puzzle, each lamp no longer stores

an element of Zc and instead holds some element of a group G. The solvability of

these instances would depend on whether an action set for the puzzle instance can be

reduced down to a certain type of action set. This action set would have the single

pivot (1, 0) mixed with a set of toggles actions that all had a k-component of zero. The

C-components of these toggles would combine together to form a minimal generating

set for G. Such an action set would be guaranteed to create all possible lamplighter

states; it could pivot to any lamp and then use the generating set of toggles to alter

that lamp to any setting. Any action set equivalent to such an action set would also

be able to generate all possible states of the lamplighter puzzle. Should a lamp-variant

instance have an action set that is not equivalent to a generating set for all possible
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states, then solvability once again depends on the choice of initial state. At this point,

verifying the solvability of these variant instances becomes far more complicated. First

off, there could be many different toggles that exist in a reduced equivalent action set

that is used to form the pivot partition matrix. The variety of possible actions would

compromise many of the theorems made involving the pivot partition matrix and a new

more general approach would have to be constructed. Additionally, one would have to

generalize the pivot partition matrix as it no longer stores only integers as entries; this

object would have elements of G recorded as its entries. The weight vector and modulo

weight difference vector would also lose meaning, so additional generalized ideas that are

analogous to this would have to be defined as well; these objects would calculate weight

somewhat differently as the ± operators would be replaced with the group operator for

G; weight itself would lose meaning as the objects cannot be given a quantitative value

for their weight that is well ordered. One concept that would translate cleanly is the

notion of an entry having zero weight. The identity element of G would now be zero

weight and cosets would be able to get every single entry to turn into the identity if

they are to be the reachable states of solvable instances.

Meanwhile, the solvability of lighter-variant puzzles exist as a different complication

on top of the work done for the standard version of the lamplighter puzzle. The lighter-

variant puzzles have action sets that can move multiple lamplighters. Assuming that

the instance is standard, only one lamplighter can be moved at a time. The action

sets of the lighter-variant puzzles could be reduced down to an action set for the base

version of the lamplighter puzzle should one lamplighter be able to do the same work

as both lamplighters working separately. This will not be a common occurrence and for

the more interesting puzzles, each lamplighter will have different capabilities. This split

of responsibilities can ruin the pivot partition matrix that one can use to show whether
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it is possible to solve a lamplighter puzzle instance. If both lamplighters each have a

reduced action set that contains the same pivot action, then the pivot partition matrix

can be constructed as normal; there would be some changes that would create cascading

differences in the theorems presented about solvability. First off, if each lamplighter

had a different pivot that they used in the reduced action set, then a pivot partition

matrix could not be constructed for it builds itself around a single pivot. Should all

lamplighters be able to pivot by the same amount, then a pivot partition matrix would

still be possible, it would simply require many lamplighters entries to exist within the

rows of the matrix. The lamplighters would have their pivots constrain them to the

same rows, but their toggles would have them jump by different amounts. The modulo

weight difference would have to be defined differently due to there now being multiple

lamplighters and the fashion in which the values are altered would change as well. The

entire method of proof would have to be overhauled so that it could speak in general

about multiple lamplighters. Especially since multiple lamplighters might allow for new

pivots and toggles to be derived from an action set when one combines the efforts of

multiple lamplighters together in a specific sequence.

At this time, general discussion on the solvability of auto-variant puzzles proves

to be very difficult to do due to the open-ended nature of policy definition. Even if

the action set allows for all possible lamplighter states to be made, the policy that

activates the automatic actions still acts as a chaotic element. It can present itself in a

number of ways contained only by a designer’s imagination. Trying to generally assume

whether an auto-variant puzzle can be solved without constraining one’s consideration

to a specific policy is presumably impossible.

Lastly, there are the Cayley-variant puzzles. The solvability of Cayley-variant

puzzles is analogous to the extensions made by the solvability of lamp-variant puzzles.
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An instance is guaranteed to be solvable if its action set can be viewed as equivalent

to a certain action set made up of the toggle “do not move the lamplighter, but alter

the light that they are currently positioned at” as well as a specific set of pivots. These

pivot actions must allow the player to navigate anywhere on the network of the Cayley

graph; when one was dealing with the standard lamplighter puzzle, this could be done

solely with the pivot (1, 0), but this is no longer sufficient assuming that the graph is

more complicated than a cycle. Like the lamp-variant case, the pivot partition matrix

requires great amounts of generalization. The partitions between vertices that can be

reach by the lamplighter may create some new shape rather than a matrix of rows and

columns depending on the graph network’s shape.
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Chapter 5

The Adaptive Memory Dictionary

In order to motivate the concept introduced in this chapter: first consider these three

cases that are often known to occur within EAs.

A commonly shared trait among the many different forms of EA is independence.

EA are highly stochastic in performance as lucky choices of initialization, breeding, and

mutation can hold great sway over the results obtained by the algorithm. It is for this

reason that each run is performed independently from the others. In doing so, one may

look at averaged results in order to understand the scope of their algorithm or instead

focus on just the best result obtained for practical purposes. In either situation, a

setback of EA is that the information gained from a single run offers no benefit to a

later run.

This lack of long-term memory possessed by the EA is not shared by other algo-

rithms such as Monte Carlo tree Search [15] or for reinforcement based learning net-

works [35]. Both of these methods are able to gain advantages via long term memory

as each result during the process of the algorithm is “fed” to it in order to improve later
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performance in some fashion. In order to bolster the performance of EA, modifications

could be made such that subsequent runs are able to benefit from results obtained by

previous runs or even results obtained earlier within the same run. These improvements

would have the potential to increase both the efficiency and efficacy of the algorithm

on certain problems.

Another similar issue that is shared between many types of EA is the stagnation of

the population. In this instance, stagnation refers to how in a single run of the EA the

population will often be evolved such that, after enough time, almost all chromosomes

are more or less the same. In these instances, if a chromosome of better fitness exists,

then the population is unable to find it barring the occcurrence of an exceedingly

unlikely mutation. It would be advantageous to the EA if there existed some method

of freeing the population from stagnation.

Past work has attempted to deal with population stagnation through various meth-

ods. Yang et al. created a differential evolution algorithm that would reset a fixed

proportion of the population at random whenever the distance between points in the

population became too small [60]. This allowed their algorithm to explore further rather

than end prematurely. Cui et al. developed a similar sub-routine for their differential

evolution algorithm [20]. They created a backtracking mechanism for their population

that would allow them to reverse their position out of the region where stagnation

occurred so that they might explore elsewhere.

Lastly, consider the standard EA being applied to a problem where there exist

many different phenotypes that are labeled to have the highest fitness. A programmer

may wish to enumerate these global optima in order to find as many as possible within

a specified time window. An EA that is designed for this task could end up finding the
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same one of these optima multiple times and waste computational power that could

have been spent finding other unique optima. Suppose instead that there was a way to

augment the EA such that each optima may only be identified at most once; for such

an algorithm, the redundancies would be automatically removed and it is hoped that

more optima could be found within the same time window.

All of these scenarios could be addressed through different forms of the adaptive

memory feature which can be used atop existing EA.

5.1 Adaptive Memory Motivating Example

Prior to explaining the adaptive memory with a technical and general description it

would be helpful to consider the following situation where it could be applied. Suppose

one was trying to navigate through a 3× 3 grid of squares. The player is placed at the

top left square and expected to move between adjacent squares until they have visited

every square exactly once. The player’s action set is represented using the elements “Up,

Down, Left, Right”; each locus of a chromosome could pick one direction of movement

in order to evolve the path taken by a player. By using an AGR, this problem could

restrict movement so that only moves that lead to unexplored squares are permitted.

A fitness function could assign value to the path made by a chromosome, so that it gets

one point of fitness for each square that it visits.

Suppose that a chromosome evolved the path as seen in the left grid of Fig. 5.1;

this path has a fitness value of eight and is near optimal. For whatever reason, the

EA is unable to evolve a better path; every other path it makes is of worse quality

and so the EA ignores them during tournament selection. The adaptive memory could
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Figure 5.1: Incomplete Walks of a 3× 3 Grid

“save” the algorithm from being distracted by this locally optimal solution. The feature

would take the current chromosome and consider the last choice made by the player’s

path. Adaptive memory then decides that a player should not make such a choice ever

again. The path evolved by this chromosome would now be the one shown by the

right grid in Fig. 5.1; this is a far worse chromosome than the one that existed prior to

adaptive memory as it only visits five squares. Such a chromosome would be considered

unfit by an EA and a new, better solution would soon replace it in the population. By

removing the local optima, evolution is given another chance to create a new and better

chromosome within the population.

5.2 Adaptive Memory Introduction

For the adaptive generative representation detailed in Section 2.3.2, the phenotype

mapping, fP maps a chromosome to the phenotype space by translating each locus into

one of many possible moves that vary based on the state that corresponds to the vertex

within the state-action space on which the partial situation is situated. The AGR
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does this by considering all possible moves within the context of the problem and then

banning the moves that violate the conditions enforced by it. The criteria for banning

these actions are based on the domain knowledge and intuition of the programmer being

written into the algorithm.

At present, the adaptive generative representation uses a static mapping, fP , when

mapping chromosomes into the phenotype space. The function is static for it knows

which actions to forbid given the state of the discrete problem during the initialization

of the algorithm and has no reason to alter itself afterward.

Suppose instead that fP was able to progressively learn additional actions that

ought to be banned at a given state. In doing so, genotypes would map to new phe-

notypes and be assigned a new fitness score by the EA. This proposed alternative is

making use of the novel adaptive memory feature wherein the mapping from genotype

to phenotype is altered as results are obtained by the EA.

As a result of using this adaptive memory, certain phenotypes can be removed

from the search space of the EA. An analogous way to consider the effect of adaptive

memory is that each time it is used, the fitness landscape, over which the EA is evolving

chromosomes, is being rewritten; ideally the newly formed fitness landscape is shaped

such that it allows for an EA to explore it more effectively than it had previously.

The notion of preventing specific phenotypes from appearing in EA has been at-

tempted before in previous work. This refinement of the search space has been done

in Chow and Yuen’s non-revisiting genetic algorithm [61] [63] [17]. In their work Chow

and Yuen made it so that the chromosome in their population would never map to

the same phenotype twice. For every instance where a repetition was about to occur,

the second chromosome would mutate into its nearest neighbor on the binary space
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partition tree that was not yet visited.

Adaptive memory separates itself from Yuen’s work because it does not necessarily

have to immediately prevent a chromosome from mapping to the same phenotype twice.

Adaptive memory instead uses a more generalized approach as it can ban phenotypes

from the search space subject to any number of occurrences happening within the EA.

For all cases within this thesis, adaptive memory only bans phenotypes that have been

deemed as outdated or obsolete in some way. Prior to rewriting the fitness landscape,

the adaptive memory setup still allows for EA to exploit promising regions of the fitness

landscape as the population may gather around it and possibly evolve to a better phe-

notype. Because Chow and Yuen’s non-revisiting genetic algorithm prevents identical

chromosomes from existing, exploitation can only happen when the same population

member is selected for breeding multiple times across a number of generations. The

subsequent subsection fully describes the general mechanics of how one may implement

adaptive memory in order to demonstrate how it sets itself apart from the non-revisiting

genetic algorithm.

5.3 Adaptive Memory Mechanics

Though adaptive memory had been initially envisioned for a very specific use in tandem

with the AGR, it has been widened in scope so that it now possesses far more generality.

Adaptive memory’s general structure can be broken up into the following components.

1. Initialization of Adaptive Memory Sub-Routine.

2. Distinguishing Target Chromosomes for Adaptive Memory.
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3. Identification of State Context and Action Pair.

4. Update Mapping of Chromosomes and Refresh Population.

5. Dismissal of Adaptive Memory Library.

Since adaptive memory is a feature that exists as a sub-routine of an EA, the pro-

grammer of the EA is able to freely dictate when the sub-routine is called. This process

corresponds with the first step: “initialization of adaptive memory” as mentioned pre-

viously. When the subroutine is called, it is fed a chromosome from the population as

input. Determination on which specific chromosome is to be given to adaptive memory

is decided by a policy specified by the programmer of the EA. This choice of policy

makes up the second step of adaptive memory.

The following two examples demonstrate two potential cases where adaptive mem-

ory may prove to be handy. In each example, it is shown when and why adaptive

memory is invoked and which phenotype are being added to the library.

Example 5.3.1. Suppose adaptive memory is being invoked so that it abates the

stagnation of the population. In this instance, the sub-routine could be initialized

when a certain number of generations occur without there being an increase for the

best fitness in the population. The phenotype that is fed to adaptive memory would

be the one that currently has the highest fitness within the population.

Example 5.3.2. Suppose instead that adaptive memory is being used in order to

efficiently enumerate the many global optima that exist within a fitness landscape of a

given problem. When this sort of situation arises, a programmer can invoke adaptive

memory whenever a phenotype whose fitness is equal to the global fitness value is found

within the population. The identified phenotype would then be passed into adaptive
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memory.

As adaptive memory processes the chromosome, it constructs its phenotype as it

would normally by following the rules of the AGR that are outlined in Section 2.3.2;

however, as it decodes the loci, each action taken by a locus is to be assigned a value

by a policy specified by adaptive memory. This policy, P , behaves similarly to a fitness

function only that it identifies actions that are taken relative to a specific state;

P : A× S → R (5.1)

the policy maps these action state pairs onto some value in an attempt to single out

a particular action made by the chromosome. Once the action of each locus has been

assigned a value, the adaptive memory identifies the action, aM , that is deemed to have

maximum value by P ; this choice that identifies maximum value is arbitrary, since P

is designed by the programmer. What is important is that the designed policy hones

adaptive memory toward a single locus where an action is being taken; a tie between

multiple loci should not occur. This singled-out action will belong to the ith locus of

the chromosome, where i is just used to track the position of the locus in the string.

Once aM has been identified, adaptive memory updates itself using a context-action

pair. Adaptive memory considers aM the action portion of this pair while the context

portion can be thought of as some subset SM of all the possible states S that one may

take the action aM from. Adaptive memory possesses a lot of flexibility in terms of

how it defines the context subset within its design. Algorithm performance can vary

greatly based on how much context adaptive memory considers relative to the action,

aM that it has identified with its policy. Even though, a state-action pair belonging to

the chromosome is identified by the policy that leads into adaptive memory, the actual
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context state-action that is saved to adaptive memory can be different. An adaptive

memory feature that is designed to care very little about context could set SM = S

and pair every state with the action aM ; by comparison, a highly sensitive adaptive

memory design would make |SM | = 1 and have the action be paired with the exact

state si that the ith locus had when the action aM was singled out by adaptive memory.

Middling levels of context could pair aM with all states that may appear at the ith locus

or instead have SM be some set of states that share similar properties subject to the

problem that the EA is attempting to solve.

However the context is framed, the context-action pair is used to update a mapping

function fM that exists as part of the adaptive memory. In order to define this mapping

let ℘(A) be the power set of all possible subsets of the action set A for the problem;

using these two sets the adaptive memory mapping can be stated as:

fM : S −→ ℘(A) (5.2)

When a run of the EA is initialized, fM takes every state of the problem to the empty

set; however as the mapping is updated, each state s maps to some subset of A that is

designated as As. When this update of the mapping is invoked, it begins by considering

all states, s, that exist within the set SM identified by adaptive memory; it also looks

at which action aM is associated with those states. The mapping is altered subject to

the following rule:

fM(s) = As −→ fM(s) = As ∪ {aM} (5.3)

Once fM has been updated, the mapping is used in order to update the phenotype

mapping, fP , of the AGR. As mentioned in Subsection 2.3.2, the phenotype mapping

makes an order set of actions Ai(si) for each locus that is dictated by the current state
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si that the chromosome has made thus far. When using adaptive memory, the AGR

constructs the reduced set of actions at each locus as normal, but these sets are then

refined further using fM in order to make an updated list referred to as Ai(si)
′ that can

be defined using formula with set notation.

Ai(si)
′ = Ai(si)\fM(si) (5.4)

Ai(si)
′ is stored within the algorithm as an undirected map that uses states as refer-

ence keys and points to actions as outputs for the map. By using these refined sets,

adaptive memory is able to ban specific actions from being taken should they be con-

sidered relative to certain states. The phenotype mapping constantly takes fM(si) into

consideration when making Ai(si)
′, but for the majority of states fM maps onto the

empty set and as a result Ai(si)
′ = Ai(si). Adaptive memory is designed with a safety

release such that if Ai(si)
′ = ∅, then the restriction created by fM is relaxed and the

unrefined set Ai(si) is used for that locus instead; in doing so, adaptive memory is also

able to prevent degenerative chromosomes from being created.

The updated fM is then used to re-evaluate the phenotypes made by each chromo-

some in the population. Since there exists a possibility for any chromosome to now map

to a different phenotype, all chromosomes have their fitness re-evaluated. As the fitness

is updated, some percentage of the population – dictated by a hyper parameter – can

be re-randomized in order to encourage greater diversity following the use of adaptive

memory. Once both of these steps have been performed, the EA continues as normal

and adaptive memory is invoked again should another population stagnation occur.

The following examples discusses the policy that the initial version of adaptive

memory used prior to its generalization. The policy is used to identify a specific combi-

124



nation of aM and SM and is designed so that it alters the fitness landscape in as gentle a

fashion as possible. This type of policy is used specifically for many of the experiments

described later in Chapter 6.

Example 5.3.3. Suppose adaptive memory was being applied towards helping an EA

solve some discrete problem with a state-action space and suppose that the programmer

wanted adaptive memory to identify the last choice made by a chromosome c when it

constructed a phenotype. For such a situation, the policy used by adaptive memory

to identify which locus ci contains aM could be written with an iterative procedure.

Start from the last locus of the length n chromosome cn−1. When considering the locus

ci, if the corresponding |Ai(si)| = 1, then consider locus ci−1 instead. If |Ai(si)| > 1

then M = i The programmer would then have SM = {si}, the exact state that aM

acted upon. This type of setup would create a careful and deliberate form of adaptive

memory that would only remove at most one phenotype from the search space.

Across many runs of an evolutionary algorithm the adaptive memory gradually

becomes a robust and useful library of edits that modify fP . This in turn, hopefully,

improves the results of the EA. The last aspect of adaptive memory that needs mention-

ing is its dismissal. As an EA proceeds, it gradually fills its adaptive memory library

with modifications to fM that in turn modify fP . Depending on how adaptive memory

is being used, it may prove prudent to dismiss the adaptive library at specific times

during the many runs of the EA. For example, if one were using adaptive memory to

find as many global optima as possible, then it is sensible to never dismiss the adap-

tive memory library as it makes no sense for a subsequent run to find the same global

optima as a run preceding it. Suppose instead, that adaptive memory was used to

greedily prune many phenotypes from the search space of a problem at a time. Such

an approach would probably benefit from having its library emptied out at the end of
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Figure 5.2: A picture depicting a pachinko machine: a type of gambling device that is
especially popular in Japan.

each run so that subsequent runs may be permitted to explore the search space prior

to being put under the heavy restrictions given by fM .

if Adaptive Memory is Invoked then
Use policy to select chromosome from population;
Identify (SM , aM) from chromosome;
Use (SM , aM) to update fM ;
for Some Chromosomes in Population do

Re-randomize locus entries of the chromosome;
end
for All Chromosomes in Population do

Re-evaluate fitness of the chromosome;
end

end
if Dismissal Condition is Met then

Remove select entries of fM ;
end

Algorithm 1: A Pseudo-Code for the Implementation of the Memory Sub-Routine

Algorithm 1 gives a pseudo-code description of the steps that make up the adaptive

memory feature. The pseudo-code is vague regarding the policy choice. Policy choice

is very important as it can set apart two very different versions of adaptive memory.
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One way to envision the supposed advantage that adaptive memory could offer to

EA is by imagining the fitness landscape of algorithm as a massive pachinko machine

as shown in Fig. 5.2. Each chromosome exists as a ball within the pachinko machine

that has an exceedingly large number of pockets. Different pockets would correspond

to different phenotypes of varying fitness. As a ball increases in fitness it plunges down

the machine and eventually gets caught within a different pocket. The pocket can be

thought of as a local optima or global optima that the chromosome gets caught and

cannot loosen itself from without evolving into a chromosome of higher fitness. Adaptive

memory would fill these pockets in and allow chromosome to fall into different places

of the pachinko machine.

5.4 Versatility of Implementation

The adaptive memory feature of evolutionary algorithms is not restricted solely to being

used as an added feature of the AGR. The alternator ring representation as discussed

in Section 2.3.4 can also be encoded with adaptive memory. It does so by allowing

the rings that make up the genotype space of the representation to be encoded as

normal. When the alternator ring representation makes a string for problems that

deal with a state-action space, the string typically describes a sequence of actions that

are to be performed on an initial state s0. By tracking the states made along the

length of the string, the adaptive memory can be used to prevent certain actions a

from being implemented depending on the string of actions that precede it. By using

adaptive memory in this fashion, the alternator ring will selectively jump over certain

entries rather than read them and as a result chromosomes may now map to different

phenotypes.
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The use of the adaptive memory in the alternator ring representation could result

in the creation of more profound and complex solutions as the representation is nor-

mally meant to rely mostly on patterns and recursion for its evolved strings; by having

adaptive memory force a break in the pattern, many new phenotypes that may have

previously been deemed impossible to form could now be found within the search space

of the problem.

Another alternative that exists for the adaptive memory feature concerns the treat-

ment of chromosomes stored within its library. The standard practice involves pruning

the possibilities of these solutions from the search landscape so that they may never

exist again from the perception of the evolutionary algorithm. A gentler alternative

involves storing these entries within the library of the adaptive memory, but when the

chromosomes who’s solutions match a library entry appear, they are rewarded a mod-

ified fitness by the EA. This modification could implement a penalty on the fitness of

the chromosome and make it less desirable, or it could instead give a small bonus to

those entries so that other chromosomes feel encouraged to emulate it. This alternative

approach still alters the fitness landscape of the problem, but it does so in a less disrup-

tive fashion. This is due to the fact that no phenotypes are removed from the search

space. Instead, certain hyper-volumes of space on the fitness landscape will become

more or less desirable. In essence, the standard adaptive memory library alters the

phenotype mapping, fP , while this softer version of adaptive memory only attempts to

alter the fitness mapping fF .

Adaptive memory can also be modified so that it becomes more greedy. The

current setup is as cautious as possible such that when the phenotype mapping is

altered, the only solutions that become inaccessible to chromosomes are the ones that

the algorithm has already investigated. Should the designer of the algorithm wish it
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to be more greedy, similar to the GRASP mentioned in Section 2.3.3, the adaptive

memory could alter fP such that many possible phenotype solutions are discarded at

once. This greedy alteration of the fitness landscape would travel back to not just the

first juncture state, but the ith. The incident action would then be selected from that

juncture state and placed in the library. Greedy pruning risks removing global optima

that are presently undiscovered by the EA from the phenotype space that fP maps

onto, therefore greedy adaptive memory should be used only when one is certain of its

suitability for a problem.
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Chapter 6

Experimental Design

The experimental design of this thesis attempts to demonstrate how an EA that takes

advantage of the adaptive memory feature is able to garner better results than an EA

that abstains from using said feature. In order to do this, a suite of diverse problems

has been curated; the problems all share the commonality that an EA is able to create

solutions to them should the EA make use of either an adaptive generative represen-

tation or an alternator ring representation. For each of the three problems, a number

of different instances are to be solved using the two versions of EA. Prior to explaining

more about the specifics of these instances, the entrants of the problem suite must be

introduced properly.

6.1 Lamplighter Puzzle Solver

The solving of a lamplighter puzzle can be thought of as the navigation through a state

action space. The action set dictates the directed edges of the space’s graph and the
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goal is to reach any of the vertices that correspond to goal states for the puzzle instance.

Because, the lamplighter puzzle can be thought of in this way, one could use either the

AGR or the alternator ring representation when designing an EA that solves instances

of the lamplighter puzzle; consequently, the adaptive memory feature may be used to

assist the EA as it attempts to find the shortest possible path through the space that

leads to a goal state. The lamplighter puzzle’s inclusion in the problem suite is done in

order to tie together two topics of research within this thesis that might normally be

seen as entirely disparate.

Though either the AGR or the alternator ring representation may be used to create

solutions for lamplighter puzzle instances, the alternator ring is focused on specifically.

This is due to the nature of the lamplighter puzzle problem. For many problems that

are solved using EA, it is known exactly what length of chromosome one should evolve

in order to properly craft a solution. For the lamplighter puzzle, this is not the case.

The length that is required to create a solution may certainly be bound above and below

by using domain knowledge specific to the problem, but it is not known exactly. If a

programmer were to use the AGR for their EA that solves lamplighter puzzle instances,

each locus would correspond to one action; many of the loci may end up proving to

be redundant as the EA could craft chromosomes that reach a goal state while using

far fewer actions than the length of the chromosome. Many instances of mutation and

crossover could end up proving to be pointless as the EA struggles with chromosomes

that are overly long in length.

For that reason, the alternator ring representation is used instead. It is able to use

its generative representation in order to create highly patterned strings of actions that

are able to navigate the state-action space of lamplighter puzzles just as effectively as an

AGR would if not more effectively. When the EA is told to solve a lamplighter puzzle
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Figure 6.1: Example of lamplighter puzzle instance where the C-component of the initial
state is within a Hamming distance of one to any of the twelve goal states

instance, each chromosome has its genotype encoded as a ring so that its locus entries

can be filled with either one of the actions of the lamplighter puzzle or an alternator

that points to another entry of the ring. The ring is then read to create a string of

actions specific to the lamplighter puzzle instance. The phenotypes that the genotypes

map to are the set of unique states that are created by applying the string of actions to

the initial state of the lamplighter puzzle. Should the string of actions ever be written

such that it creates a loop that returns back to the initial state, then the phenotype is

reset along with the action string.

The fitness function used by the EA examines the set of states made by the phe-

notypes of the chromosome. For each state, the Hamming distance between their C-

component and the C-component of the goal states will be calculated. The fitness of

the chromosome is set to be equal to the smallest Hamming distance found during these

calculations.

Example 6.1.1. Using only the Hamming distance as a measure of fitness proves to

be insufficient as there are many instances of lamplighter puzzle where getting “close”

to the same C-component is not a very good indication on whether one is about to

solve the lamplighter puzzle instance. To expand upon this point, consider the instance
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shown in Fig. 6.1, the initial state has a C-component that is within Hamming distance

one of any of the goal states. Supposing that the action set for this instance was

A = {(1, e1), (2, e2)}, then it is clear that the initial state can only be turned into a goal

state if it first becomes many intermittent states that have a farther Hamming distance

from any goal state.

In order to address this issue, the fitness function possesses a slight augmentation

where the size of the set , SA, is also recorded. The set SA is meant to track the number

of unique states that are made by a chromosome during its attempt at creating a goal

state. This value is used to alter the fitness used by the EA; it is now equal to the

minimum of the Hamming distance calculated between all states and the goal states

with the value |SA|
|SA|+1

subtracted from it. This additional term accounts for rewarding

the exploration of the phenotypes to additional states; the exploration term is always

below one, so its value is always a secondary consideration when compared to the

minimal Hamming distance of the states. When accounting for the exploration term

of the fitness function, a solution to the lamplighter puzzle is any chromosome whose

fitness is equal zero or less; these chromosomes of zero or lower fitness are able to create

at least one goal state for the instance.

Adaptive memory has been added as a feature of the lamplighter puzzle solver so

that it may be used to assist in tandem with the alternator ring representation. The

adaptive memory feature is used to prevent a chromosome from taking actions that

create states that have already been made by it earlier within a phenotype construction.

As states are generated by the action sequence that is made by a chromosome, the

newest state made by the sequence is constantly tracked as a separate variable. The

action taken immediately after the state is also recorded. This state-action pair is then
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added to the adaptive memory; in future chromosomes, when the alternator ring reads

the action from the pair while the lamplighter puzzle is set to the state of the pair,

the action is omitted. Should the last state made by a chromosome be one that has

never been seen before, then the adaptive memory does not retain any state-action pair

and is not updated. The adaptive memory library is updated whenever the population

stagnates. The population is labeled as ‘stagnant’ whenever a span of generations equal

to some hyper-parameter occur without the best fitness in the population increasing.

6.1.1 Parameters of Lamplighter Puzzle Experiments

Now that the EA for the lamplighter puzzle solver has been introduced and the adap-

tive memory technique used to assist it has been described, the specific experiments

that were conducted using this solver can be elaborated upon. A suite of both stan-

dard and non-standard lamplighter puzzle instances were tested in order to explore the

versatility of the lamplighter solver. For each test instance, twenty independent runs

were conducted in order to gather a robust set of results for the lamplighter solver on

each instance.

Within each run, a population of twenty-eight different chromosomes were evolved

after being initialized as randomly generated alternator rings and each chromosome

was made of fifteen loci. When a chromosome constructs an attempt at solving the

lamplighter puzzle instance, the phenotype mapping only reads four-hundred entries

off of the ring before stopping. As the run proceeds, it evolves the population over

ten thousand generations, selects chromosomes for breeding using a tournament of size

seven, and when new chromosomes are bred they use two point crossover while also

mutating a single entry in the ring to a new value. All of these hyper-parameters were
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tuned and deemed to be optimal during an earlier study that centered itself around

introducing the alternator ring lamplighter puzzle solver [31].

As runs are completed, three separate quantities are recorded at their completion.

The first quantity recorded is the number of generations elapsed during the run. If

the run was able to locate a solution to the lamplighter puzzle instance, it records the

generation that it was found in; should a run have failed, the iteration limit is recorded

instead in order to indicate that the run was a failure. The second quantity is only

recorded if the run was successful; the quantity corresponds to the length of the action

sequence that was made by the chromosome that solved the instance. This quantity

is recorded in order to showcase the versatility of the EA’s approach. It is not simply

creating the same solution in every successful run, but finding other different ways to

solve the same lamplighter puzzle instance. The last quantity recorded is reserved for

the use of the adaptive memory version of the lamplighter solver. It tracks how often

the adaptive memory was invoked by a run of the EA. This quantity was recorded in

order to verify what level of intervention, if any, was being done on the natural progress

of evolution.

6.2 Vehicle Routing Problem

The vehicle routing problem (VRP) is a well studied combinatorial optimization prob-

lem with a computational complexity of NP-hard [57]; though many interesting variants

of the VRP exist, the work within this thesis focuses solely upon the base case, for it

sufficiently demonstrates the capabilities of adaptive memory. This version of VRP de-

scribes the problem as a puzzle in sending delivery vehicles to locations that are placed
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as points on a plane. Several vehicles, each with a carrying capacity of C, are stationed

at a depot somewhere on the plane. The vehicles are expected to make deliveries to N

different locations. Once a vehicle has reached its carrying capacity it must promptly

return back to the depot and end its route. Each vehicle can only make a delivery to

C ≤ N locations, so the fleet must carefully plan their routes and be as efficient as

possible. The depot and the N locations are meant to be thought of as the N + 1

vertices of a complete graph whose edges are labeled by calculating the distance be-

tween the locations subject to some metric (Euclidean is typically the standard due to

its real world applicability). The route of a single vehicle is created by choosing the

sequence of C delivery locations that it is to visit before returning back to the depot.

As a vehicle completes its route, the sum of the edge lengths that make up its route

are used as a measure of efficiency. An algorithm that designs route schedules for the

VRP is expected to create a planned schedule for each vehicle so that the sum total of

every vehicle’s route distance is minimized to the smallest value possible.

The idea of pruning the search space of the VRP is not novel; the non-revisiting

genetic algorithm of Chow and Yuen’s work had also extended their research into solv-

ing the VRP [62]. Their research specifically dealt with a “base” case of the VRP

where there is only a single vehicle of infinite capacity; this well known case is better

known as the traveling salesman problem. Their work treated the problem as a tree

search through a state-action space where certain visited nodes were pruned off after a

chromosome had reached a “leaf” of the tree.

Within this thesis, solutions to the VRP are also envisioned as paths along a state-

action space. The state-action space can be illustrated as a graph network where each

vertex is a partially constructed schedule of vehicle routes. The root vertex for the

space exists as the totally empty schedule where each vehicle remains at the depot
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Figure 6.2: Example of a realized VRP instance with sixteen delivery locations being ser-
viced by four vehicles. The graph on the top left of the figure show the initial
arrangement of the VRP; the top right shows an intermittent state of a partially
completed VRP solution. The bottom two graphs show possible completions of
the intermittent route shown in the top right graph. The bottom left graph
schedules a much more efficient route than the bottom right graph. Each vehi-
cle has been restricted with a capacity of four and has its route outlined with a
distinct colour.

137



and each edge of the space moves a single vehicle from its current location to another

delivery location that has not yet been visited. The terminal vertices of this space are

those that have the vehicle fleet visiting every delivery location exactly once and then

returning to the depot. Each vertex in the state-action space is given a score based on

the total sum of distances between the edges that have been drawn thus far. Fig. 6.2

illustrates states of this state-action space as the top left graph in the figure shows an

initial VRP arrangement that serves as the root node of the state-action space; the

top right graph exists as one of many intermittent vertices of the graph and exists as

a partially drawn-up route schedule. The latter two graphs then show two different

attempts at completing the schedule; the graph on the left is of higher fitness than the

one on the right of Fig. 6.2 as an observer can clearly identify which of the two has a

shorter sum of edge lengths.

The EA that is used to create schedules for the vehicles routes makes use of the

AGR. The representation is derived from the Greedy Randomized Adaptive Selection

Policy (GRASP) as discussed in Section 2.3.3. The representation in this study borrows

from this idea, but adapts it into the design of a chromosome. For each locus of a

chromosome, a set of edges is curated. The set of edges is made up of the edges in the

bipartite subgraph between all unvisited delivery locations and the vehicles who have

yet to complete their route. The edges in this subgraph are then ordered from longest

to shortest and subsequently filtered into a reduced candidate list (RCL) such that only

the R shortest edges remain; if there are fewer than R edges in the list, then the list is

simply presented as the ordered set of remaining edges.

Fig. 6.3 gives an example on intermittent state and a subgraph of edges that serve

as candidates for the RCL. The higlighted edges are those of shortest distance that

are admitted into the RCL. This reduced candidate list is used by the AGR so that R
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Figure 6.3: An intermittent state of a VRP instance and the bipartite graph that makes up
the possible edges of the RCL. The five edges admitted to the RCL are drawn
in orange. The illuminated circles are visited locations and the darkened circles
are yet to be visited.

sub-intervals are created and that when a locus is read, its value falls within that sub-

interval and the chromosome must create that edge for its schedule. This is repeated

for each locus along the length of the chromosome. Each vehicle has its potential edges

compared to one another, so any vehicle that has not reached capacity may have an

edge formed based on a locus value. The use of AGR on the VRP is not unprecedented

for it had previously been implemented on the Traveling Salesman Problem using a

very similar setup that biased the chromosome towards constructing short edges in its

phenotype [44]. The AGR has also been used to evolve VRP routes by having each

locus specialize such that it only makes the decision for what a vehicle should do as it

leaves a specific delivery location [30].

The adaptive memory incorporated into the EA for the VRP is invoked whenever

the population stagnates. Stagnation is measured by tracking the number of crossover

breeding generations that have occurred since the best fitness among the current pop-

ulation has last improved; once a certain threshold value of generations – dictated by
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a hyper-parameter – is reached: the adaptive memory subroutine begins. Within the

sub-routine, adaptive memory examines the chromosome that produced the best fit-

ness thus far. It investigates what the last choice made by the chromosome was as it

constructed the route schedule phenotype for the VRP. Once the last choice of action

is identified, the adaptive memory updates fM such that the same action can never be

made again subject to the exact state where it had been made from previously. By

using adaptive memory in this fashion: potentially useful, yet unexplored regions of the

fitness landscape will never be erased. Following the update, a fraction of the popu-

lation is re-randomized and then the fitness of every chromosome in the population is

re-evaluated subject to the altered fitness landscape that exists as a consequence of the

altered fP . In order to fairly compare an EA with the adaptive memory feature against

an EA without it, a number of generations equal to half the population is skipped over

so that the adaptive memory is not given a computational advantage by being able to

make more calls to the fitness function. This is not the first adaptive memory policy

that has been designed for use on the VRP. Past experimentation attempted to use

other policies that would ban the longest edge found during a run or instead ban the

last choice made by the vehicle that had the worst performing vehicle in the fleet. The

policies were designed so that they would ban these choices regardless of context, so

they often created situations where an intermittent state constructed by a chromosome

would be left unable to traverse the state-action space and arrive at one possible goal

state; a fail-safe that dismissed the use of adaptive memory had to be used in order

to make sure that degenerative chromosomes did not exist in the population. Exper-

imentation with these past policies ended up generating phenotypes that were less fit

than those that were evolved without adaptive memory. Thus, this more particular and

cautious policy was designed to be a suitable successor.
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6.2.1 Parameters of Vehicle Routing Experiments

For this thesis, an EA that is able to solve the VRP was developed. The algorithm was

designed so that it has the option of using the adaptive memory feature. The algorithm

was designed so that it could be tested whether the adaptive memory feature had a

positive, neutral, or negative effect on the results garnered by the EA. In order to test

a wide spectrum of different VRP instances, several hundred runs were conducted both

with and without the use of adaptive memory. The runs all shared certain values for

many of their hyper-parameters:

• The population was fixed at fifty.

• Each run consisted of twenty-thousand generations of selection and breeding.

• The selection operator consisted of a seven-entrant tournament.

• one-point crossover was used as a breeding operator.

• one-point mutation was used on the child chromosome born from each iteration

of the EA.

• Mutation would alter a locus by having it increment by some value pulled uni-

formly from the interval [−20, 20].

• Each locus was populated with a value from the set Z60

The values for these hyper-parameters were calibrated during preliminary experimen-

tation with the VRP. The only aspect of the EA that was varied between runs was the

size of the RCL which was considered by the AGR at each locus.
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Separate instances of the VRP were generated so that the EA and the adaptive

memory feature by extension could be tested on a variety of different delivery layouts.

By feeding it parameters, the VRP generator placed n+1 delivery locations on the plane

[0, 10] × [0, 10]. The depot for each instance would be decided by randomly selecting

one of the delivery locations and identifying it as the depot. Within the VRP solver

EA, one could specify the number of vehicles in the delivery fleet and the capacity of

each vehicle. For the many different runs that were generated, the following parameters

were used in a number of combinations.

• Number of delivery locations: 12, 24, 36, 48, 60, 72, 84, 96, 108, 120.

• Size of Reduced Candidate List: 2, 3, 4, 5.

• Number of Delivery Vehicles: 1, 2, 3, 4.

The capacity of each delivery vehicle was either set to infinite or equal to the number

of delivery locations divided by the number of vehicles in the fleet.

The many VRP runs were grouped together in sets of twenty. Within each set,

the EA is tested on the same generated instance of VRP and uses the same parameters

for the RCL size, the number of vehicles in the delivery fleet, and the capacity of each

vehicle. Multiple runs were conducted due to the stochastic nature of EA; it was hoped

that as several similar runs were conducted, the difference between an EA with and

without adaptive memory would become more clear.

When the EA uses the adaptive memory feature, a policy specifically made for

solving the VRP was created for this thesis. The policy was designed through exper-

imental trial and error combined with intuition about what would be best assist the

EA in finding higher quality solutions. The policy was designed so that during a run of
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the EA, if one-thousand generations had occurred without the best fitness chromosome

in the current population changing then the population would be declared stagnant.

When this happens, twenty percent of the population would be re-initialized to new

values; additionally, the best chromosome in the current population would be sent to

the adaptive memory. The adaptive memory would examine the last choice made by

the chromosome during its phenotype construction and then prevent it being selected

by future chromosome that had constructed an identical phenotype up to that point.

The EA would then resume as normal. At the end of each run, the adaptive memory

would be expunged, so that the next run could form its own library independently.

When runs of the EA were executed, three key pieces of data were recorded during

their completion. The first datum recorded the fitness of the best chromosome made

at any point during the run. Should the adaptive memory, on average, produce better

chromosomes then it ought to be viewed as an improvement over the standard EA. The

second datum recorded the number of instances where it was found that best fitness

in the population decreased (recall that the VRP wants to minimize fitness); the third

datum is very similar to the second except that it only records the number of times

where the best fitness found at any point during the run is improved upon. For an

EA that is not using adaptive memory, this value proves to be identical as the most fit

member in the population always proves to be the most fit found at any point in the

algorithm. It is worth noting that an EA is unable to overwrite its most fit chromosome;

it would only be replaced if there existed another chromosome with an identical fitness

value and so the most fit chromosome in the population would remain unchanged. The

reason that the second two data points are recorded for each run is due to an interest

in seeing how much more “growth” is exhibited by the population when it constantly

removes the phenotypes of its most fit chromosome from consideration.
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6.3 Mandelbrot Quadrant Identifier

The Mandelbrot set is a collection of connected points that are located within the

complex plane [14]. The Mandelbrot set exists as a very fascinating fractal; its boundary

is able to weave itself into continuously small and complex shapes that can be seen by

zooming in upon sections of the set. Points C ∈ C are admitted into the Mandelbrot

set if they satisfy the following recurrence relation.

z0 = 0 ; zi+1 = (zi)
2 + C ; |zi| < 2 ∀i ∈ N (6.1)

Each point of the complex plane is assigned an iteration number; an iteration number

is the smallest number of i in the above equation where zi does not obey the inequality

involving metric distance from the origin. Points that have an iteration number of

infinity are considered part of the Mandelbrot set. In practice, when calculating the

iteration number of points, computer algorithms are used. When the algorithm checks

the iteration number of a point, it is provided with an iteration limit L that tells the

algorithm when to stop checking further. At these points, the algorithm labels the

point with L as its iteration number using the implication that this point is probably in

the Mandelbrot set. As one increases the value of L, a computer is able to distinguish

more and more clearly between points in the complex plane regarding whether or not

they truly belong in the Mandelbrot set.

The Mandelbrot set by itself is undeniably interesting, but its mainstay appeal lies

in its aesthetic value. Computer programs are able to transform the Mandelbrot set

into pieces of colorful art that bear some resemblance to kaleidoscopic images; these

fractal art pieces have been thought of as psychologically soothing images that people
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Figure 6.4: An example of a possible colouration of one portion of the Mandelbrot set

can enjoy [56].

Fig. 6.4 gives an example of a Mandelbrot colouration that contains the whole of

the set; meanwhile, Fig. 6.5 shows another piece of the Mandelbrot set that zooms in

upon some intricacies that exist along the set’s border so that it can better highlight

those features. In both figures, the black mass comprises the space thought to contain

the Mandelbrot set based on the L value used to make that picture; all other colours

are given to points outside of the set based on their iteration number. The process is

somewhat akin to doing a massively large and difficult ‘paint by numbers’ picture. By

looking at a window view of the complex plane one can think of said window as a grid

of pixels. The resolution of the window made up by these pixels ought to be of high
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Figure 6.5: Another possible colouration of the Mandelbrot set

enough quality so that the intricacies of the Mandelbrot set can be properly defined.

The set of pixels can then be thought of collectively as a set of evenly spaced points in

the complex plane. Each pixel is then assigned a value of red, green, and blue by using

the RGB values of computer colouration. In order to assign a pixel a value of red, blue,

and green, three mappings are described; each mapping takes the iteration number of a

pixel as input and outputs to a value that can be standardized onto the range of possible

colouration values. As each pixel is passed through the triplet of mappings, it becomes

a coloured dot that exists as part of a larger grid that makes up the Mandelbrot set.

In the past, EA have been used in order to evolve interesting windows for fractal

Mandelbrot art [2]. Because the goal is to create aesthetically pleasing images, the

fitness function for these EA are highly subjective. They attempt to focus on quantify-

ing tangible aspects of an image that can often be correlated with aesthetic appeal [5].

There are many possible ways to create these types of fitness functions; this thesis con-

ducts experiments that use one particular fitness function referred to as the divergence

binning function.
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The divergence binning function judges the fitness of a square window of the Man-

delbrot set. When judging the fitness of these windows, the fitness function generates

a P × P grid of points on the window where P is a hyper-parameter of the fitness

function. The points are placed upon the window so that they evenly spaced between

their adjacent neighbors and border upon the edges of the window. The iteration num-

ber of each point in the grid is then calculated. Alongside this calculation of iteration

numbers there is a subset B of points defined for the fitness function where B ⊂ W.

B as a set serves as yet another hyper-parameter for the fitness function and different

choices for this value can greatly impact the type of windows evolved by the EA.

The subset B is meant to be thought of as a set of bins where one sorts the iteration

numbers that are calculated from the grid of points. For each iteration number that

agrees with a number belonging to B, the fitness of the window is increased by one.

Having the same iteration number appear in the grid more than a single time does

not reward additional fitness, so it is advantageous for a window’s grid to have as

much variety as possible. A higher fitness score for a window suggests that it shows

a subjectively interesting view of part of the Mandelbrot set. The reasoning behind

this assignment of fitness is based on the notion that boundaries of the Mandelbrot set

contain the most interesting behavior. When the the grid is made up of points with a

variety of iteration numbers, it suggests that the window view is close to an interesting

border of the Mandelbrot set. In this area, one is not necessarily in the set, but by

being close they create an interesting spectrum of colours that ultimately make for an

interesting image.

The notion of fitness for this problem is highly subjective. Views of high fitness

may contain some very fascinating behavior from the points of the Mandelbrot set, but

end up looking visually unappealing. To explain this further, refer to Fig. 6.6. For
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Figure 6.6: Several views of the Mandelbrot set that evolved to different levels of fitness
using the divergence binning fitness function

148



these pictures, the Mandelbrot set is white space and the rainbow coloured regions lie

near its border. The views were evolved using an iteration limit of six hundred, the

subset considered all values between fifty and five hundred and ninety nine, and the

grid window was made up of an array of forty-one by forty-one points. By reading off

the different views of the Mandelbrot set from top left to bottom right, their fitness

values are 35, 84, 196, 251, 362, and 455. The higher fitness views have many more

chaotic elements then the simple lower fitness views, but whether they actually look

appealing is a stance that can be easily disputed.

Evaluating the fitness of a window in the Mandelbrot set is one matter, but actually

evolving the windows as chromosomes is a separate matter. The experiments within

this thesis evolved windows using the AGR. The construction of a window is done by

zooming in upon quadrants of the Mandelbrot set. The chromosome begins with a

general window over the complex plane that includes the totality of the Mandelbrot

set. Each locus of the chromosome then selects one of the four quadrants of the window

and zooms in upon it. The locus is provided with five options:

• Zoom in on the upper left quadrant.

• Zoom in on the upper right quadrant.

• Zoom in on the lower left quadrant.

• Zoom in on the lower right quadrant.

• End on the current window and cease reading subsequent loci.

When evolving chromosomes using this representation, the length of the chromosome

becomes yet another hyper-parameter. Depending on the length, W , chosen there exist

5W different windows that can be evolved.
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The AGR was used in order to evolve windows so that the adaptive memory may be

incorporated into the design of high fitness views of the Mandelbrot Set. The adaptive

memory was used in two different ways. The adaptive memory was used to both prevent

the stagnation of the population within local optima, and collect global optima that

are found by the population. When the best fitness among the population fails to

increase within a certain number of generations, the adaptive memory is invoked. As

it is invoked, the current best chromosome in the population is sent to the adaptive

memory. Using this phenotype, the window is constructed as normal, but the last

action chosen is banned from appearing in future chromosomes. The population then

attempts to continue and evolve high fitness views of the Mandelbrot set. When a

chromosome of high enough fitness is identified subject to a fitness threshold specified

by the adaptive memory, it is sent to the adaptive memory. The chromosome constructs

the view it normally would, but the last choice made is pruned so that it may never

occur again.

The highly fit views are pruned from the population so that the EA is able to curate

a collection of many different views from the Mandelbrot set. By curating many views

within the same run, clusters of interesting areas can be identified in the Mandelbrot

set all within the same run. By doing multiple independent runs, the EA is able to find

many different regions that are filled with interesting views of the Mandelbrot set and

quickly generate content for a prospective creator of fractal art.

6.3.1 Parameters of Mandelbrot Experiments

For this thesis, an EA that generates a collection of interesting Mandelbrot set views

was developed. The algorithm was designed so that one could choose whether or not
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to use the adaptive memory feature. The algorithm was designed so that it could be

tested whether the adaptive memory version of the EA creates a set which is larger,

smaller, or roughly equal in size to the set created by the standard EA. A wide variety

of criteria were specified when deciding what types of views should be sought after by

the EA. Multiple runs were also conducted in order to ensure that an unlucky choice

of initial population would not skew the results gathered by the EA. All of the runs

shared certain values for many of their hyper-parameters:

• The population was fixed at fifty.

• Each run consisted of ten-thousand generations of selection and breeding.

• The selection operator consisted of a seven-entrant tournament.

• The chromosome were designed to be of length twenty so that the quadrant zoom-

ing feature could be invoked up to twenty times before selecting a view.

• one-point crossover was used as a breeding operator.

• one-point mutation was used on the child chromosomes born from each iteration

of the EA.

• Mutation would alter a locus by having it increment by some value pulled uni-

formly from the interval [−20, 20].

• Each locus was populated with a value from the set Z60, the integers from zero

to fifty-nine.

The values for these hyper-parameters were calibrated during preliminary experimenta-

tion with the Mandelbrot algorithm. The aspects of the EA that were altered between

sets of runs were concerned with the details of the fitness function.
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Between sets of runs, the fitness function was slightly altered so that different types

of views would be sought after by the EA. The fitness function was altered between the

following parameters.

• The limit to the number of iterations made before assuming that a point belonged

to the Mandelbrot set. Value was varied between: two-hundred, four-hundred,

six-hundred, eight-hundred, and one thousand.

• The number of rows and columns that make up the grid of points for the Mandel-

brot view was altered between the following values: fifteen, twenty-three, thirty-

one, thirty-nine, and forty-seven.

• The fitness threshold that a chromosome’s view must exceed in order to be ac-

cepted into the set of interesting views was varied to be different values relative

to the iteration limit. The fitness threshold would accept views with a diversity

of iteration values ranging between 50% and 75% of the iteration limit.

Both the standard EA and the adaptive memory EA would conduct ten runs with a

fixed set of the parameters. Over the course of these runs, the algorithm would attempt

to find as many different views that exceed the fitness threshold as possible. Every time

that the adaptive memory EA found a view above the fitness threshold it would save

it to a separate file and then prune the view from ever appearing again by saving it

into the adaptive memory. The adaptive memory EA would also remove the current

best view found within the population whenever the population was declared stagnant

for two thousand consecutive generations. The standard EA would also attempt to

find views that exceed the fitness threshold, but whenever the algorithm finds a view it

would not remove it from the phenotype search space. The same view would then be
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found over and over by the algorithm for the remainder of the run. In order to avoid

having the same view be saved over and over again, the algorithm would separately

track what runs it had already found so that the same view would not be saved twice;

the adaptive memory EA does not require this separate file since the adaptive memory

already removes views from the phenotype search space automatically.

The goal of this comparison is to highlight the adaptive memory’s ability to gather

a large number of optima. By running both the standard EA and the adaptive memory

EA it will be shown how many more interesting views – subject to the specified fitness

function – the adaptive memory is able to get compared to the standard EA. This result

ends up occurring consistently for all choices of hyper-parameters as described more in

Section 7.3.
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Chapter 7

Results & Discussion

The adaptive memory feature had a range of efficacy on each of the problems that it was

applied toward. For some experiments, it served as an excellent boon and assisted the

EA in achieving far better results than it would have otherwise. For other experiments,

it provided a marginal improvement in results while adding only minimal computational

cost to the problem. In its least effective instance, the adaptive memory proved to have

no discernable value; it contributed nothing to the performance of the EA and simply

existed in the algorithm.

Based on the results garnered from this suite of problems, it is reasoned at this

time that the advantage offered to an EA by the adaptive memory feature is sensitive

to the fitness function that is used to solve a problem or to the representation that is

used by the EA; it is also thought that the efficacy of the adaptive memory feature

hinges greatly on the policy that is used to update it within the runs of the EA.
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7.1 Lamplighter Solver Results

The lamplighter puzzle solver received nearly no benefit from its coupling with the

adaptive memory feature. At this time it is presumed that the nature of the fitness

function used to evaluate solution attempts for the lamplighter puzzle is responsible

for this result; the augmented fitness function evolved chromosomes in a rather specific

fashion that is not necessarily intuitive to the lamplighter puzzle. By combining it

with adaptive memory, it is highly probable that the specific policy used by adaptive

memory was “incompatible” with the fitness function.

To quantify these results clearly, Table 7.1 shows how the results of the two versions

of the EA performed when solving various lamplighter puzzle instances. The first

column of the table mentions which instance is being considered by all of the data

found in the corresponding row. The various instances were a mix of standard and

non-standard lamplighter puzzle instances; A numbered list detailing the specifics of

each instance is provided below.

• Instances 1,2,3: these were standard lamplighter puzzles that had twelve lights

in each instance. The action set for each instance is A = {(3, e3), (5, e5), (7, e7)}

The instances used initial states that altered lights in a fashion that attempted

to lack any sort of pattern.

– Instance 1: c = 2 and `0 = (0, 111001110110)

– Instance 2: c = 3 and `0 = (0, 111202210112)

– Instance 3: c = 4 and `0 = (0, 311202210312)

• Instances 4,5,6: standard lamplighter puzzle instances that had twelve lights. The
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No. Adaptive Memory EA Standard EA
— T to Sol. L of Sol. Mem. T to Sol. L of Sol.
1 20 63± 62 139± 32 0 20 27± 21 120± 29
2 19 1442± 1113 120± 35 0 18 1097± 716 122± 29
3 0 N/A N/A 7 2 5357± 4182 81± 94
4 20 23± 8 115± 36 0 20 419± 418 73± 25
5 20 1702± 1208 156± 37 5 17 634± 510 94± 38
6 5 3181± 2890 103± 37 7 2 5010± 8325 89± 114
7 20 519± 978 136± 32 0 20 16± 8 134± 33
8 16 2010± 956 155± 50 3 18 1685± 705 161± 40
9 6 1059± 677 50± 28 4 8 613± 444 97± 53
10 20 23± 9 106± 35 0 20 18± 7 133± 35
11 20 251± 126 75± 35 0 20 257± 108 53± 25
12 20 15± 6 117± 40 0 20 16± 7 106± 31
13 17 2409± 1354 127± 45 2 17 2008± 1327 141± 31
14 10 1292± 1025 101± 33 4 16 2408± 1508 110± 31
15 20 514± 979 132± 25 0 20 19± 7 124± 28
16 20 1440± 863 153± 41 2 15 2319± 1643 124± 44
17 12 980± 525 68± 39 2 16 3027± 1674 77± 26

Table 7.1: Table of results for the lamplighter puzzle solver for both types of algorithm:
adaptive memory and standard. The first column specifies a lamplighter puzzle
instance. The columns “T to Sol.” lists the number of successful runs out of
twenty and builds a 95% confidence interval for the time to solution obtained by
the runs of each instance. The columns “L to Sol.” build a confidence interval for
the length of the sequence generated by the chromosome that exceeds the fitness
threshold for each instance. The “Mem.” column unique to adaptive memory
specifies how often it was invoked across all twenty runs of an instance.
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action set was A = {(2, e2), (5, e5), (3, 0)} and the initial state was altered in a

patterned fashion.

– Instance 4: c = 2 and `0 = (0, 100010001000)

– Instance 5: c = 3 and `0 = (0, 200110101100)

– Instance 6: c = 4 and `0 = (0, 301120202110)

• Instances 7,8,9: non-standard lamplighter puzzle instances that had twelve lights.

The action set consisted of A = {(2, e2), (9, e9), (1, e11 + e3), (1, e0 + 2e1 + e2)}.

The initial state used set the seventh light to the value zero and left all other

lights at the value one.

– Instance 7: c = 2.

– Instance 8: c = 3.

– Instance 9: c = 9.

• Instances 10, 11: non-standard lamplighter instances with twelve lamps. The

action set was A = {(3, e3), (10, e10), (6, 0), (1, e1 + 2e2 + 3e3)}. The initial state

was `0 = (0, 111111011111).

– Instance 10: c = 2.

– Instance 11: c = 3.

• Instances 12, 13, 14: non-standard lamplighter instances with twelve lamps. The

action set was A = {(3, 0), (1, e1), (11, e11), (6, e6 + 2e7 + 3e8)}. The initial states

used an alternating pattern based on the number of lamp settings available.

– Instance 12: c = 2, and `0 = (0, 101010101010)

– Instance 13: c = 3, and `0 = (0, 120120120120)
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– Instance 14: c = 4, and `0 = (0, 123012301230)

• Instances 15, 16, 17: non-standard lamplighter puzzle instance with twelve lights.

The action set was A = {(3, e2 + e4), (1, e11), (5, e3 + e5 + e7), (0, e10 + e2)}. The

initial state was a similar random sequence to the one used in the first three

instances.

– Instance 15: c = 2 and `0 = (0, 100111011011)

– Instance 16: c = 3 and `0 = (0, 120221011211)

– Instance 17: c = 4 and `0 = (0, 120221031231)

The suite did not attempt to use other values of n for Ln,c since it was presumed that

increasing the number of lamps would not alter the efficacy of adaptive memory.

In reference to Table 7.1, column “No.” lists off which of the twenty lamplighter

instances is being referred to by the data of that row. To its right there is the umbrella

column “Adaptive Memory EA”; all of the data under this column pertains to EA runs

where adaptive memory was used. The other umbrella column to its right “Standard

EA”, records the same data for EA runs that did not use adaptive memory. Under these

main columns, there is the sub-column “T to Sol.”; this sub-column breaks up into two

smaller sub-columns. The left sub-column under “T to Sol.” explains what number out

of the twenty runs were able to successfully produce a candidate solution to the puzzle

instance. The right sub-column under “T to Sol.” column displays the average number

of generations that elapsed during a successful run. The column also adds a ninety-

five percent confidence interval to this value by using only the times of the successful

runs. Each of the main columns also has a sub-column labeled “L of Sol.”; this column

describes the average length of the sequence made by the chromosomes that created a
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goal state-finding strategy; a confidence interval was also constructed in order to show

what span of different sequences are being made by the alternator ring representation.

There is one sub-column unique to the “Adaptive Memory EA” labeled “Mem.”; this

column tracks the number of times that an adaptive memory entry was added to the

library across all twenty of the runs that were done for a single instance. As one may

notice from the table, the adaptive memory is almost never invoked. For almost half of

the instances, the library is empty for all twenty runs and when it does appear, it is a

highly infrequent occurrence across the twenty runs. The last three columns describe

the results for the standard EA. The data recorded mirrors that of the data shown for

the adaptive memory EA only it omits the number of adaptive memory entries since it

would be zero in every column.

When inspecting the various columns, one can observe for all choices of instance,

there exists no clear difference between the performance of the two algorithms. It is

true that in select instances, one algorithm may perform more successful runs than

its counterpart, but at this time this is presumed to be due to the uncertainty of a

globally optimal chromosome being made; should more runs have been attempted for

each instance, then it is assumed that the percentage of successful ones performed by

each algorithm would be roughly equal. A similar argument could be made regarding

any discrepancies in differences between the average time to solution and the average

sequence length generated by globally optimal chromosome. This claim can be made

with confidence due to the fact that the only difference between the two performing

algorithms is the use of adaptive memory; however, across three hundred and forty

different runs, the adaptive memory library was only updated thirty-four times and no

more than twice within a single run. When the adaptive memory was used on the other

problems discussed within this thesis, dozens of entries would be made to the adaptive
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memory within a single run. This stark contrast suggests that if there were any impact

made on the results through the use of adaptive memory, then it is minimal if not zero.

To review, the fitness function used for the lamplighter solver rewarded a chro-

mosome more if its solution attempt got closer to creating a goal state than other

chromosomes; the shorter the Hamming distance between the closest goal state and

any state made by the solution attempt would be the primary measure of fitness. In

past experiments, this choice of fitness function proved to be insufficient at sorting

through the quality of solutions as almost any chromosome can get within a Hamming

distance of one to a goal state through enough trial and error. This would then serve

as a long plateau of stagnation where the EA would be unable to distinguish which

solutions were better than others until eventually either the run ended or one of the

chromosomes bred happened to find a goal state.

It was for this reason that the experiments in this thesis augmented the fitness

function. The augmented fitness function rewarded chromosomes that explored a larger

set of reachable states in the lamplighter puzzle instance. As chromosomes continue to

explore more and more states, they inevitably get closer to finding one of the goal states

that exist within the instance. When this augmented fitness function was designed,

it was hoped that it would serve as an improvement over the initial experiment. It

had succeeded in this goal; however, it may still require further augmentation. It is

definitely not an understatement to say that in a standard lamplighter puzzle instance,

the number of states that are not goal states far exceeds the number that are goal

states. A chromosome that is rewarded for finding as many unique states as possible

in their solution attempt is inevitably going to have its loci altered so that exploration

of the state space is encouraged. This is not necessarily evolving a lamplighter puzzle

player that is honing in upon the goal with precision, but instead evolving a player that
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meanders around the reachable set of states for the puzzle until they happen to land

upon on a goal state. For a new player to the puzzle, this strategy seems sensible, but

when trying to effectively solve the puzzle in as few moves as possible, this approach

may seem far too slow and roundabout.

Future experiments involving the lamplighter solver might benefit from future aug-

mentations to the fitness function. Perhaps chromosomes that visit states repeatedly

during their solution attempt ought to be deemed of lesser fitness or maybe the fit-

ness bonus should only be awarded to a chromosome for the unbroken sequence of new

unique states that it makes prior to repeating one of its states for the first time. In-

stead, the library could only reward unique states found by the chromosome that are

close to the goal state; in this arrangement, the chromosome would not be receiving

minor boosts in fitness just for locating states that exist nowhere near a goal state. It

is possible that such fitness function alternatives are capable of evolving players that

exhibit a more human-like behavior as they earnestly attempt to find a goal state, but

it is equally likely that the alternatives possess their own as of yet unknown drawbacks.

Such a question shall be answered in future experimentation involving the lamplighter

puzzle and its solver.

It was mentioned that the adaptive memory policy may have proved to be ill-

suited to the EA based on the fashion in which the adaptive memory was encoded.

The experimentation backs up this claim as the adaptive memory almost never ended

up being updated by any of the runs that were conducted for a given instance. The

adaptive memory policy was meant to ban actions that turned lamplighter puzzle states

into another state that had already been found by the chromosome earlier in its attempt.

It would be invoked whenever the population stagnated. During experimentation it

was found that the population stagnated far less frequently than it had for the other
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experiments. Slight increases in fitness would occur throughout a run whenever a

chromosome managed to attempt a strategy that found more unique reachable states.

Even when adaptive memory was invoked it was often not able to find a suitable action-

state pair that could be added to the adaptive memory library. Upon closer inspection

it turned out that right up until it hit the iteration limit, the chromosome was still

finding new states. As a consequence, the adaptive memory had no action to use for

the state action pair; for most runs, the adaptive memory library remained empty. It

would hold little to no sway over the progress of evolution and so there is no reason

why the two types of EA should not have gotten roughly identical results.

7.2 Vehicle Routing Problem Results

In contrast the lamplighter solver algorithm, the adaptive memory feature proved to

more often have a positive impact than a negative impact when solving instances of the

VRP and made a noteworthy contribution to the performance of the algorithm.

For all of the figures in this section a consistent legend for points is used. The

orange circular points refer to data gathered from EA that were run without the use

of adaptive memory. The blue and green markers refer to data gathered by EA runs

that made use of the adaptive memory. Some plots make use of three different types

of markers; these plots make reference towards the number of improvements to fitness.

In these instances, the square blue markers refer to improvements made to the best

chromosome found within the population, while the triangular green markers refer to

improvements that are made to the best chromosome found at any point during the run.

Note that the number of improvements made to the best chromosome in the population
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Figure 7.1: The fitness of the best chromosome found in the current population within the
duration of a single run

will always be equal to or greater than the number of improvements made to the best

chromosome that exists at any point during the run. Consequently, the green markers

will always be below the blue markers.

The first of many graphs attempts to show a detailed plot on how this phenomenon

occurred in a single run of the EA. If one looks at the left end of Fig. 7.1, then they

will note almost all progress made by the EA occurs within the first quarter of the

run; for its remainder, the standard EA that does not use adaptive memory plateaus

for long stretches of time. During these stretches, the population tends to homogenize

so that all of its chromosomes more or less resemble the chromosome of best fitness

found within the population. This gradual process occurs because every time the best

fitness chromosome is considered for breeding by the selection phenotype, it wins the

tournament and gets to pass on parts of its gene. Similar copies of it are then born as

children and since this fit chromosome is never removed, it continues to spawn similar

versions of itself. If these children resemble their parent closely enough, then they may
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even map to the same phenotype. In such a circumstance, the children would have the

same fitness as their parents marking a loss of diversity for the population as a whole.

To escape this stagnation of diversity, the population would make mutated children

who either breed with each other to make a new chromosome of lower (better) fitness.

These types of improvements made to fitness typically only occur during lucky instances

where the chromosomes mutate or breed with their children in just the right way.

Meanwhile, for the run that uses adaptive memory, diversity is enforced in a dif-

ferent manner. The most fit member of the population only exists for a finite period.

This introduces far more variation into the fitness of the population. Once one thou-

sand generations pass without finding any improvement, the EA rejects the current

best phenotype found by the population and then performs tiny bursts of evolution

thereafter. During these tiny bursts of evolution, the EA quickly recovers from the sub-

optimal phenotype that its chromosomes were relegated to after the adaptive memory

update. The new phenotype that the population settles upon may be better, but is

often worse; however, when this is the case, the adaptive memory will simply ban that

phenotype from forming as well and the process begins anew. It is difficult to observe

this phenomenon in the fitness graph, but as one refers to Fig. 7.2 they can identify the

micro-evolution bursts within the line formed from triangular blue points.

By using these tiny bursts of evolution, one can observe that at around generation

fifteen thousand within the run, the adaptive memory run has overtaken the standard

run and created better fitness chromosome within the population. At that point onward,

the adaptive memory run continues to improve before hitting a “wall” of local optima

that it is unable to overcome. The best chromosome found within the final population of

the adaptive memory run often ends up being of worse fitness than the best chromosome

found overall. This is expected, and so a separate variable is used to track the best
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Figure 7.2: The progress in regards to the number of improvements made to the best chro-
mosome in the population within the duration of a single run.

chromosome that was made at any point during the run; this value is saved as one run

ends and another run begins.

To look at single runs of other instances, Fig. 7.3 through Fig. 7.6 show a number

of different instances that all follow the same trend. The standard EA experiences long

spans of time where no improvement is made until a lucky mutation or breeding event

occurs between chromosomes. The adaptive memory experiences a much more turbu-

lent situation as the best fitness found within the population is constantly changing.

What’s worth particular note is the last set of plots in Fig. 7.6. In this run, the standard

EA outperformed the adaptive memory EA. It is presumed that in this run, the popu-

lation stumbled upon an especially fit part of the problem’s fitness landscape and then

successfully exploited it to maximum efficacy. This is one aspect of EA that adaptive

memory is not able to reproduce as effectively. The overturn of fit chromosomes within

the population does not allow one to exploit promising regions of the fitness landscape

as much as they could, but there is no way to know whether they are worth exploiting
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Figure 7.3: A plot detailing the best fitness (top) and number of fitness improvements (bot-
tom) achieved over the length of a VRP run.
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Figure 7.4: A second plot detailing the best fitness (top) and number of fitness improvements
(bottom) achieved over the length of a VRP run.
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Figure 7.5: A third plot detailing the best fitness (top) and number of fitness improvements
(bottom) achieved over the length of a VRP run.
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Figure 7.6: A fourth plot detailing the best fitness (top) and number of fitness improvements
(bottom) achieved over the length of a VRP run.
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without spending more computational time exploring it. The adaptive memory could

spend more time with promising regions of the fitness landscape by altering the length

of stagnation that must be met prior the invocation of adaptive memory; however, do-

ing so exists as another tuning of hyper-parameters, which has been omitted from this

thesis. Instead, it is expected that across many runs, the adaptive memory’s improved

exploration has outweighed its loss in exploitation compared to the standard EA.

The next set of plots examine a broader comparison between the two types of EA.

Fig. 7.7 through Fig. 7.11 show the difference between the fitness values of the solutions

gathered by the adaptive memory EA and the standard EA. Across all of the plots, a

total of 2320 VRP runs were conducted and each point on the plot describes the best

fitness achieved by a single run. The various plots shown in each figure are partitioned

based on the number of delivery locations that are used for the VRP instances. Each

plot also contains horizontal lines dividing the points. These lines indicate that a

different randomly generated VRP instance is being used and the hyper-parameters of

the VRP that are being used have been altered in some way.

In Fig. 7.7, the top plot shows various runs on instances with twelve delivery

locations. One may note that with such a small set of places to visit, the EA is often

able to find what is assumed to be the globally optimal route. The plotted points

suggest that the adaptive memory runs seem to be able to do this with more far more

consistency than the normal runs and even when a run fails to find the global optima,

an adaptive memory run out performs a standard run. The bottom plot of Fig. 7.7

increases the number of delivery locations to twenty four, there appear to be far fewer

consistent solutions between either type of run; at this time, it is assumed that none of

these solutions are globally optimal; however each solution found proves to be a great

improvement over a deterministic greedy policy that always builds a route by finding
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Figure 7.7: Comparison between fitness results obtained by different types of EA from sev-
eral runs on many different instances of VRP with 12 delivery locations (top) and
24 delivery locations (bottom). The runs separated by dashed horizontal lines
indicate that a different instance was used along with a different combination of
VRP relevant hyper-parameters.
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Figure 7.8: Comparison between fitness results obtained by different types of EA from sev-
eral runs on many different instances of VRP with 36 delivery locations (top) and
48 delivery locations (bottom). The runs separated by dashed horizontal lines
indicate that a different instance was used along with a different combination of
VRP relevant hyper-parameters.
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Figure 7.9: Comparison between fitness results obtained by different types of EA from sev-
eral runs on many different instances of VRP with 60 delivery locations (top) and
72 delivery locations (bottom). The runs separated by dashed horizontal lines
indicate that a different instance was used along with a different combination of
VRP relevant hyper-parameters.
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Figure 7.10: Comparison between fitness results obtained by different types of EA from
several runs on many different instances of VRP with 84 delivery locations
(top) and 96 delivery locations (bottom). The runs separated by dashed hor-
izontal lines indicate that a different instance was used along with a different
combination of VRP relevant hyper-parameters.

174



Figure 7.11: Comparison between fitness results obtained by different types of EA from
several runs on many different instances of VRP with 108 delivery locations
(top) and 120 delivery locations (bottom). The runs separated by dashed
horizontal lines indicate that a different instance was used along with a different
combination of VRP relevant hyper-parameters.
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the shortest possible edge between a vehicle and a delivery location. Speaking further

about the second plot, the adaptive memory EA is either better on average or equivalent

to the standard EA. Looking the left tail-end for the runs of each instance, it seems

as if it is common for the standard EA to meet with very bad luck for a percentage

of its runs, while the adaptive memory tends to have a tighter consistency of results.

This trend continues for most of the instances seen in the other plots as the adaptive

memory EA seems to repeatedly undercut the standard EA in terms of performance.

Inspection of Fig. 7.8, where there are thirty six and forty-eight delivery locations

in the top and bottom plots respectively, shows that there exist some instances where

the inclusion of the adaptive memory is not advantageous. The performance of the

two types of EA seem to be heavily overlapped and it is difficult to discern which one

performs better on the instances. It is not known with exact certainty at this time why

adaptive memory does not improve the EA’s performance in these instances; one could

consider the possibility that this was merely unfortunate luck from the perspective of

the adaptive memory runs, though that is highly unlikely due to the large number

of runs performed for each instance. Continuing to look at the subsequent plots in

the figure, this result is not anomalous. In the fifth, seventh, and eighth plots with

sixty, eighty-four, and ninety-six delivery locations, there are additional examples of

instances where this occurs. To clarify, in each of these instances it is not as if the

adaptive memory performs worse than the standard EA, rather their performances are

so similar that it becomes difficult to distinguish if either algorithm is superior to the

other.

There is a a common element that is shared between all of these instances where

the distinction between the better algorithm is unclear; in all theses instances, multiple

vehicles are being used to fulfill the orders of the various delivery locations. It is
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V1 11 21 31 41 51 61

V2 72 82 92 102 112 122

C1 11 21 31 41 51 61 72 82 92 102 112 122

C2 72 82 92 102 112 122 11 21 31 41 51 61

C3 11 21 31 41 51 72 82 92 102 112 122 61

C4 11 72 21 82 31 92 41 102 51 112 61 122

Table 7.2: A simple example of how the same phenotype for the VRP may be formed by
multiple unique chromosome genotypes. The chromsomes are read from left to
right and direct the vehicle listed in the sub-script to the city noted in the locus
value.

assumed at this time that the dampened performance of the adaptive memory EA

stems from its inability to effectively ban phenotypes from the search space. When

multiple vehicles are involved, the same phenotype can appear in multiple ways and a

single use of adaptive memory is left unable to ban it immediately.

Example 7.2.1. Consider two vehicles that are scheduled to make deliveries to twelve

locations. The chromosome used to evolve these routes would use twelve loci. Each

one would send a single vehicle to a delivery location. Suppose a chromosome ended up

forming a schedule as described in Table 7.2. The first two rows of the table describe

a route made by two vehicles that evenly split up the delivery locations. The next

four set of rows describe different chromosomes that list the “dispatch” orders for the

vehicles and list the order in which the edges are formed.

The first chromosome forms the entire route for the first vehicle and then forms

the second vehicle’s route thereafter. While the second chromosome plots the second

vehicle’s route first and then the first route. Despite the different order of scheduling,

the resulting phenotypes end up being identical. If the adaptive memory was used

on the first chromosome, it would prevent the resulting phenotypes from being made

in that specific fashion; however, there would still exist many different ways to create

the exact same phenotype. The four chromosomes mentioned in the table are just a
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few possible imaginings; there would exist a large combinatorial amount of possible

constructions that would all result in the same phenotype.

Due to the many-to-one genotype-to-phenotype situation that exists for the VRP,

it is difficult to prune an unimportant locally-optimal phenotype from the search space.

Due to this, it is presumed that the adaptive memory EA’s advantage diminishes as

it is not able to alter the fitness landscape as effectively. This may not be the case

though as there exist other instances with multiple vehicles seen in each plot where the

adaptive memory EA still manages to maintain a notable advantage over the standard

EA.

Diverting focus away from the quality of solutions obtained, Fig. 7.12 through

Fig. 7.16 describes the number of fitness improvements that were made by each of the

runs. The plots in the figure are organized as they were for the figures with plots that

recorded fitness; they are split up by the number of delivery locations that make up

the instances. Between all of the plots: the blue circular markers at the top display

a count of how many fitness improvements are made to the best chromosome within

the population for the adaptive memory EA, the green triangular markers count the

number of fitness improvements made to the best chromosome that exists at anytime for

the adaptive memory EA, and the orange markers count the the fitness improvements

made to the best chromosome for the standard EA. It is immediately clear that the

adaptive memory EA makes many more improvements to the best chromosome in the

population than improvements to the best chromosome overall. This is not a surprising

result since ‘improvements to best ever’ exists as a sub-case of ‘improvements to best

in the population’; additionally, as the adaptive memory EA constantly removes the

best chromosome from the population using the adaptive memory sub-routine, it is
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Figure 7.12: Comparison on number of fitness improvements acquired by different types of
EA from several runs on VRP instances with 12 (top) and 24 (bottom) delivery
locations.
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Figure 7.13: Comparison on number of fitness improvements acquired by different types of
EA from several runs on VRP instances with 36 (top) and 48 (bottom) delivery
locations.
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Figure 7.14: Comparison on number of fitness improvements acquired by different types of
EA from several runs on VRP instances with 60 (top) and 72 (bottom) delivery
locations.
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Figure 7.15: Comparison on number of fitness improvements acquired by different types of
EA from several runs on VRP instances with 84 (top) and 96 (bottom) delivery
locations.
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Figure 7.16: Comparison on number of fitness improvements acquired by different types
of EA from several runs on VRP instances with 108 (top) and 120 (bottom)
delivery locations.
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perfectly sensible for there to be many improvements made to the best chromosome in

the population immediately after as the burst of micro-evolution shown back in Fig.

7.2 occurs.

Between the standard EA and the adaptive memory EA, the number of fitness

improvements made to the best chromosome ever found by the run prove to be much

closer to one another. Just as the adaptive memory runs were able to achieve slightly

better fitness than the standard runs, they also appear to be achieving marginally more

fitness improvements than their standard counterpart. This result probably occurs due

to the fact that marginally better solutions are on average generated by an EA that

makes more improvements upon the best chromosome that it has created. This is not

true in every case as an EA may be able to immediately find an incredibly good solution

in a single leap of fitness improvement thanks to a very fortunate breeding or mutation

occurring. In any case, though it does appear that the adaptive memory EA does

consistently make more fitness improvements on average than the standard EA, it is

still not clear what use this may have to the overall performance of the EA.

7.3 Mandelbrot View Finder Results

Table 7.3 details all of the different view finder runs that were experimented upon.

The first three columns detail the specific parameters used by a set of twenty runs; the

final fourth column splits into two sub-columns. Each sub-column details the number of

unique fit views that were found by the EA across all twenty of its runs; the left “Mem.”

column for views found by the EA with adaptive memory and the right “Reg.” column

detailing views found by the EA without adaptive memory. By examining the final
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column, it is clear that the EA ended up benefiting greatly from the use of the adaptive

memory feature. Whenever the EA got stuck on a locally optimal view that did not

meet or exceed the fitness threshold, it was able to prune the view quickly then resume

searching other areas of the search space. Additionally, whenever a suitably fit view

had been located, the EA would immediately remove it from the search space so that

other different fit views could be sought after instead. The standard EA was not able to

take advantage of either of these features. When one of its runs became stuck within a

locally optimal view, it was forced to wait patiently for the right mutation or breeding to

knock it free. Additionally, whenever a suitably fit view was located, it would continue

to exist in the search space after being found. It was often observed that the population

would stagnate around these fit views while only occasionally climbing to higher levels.

On that note, it was often observed that the standard EA runs found higher fitness

solutions than adaptive memory EA runs. This is presumably a consequence of the

EA repeatedly pruning views that exceed the fitness threshold. Having the EA remain

above the fitness threshold for a prolonged period of time – at least long enough for

the population to adequately explore and find more fit solutions – may have benefited

the algorithm. Even without this possible advantage, the adaptive memory greatly

surpasses its standard counterpart in the goal of finding many fit views.

As mentioned earlier, for every choice of parameters, the adaptive memory EA is

able to find far more views. In some instances, it is able to find four times as many fit

views as the standard EA. To focus more specifically on what occurs within a single

run of the two types of EA, Fig. 7.17 and Fig. 7.18 shows how the best fitness within

the population changes over time for two distinct pairs of EA runs.

In each figure, two runs are shown, one with adaptive memory and the other

without. The top plots in each figure show the fitness of the best chromosome in the
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Iteration Limit Fitness Threshold Grid Length No. Views Found
– – – Mem. Reg.

200 100 15 121 74
400 150 15 7 3
400 200 23 317 213
600 360 31 126 28
800 400 31 433 173
800 440 31 39 18
1000 500 31 21 8
600 420 39 180 37
800 480 39 419 131
800 520 39 94 48
1000 550 39 344 241
1000 600 39 102 43
600 450 47 277 101
600 500 47 14 5
800 600 47 70 28
1000 600 47 705 365
1000 650 47 322 106
1000 700 47 46 34

Table 7.3: Table detailing number of interesting Mandelbrot views found in each instance.
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Figure 7.17: Two different instances of a single EA run. The top plot shows the fitness and
the bottom plot shows the total number of fit views located over time.
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Figure 7.18: Two different instances of a single EA run. The top plot shows the fitness and
the bottom plot shows the total number of fit views located over time.
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population over time. It is shown that the standard EA quickly reaches a high fitness

value and then plateaus for more than ninety percent of its runs duration. Meanwhile,

the adaptive memory EA fluctuates around the line of the fitness threshold. Whenever

it rises above it, the view is immediately saved and the population is pushed back below

the fitness threshold again as it searches for a new view. When looking at the views

found by each type of algorithm over their respective runs, the standard EA seems to

find runs in a fashion resembling a logarithmic curve; as time goes on, the standard

EA is less likely to find a fit view. By comparison, the adaptive memory EA seems to

consistently find fit views. It occasionally experiences stretches of stagnation, but then

finds several fit views within a close proximity of time.

When looking at the details of Table 7.3 more closely, there does not appear to be

any clear trend on which instances the adaptive memory EA performs best. It can find

nearly five times the number of views as the standard EA in some instances and then

only find less than twice the standard EA’s number of views in other cases. There is

the possibility that no trend exists. It may just be a matter of lucky circumstances for

the random seed of each run; perhaps if additional runs had been done, a more robust

set of solutions may have solidified the difference in performance between the two types

of EA.
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Chapter 8

Conclusion

The lamplighter puzzle in its base version has been discussed at length within this

thesis. Many of its instances can be verified as solvable. Those that cannot be veri-

fied theoretically require only a modest exhaustive search in order to determine their

solvability. Lamplighter puzzle variants are also still an open problem as the solvability

for most puzzle instances can only be done through an exhaustive search procedure.

Hopefully, as more work is done, this statement shall become outdated and any instance

for any version of the lamplighter puzzle can have its solvability known for certain prior

to performing an exhaustive search.

Following this thesis, it is hoped that the suite of lamplighter puzzles will be used

in entertainment in some aspect. The lamplighter puzzle could be combined together

with a game or marketed as a stand-alone application. The single-player game would

be delivered in an electronic format and present a challenge to players regardless of

their math background. Its popularity could potentially rival that of the Rubik’s cube

that existed previously as a zeitgeist.
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Meanwhile, putting aside the lamplighter puzzle for now, consider instead the

prospects of adaptive memory. Reflecting upon results of the adaptive memory fea-

ture, it can be said that when implemented properly, the feature enhances the perfor-

mance of an EA. For the experiments conducted in this thesis, the feature was able to

greatly aid at its best and not actively hinder the algorithm performance at its worst.

Granted, these experiments were done following the careful and deliberate tuning of

hyper-parameters. Early experimentation was also conducted in each case where the

adaptive memory hyper-parameters and policies were deliberately chosen to be terrible.

In these cases, the adaptive memory greatly deterred the performance of the EA; this

comes as no surprise since any feature of an EA such as its population, representation,

or its choice of mutation, selection, and breeding operator can create a range of results

that are either good or bad. The adaptive memory behaving similarly to these existing

features should not be any shock to a researcher of evolutionary computation.

When speculating on the future of the adaptive memory feature, it is clear that

its many possible applications have only begun to be investigated for there exist many

more problems that may benefit from the feature. Adaptive memory is meant to be

used to reformat the fitness landscape of problems that are discrete. The library of

discrete problems is far larger than just these three problems and for each possible

problem, there exist many different possible policies that may be designed for each

problem. The adaptive memory need not restrict itself to discrete problems. It could

also be used to assist an EA in optimizing problems that are defined on a continuous

space; this could be done by using a representation such as binary space partition or

the walking triangle representation.

Applying the adaptive memory to additional problems does not mark the end of

its expanded versatility. Within this thesis, all of the experiments conducted with the
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adapted memory coupled it with an EA. The EA evolved populations of chromosomes

using crossover and mutation in order to create various solutions on this fitness land-

scape. The fitness landscape was generated using the AGR (or the alternator ring

representation for the lamplighter solver case); in previous uses, the AGR has always

been paired with a crossover-bred population of solutions; however, alternative meth-

ods of evolving a population have also been developed over the past several decades.

A particle swarm optimization method [40] may also be used with an AGR fitness

landscape. A bee or ant colony optimization method would also prove to be a suitable

environment [22] [37]. Verifying whether the adaptive memory feature proves to be

more useful, equally useful, or less useful when optimizing these algorithms rather than

the EA focused upon in this study would result in an amount of work that is nearly

commensurate with what is already detailed in this thesis.

Lastly, there may exist a better way to integrate the adaptive memory feature

into the EA. At this time, the code that uses the adaptive memory feature treats

the library as a map between input and output. As the chromosomes build their

phenotype, they use some portion of their partially created solution as map input and

consult the output before making the next part of their phenotype solution. It is highly

likely that this structure is inefficient and that through a more clever use of variables

and computer memory, a better version of the adaptive memory that functions with

reduced computational complexity may exist. Looking more at previous works involving

long term memory in EA with binary space partitioning may serve as the crux of this

development.

Clearly, whether one investigates adaptive memory further by applying it to a

different algorithm, by applying it to a different problem, or by altering the inherent

structure of the feature itself: there will exist a vast array of potential opportunities
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that will further develop adaptive memory.
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