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ABSTRACT 

AUTOMATED DEEP LEARNING SEGMENTATION OF NEONATAL CEREBRAL 

LATERAL VENTRICLES FROM THREE-DIMENSIONAL ULTRASOUND IMAGES

Zachary Andrew Szentimrey 

University of Guelph, 2021

Advisor(s): 

Dr. Eranga Ukwatta 

Compared to two-dimensional (2D) ultrasound (US), three-dimensional (3D) US is a more 

sensitive alternative that can provide quantitative information for monitoring neonatal cerebral 

lateral ventricles. Currently, manual segmentation of the cerebral ventricles is time-consuming due 

to poor image contrast and complex ventricle shape. To this end, I developed a fast and automated 

deep learning segmentation method to segment neonatal cerebral lateral ventricles from 3D US 

images. My proposed segmentation method is a 3D U-Net ensemble model comprised of three U-

Net variants. The dataset had 190 3D US images, of which 87 contained both ventricles and 103 

contained one ventricle. Using 5-fold cross-validation, the ensemble performed best with a Dice 

similarity coefficient (DSC) of 0.746±0.088, absolute volumetric difference (VD) of 2.8±2.5cm3, 

and mean absolute surface distance (MAD) of 0.89±0.30mm on the two-ventricle images. For the 

one-ventricles images, the model reported DSC, VD, and MAD values of 0.820±0.102, 

4.3±4.3cm3, and 1.37±1.64mm, respectively.  
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Chapter 1. Introduction 

Intraventricular hemorrhaging (IVH) within cerebral lateral ventricles affects 20-30% of 

very low birth weight (VLBW) infants (<1500g) [1]–[3]. The blood can block the reabsorption of 

cerebral spinal fluid (CSF) and lead to post-hemorrhagic ventricle dilatation (PHVD), which is an 

enlargement of the cerebral ventricles [3]. As the ventricles increase in size, the intracranial 

pressure increases leading to an abnormal enlargement of the head for infants with non-sutured 

skulls [3]. This condition can cause acute symptoms such as vomiting, poor feeding, irritability, 

and lethargy as well as lead to future neurodevelopmental problems [2], [4]–[6]. Not all patients 

with IVH will have PHVD; however, because of the potential for neurological degradation, it is 

important to diagnose and treat patients at the onset. [1]. Medical imaging methods are important 

for this diagnosis and prognosis of patients.  

The most widely used imaging tool for measuring IVH is cranial two-dimensional 

ultrasound (2D US) [3], [7], which can be performed at the bedside. Monitoring IVH using 2D US 

involves obtaining measurements, such as the ventricle index, third ventricle width, anterior horn 

width, and thalamo-occipital distances and using these to estimate the volume [8]. Although IVH 

is relatively easy to diagnose with 2D US and is cost-effective, estimating volumetric changes over 

time is unreliable due to a high user dependency on 2D image slice acquisition [1], [9], [10]. A 

previous study [9] has shown that these 2D US measurements are not strongly correlated to 

ventricle volumes and have limitations in predicting patients who develop PHVD. 

Magnetic resonance imaging (MRI) is another commonly used modality for measuring 

cerebral ventricle volumes. It provides more clearer images then US, which suffers from speckle, 

low soft-tissue contrast and few details on anatomical structure of the brain, and segmentation 

methods for MRI have already been developed for measuring ventricular volume [1], [11]. 

However, most studies involving the use of MRI, are based on adult populations or are of healthy 

neonates and segment regions of the brain other than the ventricles [12]–[14]. An issue with MRI 
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is the requirement for special equipment to maintain and move the neonate to the MR imager 

whereas US can be performed while the neonate is in an incubator [1], [15]. 

To address the limitations of 2D US and MRI, some studies [1], [7] have investigated the 

use of 3D US for measuring ventricular volumes in pre-term babies. Compared to 2D US, 3D US 

has shown to be more sensitive to ventricular size and shape changes and has reduced user 

dependency when acquiring images [1]. Kishimoto et al. [15] have also shown that 3D US may be 

used to determine patients requiring surgical intervention for PHVD. Quantification of volumes 

requires segmentation of the cerebral lateral ventricles from 3D US images, needing approximately 

20-45 minutes per patient using a manual technique [3], [15]. Semi-automated segmentation 

methods have been proposed, but they require user interactions, need expertise, and are time-

consuming [16]–[19]. Two such studies [17], [18] required a user to initialize the background and 

foreground voxels before solving a convex optimized surface evolution function using a 

continuous max-flow algorithm. A 2D SegNet model was developed by Gontard et al. [20] using 

the VGG16 encoder-decoder architecture for 3D US segmentation; however, the model interpreted 

the data in 2D slices only, disregarding valuable 3D information [21]. Additionally, a 2D 

convolutional neural network (CNN) approach by Martin et al. [22] segmented cerebral ventricles 

on 15 3D US images only using the U-Net architecture. Szentimrey et al. [23] implemented both 

a 3D U-Net and 2D multiplane U-Net models for ventricle segmentation; however, the only metric 

used was the Dice similarity coefficient (DSC) and the best model required approximately 60s to 

segment one image. Thus, the purpose of this study is to provide a fast, reliable, and automated 

method of measuring neonatal cerebral ventricle volume and shape using 3D US.  

In my work, I propose an ensemble of three 3D U-Net models (i.e., a 3D U-Net++, a 3D 

Attention U-Net, and a 3D U-Net with a shape prior network) combined using a voxel-wise mean 

voting strategy for fully automated segmentation of neonatal cerebral lateral ventricles from 3D 

US images. To my knowledge, the proposed algorithm was evaluated on the largest test dataset 

reported to date, comprising of 190 total 3D US images from 30 patients and test results generated 

using a cross-validation method with 165 3D images. The ensemble method is fast, requiring 
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approximately 5s to segment one 3D image. I also compared results to 2D and 3D models with 

different architectures. Although previous methods have only been reported for 3D US images 

containing both ventricles, I also tested my method on 3D US images containing only a single 

lateral ventricle due to the limited field-of-view (FOV) of the acquired 3D US images. 

 Contributions 

The innovation in my thesis is the novel application of state-of-the-art deep learning 

segmentation methods and models to 3D US images of neonatal cerebral ventricles which is a 

rarely explored imaging modality and just as rare application. The contributions I made are as 

follows: 

− A CNN-based automated segmentation method based on an ensemble of 3D U-Net 

models. The ensemble is much faster compared to manual segmentation of the ventricles 

and previous automated methods while also providing equal or better segmentation results 

compared to other automated and semi-automated methods. The models were trained and 

tested on the largest data size of its kind. There were 190 total 3D US images used and test 

results provided for 165 images. The proposed work is also the first of its kind that use 3D 

US data that contains only one ventricle in the image (called by limited field of view).  

− The work was accepted for a pitch presentation at the Imaging Network Ontario 

Symposium in 2021 and was also accepted for a poster presentation at the first annual 

Ontario Workshop on Computer Vision 2021. The proposed work is a follow-up to the 

work developed and published in the SPIE Medical Imaging Conference 2021 [23]. The 

ensemble work proposed in this research has also been conditionally accepted to the 

Medical Physics journal [24]. 
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 Thesis Organization 

The thesis is organized as follows: 

Chapter 1. Provides and introduction and overview to the research problem as well as 

objectives, possible solutions and innovation of the work 

Chapter 2. Background information providing a high-level overview of the anatomy and 

pathophysiology of IVH and PHVD, the current image-based monitoring techniques for 

PHVD as well as segmentation techniques for measuring neonatal cerebral ventricles. 

Conventional and deep learning-based methods are described. 

Chapter 3. Previous work in segmenting neonatal cerebral ventricles from US images are 

explored and described. This work includes conventional and deep learning methods. An 

emphasis is placed on previous automated and semi-automated work that use data from the 

same institution as my research. 

Chapter 4. The dataset is described as well as the deep learning models tested and the final 

pipeline. The 3D U-Net model is used as the backbone for the segmentation task with 

variations applied to emphasize areas of the 3D US images which prove difficult to 

segment. The variations include the 3D U-Net++ with more convolutional layers, the 3D 

Attention U-Net which use attention gates and the 3D U-Net with a deep learning shape 

prior. Ensemble learning combines the best features from each constituent model extracts. 

Chapter 5. The final results using an ensemble method is presented and compared to each 

constituent model as well as 2D multiplane U-Net model and 2D SegNet model. The 

ensemble provides the best accuracy with a low run time.  

Chapter 6. The significance between each model is presented where the ensemble provides 

significantly better results compared to other models. Drawbacks with using the ensemble 

model are described including the compute power and resources required as well as the 

segmentation masks used as ground truth. Finally, a summary of the research is presented 

including future recommendations to improve upon my research.  
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Chapter 2. Background 

 Cerebral Ventricle Anatomy and Pathophysiology 

2.1.1 Overview of Anatomy and IVH 

Very low birth weight infants (infants less than 1500g) represent only ~1.2% of births every 

year in the United States [25]. However, 20-30% of this VLBW population develop 

intraventricular hemorrhaging which is bleeding located inside or around the cerebral ventricles 

[26]. IVH incidence and severity is inversely proportional to gestational age so those born the 

earliest are at higher risk of IVH [26], [27]. Severe hemorrhages cause clots and blood breakdown 

products inside the ventricles which can block the flow of cerebral spinal fluid (CSF). When CSF 

is blocked, it can cause abnormal enlargement of the ventricles known as post-hemorrhagic 

ventricle dilatation. The enlarged ventricles compress the surrounding brain tissue leading to acute 

problems such as vomiting or chronic neurological problems lasting throughout the subject’s life. 

In fact, 45-85% of neonates with moderate-severe IVH develop cognitive deficits later in life and 

75% require learning disability education in school [26]. This means it becomes crucial to monitor 

the progression of IVH and PHVD and apply the appropriate treatment measure at the optimal 

time. Typically, cranial 2D US with manual measurements is used to measure and monitor the 

ventricles but there is no widespread consensus on when to intervene and perform treatments [5], 

[28]. Using 3D US could provide quantitative volumetric values and reduce variability between 

users and institutions. 

2.1.2 Anatomy 

The ventricular system is used for the production and storage of CSF which protects the 

brain and regulates the cerebral functions in the body [29]. The cerebral ventricles consist of four 

chambers that house the choroid plexus which generates CSF [29]. The chambers are the right and 

left lateral ventricles, the third ventricle and the fourth ventricle, shown in Figure 1. 
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Figure 1: Diagram of the ventricular cavities, viewed at an oblique sagittal vantage point. 

 When functioning normally, the CSF is generated by specialized ependymal cells of the 

choroid plexus and by filtration between the vascular system and choroid plexus [29]. The CSF is 

mainly produced in the lateral ventricles then moves to the third and fourths ventricles before 

finally circulating to the subarachnoid space around the brain and also the areas around the spinal 

cord. The CSF is then reabsorbed into the blood via arachnoid villi. 

The lateral ventricles are large C-shaped chambers that wrap around the thalamus [29]. The 

lateral ventricles can each be subdivided into specific regions. These are the anterior, inferior and 

posterior horns. Attached to the anterior horn is the Foramen of Monro which directly connects to 

the third ventricle, located in the mid-line of the brain and inferior to the lateral ventricle's anterior 

horns [29]. CSF can then be drained from the third ventricle into the fourth ventricle through the 

Aqueduct of Sylvius. The Aqueduct of Sylvius is the narrowest channel the CSF is moved through 

and can be easily blocked. The fourth ventricle is located in the obex, the most inferior point of 

Lateral Ventricles 

Third Ventricle 

Fourth Ventricle 
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the medulla oblongata, and drains CSF to the subarachnoid spaces surrounding the central nervous 

system. The main point of CSF generation occurs in the lateral ventricles (60-75%) with up to 

600ml being generated every day in adults [30]. Even with up to 600ml being generated each day, 

an adult human can only hold about 150ml of CSF at any time where 125ml is in the subarachnoid 

space and 25ml in the ventricles themselves [30]. If there is a blockage in the ventricular system, 

this can cause CSF to gather in the ventricles and lead to ventricle dilatation. 

2.1.3 Pathophysiology of IVH to PHVD 

For many preterm infants, IVH occurs within three days of life and many are visible within 

the first 24 hours [31]. Dilatation of the ventricles then occurs shortly after. The germinal matrix 

is a site for angiogenesis and rapid deployment of cells in the brain during early neonatal period 

[31]. The germinal matrix is located medial to the lateral ventricles in an area that experiences high 

fluctuations in blood pressure (near large arteries and veins) [30], [31].  When the infant is born, 

this area is fragile and immature as it does not have the structural support yet in the form of smooth 

muscle or collagen [31]. This makes it very easy for the vascular system near the germinal matrix 

to burst as infants typically cannot regulate their body's cardiovascular system well. A combination 

of weak vascular structure, location near high blood pressure fluctuations and the infant’s inability 

to regulate blood well makes this location vulnerable to hemorrhage [31]. If a hemorrhage does 

occur, red blood cells are destroyed and hemoglobin is released into the ventricles [32]. These 

blood by-products can block the flow of CSF into the subarachnoid space causing a back-up of 

CSF in the ventricles [32]. In addition, the aqueducts between the third and fourth ventricles can 

then become blocked leading to obstructive hydrocephalus, enlargement of the lateral ventricles 

[29], [31]. As the hemoglobin breaks down further, it can produce hemosiderin that has been found 

to block absorption of CSF in the subarachnoid space. Communicating hydrocephalus occurs when 

the absorption in the subarachnoid space is blocked [31]. The enlargement of the head causes 

PHVD and there are typically three clinical courses when dealing with PHVD; 40% of patients 

resolve spontaneously, 10% quickly progress and get worse, 50% slowly progress [33]. Patients 

who have rapidly progressing symptoms and some who slowly progress will require intervention 
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to prevent neurological damage [34]. There are no definitive solutions or treatments for PHVD but 

some therapies and interventions have been used [34]. 

 Current Monitoring Techniques 

Each institution has their own screening standards and time frames when diagnosing IVH 

and PHVD. This means there is no universal standard but the most common screening tool is 

transfontanelle two-dimensional (2D) head ultrasound (US) [5], [28], [35]. Typically, neonates 

born less than 1500g are screened at regular intervals during the first month of life but IVH mainly 

occurs within the first three days of life [31], [36]. Scans within the first week often detect the 

worst signs of IVH and most screening occurs while trying to plan a treatment strategy [36]. The 

physical size and shape of the head are measured and clinical signs and symptoms such as 

brachycardia are monitored [37]. However, imaging tools are very valuable resources for 

diagnosing IVH and can lead to IVH diagnosis even without other clinical signs and symptoms. 

2.2.1 Magnetic Resonance Imaging 

MRI is another commonly used modality for measuring cerebral ventricle volumes. It 

provides more clearer images than US, which suffers from speckle, low soft-tissue contrast and 

few details on anatomical structure of the brain [38]. MRI has especially high tissue contrast 

between white and grey matter as well as with hemorrhages. MRI has many issues that can make 

it difficult for use in day-to-day monitoring. One such issue is the requirement for special 

equipment to maintain and move the neonate to the MR imager whereas US can be performed 

while the neonate is in an incubator [38], [39]. MRI compatible incubators are very expensive and 

minimally used. Even still, they are only imaged if absolutely necessary and take patient health 

into consideration before making the decision [39]. Even after getting the patient to the imager, 

they must remain stationary with their breath held. Immobilizing blankets have worked on some 

patients but not on every neonate [39]. In addition, most MRI rooms are cold and can cause 

thermoregulation related stresses on the infant if not imaged quick enough [39]. With all the risks 

and problems outlined with MR imaging, the largest problem is the use of IV's, ventilation 
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machines and infusion pumps which may be unfit for MRI use and work improperly [39]. All these 

issues can make MRI a difficult screening tool to use for measuring IVH and PHVD. 

2.2.2 2D Ultrasound 

 

Figure 2: Example 2D US image of the sagittal and coronal planes showing the measurements used 

to estimate ventricle volume. Reprinted by permission from Springer Nature Customer Service 

Centre GmbH: Springer Nature. Journal of Perinatology (Preterm neuroimaging and 

neurodevelopmental outcome: a focus on intraventricular hemorrhage, post-hemorrhagic 

hydrocephalus and associated brain injury, Rebecca A. Dorner et al), © (2018). [37] 

The most widely used imaging tool for measuring IVH is cranial 2D US due to the ability 

to rapidly acquire images at bedside without radiation.  IVH is relatively easy to diagnose with 2D 

US and is cost effective compared to MRI and most other images techniques [38]. For incubator 

bound neonates, 2D US has been the imaging choice for diagnosis historically. 2D US is performed 

using a mid-frequency transducer (5-8 MHz) with a wide view curvilinear array [38], [9]. This 

frequency allows for proper depth of penetration in tissues in the skull (7-14 cm) [9]. To perform 

a 2D US scan, the technician acquires images in the coronal and sagittal planes through the anterior 

fontanelle on the patient [9]. They take screen captures and manually choose the captures that best 

show the relevant landmarks of the cerebral ventricles [9]. CSF in the brain typically has lower 

scatter and attenuation with US waves and thus, appears darker (black) in images. On the other 
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hand, locations of hemorrhaging and blood clots appear lighter (white) where surrounding brain 

tissue appear grey. PHVD would appear as a large black area surrounded by lighter tissue. 

Measuring through the anterior fontanelle was initially performed to measure changes in the 

anterior horn width (AHW) but it was later determined that different areas of the 3D ventricles 

undergo dilatation at different rates for each patient and measuring the AHW may not always 

correlate to patients with PHVD [8], [40]. In addition to AHW, the ventricle index (VI) and third 

ventricle width can be measured in from the anterior fontanelle. To better measure dilatation in the 

posterior horns of the ventricle, the US probe can be used to image along the sagittal plane to 

capture the thalamo-occipital distance (TOD) [8], [40]. Example images of the sagittal and coronal 

planes using 2D US as well as the measurements used to estimate ventricle volume can be seen in 

Figure 2. 

While these measurements provide quantitative values for monitoring IVH and PHVD, 

they can suffer from user-variability. Separate technicians could acquire different 2D slices when 

making multiple measurements over time or even the same technician could acquire different slices 

[19]. There is much user variability and limitations using linear measurement for estimating an 

irregular 3D shape which makes monitoring IVH difficult.  
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2.2.3 3D Ultrasound 

 

Figure 3: Motorized 3D US scanner including the transducer and housing unit as well as the position 

of the scanner on the patient during image acquisition. J. Kishimoto, S. de Ribaupierre, D. S. C. Lee, 

R. Mehta, K. St Lawrence, and A. Fenster, “3D ultrasound system to investigate intraventricular 

hemorrhage in preterm neonates,” Phys. Med. Biol., vol. 58, no. 21, pp. 7513–7526, 2013. “© Institute 

of Physics and Engineering in Medicine.  Reproduced by permission of IOP Publishing.  All 

rights reserved. [1] 

In the late 1990s and early 2000s, clinical research began using 3D US as it became 

available [41]. 3D US systems first used 2D transducers that were mechanically tilted, translated 

and rotated about the patient for image acquisition. These images were then stitched together since 

the exact transducer movement was precisely recorded, allowing for relative positions to be 

captured between each image [1], [42]. A 3D volume is the result when reconstructed using 

geometric algorithms, shown in Figure 4. Recently, matrix array transducers have been developed 

which can capture entire 3D volumes; however, these systems are very expensive compared to 2D 

transducers [42]. Instead of purchasing an expensive and new 3D US system, research centres are 

using 2D US transducers in conjunction with fast reconstruction algorithms, allowing the clinician 

to view the images as soon they are acquired. These 2D US systems with reconstruction algorithms 

have been shown to be reliable for creating 3D US images quickly and are used in practice [1]. 
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Such systems have been used to observe and analyze a variety of clinical applications including 

carotid arteries, prostate and liver [43]–[45]. An example of one such system using a 2D US 

transducer for 3D US acquisition can be seen in Figure 3. Important landmarks are labelled in 

Figure 4, including the inferior, posterior and anterior horns of one ventricle, the septum between 

lateral ventricles, the left and right Foramen of Monro and the midpoint of the thalamus and 

choroid plexus intersection boundary. 

 
a) 

 
b) 

 
c) 

 
d) 

Figure 4: Example of a 3D US image showing the a) reconstructed volume, b) a slice of the sagittal 

plane of the right ventricle, c) a slice of the coronal plane and d) a slice of the transverse plane. All 

images show important landmarks that can be used to track ventricle changes over time. 

Neonatal ventricle measurements such as AHW and VI can be performed accurately using 

3D images and scanning time can be reduced to two minutes using 3D US compared to up to ten 

minutes with 2D US [1], [46]. Measurements such as AHW and VI have been used historically 
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but they are poor indicators of ventricular volumes changes compared to actually measuring the 

ventricles volume directly [9]. By measuring volumes, clinicians can track volumetric changes 

over time to determine when and if to intervene and the treatment plan going forward. Estimating 

ventricle volume and areas of enlargement can be performed using 3D US better than 2D US. 

Previous work has shown that neonatal ventricle volumes from 3D US images correlate strongly 

with volumes removed when performing a cerebral tap [15]. This means, 3D US is accurate for 

measuring volumetric changes. In comparison to MRI, volumes measured with 3D US has been 

shown to be biased lower than that of MRI but those differences are considered systemic and be 

adjusted through calibration [15]. Even still, measuring volume is not as clinically important as 

volumetric changes which 3D US performs well at. A drawback with using 3D US is as the patients 

get older, the opening at the anterior fontanelle shrinks, causing reduced image quality and 

shadows to appear at the edges of image [7], [47]. This makes measuring the posterior horns 

difficult, something 2D US does not measure directly. When compared to MRI, 3D US, has more 

noise and poor soft-tissue contrast, both resulting in a less accurate representation of the lateral 

ventricles. This makes the segmentation task more difficult. Even with these drawbacks, 3D US 

can be performed fast, as cheap as 2D US and safer than MRI while providing volumetric 

quantitative values. 

 Need for Cerebral Lateral Ventricle Segmentation from 3D US Images 

3D US can provide images with better sensitivity to ventricular size changes compared to 

2D US, but in order to determine the ventricle size, a segmentation of the ventricles needs to be 

made. By segmenting the ventricles, quantification of the ventricle size can be determined as well 

as localized regions of enlargement can be found. Quantifying the size provides much clinical 

relevance as volumetric changes can signify the worsening or improvement of PHVD [15]. 

Segmenting the cerebral lateral ventricle is currently performed by clinicians manually, taking 

between 20-45 minutes to segment one image [3], [15]. This is a tedious and time-consuming 

process, especially because of the low contrast between the ventricle and surrounding tissue. There 

can be millions of voxels in a 3D US image so clinicians segment the images slice-wise along the 



 

 

14 

 

sagittal plane to make the segmentation task easier [3]. Even so, there can be hundreds of slices 

along the sagittal plane alone and segmenting all of them can be cumbersome so clinicians will 

only segment a limited number of slices at specific intervals, for example, every 1 mm. The non-

segmented slices are then interpolated to create a 3D segmentation volume. An example of a 

manually segmented slice in the sagittal plane can be seen in Figure 5. 

Because of the high user dependence for ventricle segmentation in 3D US images, a fast 

and automated method is desirable. A fast and automated segmentation method can reduce user 

dependency and variability as well as provide bedside results so a clinician does not need to rescan 

the patient multiple times in a day. 

 

 

Figure 5: Manual segmentation of a 3D US image, showing the right lateral ventricle, in one slice 

along the sagittal plane. 
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 Conventional Segmentation Techniques 

Image segmentation is the process of partitioning pixels/voxels of an image into multiple 

categories, each with their own representation. Segmentation is used to extract meaningful 

information about an image such as identifying specific objects or components pixel-wise in an 

image. In recent times, segmentation methods typically fall under two classes. They are 

conventional/traditional techniques and artificial intelligent (AI) or machine learning techniques. 

Conventional techniques include thresholding, graph-based and active contour methods, where 

some have been used before in neonatal cerebral lateral ventricle segmentation [11], [16]–[19], 

[48], [49].  

One of the simplest segmentation methods is to apply a threshold to an image where pixels 

above a certain value are classified as one label and pixels below the value are a different label 

[50]. Thresholding has its limitations so techniques including graph-based and active contours rely 

on spatial features of an image and can use prior knowledge to make the segmentation task easier. 

Graph methods use background and foreground knowledge to construct a graph where the pixels 

are partitioned based on how similar they are to their neighbourhood and the prior knowledge [51]. 

Active contours use a spatially continuous approach to segmentation where an initial contour is 

set and it evolves based on the desired evolution function and regularization terms [52]. Convex 

max-flow optimization techniques use a global optimization approach for contour evolution by 

formulating the problem as a max-flow framework [53]. 

2.4.1 Threshold-Based Methods 

In its simplest form, thresholding is used to segment an image by classifying all pixel less 

than intensity 𝐼𝑡ℎ𝑟𝑒𝑠ℎ equal to black and all pixels above intensity 𝐼𝑡ℎ𝑟𝑒𝑠ℎ to be white, for a 

greyscale image. More complicated thresholding techniques can use the shape of the image 

intensity histogram to threshold the pixels based on the peaks, valleys and curvature of the 

histogram or clustering the pixels [50]. Histogram thresholding and clustering are global 

techniques that do not account for spatial differences between neighbouring pixels. Histogram 
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thresholding is useful when the intensities between the foreground and background are distinct but 

performs poorly for low contrast images [50]. The same can be said for clustering, where the most 

common methods are k-means clustering and the Otsu method. K-means clustering works by 

initially labelling pixels as either background or foreground, calculating the centroid or mean of 

each class and then relabel the images based on the new centroids. This process repeats until the 

centroids do not change or their change becomes sufficiently small where the threshold is the 

midpoint intensity values between both centroids (for binary only) [54]. The Otsu method is 

equivalent to the globally optimal k-means clustering method. In the Otsu method, the threshold 

is calculated by maximizing the between-class variance for both classes (binary) [54].  The Otsu 

method is less efficient than k-means but is the global optimum of k-means [54]. 

Threshold-based methods falter in understanding spatial awareness and are not regularized 

for a specific task. Spatial awareness meaning a relationship between local/neighbouring pixels 

values rather than observing pixel values independently. Adaptive thresholding tries to solve the 

spatial awareness problem, especially in images with varying illumination, by splitting an image 

into localized blocks and calculating thresholds for each block separately. An example of this is 

Wellner’s method that calculates the average of each block which then becomes the threshold 

where pixels in the block lower than the threshold are set to block and pixels higher are set to white 

[55]. Adaptive thresholding such as Wellner’s method require the user to manually determine the 

size of image blocks to use and the spatial features per block are independent of each other. For 

US images, thresholding techniques lack the complexity and regularization required to segment 

objects with low contrast compared to the background, objects with irregular shapes and they 

perform poorly on images with much noise [56]. 

2.4.2 Graph-Based Methods 

Graphs are spatially discrete methods where an undirected graph is constructed of nodes 

and edges defined as the pixels themselves and the similarity between adjacent pixels respectively 

[51]. This method is used when image homogeneity exists to cluster neighbouring pixels which 

are similar. In binary classification, their exists a source node (𝑠) and a sink node (𝑡), both called 
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terminal nodes, where each terminal node represents the foreground (1) and background (0) [51] , 

[57]. The pixel nodes are defined as non-terminal nodes and every pixel is connected to both 

terminal nodes. After defining the nodes, a similarity function is used to define the weights/cost of 

every edge. This similarity function can be defined as an exponential or logarithmic relationship 

between neighbouring pixel intensities. The more similar the pixel intensities, the larger the 

weight. In order to define edges weight for edges connected to terminal nodes, prior knowledge of 

the problem or initialization by the user is required [51], [57]. These can be in the form of a 

histogram where the user pre-selects foreground and background pixels, then their terminal edge 

weighting is defined as the likelihood each pixel is part of the foreground or background [51]. 

Converting an images into a graph can be seen in Figure 6 where edge weights are defined by the 

line thickness. 

 
Figure 6: Construction of a graph from an image. Edge weights are denoted by line thickness. 

After preparing the graph, an energy function is defined relative to the edge similarity 

functions. This creates an optimization problem where you want to minimize the energy by 

classifying each pixel as foreground or background [58]. A common strategy to solving the 

problem is using graph cuts [51], [58]. Efficient global optimization methods such as maximum 

network flow/minimum cut has been proposed where edges with less weighting are cut, 

segmenting foreground from background (separating source node from sink node).  This strategy 

has been used in semi-supervised implementations of neonatal cerebral lateral ventricle 
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segmentation and has helped solve combinational optimization problems in automated 

implementations as well [11], [16]–[19], [48], [49]. 

2.4.3 Active Contour-Based Techniques 

Different from graph-based methods, active contours use a spatially continuous approach 

where the segmentation problem has infinite dimensions. The contour segmentation evolves in the 

direction of the negative energy gradient using partial derivative equations (PDE) of the contour 

curvature. An example of an energy function can be seen in Eq.( 1 ) where 𝐸 is the energy function,  

𝐶 is the contour curve, 𝐶𝑠 and 𝐶𝑠𝑠 are the first and second derivate with respect to the contour 

curvature and 𝐼 represents the image [52], [59]. 

𝐸(𝐶) = − ∫|∇𝐼(𝐶)|2𝑑𝑠 + 𝑣1 ∫|𝐶𝑠|2𝑑𝑠 + 𝑣2 ∫|𝐶𝑠𝑠|2𝑑𝑠  ( 1 ) 

The contour evolution equation is of the form in Eq.( 2 ), where 𝐶 represents the contour, 

𝐸 is an appropriate energy function, 𝑛 is the contour front normal and 𝐹 is the evolution speed. 

This shows the contour evolves along the normal of the front at a rate equal to the negative of the 

energy gradient. 

𝜕𝐶

𝜕𝑡
=  −

𝜕𝐸(𝐶)

𝜕𝐶
= 𝐹 ∙ 𝑛 ( 2 ) 

Earlier active contour methods such as Snakes have been proposed which use explicit 

parameterization but these suffer from their inability to adapt to topological changes and high 

sensitivity to user initialization [59]. Using explicit representations allows for the mapping of 

markers to points on the image, done using ordinary differential equations. Level sets aims to 

resolve these issues implicitly. Implicit representations of the contour can be made by forming an 

embedded function ϕ of the contour with respect to the image and evolving this embedded function 
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over time using partial derivative equations [52], [60]. Using this implicit embedded function, the 

level set contour evolution equation becomes as shown in Eq.( 3 ) [52]. 

𝜕𝜙(𝐶(𝑡), 𝑡)

𝜕𝑡
=  ∇𝜙

𝜕𝐶

𝜕𝑡
+

𝜕𝜙

𝜕𝑡
= ∇𝜙𝐹 ∙ 𝑛 +

𝜕𝜙

𝜕𝑡
= 0 ( 3 ) 

The evolution equation is further simplified knowing the normal 𝑛 =
∇𝜙

|∇𝜙|
 , shown in Eq.( 

4 ). This implicit formulation can improve computation efficiency (reduction in re-gridding of 

parameters) and allow for accurate representation in topological changes [52]. 

𝜕𝜙

𝜕𝑡
=  −|∇𝜙|𝐹 ( 4 ) 

Various formulations have adapted from this including the multi-phase geodesic level sets 

method (MGLS) which took into account the geodesic distance between structures rather than 

Euclidian distance, important for 3D US segmentation [19]. This distance transform was first 

proposed by Toivanen [61]. Level sets still can suffer from poor initialization, same as Snakes, but 

robust segmentation atlases and shape prior have proven helpful in overcoming this issue. Atlases 

and shape priors are models that can inject prior information about an object or problem to help 

aid in object segmentation [62]. These are common when there are many anomalies in the object 

structure or continuity. 

2.4.4 Convex Max-Flow Techniques 

Active contour methods gradually evolve their contour using local image edge information 

which means the contour can get trapped in a local minimum that does not reflect the objects edge 

because of image noise or image texture. In addition, active contours including level sets can suffer 

from poor initialization. Region-based active contour methods can use knowledge of the image to 

incorporate global information to the evolving contour front [53], [63], [64]. Providing the contour 

with more regularization and prior knowledge of the whole image. While the level sets method is 
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able to adapt to topological changes, it suffers from the complicated PDE which restricts the time 

step-size to be small enough to explicitly solve the complicated numerical PDE [53], [53]. This 

means the level sets method is inefficient and requires much compute power and time steps.  

To improve upon the local and computational limitations of active contour methods, 

region-based forces can be added while also relaxing the problem as a continuous max-flow 

formulation to optimally solve the global problem every time for every time step [53], [63], [65]. 

This is called a convex max-flow technique for solving active contour and level set methods which 

is fast and requires less time steps. The contour evolution equation is formulated as a max-

flow/min-cut problem by minimizing the cost of the region changes (expansion and shrinking 

region changes) [53], [66]. It combines graph-based methods (continuous) with active contours to 

achieve better results which was demonstrated by Qiu et al. [19] in their automated neonatal 

ventricle segmentation work. In addition, regularization terms and shape priors can be added to 

the formulation based on the max-flow graph method of solving the contour evolution problem, 

whereas other region-based active contour model without max-flow cannot incorporate shape 

priors [53], [63]. 

 Atlas and Prior Knowledge to Aid in Segmentation 

Medical image segmentation tasks can be difficult when the segmented biological 

structures are variable in size, shape, location and orientation to name a few.  An atlas or 

deformable shape model can be used to incorporate prior knowledge of the problem including 

those features previously mentioned as well as the object continuity, smoothness or even elasticity 

[67], [68]. In some cases, priors can exist to constrain the volume of the object being segmented 

when size is an important geometric feature [69]. Priors can also be used for multi-region ordered 

problems where overlapping regions exist in the anatomical structure [70], [71], [72]. 

Conventional methods require geometric knowledge of the problem to be inserted into the energy 

optimization function to restrict or relax smoothness of the curvature in the segmentation model 

[66], [68], [73], [74]. Atlases and shape prior can segment images with regions that have little 
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relation in terms of pixel intensities but may be related when considering spatial relationships of 

neighbouring pixels [68]. Especially in US image where object borders are ill-defined and noisy 

so segmentation methods such as Snakes and graph-cuts may ‘leak’ into background areas if not 

constrained. Using atlases has been used in clinical practice to observe morphological changes in 

a patient’s biological structure over time, something that could be useful for IVH and PHVD. A 

problem with using Conventional atlases and shape priors is the time and compute power required 

to iteratively register and manipulate the predicted segmentation to the atlas or prior, due to the 

added complexity for the optimization problem. This added complexity was observed by Qiu et 

al. [19] when they incorporated a shape prior and needed to convert their problem to a convex 

optimization one. 

More recently, deep learning shape priors are being developed which can incorporate some 

prior shape knowledge using convolutional neural networks. Many deep learning techniques try to 

employ the regularizing term into the loss function so as to penalize incorrect shape, smoothness 

or location. Such as the work by Mirikharaji & Hamarneh [75] that incorporated a star shape into 

the loss function for to improve skin lesion segmentation. While directly applying a regularizing 

term into the loss function is useful, some shapes can be more complex and variable than a 2D 

star. Adding more complexity can help solve more complex problems. An example of more 

complexity is the use of autoencoders which have been historically used for denoising images but 

are now also involved in shape recognition. Previous work by Ravishankar et al. [76] on 2D US 

of kidneys have used autoencoders added to the original model’s loss function to fill in and better 

predict the structure’s segmentation.  

 Deep Learning Classification and Segmentation Models 

Conventional segmentation methods such as level sets and graph cuts have made 

tremendous advancements into medical image segmentation. But these methods can be inefficient, 

require a use to manually choose the image features and lack generalizability using a limited 

number of features [77]. Early machine learning models such as perceptrons were rudimentary at 
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segmentation but compute power was limited and restricted model size. Advancements in machine 

learning and processing power have allowed for deep learning segmentation models which can 

learn images features on their own to generalize better. 

Machine learning can be broken down into three categories. These are regression models, 

used to predict continuous values, classification models, used to categorize data into discrete bins, 

and generative models, used to create data based on previous insights learned from training. The 

task of segmentation is a pixel-wise classification model where each pixel is categorized into its 

respective group. In medical images, the most widely used training approach is supervised learning 

where manual segmentation by an expert is used as ground truth and the model attempts to 

minimize the difference between the ground truth annotation and its predicted segmentation. Other 

learning approaches exist including semi-supervised and unsupervised learning where there are 

less or no annotated data and the model learns on its own.  

The goal in using machine learning techniques is to develop a model which can generalize 

well to data it has not seen before. In other words, the model is tasked at learning relationships in 

the data without just memorizing the training data. To train and validate a model, three subsets of 

the data are generally set aside. These are the training data, validation data and test data. The 

training data set is typically the largest subset and is used for training the model. The validation 

set is used to test the model is overfitting or underfitting during training and determine the optimal 

time to stop training. The test set is used after training is completed and is the subset used for 

reporting results, as the model has not seen this data during training. 

Along with the data, a machine learning model has many hyperparameters to  optimize 

model training and performance. These include parameters, such as the loss/objective function, the 

number of epochs to train for, the model architecture itself (depth, size and type of model), the 

optimizer and learning rate used for training and how many images to input into the model at a 

time. Using large models, such as CNNs, can increase complexity and make parameter tuning 

more complicated and time consuming.  
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2.6.1 Convolutional Neural Networks 

CNNs are deep learning models that have made ground-breaking advancements in the field 

of computer vision and pattern recognition since their beginnings in the ImageNet competition 

[78]. CNN models are different from artificial neural networks (ANN) because CNN models use 

convolutional operations to train filters while ANNs are multi-layer perceptrons that train neuron 

weights [79]. ANNs models can be used for image classification and segmentation but they would 

need to be much larger than a CNN model for the same task and are sensitive to object localization. 

In CNN models, an image is the input, fed into multiple layers of convolutional filters [80], [81]. 

Each filter layer extracting more complex and higher-level features, with less spatial awareness. 

For example, the first convolutional layer in a CNN could identify edges, the second layer identify 

simple shapes, the third layer identify faces and so forth [79]. A CNN used for classification can 

be seen in Figure 7.  

 

Figure 7: Example of a weak classification CNN model using convolutional, max pooling and dense 

layers. 

A CNN typically consists of convolutional, pooling and dense layers that feed into a final 

output activation layer [81]. The convolutional layers each have their own number and size of 

filters with a stride that determines how the filter shifts about the input image (all designated by 
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the user). The outputs from each convolutional layer form a volume which is fed into the next 

layer, whether it be a convolutional or pooling layer [80], [81]. A pooling layer is used to reduce 

dimensionality of the feature volumes while attempting to retain the most important information. 

A common pooling operation is maximum pooling. After convolving and pooling, the feature map 

is inputted into one of more dense layers [80], [81]. The final dense layer will consist of neurons 

that use a specific activation function, such as softmax or sigmoid, for classification into however 

many classes exist. Sigmoid and softmax are used for binary and multi-class problems respectively 

[81]. 

Training of a CNN involves selecting an objective/loss function to minimize. For a binary 

segmentation problem, this could be a binary crossentropy loss function. This loss function outputs 

a value, representing the error between the ground truth and network output. The gradient of the 

loss function is used to update the model parameters using backpropagation [81]. Updating the 

weights using gradient descent is similar to the contour evolution Eq.( 2 ) in conventional 

segmentation methods. 

2.6.2 Encoder-Decoder & U-Net 

The earliest CNN models developed were for classifying entire images as one class [82]. 

In order to perform pixel-wise classification, an encoder-decoder CNN can be used. An encoder-

decoder architecture takes in an input, encodes it into a higher dimensional feature space, then 

decodes the feature space to generate an output [83], [84]. An encoder can be designed similar to 

what is shown in Figure 7. A decoder takes the encoded feature map and up-samples multiple 

times to return an output with the same dimensions as the input [83]. In addition, skip connections 

between the encoder and decoder can be implemented to provide an additional pathway for the 

gradient during backpropagation and pass along extracted information from earlier layers to later 

layers [85]. This helps to prevent the vanishing gradient problem and to prevent an abstract output 

(unrelated to the input), both of which lead to poor results [85]. An example of an encoder-decoder 

network can be seen in Figure 8. 



 

 

25 

 

 

Figure 8: Example of an encoder decoder CNN with skip connections and a softmax output activation 

function. 

A common architecture used for medical image segmentation is the U-Net [86], [87]. The 

U-Net design is the same as shown in Figure 8 where the decoder is a mirrored image of the 

encoder except pooling layers are replaced by up-sampling layers. The U-Net was designed to 

require few training examples while yielding more precise segmentations compared to fully 

convolutional networks [86], [88]. The U-Net architecture is different from most encoder-decoder 

models by the large number of feature channels in the decoder pathway, many previous models do 

not use large decoder networks [86]. Description of convolutional filters will be made using 2D 

filters as an example but the same analysis applies for 3D volumetric filters. The original U-Net 

model encoder consist of 3x3 convolutional kernels and a rectified linear unit (ReLU) activation 

function followed by a stride of two  2x2 max-pooling operations (for downsampling). The number 

of kernels are doubled after every downsampling operation. The depth of the encoder depends on 

the image content and size. In the decoder, the feature maps are upsampled followed by an 

application of a 2x2 convolutional kernel. This halves the number of feature channels. The output 

from the convolutional kernel is concatenated with the corresponding feature map from the 

encoder pathway (skip connection) and a 3x3 convolutional kernel is applied, using ReLU for all 
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convolutional operations [86].  A final 1x1 convolutional layer is used to map the output feature 

channels to the required number of classes in the image, using either a sigmoid or softmax 

activation function in the final layer [86]. This architecture has been shown to work well on many 

medical image segmentation tasks such as cell, kidney, brain tumour and liver segmentation [86], 

[89], [90], [91], [92].  

A 3D U-Net model was developed by Çiçek et al. [87] because of the vast number of 

medical modalities using 3D image acquisition techniques such as CT, MRI and 3D US modalities. 

The 3D U-Net model uses an additional dimension in the convolutional layers to account for the 

added dimension in the input image. These 3D models require more resources as the feature maps 

and intermediate back propagation steps are stored in memory but can yield better results than 2D 

models [87]. 

 Deep Learning Strategies to Improve Image Segmentation 

2.7.1 U-Net++ 

Ever since the inception of the U-Net in 2015, numerous attempts have been made to 

improve the U-Net results for segmentation tasks. Zhou et al. from 2018 [93] designed a nested U-

Net model with increases skip connections and convolutional layers, shown in Figure 9. This 

increase in skip connections is to allow for a more flexible fusion of feature maps at the decoder 

pathway [93].  Having more skip connections also makes the semantic maps between the encoder 

and decoder match closely. This could make the learning task easier for the optimizer and either 

improve the speed and/or performance of the model.  
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Figure 9: Example U-Net++ model with added convolutional layers and skip connections between the 

encoder and decoder. Z. Szentimrey, S. de Ribaupierre, A. Fenster, and E. Ukwatta, “Automatic deep 

learning-based segmentation of neonatal cerebral ventricles from 3D ultrasound images,” Proc. SPIE 

11600, Med. Imaging 2021 Biomed. Appl. Mol. Struct. Funct. Imaging, pp. 1–7, 2021. [23] 

2.7.2 Attention Gates 

Many medical image tasks involve organs and tissues with very complex and variable 

shapes. Some tasks use very small objects as well including tumour detection and segmentation. 

Mechanisms have been developed to train deep learning models to focus on image regions that 

prove most difficult to segment. One such method are attention gates. Attention gates are used to 

suppress irrelevant or easy to segment regions of an image and assign more weighting to difficult 

areas based on salient regions. Attention gates are self-learning so no manual tuning or localization 

is needed which is a benefit over region of interest (ROI) localization methods that need to be used 

before the segmentation task [94]. Oktay et al. [94] developed an attention gate, shown in Figure 

10, which uses a gating signal to determine focus regions from the input features (output of the 

skip connections). The attention gates can be integrated into most CNNs, including the U-Net. 
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Figure 10: Attention gate for use in CNN models to focus on harder to segment regions. 

2.7.3 Autoencoders 

As discussed in the Atlas and Prior Knowledge Section, prior knowledge of a problem can 

help to boost model performance. There has been work, by Ravishankar et al. [76], using deep 

learning for encoding shape priors into models with the use of autoencoders. An autoencoder is an 

encoder-decoder network which was designed for file compression and dimensionality reduction 

in an unsupervised manner [95]. Early convolutional autoencoders were developed for de-noising 

images [95], [96]. Essentially, the network was given noisy images and it removed the noise by 

comparing the loss between the model output and ground truth during training [96], [97]. The 

training regime is similar to that of most CNNs. Where U-Net models have skip connections to 

transfer earlier layer feature maps to later ones, autoencoders typically do not have skip 

connections. Without skip connections, autoencoders can suffer from a vanishing gradient which 

is why they are usually more shallow and less complex than segmentation networks such as U-Net 

models [85]. With less complexity, autoencoders are used for simpler tasks including image 

denoising and segmentation regularization [96], [98]. A convolutional autoencoder is shown in 

Figure 11, which has the same architecture of a U-Net model but without the skip connections. 
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Figure 11: Convolutional autoencoder with a sigmoid output activation function. 

2.7.4 Ensembles 

Building one model for each task is commonplace in deep learning research. However, 

combining multiple models with varying architecture or inputs can greatly improve performance. 

Ensemble selection is a difficult task as there are many possible combinations but only one may 

outperform the rest. Previous work has shown that ensembles between more diverse models tend 

to provide more unique information per model as compared to less diverse models [99], [100]. The 

problem with solely choosing models based on diversity is that models which are less accurate can 

be very diverse so a trade-off between accuracy and diversity is necessary [100]. The goal is to 

choose more diverse models that also perform well on their own at the given task. In addition to 

choosing diverse models, the same model architecture can be used but with different 

hyperparameters or objective functions. Work by Fatemeh et al. [89] used a ensemble of U-Net 

models where the difference between each model was the number of filters in the first U-Net stage. 

The U-Net ensemble was chosen from two individual models that excelled in specificity and 

sensitivity respectively but when combined, performed best. Work by Wong et al. [101] tested 

multiple ensembles for prostate tumour detection where the ensembles consisted of varying loss 

function, hyperparameters and model architectures, all based off the U-Net model. Work by 
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Agarwal et al. [91] used a mean average ensemble based network to aid in renal tumour detection 

by isolating the renal mass from the healthy tissue. 

There are many techniques for combining individual model results. The most common 

ones are weighted voting and majority voting [102], [103], [104]. Majority voting is when a 

threshold is applied to each individual model’s result and the new ensemble output, at a pixel-wise 

level, is the majority of the inputs [102]. Weighted voting works differently. For binary 

segmentation, each pixel will be assigned a weighting (between zero and one) where the pixel 

values represent the weight. One technique for weighted voting is to take the mean of the models. 

Mean voting takes into account the average between input model results so the confidence of each 

model is kept [104]. By using mean voting, models with higher confidence will have a greater 

impact in determining voxel-wise classification rather than setting each model’s weighting the 

same and omitting their inductive biases [99], [104]. After mean voting, a threshold is applied in 

the case of segmentation/classification problems. 

2.7.5 Data Augmentation Techniques 

Having a large dataset can be very expensive, especially in the medical domain where large 

datasets are hard to acquire. Data augmentation techniques can be used to artificially inflate the 

number of training samples and help to prevent overfitting. Careful consideration should be taken 

before applying a data augmentation technique because augmentation will work best when the 

augmentation technique produces a sample that is of the data distribution as the test data. 

Otherwise, the model will learn features that are unimportant and may decrease performance. 

Image augmentation techniques can fall under two categories. These are basic image 

manipulations and deep learning approaches [105]. Basic image techniques are widely used and 

include flipping/rotating the image, cropping/translating, noise injection, geometric 

transformations, histogram functions, and elastic deformations [86], [105]. Deep learning 

approaches can include feature space augmentation techniques (using autoencoder for example), 

using generative adversarial networks (GAN) for data generation or a Neural Style Transfer [105]. 
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The basic techniques are easiest to apply and less complex than deep learning approaches but may 

produce worse results than deep learning techniques. In the end, it is all dependent on the specific 

application. 

2.7.6 K-Fold Cross Validation 

Splitting the data into train, validation and test subsets is a requirement for training and 

evaluating machine learning models. When comparing models for medical image segmentation, it 

is important to have the same data split to ensure a consistent comparison can be made. The 

problem with only having one split, is that the training and validation data are not evaluated upon. 

Meaning, the model performance is based on a few test data only. For data splits such as 

80%/10%/10% between train/validation/test, most of the data is never used for evaluation. To 

evaluate all images without having an image in both the train and test split at the same time, K-

fold cross validation can be implemented. K-fold cross validation can be used by splitting your 

data into K equal folds, training your data on all folds except one then using the final fold as your 

test data [106]. This is performed K times so that each fold has an opportunity to be the test fold 

as shown in Figure 12 where 5 folds are used. In addition to the folds, additional data can be used 

as validation set where model weights and hyperparameters can be selected based on performance 

on the validation set before measuring performance on the test fold. 

 Total Dataset Split into 5 Equal Folds 

Test Fold 1 TEST TRAIN TRAIN TRAIN TRAIN 

Test Fold 2 TRAIN TEST TRAIN TRAIN TRAIN 

Test Fold 3 TRAIN TRAIN TEST TRAIN TRAIN 

Test Fold 4 TRAIN TRAIN TRAIN TEST TRAIN 

Test Fold 5 TRAIN TRAIN TRAIN TRAIN TEST 

Figure 12: Implementation of K-fold cross validation with K = 5 folds. 
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Using K-fold cross validation means K models are trained so training time is multiplied by 

K times. It can be computationally heavy and time-consuming but allows for each datum to be 

evaluated. The final total performance is determined by averaging the results over each test fold. 

 Performance Metrics 

2.8.1 Segmentation Evaluation Metrics 

After building and training a model, its performance needs to be evaluated. Evaluation of 

a model’s performance depends on the purpose of the task. Most times it is important to use 

multiple metrics since one metric can show a model performing well at one aspect but another 

metric can show it fail at another aspect. In classification and segmentation problems, common 

metrics include the accuracy, precision, sensitivity and specificity of the model. These metrics 

require the number of true positive (TP), true negative (TN), false positive (FP), and false negative 

(FN) samples. The four common classification and segmentation metrics are defined in Eq.( 5 ). 

𝐴𝑐𝑐𝑢𝑟𝑎𝑐𝑦 =  
𝑇𝑃 + 𝑇𝑁

𝑇𝑃 + 𝑇𝑁 + 𝐹𝑃 + 𝐹𝑁
 

 

𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 =  
𝑇𝑃

𝑇𝑃 + 𝐹𝑃
 

 

𝑆𝑒𝑛𝑠𝑖𝑡𝑖𝑣𝑖𝑡𝑦 =  
𝑇𝑃

𝑇𝑃 + 𝐹𝑁
 

 

𝑆𝑝𝑒𝑐𝑖𝑓𝑖𝑐𝑖𝑡𝑦 =  
𝑇𝑁

𝑇𝑁 + 𝐹𝑃
 

( 5 ) 

In addition to these four metrics, most medical image segmentation tasks use the Dice 

similarity coefficient (DSC). DSC describes the degree of spatial overlap between two binary 

segmentation masks [107]. The DSC is a value between 0 and 1 where closer to 1 means more 

agreement between segmentations masks. The DSC is shown in Eq.( 6 ) where 𝑁 is the number of 

voxels in the current volume (𝑣), 𝑦𝑖 is the ground truth voxel value of voxel 𝑖, and �̂�𝑖 is the 
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predicted voxel value of voxel 𝑖. The equivalent representation with regards to TP, TN, FP and FN 

is also shown. 

𝐷𝑆𝐶(𝑣) =
2 ∑ [𝑦𝑖�̂�𝑖]

𝑁
𝑖=1

∑ [𝑦𝑖]𝑁
𝑖=1 +  ∑ [�̂�𝑖]

𝑁
𝑖=1

=  
2 ∗ 𝑇𝑃

2 ∗ 𝑇𝑃 + 𝐹𝑃 + 𝐹𝑁
 ( 6 ) 

For some segmentation problems, distance metrics can be used. Distance metrics measure 

the difference between the boundaries of the ground truth and predicted segmentations. In addition, 

volume-based metrics can also provide valuable information for the user. Two common metrics 

are the mean absolute surface distance (MAD) and absolute volume difference (VD). The MAD 

and VD metrics have been proven useful in 3D US problems [3].  

The calculation for MAD is shown in Eq.( 7 ) where 𝑛 is the number of minimum distances 

between each voxel �̂� on the predicted surface �̂� and surface ground truth segmentation surface 𝑆. 

The distance function is based on the Euclidian distance 𝑑(�̂�, 𝑆) = min
𝑠𝜖𝑆

‖�̂� − 𝑠‖2 where 𝑠 is a point 

on ground truth surface 𝑆. 

𝑀𝐴𝐷(𝑣) =
1

𝑛
∑|𝑑(�̂�, 𝑆)|

𝑛

𝑖=1

 ( 7 ) 

For calculating VD, the size of each voxel is multiplied by the number of TP elements to 

yield the ground truth segmentation area (𝐺𝑇𝑣𝑜𝑙) and the predicted segmentation are (𝑃𝑣𝑜𝑙) for the 

ground truth and predicted masks respectively. The absolute difference between these volumes is 

then calculated, shown in Eq.( 8 ). 

𝑉𝐷 = |𝐺𝑇𝑣𝑜𝑙 − 𝑃𝑣𝑜𝑙| ( 8 ) 
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2.8.2 Statistical Tests 

In addition to the segmentation evaluation metrics, statistical tests can be used to determine 

statistical significance between two models. To determine if the difference in models’ performance 

is statistically significant (reject null hypothesis), a confidence threshold of 5% is typically used 

(p < 0.05). 

Two common statistical tests are the parametric paired t-test and non-parametric Wilcoxon 

signed-rank test [108]. The paired t-test is used to determine if the mean difference between two 

sets is equal to zero (null hypothesis). The Wilcoxon signed-rank test is a paired difference test to 

see if the mean ranks differ from both sets (null hypothesis). Both paired t-test and Wilcoxon test 

are between pairs of observations from two sets. In terms of medical imaging, the two sets come 

from the predicted segmentation masks and ground truth masks where the difference between these 

sets are statistically compared for significance. Metrics from these two sets such as volume or DSC 

are the variables being compared between sets. The paired t-test assumes the population samples 

from both sets are normally distributed but the Wilcoxon signed-rank test assumes they do not 

have to follow a normal distribution. 
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Chapter 3. Literature Review 

An overview of previous work can be seen in Table 1. Many previous works in cerebral 

lateral ventricle segmentation from 3D US images were reported by the Robarts Research Institute. 

My study uses data from the University of Western Ontario so a comparison can be made with 

those previous work.  

Table 1: Previous work from Qiu et al. for cerebral ventricle segmentation from 3D US images using 

conventional algorithms and techniques. 

Automation 

Type 

Reference 

(Year) 

Type of Method Number 

of 

Images 

Time per 

Image 

DSC ± 

STD 

MAD ± 

STD 

(mm) 

Semi-

Automated 

Qiu et al. 

[16] (2013) 

Convex Optimization 

with Shape Prior 

20 1.5 min. 0.724 ± 

0.025 

0.7 ± 0.1 

Qiu et al. 

[17] (2014) 

Convex Optimization 

with Voxel Pre-labels 

25 2.5 min. 0.789 ± 

0.034 

0.7 ± 0.2 

Qiu et al. 

[18] (2015) 

Convex Optimization 

with Voxel Pre-labels 

and Phase Asymmetry 

Maps 

50 3 min. 0.782 ± 

0.044 

0.65 ± 

0.26 

Automated Qiu et al. 

[109] 

(2015) 

Multi-Phase Geodesic 

Level-Sets 

15 54 min. 0.732 ± 

0.030 

0.64 ± 0.3 

Qiu et al. 

[19] (2017) 

Multi-Phase Geodesic 

Level-Sets 

30 54 min. 0.767 ± 

0.062 

1.0 ± 0.3 

 Semi-Automated Segmentation of Cerebral Lateral Ventricles from 3D US 

Many previous techniques for segmenting the lateral ventricles in 3D US images were 

based on traditional techniques such as convex optimization techniques and required some manual 

initializations [16]–[18]. The use of some manual interactions with most of the work done 

automatically means these methods are semi-automated. The first proposed semi-automated 

method by Qiu et al. in 2013 [16] used subject specific shape priors models that were created from 

expert annotated segmentations. The shape prior models are rigidly registered to images captured 
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in later time points using six manually labelled landmarks (at the anterior, posterior and inferior 

horns). The rigid registration models provide an initial guess for a convex optimization-based 

surface evolution segmentation method. The study used 20 images from four patients (five images 

per patient) with an average DSC and MAD of 0.724±0.025 and 0.7±0.1mm. The total 

segmentation time including manual initialization was 1.5 minutes for a single 3D US image. 

A similar semi-automated convex optimization-based segmentation approach was devised 

by Qiu et al. in 2014 [17]. This method requires a different user initialization compared to the 

landmark registration approach mentioned earlier. For initialization, the user labels some voxel 

inside and outside the ventricles as foreground and background voxels respectively on a few 

sagittal views. These initializations are used to estimate prior intensity probability density 

functions for both foreground and background. These are used as constraints and costs in the 

optimization procedure. The energy function is then set-up into a min-cut problem while also 

maintaining smooth boundaries of the object. The max-flow graph algorithm is used to solve the 

problem. The experiments performed by Qiu et al. [17] yielded a mean DSC, MAD and VD of 

0.789±0.034, 0.7±0.2mm and 2.5±2.9cm3 respectively with a computational time of 2.5 minutes 

per 3D US image. 

A semi-automated approach by Qiu et al. in 2015 [18] used a similar user initialization 

with the user labelling voxels inside and outside the ventricles to create probability density 

functions. A convex optimization-based contour evolution algorithm is used; however, phase 

asymmetry maps of the 3D US images are used to regularize the energy function. The study used 

50 3D US images with DSC, MAD and VD values of 0.782±0.044, 0.65±0.26mm and 1.9±3.2 cm3 

respectively and a total run time of 3 minutes max per 3D US image on a GPU. 

 Fully Automated Conventional Algorithms for Segmentation of Cerebral 

Lateral Ventricles from 3D US 

Qiu et al. in 2017 [19] implemented a method for fully automated segmentation using 

multi-phase geodesic level-sets (MGLS) algorithms in combination with phase congruency maps, 
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a shape prior and atlas selection methods. This study is the first to report a method for the 

automated segmentation of neonatal cerebral ventricles from 3D US images. The algorithm 

presented begins by performing a region growing method to extract a ROI and the 3D US images 

are converted into phase congruency maps which works well for detecting step edges in US 

images. Next, the phase congruency maps are inputs for an atlas registration framework which 

compares the current image to a subject-specific atlas. An atlas selection strategy was applied 

using to find the optimal atlas subset based on characteristics of the images. The selected atlases 

were next used as inputs for STAPLE to construct a spatial shape prior for the segmentation task. 

The segmentation task is formulated to evolve multiple contours by means of a level set approach 

to minimize the energy function with respect to changes in multiple segmentation regions. These 

regions/level sets are the left ventricle, right ventricle and background. The problem is formulated 

as a min-cut problem, solved using convex relaxation and the max-flow algorithm. The MGLS 

method was used on 30 3D US images with mean DSC and MAD of 0.767±0.062 and 1.0±0.3mm 

respectively with a total run time of 54 minutes per image. The study by Qiu et al. [19] has multiple 

limitations including the long run time and computational inefficiency. The same MGLS method 

was also used by Qiu et al. in 2015 [109] on 15 patients only with DSC and MAD of 0.732±0.030 

and 0.64±0.3mm respectively. 

 Fully Automated Deep Learning-Based Segmentation of Cerebral Lateral 

Ventricles from 3D US 

Aside from work at the University of Western Ontario, there has been recent studies using 

deep learning for cerebral lateral ventricle segmentation of neonates in US images. Work has been 

done on both 2D US and 3D US images of neonatal cerebral ventricles but more emphasis will be 

placed on 3D US images as my work focused on 3D images. A table summarizing the automated 

method using deep learning can be seen in Table 2. 
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Table 2: Previous automated work for cerebral ventricle segmentation from 3D US and 2D US images 

using deep learning-based algorithms and techniques. 

Type of 

Image 

Reference 

(Year) 

Type of Method Number 

of Images 

Time per 

Image 

DSC ± STD 

2D US Tabrizi et al. 

[110] (2020) 

Boundary Box with 

Probabilistic Atlas and 

2D CNN 

1253 total 

images 

18 sec. 0.86 ± N/A 

Valanarasu et al. 

[111] (2020) 

KiU-Net 1629 total 

images 

8 ms. 0.894 ± 0.013 

Wang et al. 

[112] (2018) 

DenseNet Encoder with 

Four Separate Decoder 

Pathways 

687 total 

images 

22 ms. 0.908 ± 0.053 

3D US Gontard et al. 

[20] (2021) 

2D SegNet 152 total 

images 

1.5 min. 0.70 ± N/A 

Martin et al. [22] 

(2018) 

2D U-Net 15 total 

images 

5 sec. 0.816 ± 0.04 

Recently, deep learning algorithms have been reported for the segmentation of neonatal 

ventricles from 2D US but this approach provides less accurate measurements of irregular volumes 

and could delay treatment if the patient has increasing PHVD [15], [110]–[112]. Work by Tabrizi 

et al. in 2020 [110] developed a method that locates the cranial ventricles from 2D US images 

using a boundary box and determine where the interhemispheric fissure is located in order to 

determine the ventricle position and correct for cranial rotation. They then create a probabilistic 

atlas after knowing the ventricle’s position. Using this atlas, Tabrizi et al. [110] use a 2D CNN to 

segment the ventricles. Finally, Tabrizi et al. [110] are able to predict hydrocephalus outcome 

using a support vector machine (SVM) model with 70 morphological features and six clinical 

features. Valanarasu et al. [111] developed at new 2D CNN model for 2D US images based on the 

U-Net model but combined with the Ki-Net model that is used for capturing edge details of an 

object. By combining the U-Net and Ki-Net, Valanarasu et al. [111] developed the KiU-Net which 

can capture low level fine details while also capturing high level shape details. The KiU-Net is an 

encoder decoder network where the U-Net and Ki-Net are run in parallel and combined together 

using cross residual fusion blocks (CRFB). The KiU-Net performed best, in regards to DSC only, 
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when compared to the U-Net and SegNet models for 2D US images. Finally, Wang et al. [112] 

created a new 2D CNN model for 2D US cerebral ventricle segmentation. The new model is a 

combination of the U-Net and SegNet architectures. The model by Wang et al. [112] uses the 

DenseNet model as the encoder block then from those deep feature, four separate pooling layers 

(four separate paths) are used of various sizes to pool features together. The pooled features are 

up-sampled using transposed convolution blocks while also using convolution blocks to extract 

more features. The up-sampled features are then concatenated together from each of the four paths 

and a final segmentation mask is outputted. The model by Wang et al. [112] outperformed the U-

Net and SegNet models in terms of DSC only for 2D US images. 

Most current deep learning work use 2D models for segmentation of 3D US images. 

Gontard et al. [20] worked with 3D US scans and deep learning, developing a 2D SegNet CNN 

with 152 images of 10 patients and 230 ventricles providing a mean intersection over union (IoU) 

of 0.54 on the training data. However, their validation results used only 83 3D US images from 6 

patients (122 ventricles) [20]. Their SegNet method required 60 seconds to segment one image 

and they did not report VD or MAD metrics [20]. The method by Gontard et al. [20] used ground 

truth data manually segmented by an expert. The images were inputted into the SegNet model 

three at a time and resized to 200 x 200 pixels followed by a median filter of size [1,3,3]. The 

group used three methods for correcting class imbalance. These methods included a reweighing 

scheme in the loss function, using three classes instead of two (these classes are ventricle, black 

background and non-black background) and they only used sagittal 2D slices which contain the 

ventricles. The work by Gontard et al. [20] also used a pretrained SegNet model, trained on 

ImageNet data and did not actually train a model using only 3D US data. Image augmentation 

techniques including rotation, translation, scaling and shear were also implemented to prevent 

overfitting. 

Work by Martin et al. [22] in 2018 used the U-Net deep learning model for cerebral 

ventricle segmentation in 3D US images. The algorithm by Martin et al. [22] used a 2D U-Net for 

cerebral ventricle segmentation, however, their work included 15 3D volumes and reported results 
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for four images only. They used a 2D US transducer and developed a 3D reconstruction algorithm 

for generating their images. An image size of 128 x 128 was used with a soft-Dice loss function. 

For post-processing, a morphological binary operation was implemented to extract the five largest 

connected regions with a volume greater than 1% of the mean ventricle volume followed by a 

Gaussian filter. 

The non-deep learning segmentation work on 3D US images used a limited number of 

images and took almost an hour using the automated approaches [19], [109]. The deep learning 

methods using 3D US images again used a limited number of images and only considered the 

images as independent 2D slices [20], [22]. The 2D SegNet model used by Gontard et al. [20] used 

152 images total but the method took over 1.5 minutes to complete the pipeline and only achieved 

a DSC of 0.70 on the entire validation set. The 2D US deep learning work used much more images 

than the 3D US work but it has been shown that 2D US is not as sensitive to volumetric changes 

as 3D US and has more user variability [1], [110], [111], [112]. Based on the limitations in the 

previous deep learning and non-deep learning segmentation methods, my work aims to improve 

upon the segmentation accuracy while being fast, automated and using the largest dataset of 3D 

US images. 
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Chapter 4. Methodology 

 Description of the Dataset 

Our dataset consisted of 190 3D US images, of which 103 images contained only one lateral 

ventricle and 87 included both ventricles (a total of 277 ventricles). The research ethics board 

approval was obtained at the University of Western Ontario in Ontario, Canada, and the data were 

available to the University of Guelph through a data-sharing agreement. The images were collected 

by a motorized 3D US system developed specifically for cranial imaging of neonates [1]. The 

physical set-up can be seen in Figure 3 [1]. The transducers used at the University of Western 

Ontario includes the HDI 5000 (Philips, Bothel WA) and C8-5 (Philips, Bothel WA) curved array 

5-8 MHz transducers [1]. The scan angle was in the range of 30°-72° at 25 frames s-1 and angular 

spacing between 0.2° and 0.3° [1]. The 3D US scanner used a housing to hold the transducers with 

a Faulhaber IE2400 1409 DC motor with 2100:1 gear ratio (MicroMo Electronics, Clearwater FL) 

and a MCDC motor controller [1]. The Epiphan VGA2USB LR 2D US frame grabber (RB 

Computing, Nepean ON) was used [1]. In order to perform a 3D US scan, the motor controller tilts 

the transducer in a sweeping motion while the frame grabber acquires 2D images of the brain while 

in motion. Software developed at the University of Western Ontario reconstructs the 3D US images 

from 2D scans [113]. Bilinear interpolation is used to fill in the gaps between successive 2D US 

images to form the final 3D US image [1]. The most common voxel size in the images was 

0.22x0.22x0.22mm3 but images with varying voxel spacing were also used [1].  For all images, 

each voxel had the same volume per image but the voxel size may be different between images. 

During image acquisition, the technician or clinician locates the centre of the target of interest, 

shown in Figure 3, while the device tilts the transducer on the axis at the tip of the probe [1]. Due 

to the limited FOV in the 3D US system, some images contained only one ventricle due to its size 

[114]. The dataset consisted of images from 30 patients with varying degrees of IVH, patients with 

PHVD and over multiple acquisition days. Each image had a manual segmentation of the lateral 

ventricles, where the images were manually segmented on the sagittal view at 1mm intervals using 

multi-planar reformatting software. The multi-planar reformatting software used proprietary 3D 



 

 

42 

 

model files which were converted to .vtk files. From the converted .vtk files, the inter-slice gap 

between acquired images was interpolated to create a smooth surface and further converted to 

NumPy array file to be used in Python deep learning models. These manual segmentations were 

used as ground truth when comparing segmentation methods.  

The deep learning models studied used the same data split and the same images in each 

split to ensure a direct comparison. Separate models were made for images that contained one 

ventricle versus two ventricles. The first part of the study separated the images into 

train/validation/test sets then further testing was conducted using 5-fold cross-validation where the 

data was split into five even folds with data left over for validation. The data for two-ventricle 

segmentations were split 49/12/26 for training, validation, and testing sets respectively. The one-

ventricle data were split 62/13/28 for training, validation, and testing sets respectively. For 5-fold 

cross-validation, the two-ventricle models used five folds of 15 images per fold for a total of 75 

images with 12 images remaining for the validation set. The models for single ventricle 

segmentation and 5-fold cross-validation used five folds of 18 images per fold for a total of 90 

images with 13 images remaining for validation.  Due to large ventricle deformations and size 

changes present in the images, each image was treated as a separate case, as was done in a previous 

automated segmentation work [19], and data was not split patient-wise. 

 Overview of Segmentation Pipeline 

The proposed segmentation pipeline is shown in Figure 13. The pipeline uses a U-Net-

based ensemble model for 3D US segmentation. The data were pre-processed using normalization 

and down-sampling to create images with consistent size and image intensities between 0 and 1. 

Data augmentation techniques were applied to artificially increase the dataset size and counteract 

data imbalance. The ensemble was made from three U-Net-based models: a 3D U-Net with 

attention gates, a 3D U-Net with additional skip connections, and a 3D U-Net with an encoder-

decoder shape prior embedded into the loss function. A mean voting strategy calculated the voxel-

wise mean on the predicted segmentation masks from the three individual models. A threshold was 
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applied and the largest objects in the mask were retained to remove potential outliers. The final 

proposed 3D ensemble was compared to each stand-alone 3D model performance, the 2D SegNet 

used by Gontard et al. [20] and the 2D multiplane U-Net developed by Szentimrey et al. [23]. All 

models were trained under the same conditions and data split. 

 

Figure 13: Proposed deep learning segmentation pipeline. The ensemble consists of a 3D U-Net++, 

3D Attention U-Net, and 3D U-Net with Shape Prior before performing a mean voting strategy. 

During test time, data augmentation is not applied. 

 Pre-processing 

The image intensities were first normalized between 0 and 1 and images down-sampled to 

a size of 128x128x128. This image size was used based on resource availability when training 3D 

deep learning models. The augmentation techniques applied include translation by up to 10 voxels 

in each of the x-y-z directions independently to effectively re-centre the image and image reflection 

about the plane of symmetry on the ventricles. The 2D multiplane U-Net did use rotational 

augmentation when extracting slices at orthogonal angles. This was demonstrated by Szentimrey 

et al. [23] to improve performance when combined with mean voting post-processing techniques 

to fuse multi-directional prediction slices. The 3D models did not use rotational augmentation to 

ensure the preservation of important ventricle shape information when they are oriented in the 

same direction. The images were pre-processed in real-time as the models were trained to reduce 

the number of stored images and memory requirements during training. 
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 3D U-Net Ensemble Model 

The proposed segmentation model is an ensemble of three U-Net-based models combined 

using a voxel-wise mean voting strategy. The three models used in the ensemble are a 3D U-

Net++, 3D Attention U-Net, and a 3D U-Net with a shape prior autoencoder embedded in the loss 

function. The ensemble selection was based on the desire to combine models that each add their 

own inductive biases. Ensemble selection is a difficult task as there are many possible 

combinations but only one may outperform the rest. Previous work has shown that ensembles 

between more diverse models tend to provide more unique information per model as compared to 

less diverse models [99], [100]. The problem with solely choosing models based on diversity is 

that models which are less accurate can be very diverse so a trade-off between accuracy and 

diversity is necessary [100]. The goal is to choose more diverse models that also perform well on 

their own at the given task. 

In my proposed work, each model has its own distinct added biases, which can be 

determined as adding diversity between the models. The shape prior loss function was designed to 

conform the predicted ventricle shape to that of the ground truth segmentation while the attention 

gates were developed to improve the ventricle surface segmentation boundary, which is difficult 

to determine in US images. The additional convolutional layers in the 3D U-Net++ model help the 

optimizer by providing a more flexible fusion of the feature maps between the encoder and decoder 

pathways.  The single test run with two-ventricle images was used for ensemble selection when 

comparing model diversity and accuracy since the model was developed specifically for the two-

ventricle images. The standard 3D U-Net model, that was determined to be the least diverse and 

worst-performing model compared to every other 3D model, was discarded from the ensemble. 

The 2D segmentation models tested would provide more diversity to the ensemble but the 

considerable drop in accuracy using 2D models was the reason why they were not considered. 

Mean voting is used instead of majority voting because the output from each model is a 

probability map created from the sigmoid activation function on the last convolutional layer of 
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each model. Much of the boundary surrounding the ventricles in US images is not clearly defined 

so the calculated segmentation masks will have a value between 0 and 1 at the boundaries and not 

exactly a 0 or 1. By using mean voting, models with higher confidence will have a greater impact 

in determining voxel-wise classification rather than setting each model’s weighting the same and 

omitting their inductive biases [99]. 

 Standard U-Net Model 

US image segmentation is a difficult task to perform based on the poor image quality and 

lack of anatomical structure which is why hand-crafted features have worked well in the past. Due 

to improvements in computing power, automated methods such as CNNs, which can extract 

important features on their own, are becoming useful for US segmentation. I chose the U-Net 

model as the backbone for segmentation due to its effectiveness at segmenting medical images 

through the use of skip connections [86], [87]. The U-Net architecture is constructed by encoding 

images through convolutional layers and max-pooling making the model deeper. The decoder is 

constructed by taking the transposed convolution of each up layer to increase the feature size and 

resolution of the output. Through skip connections, the features in the decoder are fused with the 

same sized features in the encoder to maintain the original information for pixel-wise 

classification. The features are fused using a concatenate function and the decoder fed into a 1x1x1 

convolution block with a sigmoid activation function to output the final segmentation mask. The 

proposed U-Net model architecture can be seen in Figure 8 with the hyperparameters and structure 

described in section 4.9 Hyperparameters. 

 U-Net++ Model 

Improvements to the U-Net performance can be made by adding more skip connections to 

the model. This increase in skip connections is to allow for a more flexible fusion of feature maps 

at the decoder pathway [93]. Having more skip connections also makes the semantic maps between 

the encoder and decoder more similar. This could make the learning task easier for the optimizer 

and either improve the speed and/or performance of the model. The increase in skip connections 
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has shown improvement in left ventricle endocardial US segmentation and was determined to also 

provide improvements in cerebral ventricle segmentation as well, attributed to similarity in image 

texture [115]. Instead of concatenating only outputs from the encoder path with the decoder path, 

additional convolutional layers are added after the encoder path which extract more image features 

that in turn are concatenated with each other and the decoder path. More parameters are trained in 

the model due to the added convolutional layers. The U-Net++ model tested used the same 

hyperparameters as the standard U-Net and an example of the architecture is shown in Figure 9. 

 3D U-Net with Attention Gates 

The boundary of the ventricles is a crucial and problematic region for segmentation due to 

the lack of contrast between the ventricle and surrounding tissue. To improve boundary sensitivity, 

the Attention U-Net was implemented using attention gates as shown in Figure 10 [94]. These 

attention gates are used to improve the sensitivity to foreground voxels while adding minimal 

complexity to the model (less complexity than U-Net++). Due to the variable size and shape of the 

cerebral ventricles, attention gates were implemented specifically for regions that are smaller and 

have less contrast including the posterior, anterior, and inferior horns. In a previous study by Qiu 

et al. [19], the segmentation of the anterior horn varied the most between ground truth and 

calculated segmentations so the use of attention gates is justified. A more complicated way of 

localization would include cropping each region of interest (ROI) and segmenting them separately. 

This ROI method adds more complexity including automatically detecting the areas requiring 

segmentation and extracting it. The attention gates were implemented by using a gating signal 

which selectively filters features from the skip connection output of the encoder path. 

 3D U-Net with Shape Prior 

Similar to shape priors in conventional energy minimization-based segmentation, using a 

shape prior within a U-Net model could add surface regularization for cerebral ventricle 

segmentation [19]. Shape priors in deep learning models typically improve performance without 

extra overhead during test time when embedded in the loss function. Therefore, I implemented a 
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shape prior based on a previous method proposed by Ravishankar et al. [76]. The shape prior is 

based on an autoencoder (encoder-decoder network), trained on outputs of the U-Net at various 

epochs to better conform the shape of the predicted outputs to the ground truth. The shape prior, 

seen in Figure 14, is embedded in the loss function of the model and pretrained before 

implementation in the model’s loss function. 

 

Figure 14: Implementation of the shape prior for use in any model's loss function. 

The loss function of our model combines information of the predicted segmentation, the 

output from the shape prior, and the ground truth segmentation [76]. The shape prior is not patient-

specific and was trained on data from multiple patients and multiple degrees of IVH. In comparison 

to attention gates and additional skip connections, it adds the least amount of complexity and 

parameters. The autoencoder architecture of the shape prior is shown in Figure 15. Only 3D models 

can use the shape prior for 3D US ventricle segmentation as they capture the entire ventricular 

system at once compared to slice-based 2D models.  

 

Figure 15: Shape prior architecture. The shape prior is based on an autoencoder (encoder-decoder 

network) that learns shapes from inputted masks. The number beside each block represents the 

number of filters used in the convolutional operation. 
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 Hyperparameters 

An outline of the hyperparameters used in the final models can be seen in Table 3. The 

hyperparameters were tuned using the 2D multiplane U-Net and 3D U-Net models. 

Table 3: Overview of the final hyperparameters used for the U-Net models. 

Type of Hyperparameter Final Hyperparameter Value 

Model Depth 5 Steps Deep 

Number of Filter at Each Step [32, 64, 128, 256, 512] 

Convolutional Kernel Used 
3x3x3 for all 3D models 

3x3 for 2D multiplane U-Net 

Pooling Operation Maximum Pooling 

Up-sampling Operation Transposed Convolution 

Weight Initialization He Normal Distribution [116] 

Convolutional Layer Activation Function Rectified Linear Unit (ReLU) 

Final Layer Activation Function Sigmoid 

Batch Size 
1 for all 3D models 

16 for 2D multiplane U-Net 

Optimizer Adam 

Learning Rate 1e-4 

Loss Function 

Combination of binary cross-entropy and Dice 

similarity coefficient (Eq.( 9 )) for all models except 

3D U-Net with Shape Prior that used Eq.( 10 ).  

All the U-Net-based models used 3x3x3 convolutional blocks (3x3 for the 2D multiplane 

U-Net model) with the number of filters being [32, 64, 128, 256, and 512] at each corresponding 

step in the model. In the contracting path, the 2x2x2 maximum pooling operation with stride two 

was used (2x2 for the 2D multiplane U-Net model). In the expanding path, 2x2x2 transposed 

convolution operations were used (2x2 for the 2D multiplane U-Net model). The convolution 

blocks were initialized with the He normal distribution and used the ReLU activation function 

[116]. Batch normalization and dropout layers were applied after each step to mitigate overfitting 

[117]. The final layer used a sigmoid activation function to return values between 0 and 1 and a 

global adaptive threshold was applied to the masks individually based on the mean and standard 
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deviation of each image separately. The 3D U-Net models had a batch size of one while the 2D 

multiplane U-Net model had a batch size of 16. All models were trained until the training and 

validation loss plateaued with the trained weights selected that produced the best validation 

performance. Each was trained with the Adam optimizer (learning rate 1e-4) and a loss function 

merging binary cross-entropy (BCE) and DSC between ground truth and predicted segmentations. 

The loss function was chosen as it decreased training time while maintaining performance 

compared to only using BCE or DSC. The exact loss function can be seen in Eq.( 9 )  

ℒ(𝑣) = 0.5 (
−1

𝑁
∑[𝑦𝑖 log(�̂�𝑖) + (1 − 𝑦𝑖) log(1 − �̂�𝑖)]

𝑁

𝑖=1

) −
2 ∑ [𝑦𝑖�̂�𝑖]

𝑁
𝑖=1

∑ [𝑦𝑖]
𝑁
𝑖=1 +  ∑ [�̂�𝑖]

𝑁
𝑖=1

 ( 9 ) 

where 𝑁 is the number of voxels in the current volume (𝑣), 𝑦𝑖 is the ground truth voxel value of 

voxel 𝑖, and �̂�𝑖 is the predicted voxel value of voxel 𝑖. The 3D U-Net with a shape prior did not 

use this loss function. 

The autoencoder incorporated a similar model architecture to the U-Net, except it did not 

make use of skip connections and was only four steps deep, as shown in Figure 15. The 

autoencoder decoder and encoder used 3x3x3 convolutional blocks with batch normalization and 

dropout layers. The number of filters per step was [8, 16, 32, and 64]. The contracting and 

expanding paths used 2x2x2 maximum pooling with a stride of two and 2x2x2 transposed 

convolution operations respectively. The autoencoder used the Adam optimizer (learning rate 1e-

4) with the same BCE and DSC loss function, from Eq.( 9 ), for training. 

The 3D U-Net with a shape prior loss function combined the original DSC and BCE 

function with mean squared error (MSE) losses comparing the ground truth mask, model output 

mask, shape prior output mask, and encoded mask. The loss function was initially developed by 

Ravishankar et al. [76] but adapted for the current 3D task. The shape prior was introduced to the 

3D U-Net model training after 10 epochs to ensure the model established a shape in its predicted 

mask before regularization occurred. The loss function can be seen in Eq.( 10 ) where 𝑦𝑖 and �̂�𝑖 
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are the ground truth and predicted value of voxel 𝑖 respectively, �̂�𝑖 is the shape prior output and 𝑒𝑖 

and �̂�𝑖 are the encoded values of the ground truth and predicted masks respectively. 𝜆1, 𝜆2 and 𝜆3 

are hyperparameters, which can be tuned, in the range of 0 to 1, to provide the optimal balance of 

regularization between the shape prior loss and original loss. The 𝜆1, 𝜆2, and 𝜆3 values for all 

experiments were given to be 0.5, 1, and 0.5 respectively for Eq.( 10 ). 

ℒ(𝑣) = 𝜆1(0.5 𝐵𝐶𝐸(𝑦𝑖 , �̂�𝑖) − 𝐷𝑆𝐶(𝑦𝑖 , �̂�𝑖)) +  𝜆2 (
1

𝑁
∑|�̂�𝑖 − �̂�𝑖|

𝑁

𝑖=1

) + 𝜆3 (
1

𝑁
∑|𝑒𝑖 − �̂�𝑖|

𝑁

𝑖=1

) ( 10 ) 

The masks generated from the models were automatically upscaled to their original image 

size (each image had a different size) using linear interpolation and a global adaptive threshold 

was applied. Upscaling allowed for volumetric and surface-based differences to be calculated 

between ground truth and predicted masks. In addition, a morphological operation was 

implemented to remove the smallest segmentation objects in the mask to improve distance-based 

metrics. The operation identifies the three largest objects in the image and removes all other 

objects. The morphological operation was used for all models to provide the same consistency 

when comparing results. 

In addition to the above post-processing techniques, the 2D multiplane U-Net model 

needed additional post-processing to combine slices from each orthogonal direction. The 2D 

multiplane U-Net used 128x128 slices extracted from the 3D volume. In order to make predictions, 

all slices from each unique orientation of the volume (24 unique orientations) were extracted and 

predictions made on each individual slice. 3D volumes from each orientation were reconstructed 

from 2D slices and a mean voting system was used between each of the 24 orientations to predict 

the final volume. This post-processing method was shown to improve the results compared to 

slice-based predictions on a single orientation and was used to reflect the benefits rotational 

augmentation yielded for the 2D model. 
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 Computational Resources 

The resources used for this study were provided by Compute Canada and included the Intel 

Xeon Gold 6148 Skylake CPU (2.4 GHz) and Nvidia V100-SXM2-16GB GPU. The code was 

written in Python and used Keras API with TensorFlow backend for the deep learning 

implementation [118]. Visual analysis was performed with help from the 3D Slicer open-source 

software (www.slicer.org) [119]. 

 Evaluation Metrics 

I used DSC (Eq.( 6 )), mean absolute surface distance (MAD) (Eq.( 7 )) and absolute 

volumetric difference (VD) (Eq.( 8 )) for comparison between the ground truth segmentations and 

predicted segmentations. DSC describes the degree of spatial overlap between two binary 

segmentation masks and is a common metric in image segmentation [107]. The MAD and VD 

metrics are useful measurements clinically, especially VD, which has been used for patients with 

PHVD [3].  

In addition to these metrics, two statistical tests were conducted on the cross-validation 

results to compare performance statistically. These tests included the paired t-test, used to compare 

VD measurement and the non-parametric Wilcoxon signed-rank test, used for DSC comparison 

[108]. To determine if the difference in models’ performance is statistically significant, a p < 0.05 

was used to determine significance. No p-value correction was applied. 

 Comparison to Alternative Methods 

Our proposed ensemble model was compared to each constituent model to demonstrate the 

benefits of the ensemble. The list of models tested and their description can be seen in Table 4. In 

addition, models of the 3D Attention U-Net and 3D U-Net++ with shape priors were tested on the 

two-ventricle images only, to determine if adding shape regularization can further improve those 

models alone. A 2D SegNet with the VGG16 architecture backbone, same as the one implemented 
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by Gontard et al. [20], was tested and compared for one experiment [21]. The 2D SegNet was 

implemented using image slices along the sagittal plane, which was the same plane used when 

creating the manual annotations. 

Table 4: Summary of models tested for cerebral ventricle segmentation and the number of 

parameters they contain. 

Model Name Description Size of Model 

(Total Number of 

Parameters) 

2D Multiplane U-Net 

2D U-Net using slices of the 3D volume as 

inputs. Predicted slices at various orientations 

are fused together to output one final volume. 

Best model proposed by Szentimrey et al. [23]. 

7,771,297 

2D SegNet 

2D model using slices at the sagittal orientation. 

The VGG16 encoder-decoder backbone was 

implemented. Model used by Gontard et al. [20]. 

29,457,797 

3D U-Net 
U-Net using 3D convolutions. Used as baseline 

to compare with other 3D models. 
22,587,105 

3D Attention U-Net 3D U-Net with attention gates. 22,762,629 

3D U-Net++ 
3D U-Net with additional convolutional layers 

between the encoder and decoder pathways. 
26,205,569 

3D U-Net with Shape 

Prior 

3D U-Net that uses a deep learning autoencoder 

shape prior as its loss function. 

22,587,105 

(+315,577 for 

Shape Prior) 

Ensemble 

A mean-voting based ensemble of the 3D U-

Net++, 3D Attention U-Net and 3D U-Net with 

Shape Prior. 

26,205,569 + 

22,762,629 + 

22,587,105 
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Chapter 5. Results 

 Augmentation and Loss Function Selection 

Before training the final models, hyperparameters were tuned and augmentation techniques 

were tested to determine the optimal combination. The tuning was applied to the 2D multiplane 

U-Net model and vanilla 3D U-Net separately. The best combination used for the vanilla 3D U-

Net was then applied to the U-Net with each unique variation (i.e. attention gates, extra 

convolutional layers and a deep learning shape prior). This was deemed acceptable since the U-

Net represents the same backbone for each constituent model. The hyperparameters tuned include 

the model depth, size, number of filters and the type of optimizer. The results shown include the 

loss function used and augmentation technique applied since those were found to greatly affect 

model performance and train time. The augmentation techniques tested include translation, image 

reflection and image rotation. Intensity-based augmentations such as image equalization and 

shifting the images intensities up or down were tested and found to either make the model perform 

worse or equal to the other augmentation techniques. The loss functions tested include BCE only 

and a combination of BCE and DSC with results shown in Table 5. The loss function was tuned 

using no augmentation technique then the augmentation technique was tuned using the best loss 

function with those results shown in Table 6. 

Table 5: Determining the optimal loss function for both the 2D multiplane U-Net and the standard 

3D U-Net. 

Model Loss Function DSC VD (cm3) MAD (mm) 

2D Multiplane 

U-Net 

BCE Only 0.687 ± 0.106 4.1 ± 3.0 1.60 ± 0.65 

DSC + BCE 0.694 ± 0.083 2.8 ± 2.0 1.43 ± 0.38 

3D U-Net BCE Only 0.706 ± 0.152 3.1 ± 2.8 0.93 ± 0.29 

DSC + BCE 0.726 ± 0.138 3.0 ± 2.2 0.92 ± 0.32 
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Table 6: Determining the optimal augmentation technique for both the 2D multiplane U-Net and the 

standard 3D U-Net using the best loss function. 

Model Augmentation 

Technique Applied 

DSC VD (cm3) MAD (mm) 

2D 

Multiplane 

U-Net 

Translation Only 0.696 ± 0.081 2.8 ± 2.0 1.36 ± 0.36 

Rotation + Translation 0.720 ± 0.095 2.9 ± 2.4 1.00 ± 0.24 

3D U-Net Rotation + Translation 0.651 ± 0.129 3.1 ± 2.4 1.38 ± 0.40 

Flip About Line of 

Symmetry  

+ Translation 

0.738 ± 0.098 2.9 ± 1.7 1.01 ± 0.40 

 Ventricle Segmentation 

Visualizations of example segmented surfaces by the proposed ensemble and the 

alternatives are shown in Figure 16 and Figure 17. Additional examples of segmentations created 

using the ensemble that worked well and poorly can be seen in Figure 18 and Figure 19 

respectively. The surface generated by the ensemble method closely matched the shape of the 

manually-generated surface, although this surface is not smooth due to the challenges in manual 

segmentation of 3D US images. The training time required for each individual 3D model and the 

2D multiplane U-Net was approximately 10-15 hours and 2-3 days respectively. The 2D 

multiplane U-Net required more time based on inefficiencies in the code when performing real-

time orthogonal slice extraction. The summary of quantitative results for 26 test images containing 

both ventricles are shown in Table 7.  

Table 8 shows the summary of quantitate results for 28 3D US images containing only a 

single ventricle. The results for 5-fold cross-validation using 75 3D US test images containing both 

ventricles are shown in  
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Table 9. The ensemble yielded a DSC, which was significantly different from that of all 

other models (at least p < 0.0008 for all) and a VD value that was significantly different from that 

of the 2D multiplane U-Net (p < 0.0006). 

    

a) b) c) d) 

    

e) f) g) h) 

Figure 16: Examples of segmented surfaces from the two-ventricle cross-validation results. a) The 

original 3D ultrasound image. b) The manually segmented surfaces. c) The surfaces using 2D 

multiplane U-Net with DSC of 0.719. d) The surfaces using 3D U-Net with DSC of 0.804. e) The 

surfaces using 3D Attention U-Net with DSC of 0.838. f) The surfaces using 3D U-Net++ with DSC of 

0.822. g) The surfaces using 3D U-Net with Shape Prior with DSC of 0.819. h) The surfaces using 

proposed 3D ensemble with DSC of 0.840. 
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a) b) c) d) 

 
   

e) f) g) h) 

Figure 17: Examples of segmented surfaces from the two-ventricle cross-validation results. a) The 

original 3D ultrasound image. b) The manually segmented surfaces. c) The surfaces using 2D 

multiplane U-Net with DSC of 0.820. d) The surfaces using 3D U-Net with DSC of 0.872. e) The 

surfaces using 3D Attention U-Net with DSC of 0.888. f) The surfaces using 3D U-Net++ with DSC of 

0.860. g) The surfaces using 3D U-Net with Shape Prior with DSC of 0.862. h) The surfaces using 

proposed 3D ensemble with DSC of 0.890. 
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a) 

 

b) 

Figure 18: Example of a two-ventricle segmentation result that performed well. a) The ground truth 

manual segmentation. b) The 3D ensemble predicted segmentation. The ensemble had a DSC, VD, 

and MAD of 0.856, 0.3cm3, and 0.75mm respectively.  

 

 

a) 

 

b) 

Figure 19: Example of a two-ventricle segmentation result that over segmented the ventricles. a) The 

ground truth manual segmentation. b) The 3D ensemble predicted segmentation. The ensemble had 

a DSC, VD, and MAD of 0.663, 5.5cm3, and 1.10mm respectively.  



 

 

58 

 

Table 7: Summary of the results for the 26 two-ventricle test images. The results are reported as DSC, 

VD, and MAD. The values reported are the mean and standard deviation from the test volumes. 

Model DSC VD (cm3) MAD (mm) 

2D SegNet 0.736 ± 0.095 4.1 ± 2.9 1.32 ± 0.53 

2D U-Net (Multiplane) 0.720 ± 0.095 2.9 ± 2.4 1.00 ± 0.24 

3D U-Net 0.738 ± 0.098 2.9 ± 1.7 1.01 ± 0.40 

3D Attention U-Net 0.748 ± 0.081 2.5 ± 2.0 0.90 ± 0.27 

3D U-Net++ 0.753 ± 0.082 2.4 ± 1.8 0.97 ± 0.44 

3D U-Net with Shape Prior 0.745 ± 0.093 2.6 ± 2.0 0.93 ± 0.34 

3D Attention U-Net with Shape Prior 0.746 ± 0.085 2.5 ± 2.0 0.92 ± 0.27 

3D U-Net++ with Shape Prior 0.746 ± 0.082 2.7 ± 1.7 0.92 ± 0.29 

Ensemble  

(U-Net++, Attention U-Net,  

U-Net with Shape Prior) 

0.760 ± 0.080 2.4 ± 1.9 0.84 ± 0.26 

 

Table 8: Summary of the results for the 28 one-ventricle test images. The results are reported as DSC, 

VD, and MAD. The values reported are the mean and standard deviation from the test volumes. 

Model DSC VD (cm3) MAD (mm) 

2D U-Net (Multiplane) 0.830 ± 0.080 3.2 ± 3.9 1.18 ± 0.87 

3D U-Net 0.840 ± 0.071 3.6 ± 4.3 1.29 ± 1.30 

3D Attention U-Net 0.846 ± 0.059 3.3 ± 3.8 1.08 ± 1.13 

3D U-Net++ 0.843 ± 0.072 3.7 ± 5.1 1.07 ± 0.86 

3D U-Net with Shape Prior 0.844 ± 0.076 3.5 ± 5.5 1.24 ± 1.56 

Ensemble 0.850 ± 0.067 3.6 ± 4.7 1.03 ± 1.15 

 

Table 9: Summary of the results for 75 3D US test mages with the two-ventricle images using 5-fold 

cross-validation. The values reported are the mean and standard deviation. 

Model DSC VD (cm3) MAD (mm) 

2D U-Net (Multiplane) 0.701 ± 0.090 3.8 ± 3.2 1.18 ± 0.45 

3D U-Net 0.726 ± 0.105 3.0 ± 2.5 1.08 ± 1.23 

3D Attention U-Net 0.732 ± 0.094 3.1 ± 2.4 0.97 ± 0.34 

3D U-Net++ 0.733 ± 0.099 2.7 ± 2.4 0.94 ± 0.28 

3D U-Net with Shape Prior 0.725 ± 0.103 3.0 ± 3.0 0.91 ± 0.27 

Ensemble 0.746 ± 0.088 2.8 ± 2.5 0.89 ± 0.30 
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Table 10:  Summary of the results for 90 3D US test images with the one-ventricle images using a 5-

fold cross-validation. The values reported are the mean and standard deviation. 

Model DSC VD (cm3) MAD (mm) 

2D U-Net (Multiplane) 0.793 ± 0.116 3.8 ± 3.2 1.61 ± 1.53 

3D U-Net 0.810 ± 0.120 4.7 ± 5.8 1.63 ± 2.25 

3D Attention U-Net 0.801 ± 0.124 4.8 ± 5.0 1.48 ± 1.77 

3D U-Net++ 0.800 ± 0.128 4.5 ± 4.5 1.40 ± 1.44 

3D U-Net with Shape Prior 0.804 ± 0.115 5.0 ± 5.4 1.53 ± 1.82 

Ensemble 0.820 ± 0.102 4.3 ± 4.3 1.37 ± 1.64 

Figure 20 shows Bland-Altman plots for both the two-ventricle and one-ventricle cross-

validation results, where the difference of the ensemble-generated volumes and manually 

generated volumes were graphed against the average. 

  

Figure 20: Bland-Altman plots comparing the predicted volumes using the ensemble method and the 

manually generate volumes. These plots are for the cross-validation results from the two-ventricle 

and one-ventricle models respectively. 
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a) 

 

b) 

 

c) 

 

d) 

 

e) 

Figure 21: Example of a one-ventricle image that contains a portion of the second ventricle. a) The 

ground truth manual segmentation in green. b) The 3D ensemble predicted segmentation in red. The 

ensemble had a DSC, VD, and MAD of 0.658, 14.2cm3, and 7.96mm respectively. c), d) and e) are 2D 

slices of the sagittal, coronal and transverse plane respectively with manual segmentation contour in 

green and 3D ensemble predicted segmentation contour in red. 

The results for 5-fold cross-validation using 90 3D US test images containing only a single 

ventricle are shown in Table 10. The ensemble yielded superior DSC results compared to all other 

models (at least p < 0.0007 for all) and better VD as well, except the 2D multiplane U-Net model 

yielded better VD (p < 0.14). Even though DSC values were significant (p << 0.000001) between 

the ensemble and the 2D multiplane U-Net model, I failed to detect significance in VD (p < 0.14).  

Meaning the ensemble had better agreement with ground truth when observing where the 

ventricles were located and statistically similar ventricle size compared to the 2D model.  
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Calculating ventricle volume is an important consideration clinically for monitoring IVH, 

especially volumetric difference over time. Due to the importance of measuring volume, Bland-

Altman plots, shown in Figure 20, were calculated for the two-ventricle and one-ventricle datasets 

comparing the ensemble predictions and the manual ground truth data. From this Bland-Altman 

plot and the large standard deviations calculated for the one-ventricle images, a visual analysis was 

performed on the one-ventricle data and an example of a one image that performed poorly in all 

metrics can be seen in Figure 21. This example image actually contains parts of both ventricles 

and the model attempted to segment both of them. 

The time measured running the ensemble was calculated for the two-ventricles images 

from the entire process of both running individual models and fusing the results to generate the 

output. On average, the ensemble model required 0.99s to segment one image. Post-processing for 

the ensemble, which includes the mean strategy voting, extracting the three largest volumes, 

scaling to original image size, and thresholding required approximately 4.08s per image (non-GPU 

optimized). In total, the proposed ensemble method required, on average, 5.07s to complete.  
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Chapter 6. Discussion and Conclusion 

A fast, accurate, and fully automated method for the segmentation of neonatal cerebral 

lateral ventricles was developed using a deep learning-based ensemble of three 3D U-Net variant 

models. Developing a method that can provide clinicians with automated and fast quantitative 

information is useful for the prognosis of neonates with IVH and PHVD. Compared to previous 

studies, I used a large number of images that contained varying degrees of IVH as well as images 

with one ventricle, representing the adaptability of the developed method. It was determined that 

each variant 3D model outperformed the standard 3D U-Net model and the proposed ensemble 

had the best overall performance. The ensemble using cross-validation had a mean DSC, VD, and 

MAD of 0.746, 2.8cm3 and 0.89mm respectively for images with both ventricles and a mean DSC, 

VD, and MAD of 0.820, 4.3cm3, and 1.37mm respectively for images with a single ventricle.  

The performance of all the models during cross-validation decreased when compared to 

the single run tests. The proposed 3D ensemble model performed best in DSC, MAD, and VD on 

the two-ventricle images and the best in DSC and MAD for the one-ventricle images. The 

ensemble was only bested by the 2D multiplane U-Net with regards to VD on the one-ventricle 

images. It was found that there was not a significant difference between the VD for the ensemble 

and 2D multiplane U-Net (p < 0.14) and the ensemble was the best overall model for both datasets. 

Looking at the example images in Figure 16, the Attention U-Net actually provided a good 

segmentation at the ventricle boundary, especially at the anterior horns. The U-Net++ was very 

robust to the US speckle and even segmented the most inferior portion of the third ventricle (which 

the ground truth did not include) while the U-Net with shape prior had the least number of 

protrusions on the segmented surface (due to added shape regularization) and had the longest 

segmented inferior horns. It was determined that each individual model added their own inductive 

biases which improved the overall segmentation task for the ensemble. For the example shown in 

Figure 19, the ensemble segmentation was larger than ground truth but the shape of the ventricles 

was accurate, resulting in a large volumetric difference but reasonable surface distance value. In 

general, the results show that 3D models outperformed the 2D multiplane U-Net model and the 



 

 

63 

 

2D SegNet model in terms of all tested metrics on the two-ventricle images, despite the fact the 

SegNet model had more parameters, shown in Table 4. This demonstrates the robustness of using 

3D U-Net models compared to the larger 2D model. 

Of the augmentation techniques and loss functions tested (shown in Table 5 and Table 6), 

the combined DSC and BCE loss function outperformed the BCE only loss function for both the 

2D and 3D models. For the 2D U-Net model, the addition of rotational augmentation improved 

performance compared to taking slices from one direction only. This could be true because the 

number of training images increased drastically and the US images were acquired in a 3D setting 

so taking images at multiple angles and fusing them together from different angles helped to 

capture more 3D spatial information. However, adding rotational augmentation to the 3D U-Net 

model greatly reduced performance even though this increased the number of training images. By 

rotating the entire volume, the 3D U-Net lost the orientation of the ventricles and could not capture 

finer details or the surface boundary (only able to segment easy areas deep inside the ventricles). 

For 3D models, it became aware that orientation matters, especially when the input images were 

captured in a 3D setting with equal voxel size in every direction. The same may not be true for 

other modalities or applications. It can be observed in the predicted and ground truth 

segmentations, Figure 17 for example, that the lateral ventricles appear attached at the anterior 

horns but this may not be true since the lateral ventricles are only connected via the third ventricle. 

In 3D US, this boundary between anterior horns is difficult to observe due to the US speckle and 

large ventricle shape deformations and may be the reason for the segmentations to have the lateral 

ventricles connected, even in the manual ground truth segmentations. 

When observing the performance of the shape prior in regards to the two-ventricle data, it 

was seen that the autoencoder shape prior improved the MAD of between 0.03-0.27mm compared 

to the standalone 3D models and 2D multiplane U-Net. The shape prior did yield similar results to 

the standard 3D U-Net when considering DSC (p < 0.92) and VD (p < 0.89). This means by adding 

the shape prior, the surface boundary was most similar to ground truth without decreasing the 

volumetric based metrics and helped to improve the MAD in the ensemble. The shape prior was 
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seen to provide similar results in all three metrics when implemented in each of the different 3D 

models, shown in Table 7. Meaning it possibly overregulated the models and did not allow for the 

additional skip connections and attention gates in the 3D U-Net++ and 3D Attention U-Net models 

to be of full use. 

The proposed research has several limitations. A problem with using a shape prior for 

cerebral ventricle segmentation is the abundance of possible ventricle shape deformations. This is 

more evident when observing the one ventricle images which contains ventricles with many unique 

deformations. The shape prior is only trained on as many possible deformations that the images 

contain. If a patient has a unique deformation in their ventricles not seen by the shape prior, the 

segmentation is likely to not improve from the baseline models. Ravishankar et al. [76] presented 

the use of an autoencoder for identifying shapes in 2D US images of kidneys, but they do not have 

as large of deformation as neonatal cerebral ventricles with PHVD. Transferring this knowledge 

to ventricle segmentation proved difficult, as it required an abundance of images from numerous 

ventricular shapes for a global shape prior to be possible. Implementing shape priors per patient 

could have yielded higher performance as was shown in previous work by Qiu et al. [19], however, 

creating a different prior for each patient would require much user input and be time-consuming. 

There are also multiple parameters used when implementing the shape prior (𝜆1, 𝜆2 and 𝜆3) which 

can increase or decrease the amount of regularization during model training. This allows for 

possible tuning if the prior over or under regulates. These make the shape prior more complicated 

to tune compared to attention gates or additional skip connections, which do not need manual 

hyperparameter tuning. 

Some one-ventricle images contained parts of the second ventricle, which the ensemble 

model attempted to segment. The segmentation of the one-ventricle images itself was accurate but 

the overall accuracy dropped due to partial segmentation of the second ventricle. An example can 

be seen in Figure 21 and is demonstrated in the Bland-Altman plot, shown in Figure 20, where the 

tested models had a mean volume difference of 1.0cm3 with a large spread in the volumetric 

difference between the manual and ensemble generated segmentation volumes. These partial 
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segmentations resulted in large standard deviation values for all performance metrics.  In a very 

few instances, the entire second ventricle is present in the image and either both or neither ventricle 

is segmented as a result, resulting in large standard deviation values for all performance metrics. 

In the future, a more rigorous post-processing technique could be implemented for a few of the 

images to remove the second ventricle segmented but a better solution would be to develop an 

automatic image stitching algorithm that can combine multiple images into one image that has 

both ventricles. This would be useful for US systems with low FOV when imaging patients with 

large ventricular volumes. 

The resource capacity required for segmentation using 3D models is a limitation. A 16GB 

GPU was required to facilitate 3D models with a 128x128x128 image size, where the 3D U-Net++ 

had the most trainable parameters. Even during test time, GPU resources are required, which may 

not be feasible in local deployment. A reason the shape prior and attention gates were implemented 

was their ability to improve the performance with few additional parameters during the test time. 

As shown in Table 4, the shape prior actually added zero parameters to the size of the model during 

test time and the attention gates only added 175,524 parameters to the model, significantly less 

than the U-Net++ and SegNet models. The 2D multiplane U-Net requires fewer resources (only 

7,771,297 parameters) since the model only takes in images slices but it was found to not perform 

as well on 3D US images. Work could be done to further incorporate 3D aspects into 2D models 

or even develop 3D models with much less computational overhead while not reducing 

performance. 

Similar to other studies [16]–[19], manual annotations were considered as ground truth 

when comparing automated methods. These manual annotations require user expertise and inter-

observer variability may exist between users with varied experience, as tested by Kishimoto et al. 

[1]. The ventricles were manually annotated on the sagittal plane every 1mm such that slices 

between each manual contour required interpolation, leading to possible inaccuracies of the ground 

truth volume. As shown in Figure 16, it can be seen that the surface of the ground truth data is not 

interpolated as smooth as the predicted segmentation from the proposed ensemble model. 
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 Ethical Implications 

Developing an automated deep learning model that can measure ventricle size and shape 

has important ethical implications to consider if implemented in a clinical setting. Currently, the 

use of machine learning in clinical use is limited based on poor transparency of model decisions 

and lack of liability policies. The purpose of my research is to improve upon speed and accuracy 

of estimating ventricle volume so a clinician’s ability to treat the patient is then improved. My 

proposed ensemble model performs well compared to non-deep learning methods but my model’s 

decision-making process is more difficult to explain (millions of trained parameters) than non-

deep learning methods. Explainability is an important area to consider if the model is to be used 

in practice. To overcome this issue of liability and model explainability, models used in practice 

(whether automated or not) can rely on a physicians or clinicians input as well and are used as an 

assistive tool. This means a physician can become responsible and is knowledgeable on the deep 

learning model’s prediction limitations. By having a physician review my model’s results and 

adjust the segmentation masks where necessary, it could potentially be used in practice. 

Another important ethical concern of using deep learning for cerebral ventricle 

segmentation is the compute power and energy required. The proposed ensemble model is very 

large in size and requires much computing resources (as previously discussed) so this not only 

affects the financial cost of running the model but also the environmental cost. Much work can be 

done to limit this concern such as using 2D models with 3D aspects, as I have already explored, 

while also maintaining model performance. 

I described a fast and automated deep learning-based ensemble model for segmentation of 

neonatal lateral cerebral ventricles from 3D US images. The proposed method uses a combination 

of 3D U-Net-based models ensembled using a mean voting technique to merge segmented regions 

from each individual model. The ensemble was compared to each constituent model as well as a 

2D multiplane U-Net and 2D SegNet. The results were reported for 165 3D US test images using 
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cross-validation. Compared to non-deep learning methods and alternative deep learning methods, 

the ensemble method was computationally efficient and yielded comparable or better accuracy.  

Future work in this area could include developing models that require less computative 

resources while maintaining accuracy.  In addition, instead of separating the data into one-ventricle 

and two-ventricle datasets, an automatic image stitching algorithm could be used to combine one-

ventricle images into two-ventricle images. This can help to increase the amount of data to train 

on and help clinicians view the entire ventricular system at one time. Most times, neonatal 

ventricles are tracked over multiple days instead of only taking one image. To this end, an 

automatic image registration algorithm could effectively help a clinician track localized areas of 

the ventricles over time to better develop a treatment plan.
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APPENDIX A: 5-FOLD CROSS VALIDATION FULL RESULTS 

Table 11: Two ventricle 5-fold cross validation full results. 

Model Test 

Fold 

DSC Overall DSC VD (cm3) Overall VD 

(cm3) 

MAD (mm) Overall MAD 

(mm) 

 

2D Multiplane U-Net 

  

1 0.678 ± 0.084 

 

0.701 ± 0.090  

3.680 ± 2.797 

 

3.810 ± 3.192  

1.253 ± 0.364 

 

1.181 ± 0.446  

2 0.712 ± 0.078 4.148 ± 4.297 1.180 ± 0.461 

3 0.712 ±0.096 3.435 ± 2.640 1.211 ± 0.586 

4 0.680 ± 0.100 4.533 ± 3.263 1.246 ± 0.426 

5 0.723 ± 0.079 3.255 ± 2.434 1.015 ± 0.296 

3D U-Uet 

1 0.713 ± 0.081 

 

0.726 ± 0.105  

3.442 ± 2.044 

 

3.034 ± 2.457  

0.985 ± 0.231 

 

1.076 ± 1.234  

2 0.717 ± 0.132 3.056 ± 2.034 0.994 ± 0.338 

3 0.720 ± 0.123 3.256 ± 2.938 1.677 ± 2.619 

4 0.719 ± 0.085 3.139 ± 3.150 0.945 ± 0.257 

5 0.765 ± 0.086 2.279 ± 1.585 0.778 ± 0.181 

3D Attention U-Net 

1 0.708 ± 0.079 

 

0.732 ± 0.094  

3.584 ± 1.779 

 

3.121 ± 2.442  

0.973 ± 0.206 

 

0.973 ± 0.343  

2 0.709 ± 0.119 3.161 ± 1.890 1.093 ± 0.472 

3 0.745 ± 0.091 3.104 ± 2.632 0.995 ± 0.347 

4 0.731 ± 0.074 3.048 ± 3.433 0.990 ± 0.342 

5 0.765 ± 0.086 2.709 ± 1.996 0.817 ± 0.214 

3D U-Net++ 

1 0.735 ± 0.074 

 

0.733 ± 0.099  

2.682 ± 1.819 

 

2.748 ± 2.416  

0.921 ± 0.223 

 

0.942 ± 0.277  

2 0.715 ± 0.137 3.129 ± 2.264 0.961 ± 0.321 

3 0.732 ± 0.119 2.556 ± 2.818 1.029 ± 0.335 

4 0.733 ± 0.069 2.801 ± 3.208 0.934 ± 0.263 

5 0.751 ± 0.074 2.572 ± 1.514 0.866 ± 0.190 

3D U-Net with Shape Prior 

1 0.719 ± 0.086 

 

0.725 ± 0.103  

2.994 ± 1.790 

 

3.005 ± 3.020  

1.002 ± 0.272 

 

0.914 ± 0.274  

2 0.721 ± 0.109 2.991 ± 2.319 1.008 ± 0.292 

3 0.700 ± 0.132 2.927 ± 3.654 0.979 ± 0.292 

4 0.734 ± 0.067 3.053 ± 4.279 0.805 ± 0.219 

5 0.756 ± 0.098 3.061 ± 2.316 0.778 ± 0.177 

Ensemble 

1 0.734 ± 0.079 

 

0.746 ± 0.088  

2.925 ± 1.819 

 

2.807 ± 2.474  

0.910 ± 0.220 

0.892 ± 0.304 

2 0.734 ± 0.105 2.991 ± 1.944 1.007 ± 0.420 

3 0.745 ± 0.098 2.613 ± 2.628 0.951 ± 0.326 

4 0.749 ± 0.066 2.717 ± 3.613 0.829 ± 0.233 

5 0.768 ± 0.084 2.789 ± 1.859 0.763 ± 0.199 
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Table 12: One ventricle 5-fold cross validation full results. 

Model Test 

Fold 

DSC Overall DSC VD (cm3) Overall VD 

(cm3) 

MAD (mm) Overall 

MAD (mm) 

 

2D Multiplane U-Net 

  

1 0.786 ± 0.090 

 

0.793 ± 0.116  

4.906 ± 3.486 

 

3.839 ± 3.151  

1.855 ± 1.610 

 

1.613 ± 1.528  

2 0.782 ± 0.146 3.373 ± 2.518 1.469 ± 1.780 

3 0.810 ± 0.086 4.266 ± 4.017 1.783 ± 1.649 

4 0.798 ± 0.140 3.573 ± 2.566 1.408 ± 1.260 

5 0.787 ± 0.100 3.079 ± 2.498 1.547 ± 1.207 

3D U-Uet 

1 0.802 ± 0.103 

 

0.810 ± 0.120  

5.818 ± 5.313 

 

4.674 ± 5.750  

1.753 ± 1.789 

 

1.628 ± 2.251  

2 0.807 ± 0.151 4.635 ± 5.170 1.788 ± 2.644 

3 0.798 ± 0.159 5.206 ± 9.337 1.692 ± 1.937 

4 0.836 ± 0.078 3.653 ± 3.579 1.822 ± 3.301 

5 0.806 ± 0.083 4.060 ± 2.712 1.083 ± 0.339 

3D Attention U-Net 

1 0.780 ± 0.119 

 

0.801 ± 0.124  

6.280 ± 6.039 

 

4.823 ± 5.019  

2.216 ± 2.291 

 

1.479 ± 1.770  

2 0.807 ± 0.173 3.957 ± 4.668 1.636 ± 2.689 

3 0.815 ± 0.084 5.314 ± 6.021 1.433 ± 1.312 

4 0.835 ± 0.070 3.364 ± 2.553 0.920 ± 0.349 

5 0.768 ± 0.134 4.929 ± 4.513 1.191 ± 0.607 

3D U-Net++ 

1 0.802 ± 0.104 

 

0.800 ± 0.128  

5.097 ± 4.996 

 

4.496 ± 4.519  

1.769 ± 1.970 

 

1.402 ± 1.444  

2 0.809 ± 0.144 3.373 ± 3.395 1.418 ± 1.816 

3 0.805 ± 0.096 5.298 ± 5.543 1.402 ± 1.239 

4 0.807 ± 0.165 4.186 ± 3.441 1.269 ± 1.044 

5 0.776 ± 0.112 4.523 ± 4.548 1.153 ± 0.642 

3D U-Net with Shape Prior 

1 0.787 ± 0.114 

 

0.804 ± 0.115  

6.906 ± 5.799 

 

4.985 ± 5.415  

2.172 ± 2.267 

 

1.534 ± 1.823  

2 0.819 ± 0.131 3.751 ± 3.626 1.548 ± 2.368 

3 0.804 ± 0.113 5.694 ± 7.975 1.598 ± 1.918 

4 0.821 ± 0.112 3.955 ± 4.000 1.276 ± 1.163 

5 0.790 ± 0.100 4.619 ± 3.651 1.079 ± 0.405 

Ensemble 

1 0.796 ± 0.106 

 

0.820 ± 0.102  

6.195 ± 5.516 

 

4.350 ± 4.341  

1.983 ± 2.168 

1.374 ± 1.645 

2 0.822 ± 0.143 3.992 ± 4.382 1.486 ± 2.370 

3 0.830 ± 0.075 4.334 ± 4.580 1.323 ± 1.281 

4 0.848 ± 0.073 3.207 ± 3.036 1.133 ± 0.923 

5 0.806 ± 0.088 4.024 ± 3.074 0.944 ± 0.302 
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