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Previous research has shown that the 3D organization of a cell’s genome
is crucial to its functionality, directly contributing to gene regulation. Better
understanding what gives rise to a genomes 3D organization, as well as the
effects it has on a cell’s functionality, has the potential to lead to various
breakthroughs surrounding disease, cell differentiation and more. In 2009,
a biochemical assay used to capture the conformation of a genome (called
Hi-C) was published, allowing us to better understand how a genome might
interact with itself. From this, we can categorize regions of the genome
into two compartments, those that are open (A) and those that are closed
(B), where A compartments are gene rich, transcriptionally active and more
loosely packed together than B compartments.
This thesis presents ABCNet, a convolutional neural network (CNN)
designed to predict the A/B compartments of a genome directly from its
genomic sequence. Unlike other neural networks, ABCNet does not rely on
a predetermined set of extracted genomic features and/or elements to make
its predictions, while still matching their accuracy. Furthermore, analysis
into ABCNet’s latent space hints at important genomic features indicative
of its 3D genome organization.
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Chapter 1
Introduction
Recent advances in genomics research have begun to unravel how a genome
is shaped within a cell and how this shape affects cell function. The threedimensional structure (aka 3D conformation) of a cell’s genome is complex,
undergoing significant changes as a cell differentiates from one cell type to
another (cell differentiation)[5]. A critical component of cellular function is
this 3D conformation, responsible for positioning genomic regions that are
otherwise sequentially distant, to be within close proximity of one another
(and thereby giving them the ability to interact). If spread out from one
end to the other, the human genome would be approximately 1.8 metres
in length. However, its 3D conformation allows for it to twist and turn
unto itself, fitting into each of the many cells that makes up the human
body. Such a feat of compaction causes regions of the genome separated by
millions of nucleobases to interact.
As the interaction of these 3D structures are studied, it has become
increasingly evident how consequential genomic conformation can be. Of
course, our understanding of genomics and their 3D conformation relies on
many fundamental genomic discoveries. Beginning in 1869, Frederick Miescher isolated DNA from cells for the first time, calling it “nuclein” [6].
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Following this discovery, in 1879 Walter Flemming stained chromosomes
in the midst of cell division, describing chromosomal behavior during this
process and revealing their X and V like shapes, a glimpse into their 3D
structure. In 1902, Archibald Garrod discovered that alkaptonuria disease
is inherited, laying the groundwork for a better understanding of disease and
heredity [7]. Then in 1944, Barbara McClintock discovered genes moving
around within the chromosomes of corn, marking the discovery of transposable elements (TEs) within the genome [8]. Suddenly, the elements within
a genome were much more dynamic than previously thought [9].
As genomic research continued, the existence of restriction enzymes was
confirmed by Stuart Linn and Arber [10], enzymes that could recognize portions of the genomic sequence and cut it. These enzymes are an incredibly
important tool needed for today’s 3D genomic mapping techniques. Rapid
DNA sequencing techniques were developed in 1975 by Frederick Sanger
et al. [11], whose techniques were critical to the completion of the human
genome project (mapping the entire human genome) and are still employed
today (the Sanger method). The Hi-C Chromosomal conformation capture
technique was introduced in 2009 by Lieberman et al. [4], fast tracking the
study of genomic conformation. These techniques are current and continue
to be improved upon and employed by researchers today.
The culmination of these genomic discoveries along with many others
not discussed here have had significant, real world impacts. The first genetically modified (GM) food was approved for sale in 1994, the Flavr Savr
tomato [12]. In 2017, GM salmon was approved to be sold in Canada,
growing twice as fast as its non GM original self [13]. Beyond food, many
medical advancements using genomics have also been made. Downs syndrome was discovered to be caused by an extra chromosome (chromosome
21), interfering with the genomes ability to function correctly and therefore
a persons ability to develop normally [14]. Greater understanding of genetic
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disorders such as these have lead to the development of diagnostic tests capable of identifying these disorders early and have improved our ability to
treat/manage them. Personalized treatment plans based on an individual’s
genetic profile, a relatively new area of medicine, allows for the prediction
of potential side effects and/or level of effectiveness the treatment may have
on the individual [15] before beginning treatment.
Our understanding of genomics affects everything around us, much of
which we take for granted. The foods we eat stay fresh for longer, the
medical treatments ourselves and our families receive have become more
effective, and our ability to fight against global warming, global pandemics,
and other global crises we will face in the future depends on it. To fully
understand the genome requires a complete understanding of its functionality, including its 3D conformation and how this conformation affects its
function.

1.1

The Importance of Chromosomal
Compartments

Portions of the genome can be categorized into two types of region, those
that are “closed” and those that are “open”. Closed regions of the genome
are more tightly clumped together and interact more often with other regions of the genome which are sequentially close. Open genomic regions are
more loosely clumped together and tend to have fewer interactions overall.
However, the interactions belonging to these open genomic regions have a
greater chance of reaching other regions that are more sequentially distant.
These two types of region can be labelled as a “B” compartment (those that
are closed) or an “A” compartment (those that are open) region, where A
compartments are gene rich and are associated with more actively transcribed chromatin, and B compartments are comparatively gene poor with
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less accessible chromatin [4]. Classifying the genome into A/B compartments requires the use of 3C technologies to generate interaction matrices,
which are then used to better understand a given genome’s 3D conformation.
To evaluate a cell’s 3D conformation (from which we can extract its
2D A/B compartments) using 3C technologies is an expensive and time
consuming process. DNA sequencing however is comparatively inexpensive
and has seen huge reductions in both time and cost to perform. Not 20
years ago, sequencing an entire human genome was estimated to have cost
$100,000,000 [2]. Now, individuals can have their genome sequenced within
a matter of days for under $1,000 dollars. Depicted in Figure 1.1 is an
overview of the processes involved in sequencing an individual’s genome.
What if we could reliably predict the A/B compartments of a genome
directly from its genomic sequence? Having the ability to skip the costly
processes required to observe the 3D conformation of a genome could have
widespread implications by making this process available to the general
public and expediting research related to the understanding of a genome’s
3D structure and its effects.

1.2

Thesis Proposal

In this thesis, an artificial convolutional neural network (CNN) approach
to predicting A/B compartments directly from the genomic sequence
is proposed. This CNN, called “ABCNet”, convolves a set of convolutional
layers across portions of the genomic sequence and learns patterns and
features indicative of A/B compartments. Training ABCNet is completed
on a cell by cell basis, learning to predict the A/B compartments for a
specific cell belonging to a given species.

4

Figure 1.1: A simplified representation of the processes used for generating both reference genomes, as well as individualized genomic sequencing.
Generating a persons genomic sequence is done by aligning many small sequence reads taken from the individuals genome with portions of a generic
reference genome (that which represents the average homo sapien) for reassembly. The availability of this reference homo sapien genome has greatly
simplified the re-assembly step, reducing time and cost of individualized sequencing. Within the last few years, DNA sequencing has become comparatively inexpensive and has allowed for the commercialization of personalized
sequencing. Image adapted from [2].
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ABCNet is trained and tested on 27 unique cell types, belonging to
either the house mouse or human species. Accuracies are compared to a
related machine learning model called SACSANN [16], a densely connected
artificial neural network, which is used as a baseline for model performance.
ABCNet’s latent space is analysed in detail to better understand the genomic features used to make predictions, and GC content is identified as a
significant indicator of A/B compartments. Overall accuracies approaching
90% are seen when ABCNet makes predictions on cells belonging to the
house mouse genome, and accuracies over 80% seen for human cells. With
relatively little work currently done on the prediction of A/B compartments
directly from the reference genome using machine learning, ABCNet aims
to combine the biological and artificial intelligence fields to reliably predict
the chromosomal compartments belonging to a broad range of cell types.
First and foremost, a more detailed look into the background of genomics
and artificial neural networks is offered in Chapter 2, including a thorough description of the SACSANN model to which ABCNet is compared.
In Chapter 3, the datasets and preprocessing methods used throughout
this thesis are described. This includes descriptions of the 27 different cell
types on which ABCNet is trained, organized into 3 groups based on their
species/similarity. Next, ABCNet and its variants are outlined in Chapter
4. This includes figures depicting their architectures and listings of the hyperparameters used to train them. Chapter 5 presents the final accuracy
of ABCNet and its variants, followed by an in depth analysis of ABCNet’s
latent space and other results. Finally, a short conclusion is provided in
Chapter 6, along with topics for future work.
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Chapter 2
Background
All living things have a unique genome consisting of deoxyribonucleic acid
(DNA), which describe everything about how the organism functions. Nearly
every cell in a given organism contains the same copy of the genome (assuming it has not mutated or been incorrectly copied during cell division) and
the genomes between those of the same species are very similar (though still
not identical to each other), while the genomes between those of different
species differ much more (but still shares many similarities).
The total length of DNA contained within a human cell can stretch to
be over 1.8 meters long end to end. However, cells are able to fit their
genomes into a nucleus with an average diameter of 10 µm [17]. This is due
to the genomes structural organization, tightly organizing itself within the
cell and enabling regions within close proximity of one another to interact.
The 3D organization of a genome is critical to its functionality and is known
to contribute to gene regulation [18], and it has been shown that the 3D
organization of chromatin is different between cell types [19].
This chapter outlines the elements and features within a genome that
are important to its 3D organization, and therefore its functionality. The
different biochemical techniques used to observe a genome’s 3D structure
7

will also be described. Next, the fundamental concepts of an artificial neural network (ANN) are discussed, including an overview of their architecture, common activation and loss functions, convolutions and other types
of neural network layers and more. Lastly, a review of previous work on
A/B compartment prediction both with and without the use of machine
learning (ML) and ANNs is provided.

2.1

3D Genome Organization

Figure 2.1: Structure of the genome as the scale at which it is observed increases, beginning with the double helix and ending at a single chromosome.
Image adapted from [3].
The 3D organization of a cells genome is crucial to its functionality by
directly contributing to gene regulation [20, 21]. A genome’s deoxyribonucleic acid (DNA) sequence encodes features and elements that contribute
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to this 3D structure [22, 16], as well as the genetic instructions needed for
a cell to grow, function, and reproduce [23]. A DNA strand is made up of
two polynucleotide chains twisted together, forming the well known double
helix structure [24]. Polynucleotide chains are comprised of multiple nucleotides, each containing a phosphate group, a sugar, and a nitrogenous
base [3]. There are four types of nitrogenous bases (nucleobase), including
cytosine (C), guanine (G), adenine (A) and thymine (T). These bases are
the primary differentiator between the four different nucleotides. An organisms DNA sequence is the set of these nucleotides, represented by their C,
G, A and T encodings, in order of their position within the DNA strand.
In eukaryotic cells, DNA is wrapped around proteins (typically histones) as
shown in Figure 2.1, packing the DNA into a more dense structure called
chromatin [25].
Genomes are organized into large structural groupings called chromosomes (depicted in Figure 2.1) [3]. Different species contain differing numbers of chromosomes [3]. For example, a mouse will have 20 chromosome
pairs, a human genome contains 23 pairs, and a pigeon 40 [3]. Chromosomes within the human genome vary in size from 50 to 250 million nucleotide base pairs in length [26]. Autosomes, all chromosomes which are
not sex chromosomes (allosomes), are numbered in the order of their discovery, roughly correlating to their size, where the largest chromosome is
chromosome one [3]. A chromosome’s centromere, which plays a critical
role in chromosome segregation during cell division [27], is difficult to sequence due to large regions of repetitive DNA [27]. Similarly, a telomere
is a region of repetitive DNA located at the ends of chromosomes which is
also difficult to sequence [27].
In 2009, Lieberman-Aiden et al. [4] showed that genomes can be divided
into two compartment types, open (A) and closed (B). A compartments
were found to be associated with open chromatin; chromatin which is gene
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rich, transcriptionally active and loosely packed [4]. Contrarily, B compartments are associated with closed chromatin, that which is comparatively
gene poor and more tightly packed [4]. Genomic regions of one compartment type were found to interact more frequently with other regions of the
same compartment type, and less frequently with those of a different compartment type. Typically, A/B compartments span a few megabases (Mb)
in length. It was also shown by Lieberman et al. [4] that A/B compartments
are cell-type specific. In 2015, Dixon JR et al. [19] further observed that
when human embryonic stem cells differentiated into one of four distinct
cells (neuron progenitors, mesendoderm, mesenchymal and trophoblast like
cells), 36% of the genome switched their A/B compartment in at least one
of the four cells when compared to the original [19], further demonstrating
the cell type specificity of A/B compartments. Dixon JR et al. (2015) [19]
also found these changes in A/B compartments to correlate with changes
in gene expression.
Alongside the discovery of A/B compartments was the discovery of topologically associating domains (TADs). TADs are portions of the genomic sequence that preferentially interact with each other, forming a tightly bound
region [28, 29, 30, 31]. TADs range in size between hundreds of kilobases
(kb) to a few mb of genomic sequence in length [28].
Higher-order organization units such as TADs are thought to act as a
means of “insulating” genomic elements such as enhancers, which increase
the transcription of genes [32], preventing them from targeting genes outside
of their domain [33]. Enhancers typically reside hundreds of kb away [32]
from their target gene along the genomic sequence, however an enhancer
must be within close physical proximity of its target gene for them to interact [30]. Therefore, 3D genome organization features such as chromatin
loops are critical to the ability and frequency that an enhancer interacts
with its target gene [34]. A chromatin loop occurs when two portions of the
genome are brought in closer proximity to one another [35].
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To date, it still remains unclear how genomic features and elements
give rise to a genome’s A/B compartments. Prost and Cameron et al. [16]
were able to predict A/B compartments in mouse embryonic stem cells
(mESC) with high levels of accuracy (>88%) using only features and elements from the genomic sequence, demonstrating that A/B compartments
are ultimately sequence encoded. Genomic features and elements such as
GC content (the amount of guanine and cytosine within a region), transcription factor binding sites (TFBS - genomic regions where transcription
factors (proteins) may bind [36]) and transposable elements (TE - sequences
that have the ability to change their position within a genome [37]) were
all found to contribute to a genomes compartments.

2.2

Chromosome Conformation Capture

Chromosome Conformation Capture (3C) [4] is a family of biochemical
assays used to observe the 3D organization of chromatin from a single cell
or population of cells. The processes within the 3C family follow either
a single-cell or bulk approach, wherein single-cell approaches quantify the
interactions of a single cell’s genome, and bulk approaches evaluate many
cells of the same type simultaneously. The 3C family consists of many
assays, and only the 3C, 4C, 5C and Hi-C methods will be described here.
The suite of 3C methods have propelled our understanding of how important genomic organization is to a cell’s functionality. Segmenting the
genome into A and B compartments informs us of the changes a cells genome
undergoes during cell differentiation, the identification of new structural
features such as TADs have improved our understanding of gene regulation
(insulating enhancers [33]), and many more discoveries have been made
using chromosome conformation capture.
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2.2.1

3C, 4C, 5C and Hi-C

Chromosome conformation capture (3C — not to be confused with the
identically abbreviated 3C family) is a one-to-one observation and provides
only the interactions between a single pair of genomic loci [38]. 4C, 5C and
Hi-C are different chromosome conformation capture techniques of evaluating the interaction of genomic loci based on the original 3C assay. Chromosome conformation capture-on-chip (4C) [39] allows for the evaluation of
one target loci with all other genomic regions (i.e., one-to-all). Chromosome
conformation capture carbon copy (5C) [40] analysis allows the evaluation
of interactions between all restriction fragments within a pre-defined genomic region (i.e., many-to-many). Lastly, genome-wide chromosome conformation capture (Hi-C) has allowed for the evaluation of genome-wide
or chromosome-wide interactions (all-to-all), providing insight to how each
locus interacts with all other loci.
Hi-C observes interactions between all genomic loci with all other genomic loci (all-to-all) [4]. It works as discussed in Figure 2.2 (A), wherein
the first two steps are identical to the 3C, 4C and 5C techniques before deviating towards its own process. First, chromatin is chemically cross-linked
with formaldehyde, effectively holding it in place. Then, it is digested with a
restriction enzyme, cutting the DNA sequence into small portions whereever
the restriction enzyme recognizes a target pattern. The restriction enzyme
used leaves a small overhang called a blunt end, which is filled primarily
with biotinylated residue as a means of marking where the enzyme has cut
the DNA. The fragments are then re-ligated (re-attached to whatever other
cut end of DNA happens to be floating nearby), resulting in many DNA
samples consisting of two different fragments which were originally in close
proximity to one another now attached. The DNA is sheared, and streptavidin beads are used to select the now joined fragments containing biotin
at their junction to create a Hi-C library.
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Figure 2.2: The Hi-C process. Chromatin is chemically cross-linked (joined
by a covalent bond) to capture the interactions between genomic loci (shown
in blue and orange chromatin strands) held together via protein complexes
(blue-ish beans). Following this, chromatin is digested using a restriction
enzyme. Digested ends are then marked with biotinylated nucleotides (purple markers) before ligation, where DNA fragments rejoin with others in
close proximity. Cross-linking is then reversed, and the associated protein
complexes are broken down before sequencing. Image adapted from [4]

2.2.2

Hi-C Data Analysis

Hi-C results in a sequenced read library containing hundreds of millions of
sequence paired-end reads. Not all of these sequence pairs are usable during
the analysis and construction of a contact matrix, as many fragments can
no longer be aligned with the species reference genome, a process called read
mapping. Read mapping can be thought of as a form of string matching,
locating where a portion of read DNA resides within its reference genomic
sequence. If one (or both) sides of a sequence paired-end read was cut
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too small to confidently match it to a specific location within the reference
genome, or the sequence paired-end read does not correspond to long-range
contacts (conjoined fragments are sequentially close), it is not usable. [41,
20].
Finally, a 2D contact matrix M is typically constructed by partitioning
a reference genome into consistently sized regions (sizes of 1Mb, 100kb or
50kb are often chosen), where Mij maps the number of ligation products
(joined fragments) between regions i and j. Figure 2.2 (B) shows an example of a Hi-C contact matrix, (C) a repeat of experiment B demonstrating
a slight variation to the resulting ligation products, and (D) the utilization of a different restriction enzyme NcoI rather than HindIII. All three
resulting contact matrices are slightly different, however show consistent results and matching plaid like patterns, demonstrating consistency between
experiments.
During a Hi-C experiment, fragments may connect to a variety of other
nearby cut ends, with a higher chance to attach to some over others. Factors such as a fragment’s length, GC content of the interacting fragments,
fragment size, and reads mappability have a direct impact on how these
fragments re-attach [42, 43]. These factors lead to biased results not solely
reliant on the fragments’ physical proximity, and therefore normalization
of the contact matrix is necessary. In 2012, Imakaev et al. proposed ICE
(iterative correction and eigenvector decomposition) [44], a computational
pipeline used to evaluate Hi-C sequence paired-end reads and account for
the systematic bias present within them. Other means of Hi-C matrices
include Knight-Ruiz (KR) matrix balancing [45], a fast and effective normalization technique for the balancing of non-negative matrices. Hongqiang
Lyu et al. [46] compared a variety of normalization methods used for Hi-C
data and summarize both ICE and KR as favorable.
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(a) Observed/Expected matrix
shows genomic loci with either less
(blue) or more (red) interactions
than expected.

(b) Pearson normalization of the observed/expected matrix, indicating
the presence of A/B compartments
within the chromosome

Figure 2.3: A/B compartments of the genome.
Lieberman-Aiden et al. (2009) [4]

Figure adapted from

As shown in Figure 2.3a, by normalizing the contact matrix belonging
to chromosome 14 of the human genome a plaid like appearance begins
to show, where blue and red regions represent areas with greater or fewer
interactions than expected. The plaid-like appearance is shown again in
Figure 2.3b, amplified using Pearson’s normalization. Applying principal
component analysis (PCA) to the normalized contact matrix results in a
first principal component (PC1) whose values directly correlate to the plaidlike patterns (Figure 2.3a). A PC1 value less than 0 indicates what is known
as a B compartment, and an PC1 greater than 0 an A compartment. It
was noted that B compartments consistently showed higher interaction frequencies, suggesting these portions were more densely packed than their A
compartment counterparts [4]. As previously mentioned, A compartments
correlate strongly to gene rich loci, higher levels of expression, and more
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Figure 2.4: Example A/B compartments for mESC mm10, chromosome 14.
Compartments often span many kilobases or megabases in length.
accessible chromatin [4]. The opposite is true for B compartments. Shown
in Figure 2.4 are the A/B compartments derived from Hi-C data taken from
chromosome 14 of the mouse embryonic stem cell.

2.3

Artificial Neural Networks

Nature has within it a wealth of information wherein we can pull inspiration
for solving the many challenges around us. One such inspiration is the brain,
an organ known to be comprised of many large networks of interconnected
neurons. These neurons work together to continuously learn and adapt an
organism to its surrounding environment and is, in part, the reason humans
have been able to dominate this planet (with an honorable mention to our
opposable thumbs). In this section, the technical frameworks inspired by
these biological processes are described.

2.3.1

Introduction to Neural Networks

The concept of neural networks dates back to 1958 and earlier when F.
Rosenblatt introduced the basic perceptron, a single neuron like function
capable of learning linear functions [47]. However, these perceptrons quickly
lost interest from the scientific community due to their inability to represent functions such as XOR [48]. It wasn’t until 1986 that interest in
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neural networks renewed, when Hinton et al. popularized the backpropagation technique for the learning of representations by back-propagating
errors into the model [49]. From then on, neural networks have exploded in
popularity [50].
Given their ability to model nonlinear functions, neural networks have
time and time again proven their use in situations where classical programming is difficult or impossible to use. These problems often include image
classification [51], pattern recognition [52], dimensionality reduction [53],
pose estimation [54], DNA analysis [16] and much more. The most crucial part of a neural network is its ability to learn and fit to a given data
distribution. [55, 56, 57]

Figure 2.5: A single neuron within a basic feed forward neural network.
Input values xi are each multiplied by their connecting weight wi , before
being summed together and passed through an activation function f . A
bias value is also applied to the overall input sum.
A neural network is typically comprised of many interconnected neurons
organized into layers. Visualized in 2.5 is a basic neuron, also called a perceptron, who’s incoming connections x are each scaled by the weight value
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f (x) =

1
1 + e−x

f (x) = max(0, x)
(b) The rectified linear unit

(a) The sigmoid activation function

Figure 2.6: Common activation functions.
wi , and then summed together. Every connection between any set of two
neurons has a weight value associated with it. Following this summation,
non-linearity is introduced within the neuron using a function f , such as the
commonly used sigmoid 2.6a or ReLU 2.6b functions [58, 59, 60]. Typically
called the activation function, this non-linearity is key to the success of the
neural network and its ability to model complex functions. Often, there also
exists a bias value b, who’s purpose is to shift the entire input into a neuron
by some amount. This bias value allows for the affine transformation of the
inputs to a neuron before their sum is passed into the activation function.
The resulting output of the activation function is considered the neuron’s
output y.

2.3.2

Feedforward Neural Networks

A feedforward artificial neural network (ANN) is a network who’s connections do not form a cycle and data passes through the system from the input
towards the output. As depicted by 2.7, they are typically comprised of 3
or more layers; an input layer, a hidden layer and an output layer, wherein
each node of a given layer is connected to every node of any adjacent layers. Layers whose neurons are connected to every node in the previous layer
are called fully connected or dense layers, and usually make up the bulk of
simple feedforward ANNs.
Feedforward ANN’s are trained using a technique called supervised learning, which typically requires a large dataset. This dataset contains many
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Figure 2.7: Basic structure of a feed forward neural network. This particular
model consists of an input layer of three nodes, a single dense hidden layer
of four nodes, and a dense output layer of two nodes.
examples, where each training example is comprised of both the input data
on which the model will make its prediction, and the corresponding annotation (called the ground truth or label of the example) which defines the
desired output of the network. This dataset is split into three different subsets; training, validation and testing sets, and the examples within each set
are not shared between them. The training set is used to fit the model to
the data distribution, and the validation set to evaluate model performance
after each completed pass through the training set, called an“epoch”. Finally, the testing set is used solely for the final test of a model, evaluating
its performance on data it has never previously seen.
For each training epoch, every example within the training set is passed
through the entire ANN, resulting in a predicted value y for every example.
This initial pass is called a forward pass, and the resulting y values are
the model’s predictions. For a model to learn however, a second backwards
pass must be completed and the weights within the model adjusted to more
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(b) Mean Squared Error loss

(a) L1, or linear loss

Figure 2.8: Common loss functions.
closely predict the expected outcome. To complete this backwards pass,
we must first compute the loss of the ANNs prediction by evaluating the
prediction error as defined in Eq. 2.1, where y is the ground truth and ŷ
is the model’s prediction, and applying an objective function to it. This
forward and backward pass is typically completed for each training example
sequentially, optimizing the model before beginning training on the next
training example. However, explained later in this chapter is the idea of
“batch training”, a method used to train a model on many training examples
at once.

E = y − ŷ

(2.1)

There exist many objective functions to calculate the loss of a model.
These include L1 loss 2.8a and Mean Squared Error (MSE) loss 2.8b. L1 loss
is strictly linear and calculates the absolute difference between a model’s
prediction and the example’s label. MSE loss, also known as Quadratic loss
or L2 loss, calculates the average squared distance between y and ŷ. Due to
its exponential nature, MSE places significantly more emphasis on predictions further from their corresponding ground truth, whereas L1 maintains
a linear relationship between the error of a prediction and its resulting loss.
To train a model is the minimization of this loss function.
Backpropagation, an algorithm used during the backwards pass of a
model, is a common algorithm used to optimize the weights within a model
to minimize its loss [49]. Given a loss value L, backpropagation applies
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the chain rule first to the loss of the model, then to the output layer of
the model, and then iteratively to each preceding layer, calculating the
derivative of all weighted connections between neurons proportionately to
the amount it contributed to the overall loss. Backpropagation is largely
responsible for enabling models to adjust their internal weights and fit to a
distribution, and works together with an optimization function to do so.
Optimization functions use the resulting derivatives calculated by the
backpropagation algorithm to adjust the weights within a neural network.
There exist many different optimization functions, including stochastic gradient descent (SGD), Adam [61] and AdamW [62]. All optimization functions incorporate a scalar called the learning rate. This learning rate allows
for the adjustment of the rate at which a model fits its weight values to a
given example, or batch of examples. A learning rate which is too large can
cause a model to take steps that are too large, leading to volatile training
behavior (such as unstable validation accuracies or overshooting ideal local
or global minima). A learning rate that is too small may cause the model
to get stuck in a local minimum, or take too long to train a model. Therefore, the learning rate is often set to around 0.05-0.0005, depending on the
optimization function used.
The SGD optimization function works by estimating the true gradient
of the function with respect to the entire dataset by evaluating the gradient
of a randomly selected subset and applying this gradient to the weights of
a model, effectively stepping towards a local or global minimum. This is
essential when optimizing for high dimensional problems, as calculating the
true gradient of the entire dataset is computationally expensive and can be
incredibly slow or impossible to do.
The loss function of a model can be thought of as the surface of a hill,
the balls position as the resulting loss of a model given its weights/bias
configuration, and the gradient as the slope of the hill.
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The loss function of a model can be thought of as the surface of a hill,
and a model can be thought of as a ball. Given a models weight/bias
configuration, the position of the ball on the hill represents the models
current loss, and the gradient the slope of the hill. Gradient descent aims
to minimize the loss of a model, rolling the ball down the hill where it is
steepest. Eventually, the ball will likely reach a local or global minimum,
a divot in the ground where all sides around the ball go up. Ideally this
divot is the deepest of all divots around (a global minimum), meaning the
ball has reached its lowest possible point and likewise the model has been
perfectly optimized to minimize its loss as much as possible. In the real
world this rarely happens. The hill’s terrain is rough, and the ball may get
stuck on plateaus or within less than optimal local minima. More complex
optimization functions aim to assist the ball in navigating this terrain using
techniques like momentum or changing learning rates.
The Adam [61] optimization function is a more complex optimization
function than SGD, allowing each parameter within the model to utilize
its own learning rate while also introducing momentum. In many cases,
the Adam optimization function outperforms SGD in both training speed
and final accuracy, leading to its popularity among the machine learning
community. Adam however occasionally exhibits erratic behaviors during
training, underperforming in some cases due to its inability to generalize
well. AdamW [62] was published as an improved version of Adam, adjusting
the optimizer’s implementation of weight decay in order to improve model
reliability and consistency.
During the training of a model, training examples are often passed into
the model in groups, called a batch. Batch training is used to increase the
speed at which a model is optimized. Instead of training a model on each
training example individually, fixed size subsets of training examples are
passed into the model, say 32 examples grouped together at once, effectively optimizing a model to minimize its loss relative to multiple examples
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simultaneously. This allows for greater utilization of the computational
hardware available for training the model, and thus greater speed and efficiency during training.
The number of epochs spent training the model depends on a multitude
of factors, including the size and depth of the model, the selected learning
rate, the difficulty of the data on which the model is being trained on and
more. For this reason, the model’s accuracy and loss are evaluated on the
validation set after each epoch. Ideally, model accuracy on the validation
set should be trending upwards. Model accuracy plateauing or beginning to
trend downwards is a strong indicator of completed training and/or model
overfitting. It is undesirable to have a model overfit to the training dataset,
as overfitting leads to poor generalization to examples outside of the training
set. Overfit models essentially begin to memorize the training examples
they are trained on, a poor behaviour when the goal is to train a model to
make good predictions on examples it has never before seen.
Early stopping is a common technique employed to reduce the effects
of overfitting, training a model up until the model’s validation accuracy
begins to decrease and/or validation loss begins to increase [63]. There
typically exist three components to early stopping, the performance metric, the stopping trigger and the model selection. As discussed, validation
accuracy or loss is typically used as the performance metric. The stopping
trigger concerns how we use the given performance metric to decide when to
stop training a model. Neural network initializations are stochastic, as the
initial weights within a model are typically sampled from a specific distribution (such as He Uniform [64] or Xavier Uniform [65]). This often results
in somewhat erratic performance metrics. A stopping trigger should therefore consider the overall trend of the performance metric when stopping the
training of a model. Finally, care must be put into which instance of the
model is saved. Say, for example, the model was trained for an additional
10 epochs after validation accuracy begins to trend downwards. Selecting
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instead the instance of the model with the highest validation accuracy may
be more desirable than selecting the instance of the model at the final epoch.
Dropout is a second technique commonly used to reduce overfitting,
introduced by Nitish et al. (2014) [66]. By randomly dropping neurons
and their connections during training, an exponential number of “thinned”
versions of the full network are sampled. Each time dropout is applied to the
model, a unique “sub-network” made up of some sub-portion of the original
model is trained. This helps reduce the ability of neurons within the model
to co-adapt (rely too much on any other specific neuron), hereby reducing
overfitting. It also allows for a way of theoretically combining many unique
neural network architectures into one single model in an efficient manner,
although all the thinned network architectures are directly related to that
of the full.
By now it is clear that neural networks have many small features, such
as the number of layers, the number of neurons per layer, the neuron’s
activation function, the optimization algorithm, the learning rate, the loss
function and more. All of these features are considered the hyperparameters
of the network, and the correct selection of parameters can lead to its success
or failure. How these parameters are explored and selected is critical to a
network’s performance. Techniques such as grid search or population based
training are commonly used to optimize a model’s hyperparameters.
Grid search is a typical means of hyperparameter tuning, also called a
parameter sweep. Indicated by its name, it is an exhaustive search within
some subset of the hyperparameter search space. That is, each parameter is
adjusted, at regular intervals, within some range often above and below its
originally selected value to maximize the accuracy of the model. For hyperparameters that do not exist in a continuous space (such as a model’s loss
function, optimization function or activation functions), a suite of possible
functions are selected and individually tested.
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Hyperparameter tuning is a time consuming process, relying in part on
the developers’ intuition alongside expansive testing and previous results
to speed up the tuning process. Intuition can greatly increase the speed at
which hyperparameters are tuned when combined with a grid-search based
approach. There exist other means of hyperparameter tuning such as population based training (PBT), however these require a significant infrastructure be set up and remarkable computing power to complete, capitalizing
on evolutionary algorithms to find the best hyperparameters. The hyperparameters used by models described within this thesis were selected using
an intuition-based grid search.

2.3.3

Deep Neural Networks

Though the ideas were introduced earlier on, Bengio et al. are thought to
have popularized deep neural networks in 2009 [50, 67]. A neural network is
considered deep if it has multiple layers between the input and output layers
of the network. As the depth of a model grows, the computational power
needed to train the model also grows. Luckily, access to faster GPUs (graphics processing units), larger computing clusters and faster compute nodes
has allowed for significant research and exploration to be made with deeper
neural networks. Popular architectures such as the 56 layer ResNet [68]
have advanced the current state of neural networks and allowed for more
complex problems to be tackled.
When too many layers are added to a deep neural network, an issue
known as the vanishing gradient problem [69] is often encountered. In
essence, the vanishing gradient problem prevents the adjustment of weight
values at the earlier layers of a model, halting any further training. This is
because the gradient used to adjust the weights within the network shrinks
as it is propagated backwards through the network. There are techniques
to reduce the vanishing gradient problem, such as the introduction of skip
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connections between sets of two layers as described in ResNet [68]. These
connections allow the raw input to be passed into the deepest portions of
the model, and likewise the gradient to effectively propagate backwards
through the model. The network architectures described in this thesis are
not deep enough to encounter vanishing gradients.

2.3.4

Convolutional and Pooling Layers

There exist many different types of layer that can make up the architecture
of a neural network. Discussed thus far has been the dense layer, wherein
each neuron of the current layer is connected to the output of every neuron
in the previous layer. Other layers include convolutional and pooling layers.
When training networks on input data whose positional context is important, such as images, audio or other time or space dependent data, convolutional layers are commonly used. These networks excel at tasks such
as image recognition, transcription, time series analysis and much more.
Unlike a dense layer where each neuron is connected to every neuron in
the previous layer, convolutional layers organize their weights into sets of
kernels (also called filters) of the same number of dimensions as the input
data. These kernels are then convolved across the input, resulting in a single output value for each step. The size of these kernels and the size of
the step they take across the input (called the kernels stride) are critical
hyperparameters.
Because a convolutional layer’s kernels do not change while convolving
across the input, convolutional layers are therefore translation and space
invariant, meaning they can recognize the same pattern anywhere within
the input. For example, a kernel which has learned to recognize a face
must only learn that pattern once and can detect a face anywhere within
an image, be it the top left or bottom right, due to the way the kernel slides
across the input. By comparison, in a fully connected neural network, the
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Figure 2.9: Basic convolutional neural network containing a single convolutional layer, a single pooling layer, and a set of fully connected layers.
network must learn to detect faces in every quadrant of its input separately,
a much more difficult task. This fundamental difference is what allows
convolutions to excel at image processing and sequence analysis.
Convolutional layers provide other benefits as well. Notably, they are
capable of quickly and effectively reducing the size of the input to the
layer, allowing them to manage inputs much larger than you would typically
input into a dense layer. Beyond that, the layer itself contains far fewer
connections than a dense layer, storing only the information needed for its
filters rather than a weight for each neuron to every other neuron in the
previous layer. Both of these benefits allow deeper, larger convolutional
neural networks to train in far less time and achieve far greater results
when dealing with space invariant input data.
A pooling layer is often used as a means of reducing input dimensionality
(a reduction in the size of the input example). There are two types of
pooling layer, the average pooling layer and max pooling layer. These
layers typically immediately follow a set of one or more convolutional layers,
providing an alternative to convolutional stride. A pooling layer consists of
a sliding kernel that moves across the output of the previous layer, either
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averaging or selecting the max value within the kernel at each step. Similar
to a convolutional layer, two hyperparameters change the behaviour of this
sliding kernel including the kernel size (width) and the kernel step size
(stride). The width of the kernel changes the number of values it will pool,
and the stride specifies the number of values a kernel will shift across per
pooling step, until it reaches the end of the output from the previous layer.
It is common practice to stack convolutional neural networks together
with a max pooling layer between them. This structure allows the earlier
convolutional layers to learn smaller features and patterns, and the later
layers to rely on those earlier filters to identify patterns of a greater complexity. The additional pooling layers between convolutional layers allow
for the quick reduction of input dimensionality, greatly increasing network
speed and the ability of later layers to “see” larger portions of the input.
Finally, there exists an important concept belonging to deep neural networks called a model’s latent space. A model’s latent space can be thought
of as the space within the model through which the input data is reduced
and represented in some alternative manner. Latent, meaning “hidden”,
and space, in this context implying the area within a model’s layers, is
where a model represents its understanding of a given data distribution
internally.

2.4

Predicting A/B compartments

The ability to predict genomic organization without performing Hi-C (or
similar biochemical techniques) would greatly increase the availability of
this information for any cell type/line of interest. Here, we define the supervised ML problem of predicting the A/B compartments for a specific
cell type using only the genomic sequence of a reference genome. ANNs
excel at complex prediction tasks such as this one. We hypothesize that
an ANN may learn the underlying genomic features that give rise to A/B
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compartments. Specifically, an ANN classifier will be given a genomic sequence and need to learn key genomic features that relate to target A and B
compartment labels. Interpreting a trained model’s latent representation of
input could provide insight into how a genomic sequence dictates genomic
structure.
Prediction of A/B compartments without the use of ML was first investigated by Fortin et al. (2015) [1]. These authors were able to estimate
A/B compartment annotations using long-range correlations of epigenetic
data. Authors achieved an accuracy of 83.7%, which increased to 88.8%
when excluding genomic bins that exhibited uncertainty (where datasets
disagreed with one another). The authors also found that almost all disagreements between datasets occurred when the PC1 value belonging to
either dataset was close to 0, an important observation directly related to
transitional bins (a topic discussed later in this thesis). However, this A/B
compartment prediction method relies on the availability of epigenetic data
for a given cell type/line.
In 2017, Di Pierro et al. (2017) [22] utilized epigenetic data from chromatin immunoprecipitation-sequencing (ChIP-seq) to predict A/B compartment annotations. Using an ANN, the relationship between epigenetic
markings and compartment annotation was investigated by predicting the
A/B compartment of a given genomic locus using the epigenetic marks
correlating to it. This ML approach however requires the availability of
ChIP-seq data.
In 2014, Rao et al. [70] found that A/B compartments can be further
sorted into a set of five subcompartments (A1, A2, B1, B2, B3), where these
subcompartments relate to a more concise association of various epigenomic
features. However, Hi-C data with high sequencing coverage is needed to
be able to observe A/B subcompartments. In 2019, Xiong and Ma [71] developed SNIPER (Subcompartment iNference using Imputed Probabilistic
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ExpRessions), a denoising autoencoder and ANN trained to infer subcompartments from bulk Hi-C data with low sequencing coverage. SNIPER
was found to have accuracies between 88.0% and 93.7% when predicting
subcompartments belonging to the lymphoblastoid (GM12878) cell line.
The most related use of ML to this thesis for chromosomal compartment
prediction is the SACSANN model described in Prost and Cameron et al.
(2020) [16].

2.5

SACSANN

”Sequence-based Annotator of chromosomal compartments by Stacked Artificial Neural Networks“ (SACSANN) consists of two neural networks stacked
together, trained to predict the A/B compartments of 100kb genomic bins
in either mice or humans[16]. Tested on eight datasets, SACSANN achieved
an average AUC (area under the Curve score) of over 80% on every one.
The genomic sequence itself is not used as input into SACSANN. Rather,
input features are first extracted from the genome by counting the number
of occurrences of transposable elements (TE), transcription factor binding
sites (TFBS) and GC content counts within each 100kb bin. The set of
features extracted from the genome consists of 334 TFBS’s, 35 TE’s for the
mouse embryonic stem cell (41 TE’s for the human embryonic stem cell),
and a single feature representing the GC content of the bin. These input
counts are matched with the PC1 value of a given genomic bin, which is
used as the ground truth. Input features are then ranked using a random
forest ML algorithm’s measure of feature importance. This ranking process
was completed for each cell type/species used to train and evaluate SACSANN. Following this ranking, the top 100 features were selected and used
as input to SACSANN.
SACSANN’s architecture contains two distinct ANNs stacked together.
The first ANN contains three layers: 1) an input layer of 100 neurons
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representing each feature of a genomic bin, 2) a hidden layer consisting of
256 neurons densely connected to both the previous and following layer, and
3) an output layer consisting of only two neurons, one for each compartment
(i.e., A or B).
The second ANN acts as a smoothing agent, accepting the first ANN’s
compartment prediction along with a fixed number of previously predicted
compartment values to refine the final compartment classification. Compartments are expected to span multiple genomic bins, depending on the
resolution of the Hi-C interaction matrix. Because of this, reducing the
volatility of the first model by incorporating spacial context using this second network was shown to increase SACSANN’s accuracy. This smoothing
ANN consists of 4 layers: 1) an input layer accepting the compartment predictions made by the first network, 2-3) two hidden layers made up of 64
neurons each, and 4) an output layer consisting of two neurons to indicate
the probability of A and B compartments. Every layer in the second ANN
was densely connected.
We hypothesize that using previously known features may limit the
SACSANN model. The reduction from 100,000 DNA nucleotides to 100
feature counts removes a significant amount of contextual information, limiting the model to use only prior information. The selection of 100 input
features relies on the effectiveness of the random forest algorithm to rank
the features correctly and the usefulness of previously known input features.
Furthermore, positional information is lost regarding where exactly within
the genomic bin a feature or element resides. Depending on the size of bin
used as input, this loss in positional context may be important to the A/B
compartment prediction of transitional bins (portions of the genome than
change from one A/B compartment to the other, see Section 5.5).
To our knowledge, little work has been done to develop an ANN architecture capable of predicting genomic compartments directly from a genomic
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sequence. Such a model would not be limited by the use of known genomic features and elements, and would have complete access to the spatial
context of nucleotides and genomic elements within a given bin. In the
next Chapter, we describe the A/B compartment annotation datasets used
to train ABCNet and its derivative models, as well as the methodologies
employed to these datasets.preprocess
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Chapter 3
Datasets
In this chapter, the reference genome assemblies, A/B compartment annotations and ML preprocessing steps are described, including the means
of splitting each dataset into training, validation and testing subsets. The
datasets are organized into three groups based on their shared features, for
greater clarity throughout the thesis.

3.1

Reference Genome Assemblies

Two reference genome assemblies are used as input to ABCNet: 1) mus
musculus, also known as the house mouse (mm10) completed in January
of 2012 and the 2) homo sapien, or human (hg19) assembly, completed
in February of 2009. The mm10 and hg19 assembly builds represent a
combination of multiple genomes into a single sequence. They are comprised
of 2,730,000,000 and 3,101,000,000 nucleotides respectively, belonging to
19 or 22 chromosomes each. Chromosomes are generally sorted by their
size. Sex chromosomes (i.e., chromosome X and Y) are excluded from all
analyses in this thesis due to their differences to autosomes, determining
the sex of an organism rather than regulating its somatic features. Also
excluded are telomeres, due to their difficulty to sequence.
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Introduced in 1970 by the International Union of Pure and Applied
Chemistry (IUPAC) was the nucleic acid notation, which describes how
a genomic sequence is encoded into the A, C, G and T characters. The
four nucleobases represented by these characters are Adenine (A), Cytosine
(C), Guanine (G) and Thymine (T). Lastly, the character N is used to
represent positions within the genomic sequence that contain an unspecified
nucleotide, typically present at the beginnings and ends of a chromosomal
sequence.

3.1.1

Sequence Preprocessing

The reference genomic sequence is first split into bins which are 100,000
nucleotides (or 100 kb) in length, starting at the beginning of the sequence, to match the resolution of the target A/B compartment annotations (which contains a single PC1 value for each 100kb portion of the
genomic sequence). Typically, the first thirty 100 kb bins (depending on
the genome/chromosome) are comprised of primarily N encodings and are
therefore excluded from the final dataset. For each genomic bin, every nucleotide within it is converted to a one-hot encoding as shown in Table 3.1.
The resulting 100,000x4 one-hot converted nucleotides are transposed into
an input matrix containing 4 channels, each 100,000 dimensions in length
(i.e., 4x100,000). Each channel represents a single A, C, G and T nucleobase, containing a one at any genomic position representing that specific
nucleotide, and a zero otherwise. For any given position within a genomic
bin, only one channel may contain a value of one. In cases where a nucleotide is represented by an N, all four channels are set to 0.
There are many different approaches one could take when handling undetermined positions within the genomic sequence. These include A) ignoring undetermined positions entirely and encoding all four channels as zero
depicted in Table 3.1, B) using a value of 0.25 across all four channels as
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depicted in Table 3.2 or C) representing undetermined positions using an
additional fifth channel encoded with a value of one as depicted in Table
3.3. Experiments were completed training ABCNet on datasets encoded
using these three different techniques, and no improvement to model accuracy was seen when representing N positions using the second and third
strategies described. For this reason, the most simplistic one-hot encoding
strategy (A) was selected.
To summarize, the overall structure of a dataset used to train our ML
models typically contains around 23,000 training examples depending on the
length of a reference genome, where a training example consists of a one-hot
encoded 100 kb genomic bin and the paired PC1 value (A/B compartment
annotation) as the input and ground truth, respectively. Therefore, training
sets for cells belonging to the same species use identical input data encoded
from either the mm10 or hg19 reference genomes. The examples, thus, only
differ by their A/B compartment annotation.

3.2

Compartment Annotation Datasets

ABCNet training/validation/testing datasets were constructed from binned
reference genome sequences and paired A/B compartment annotations.
Each A/B compartment annotation dataset (see Tables 3.4, 3.5 and 3.6)
is a set of PC1 values corresponding to each 100kb genomic bin. PC1 values typically range between -2.0 and 2.0, depending on 1) the observed cell
type/line (e.g., embryonic stem cell (ESC), neural progenitor cell (NPC),
cortical neurons (CN) and etc..), 2) the experiment used to derive them
(e.g., Hi-C or methylation array), 3) the restriction enzyme used (e.g., NcoI,
HindIII, DpnII) and 4) the processing/normalization techniques used to
generate the Hi-C interaction matrix and resulting PC1 values. An example set of PC1 values belonging to chromosome 14 of the mESC (mm10)
cell is shown in Figure 2.4.
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Channel:
A
T
C
G
N

1 2 3 4
0 0 0 1
0 0 1 0
0 1 0 0
1 0 0 0
0 0 0 0

Table 3.1: One-hot encoding (option A) of each nucleotide into a fourchannel array. N type positions within a sequence represent undetermined
nucleotides and are therefore left empty.
Channel: 1
2
3
4
A
0
0
0
1
T
0
0
1
0
C
0
1
0
0
1
0
0
0
G
0.25 0.25 0.25 0.25
N
Table 3.2: One-hot encoding (option B) of each nucleotide into a fourchannel array. The input for N type positions within a sequence is split
among all four channels.
Channel: 1 2 3 4 5
A
0 0 0 1 0
T
0 0 1 0 0
0 1 0 0 0
C
G
1 0 0 0 0
N
0 0 0 0 1
Table 3.3: One-hot encoding (option C) of each nucleotide into a fivechannel array. N type positions within a sequence are given their own
channel for representation.
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In total, 27 A/B compartment datasets annotated for genomic bins 100
kb in size were used to train and evaluate ABCNet, DEFNET and AdvABCNet. These datasets were organized into three groups (primary, secondary and tertiary) based on 1) their reference genome and 2) the health
of the given cell (e.g., cancer vs. healthy). All datasets belonging to the
primary group are from the mm10 reference genome, healthy and derived
from Hi-C. The secondary group consists of hg19 reference genome datasets
that are healthy. All but four datasets within the secondary group are derived from Hi-C. Finally, all datasets within the tertiary group are cancer
cell types mapped to the hg19 reference genome.
Seven mm10 compartment datasets were used as the primary group
(see Table 3.4), obtained from Bonev et al. (2017) [31] and Dixon et al.
(2012) [28]. This dataset contains mouse Embryonic Stem Cells (mESC),
Neuron Progenitors Cells (NPC) and Cortical Neurons (CN) for all autosomes (chr1-chr19). This primary dataset is similar to the datasets used
by SACSANN, allowing for a fair comparison between ABCNet, DEFNet,
Adv-ABCNet and SACSANN.
Primary Group
mESC
HOMER 46C NcoI
Day5 NcoI
Fraser 46C HindIII
Fraser 46C NcoI
J1 HindIII
Neurons NcoI

Cell
Line/Type
ESC
46C
Day5
46C
46C
J1
CN

Cutting
Enzyme
NcoI
NcoI
HindIII
NcoI
HindIII
NcoI

Table 3.4: Primary group datasets. All datasets within the primary group
annotate cells mapped to the mm10 reference genome. The 46C, Day5 and
J1 cells all belong to the embryonic stem cell category.
The secondary group (see Table 3.5) contains nine hg19 compartment
datasets in total. Four of the annotation sets are generated by Fortin et
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al. (2015) [1] and an additional four are estimated from four methylation
array and DNase-Sequence datasets. We also include A/B compartments
derived from Hi-C data for human Embryonic Stem Cells (hESC) published
by Dixon et al. (2012) [28].
Secondary Group
hESC [28]
Hi-C 2013 EBV [1]
Hi-C 2014 EBV [1]
Hi-C 2013 IMR90 [1]
Hi-C 2014 IMR90 [1]
Dnase EBV [72]
Dnase IMR90 [73]
Hi-C meth fibroblast [74]
Hi-C meth EBV [75]

Experiment
Hi-C
Hi-C
Hi-C
Hi-C
Hi-C
Dnase
Dnase
Hi-C
Hi-C

Cell Type
ESC
EBV
EBV
IMR90
IMR90
EBV
IMR90
fibroblast
EBV

Table 3.5: Secondary group datasets. All datasets within the secondary
group were mapped to the hg19 reference genome. Dnase EBV, Dnase
IMR90, Hi-C meth fibroblast and Hi-C meth EBV used estimated A/B
compartment annotations based on DNase or methylation array data.
Finally, the tertiary group (see Table 3.6) contains 12 compartment annotations from Fortin et al. (2015) [1]. These datasets appear to be more
difficult than healthy cells to predict A/B compartments due to large portions of missing sequence or otherwise volatile A/B classification. Cancer
cells have abnormal karyotypes [76], resulting in abnormal Hi-C datasets
compared to their healthy counterparts. Due to these abnormalities, we
are interested in what genomic features ABCNet might employ to make its
predictions and how ABCNet will perform compared to the secondary data
group (hg19, healthy).
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Tertiary Group
BLCA
BRCA
COAD
HNSC
KIRC
KIRP
LIHC
LUAD
LUSC
PRAD
THCA
UCEC

Full name
Bladder Urothelial Carcinoma
Breast invasive carcinoma
Colon adenocarcinoma
Head and Neck squamous cell carcinoma
Kidney renal clear cell carcinoma
Kidney renal papillary cell carcinoma
Liver hepatocellular carcinoma
Lung adenocarcinoma
Lung squamous cell carcinoma
Prostate adenocarcinoma
Thyroid carcinoma
Uterine Corpus Endometrial Carcinoma

Table 3.6: Cancer cell types analysed in the tertiary group. A/B compartment datasets were obtained from Fortin et al. [1], which were sourced from
The Cancer Genome Atlas. All cancer Hi-C reads were mapped to the hg19
reference genome.

3.3

Dataset Preprocessing and
Organization

The FP1 eigenvalues, representing the A and B compartments, typically
range from -2.0 and 2.0. Eigenvalues above zero are considered to be regions of the genome in the A compartment, while values below zero are
considered the B compartment. Ideally, these eigenvalues reside within a
controlled range of 0.0 to 1.0. We therefore normalize the data on two different scales. Values below 0 are grouped and normalized between 0.0 and 0.5,
and values above 0 are grouped and normalized between 0.5 and 1.0. This
two scale normalization maintains a consistent central transitional boundary (0.5) across all datasets, which resulted in higher accuracies during
preliminary testing. Normalization occurs on a per-dataset genome-wide
scale. Any genomic bin with a missing eigenvalue or eigenvalue of zero were
removed from our analysis. This often occurs in the cancerous datasets due
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to missing or damaged portions of the genome resulting in no Hi-C reads for
these regions. We also removed the first n number of bins whose sequence
is comprised of mainly N’s, likely caused by the chromosomes centromere.
This usually results in the first 30 or more bins being excluded from each
chromosome within a dataset.
Before training ABCNet, the one-hot encoded bins and their paired
FP1 values (a training example) are organized into training, validation and
testing subsets using a chromosome-wise leave-one-out technique. Given
a genome with n number of chromosomes, n number of ABCNet model
instances are therefore trained, where the testing set for each ABCNet instance i is the complete ith chromosome of the genome. All 100kb genomic
bins within the remaining n − 1 chromosomes are then combined together
and shuffled. 90% of these shuffled examples are used for training, and the
other 10% for validation. Given the removal of the test chromosome, there
are typically over 20,000 training examples remaining (depending on the
length of the genome), where 18,000+ and 2,000+ training examples are in
each of the training and validation sets, respectively.
Using the chromosome-wise leave-one-out technique increases the difficulty of the test set. In a typical 30%/70% testing set/training set split,
both the testing set and training set would contain bins from all chromosomes. Instead, an entire chromosome is being withheld. If that chromosome differs from its counterparts in a significant way, ABCNet will have
greater difficulty predicting on the bins within it, thus leading to a reduced
final accuracy. Discussed in section 5.8 is the increased difficulty of predicting the A/B compartments belonging to chromosome 7 of the mESC
(mm10) dataset, whose genomic composition differs from other chromosomes (exhibiting more equivalent levels of GC content between A and B
compartment bins). Analysing genomic features such as GC content prior
to training may indicate where using chromosome-wise leave-one-out may
increase training/testing difficulty.
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There exist transitional regions of the genome, wherein neighbouring
genomic loci shift from compartment A to B, or vice versa. These compartment transition examples are shown to be the most difficult type of
example to predict [16]. Furthermore, context is lost when converting the
continuous PC1 value predicted by the model to a binary A or B compartment (positive and negative classes, respectively). ABCNet can often make
a prediction that is near the true eigenvalue of a given example (e.g., an
example may have a PC1 value of 0.51 and ABCNet could predict 0.49),
but in converting the prediction to a binary classification, the prediction
can be considered incorrect (PC1 values below 0.5 are considered a B compartment, and above 0.5 an A compartment). Combined with the already
high levels of uncertainty surrounding transitional bins due to their transitional nature, these examples become a formidable challenge for the model.
Further discussion regarding transitional regions is available in Chapter 5.
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Chapter 4
ABCNet
This thesis describes ABCNet, a deep CNN that predicts A/B compartments directly from a reference genome. An alternative Adversarial-ABCNet
(Adv-ABCNet) is described, which reduces the original model’s reliance on
GC content. Finally, a third model named DEFNet is introduced, whose
function can be described as a “smart smoothing function”. DEFNet is a
CNN whose input is a complete set of output PC1 predictions from ABCNet.
This chapter describes all architectures that we investigated in the A/B
compartment prediction analysis problem space, including model hyperparameters and training procedures.

4.1

ABCNet architecture

A/B Compartment Network (ABCNet) is a CNN developed to predict chromosomal compartments directly from a species’ reference genome. ABCNet
predicts compartments without performing additional input preprocessing
to extract genomic features required by alternative methodologies. ABCNet
achieves similar accuracies to a state-of-the-art ML approach (SACSANN).
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Figure 4.1: Schematic representation of ABCNet architecture, which consists of two convolutional layers, an average pooling layer, and a fully connected layer. ABCNet accepts a 100,000x4 input matrix. Windows within
ABCNet’s first and second convolutional layers are 11 and 21 positions
wide.
By eliminating its reliance on precomputed TE and TFBS feature counts,
ABCNet can be applied more easily to any species with a known reference
genome assembly, without the need to pre-compute TE and TFSB counts.
ABCNet consists of two convolutional layers, an average pooling layer,
and a fully connected layer as depicted in Figure 4.1. Input consists of onehot encoded nucleotides for a given genomic bin. Here, we use bins of 100
kb in size consisting of four distinct channels (one for each nucleotide). Due
to its convolving nature, ABCNet can be trained on genomic bins of any
size over 231, given the size of its convolutional windows. However, model
performance at these extremely high resolutions has not been investigated
as extreme reductions in bin size have a negative impact on the resulting
contact matrices assembled from Hi-C pair read datasets.
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ABCNet’s first convolutional layer consists of 64 kernels (windows) which
convolve over the 4-channel input. Each kernel is 11 positions wide and uses
a stride of four. This architecture results in a 4:1 reduction of the input,
where each kernel outputs 25,000 values for an input of 100 kb. Padding
is added to buffer the start and end of the models input with zeros, better
maintaining consistent sizing of the first layer’s kernel output. The amount
, where n
of padding added to each side can be defined as P adding = n−1
2
is the kernel size (an odd number).
ABCNet’s second convolution immediately follows the first, convolving
128 kernels over the 64 channels of 25,000 output values from the previous
layer. Each kernel is 21 positions wide with a stride of four. The input is
further reduced by a factor of four due to the second layers stride, resulting
in an output size of 6,250. Padding is applied similarly to the previous layer
to maintain consistent output sizing.
ABCNet supports dropout to reduce overfitting during model training.
When enabled, the dropout layer has a 40% chance to reduce any output
from the second convolutional layer to zero. This reduction reduces model
reliance on any specific output of the convolutional layer. Dropout can also
be applied to the CNN’s kernels, potentially removing an entire kernel for a
single training batch. Discussed in Chapter 5 is the reliance of ABCNet on
a small subset of its trained feature maps (windows with trained weights),
maintaining high levels of accuracy when all kernels residing in the bottom
33+% of kernels ranked by their average activation (average output) are
removed. Dropout at a kernel level has the potential to reduce the model’s
reliance on any one specific kernel, thus reducing this reliance on a small
subset of feature maps.
With a resulting output of 6,250 by 128 channels, average pooling is
applied to the 6,250 outputs of each channel. This pooling layer averages
each channel into one value. The resulting 1x128 matrix is squashed into a
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single dimension and passed directly to the final densely connected output
layer.
This fully-connected dense layer accepts the input of size 128 and outputs a single value. The output layer uses a sigmoid activation function.
Therefore, ABCNet outputs a single value between 0.0 and 1.0, representing
the predicted FP1 value for the given genomic bin.
All weights within ABCNet are initialized as per the He Uniform initialization (also known as Kaiming Uniform) [64]. Introduced by He et al.
(2015), this weight initialization method is similar to Xavier Uniform [65],
taking into consideration the use of ReLU activation functions rather than
sigmoid or tanh.
Utilized during the training of ABCNet is early stopping, ending training of ABCNet models when their validation accuracy does not continue
to improve. ABCNet models are given 24 epochs to improve validation accuracy before their training ends. Each time a better validation accuracy
is reached, the model is allowed an additional 24 epochs from the current
epoch to continue training. ABCNet models can train for up to 150 epochs,
however this is rarely (if ever) reached before early stopping ends the training session.
Given no increase in validation set accuracy over a 12 epoch period,
the learning rate (LR) of the model would be reduced by a factor of 5.
A reduction of the model LR allows for reduced volatility during training,
resulting in smoother changes to the validation accuracy as demonstrated
in 4.2. LR is only reduced once during a model’s training period. With
early stopping set to 24 epochs, models have 12 additional training epochs
to improve their validation accuracy after a reduction in LR occurs before
training ends.
Similarly to SACSANN’s secondary neural network, stacking a second
neural network on top of the first would provide the model with spacial
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Figure 4.2: ABCNet Loss curves. Example loss curves for ABCNet when
trained on the mm10 reference genome and mESC annotation dataset, with
chromosome 11 withheld for testing. Plotted are the following measurements; validation accuracy (blue), validation loss (red), training accuracy
(yellow), training loss (purple), and final test accuracy (blue dot). Marked
by the light blue arrow is the point at which the model’s LR was reduced,
resulting in less volatile behavior and a period of fine tuning that lasts
approximately 20 epochs.
context beyond that of a single genomic bin, allowing for the adjustment of
a bins A/B compartment prediction based on the predictions of bins around
it. This additional network is called DEFNet, stacked on top of ABCNet.

4.2

DEFNet

ABCNet only observes the current genomic bin when making predictions.
Evaluation occurs independently on a per bin bases, with only the information provided by the 100Kb portion of the genomic sequence to make its
predictions. However, A/B compartments typically persist across multiple
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neighbouring bins. With an average length of over 1 Mb, compartments
tend to span over multiple 100kb bins. To address this, we stack a second CNN on top of ABCNet to perform as a “smart smoothing function”.
This second CNN is called “DEFNet” (DEFinitive Network), and accepts
as input a set of ABCNet predictions belonging to a given chromosomal
sequence, and outputs adjusted PC1 predictions for each bin based solely
on the current and neighbouring bin predictions.
DEFNet consists of 16 convolutional layers, each containing one kernel.
The size of each kernel increases per layer, allowing the model to better
contextualize input. Each layer’s kernel size is defined by kernelsize =
n ∗ stepsize + 1, where n is the current layer (one to 16) and stepsize is set
to two. To maintain identical sizing between DEFNet’s input and output,
padding is incorporated as paddingsize = n, where n is the current layer
(one to 16). DEFNet is trained and validated on the complete set of ABCNet predictions, accepting one complete chromosome worth of predictions
at a time, excluding the left out testing chromosome. During training, loss
is calculated using the L1 loss function, evaluating the linear difference between every DEFNet adjusted ABCNet prediction and the ground truth
of the given chromosome. Sets of chromosomal predictions (PC1 predictions for all bins of the given chromosome) are passed into DEFNet in a
random order, with two randomly selected chromosomes withheld for use
as the validation set, the same chromosome withheld for testing as during
the ABCNet model instance’s training, and the remaining 16 (or 19 if using hg19) chromosomes used for training. One epoch consists of training
DEFNet on all training chromosomes, and validating using the validation
set.
For each ABCNet model instance, 5 randomly initialized DEFNet model
instances are stacked on top and trained. Each DEFNet model employs
early stopping, continuing to train indefinitely until no improvement in
validation accuracy is seen for 10 epochs, at which point training is stopped
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and the model is tested on the withheld testing set. DEFNet performance
when stacked on a given ABCNet model instance is taken as the average test
accuracy across all 5 randomly initialized DEFNet models. The resulting
output for each DEFNet instance is a complete set of PC1 predictions for
the test chromosome, adjusted by DEFNet.

4.3

Adversarial ABCNet

Figure 4.3: Adversarial ABCNet architecture. Schematic representation of
Adv-ABCNet architecture, which consists of two convolutional layers, an
average pooling layer, and two fully connected layers for the prediction of
compartment PC1 and GC content counts respectively.
Adversarial-ABCNet (Adv-ABCNet) reduces a model’s reliance on GC
content when predicting A/B compartments. Compared to ABCNet, AdvABCNet adds an additional dense output layer that works in parallel with
the other PC1 prediction output layer (see Figure 4.3). Where ABCNet’s
original output layer is trained to predict the PC1 of the current genomic
bin, the additional dense output layer is trained instead to predict GC
content counts. Both output layers are trained in parallel. After a small
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number of training epochs, the gradient resulting from the GC content prediction is reversed during the backwards weight adjustment pass only. This
reversal occurs in between the fully connected output layer and the earlier
convolutional layers and effectively trains the model’s convolutional layers
to fight against its additional fully-connected GC content prediction layer
by adjusting their weights opposite to the true gradient. As the PC1 prediction layer utilizes the output of the same convolutional layers, it is expected
that the model’s latent space is optimized away from using indicators of GC
content.
In the case of the Adv-ABCNet, a second ground truth value besides
the FPC is required. This second value consists of the GC content count of
the current genomic bin, that is the number of times a G or C nucleotide
appears in the genomic sequence of the bin. The average GC count is
approximately 44,000 and 40,000 for 100 kb bins of A and B compartments
within the mm10 reference genome. We normalize GC content counts to be
between 0.0 and 1.0 for the model to learn effectively (see Eq. 4.1, where
c is the GC content count of the current bin, max(c) the genome wide
maximum GC content count, and min(c) the genome wide minimum GC
content count.). GC content normalization occurs on a per-dataset genomewide scale.

cnorm =

(c − min(c))
(max(c) − min(c)

(4.1)

Adv-ABCNet employs the same early stopping and LR reduction training techniques as ABCNet, with a maximum of 150 epochs spent training
the model. Again, training was observe to end early in the vast majority of
instances due to early stopping.
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Parameter
Training epoch max
LR reduction epochs
Early stopping epochs
Learning Rate
Batch size
Loss function
Optimization function
Activation Function

ABCNet
150
12
24
0.0007
32
MSE
AdamW
ReLU, ReLU,
Sigmoid

Adv-ABCNet
150
12
24
0.0007
32
MSE, L1
AdamW
ReLU, ReLU,
[Sigmoid, Leaky ReLU]

DEFNet
Infinity
10
0.005
1
L1
SGD
ReLU

Table 4.1: ABCNet, Adv-ABCNet and DEFNet hyperparameter summary.
Final parameters used for each model architecture are listed. Adv-ABCNet
consists of two parallel output layers, resulting in two different activation
functions listed for its final layer.

4.4

Hyperparameters

Hyperparameters used during training, validation and testing of each model
architecture are listed in Table 4.1. Approximately 70% of ABCNet instances were shown to not converge when using the Adam optimizer. By
using stochastic gradient descent (SGD), ABCNet instances remarkably improved and would never fail to converge. However, when an instance did
converge with the Adam optimizer, they would typically show 3-5% greater
accuracy on testing data when compared to identical models trained using
SGD. The AdamW optimization technique [62] was ultimately chosen as it
improved algorithm convergence to nearly 100% and resulted in comparable
accuracies to Adam.
ABCNet, Adv-ABCNet and DEFNet were developed specifically for the
prediction of genomic compartments directly from the reference genomic
sequence. Their hyperparameters, kernel widths, and layer sizes were selected using an intuition-based grid search as described in Chapter 2. In the
following chapter, we evaluate their performance on 27 different cell types,
organized into three groups.
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Chapter 5
Results
Presented in this chapter are the cross-validation results for ABCNet, DEFNet
and Adv-ABCNet architectures. ABCNet was evaluated using all three
groupings of A/B compartment annotations. However, DEFNet and AdvABCNet models were evaluated using only A/B compartment annotations
from the primary mm10 dataset. This difference in evaluation is due to 1)
time and computational constraints, as training one instance of ABCNet
typically takes between 8-14 hours (depending on early stopping) and 2)
limited or variable performance improvements seen when used.

5.1

ABCNet Results

ABCNet was trained and tested on all three data groups: mm10 (group 1),
hg19 healthy (group 2) and hg19 unhealthy (group 3). Overall, the results
(Tables 5.1, 5.2 and 5.3 respectively) show that ABCNet performs well on
all healthy cells tested, only twice resulting in accuracies slightly below
70% accuracy and routinely approaching 90% accurate on cells belonging
to the house mouse reference genome. Good accuracy on the tertiary cell
group was also shown, averaging 70% across all cancerous cells. ABCNet’s
accuracy was shown to vary with respect to the input reference genome,
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Figure 5.1: ABCNet A/B compartment predictions. Example ABCNet PC1
predictions (black) versus ground truth annotations (blue) across chromosome 1 of the mESC annotation dataset. Values below the red line are B
compartment bins, and those above A compartments. Visually, ABCNet
closely matches the ground truth compartment annotations, achieving an
accuracy of almost 89% when converted to binary A/B compartments.
cell type and experimental technique used to generate A/B compartment
annotations. Figure 5.1 visualizes ABCNet PC1 predictions compared to
their ground truth PC1 values on chromosome 1 of the mESC (mm10)
dataset.
ABCNet was shown to be most accurate on the primary group (see Table 5.1). Four of the seven mm10 datasets exceeded 87% in testing accuracy,
with the remaining 3 datasets performing slightly worse at over 76%. As
the cells used in this group are not cancerous, there were less alterations to
the input reference sequence and A/B compartment annotations. Cells belonging to the hg19 reference genome appear to be more difficult to predict
than those belonging to the mm10 reference genome, resulting in an overall
difference of over 12% between data groups.
For cells within the secondary hg19 data group (see Table 5.2), ABCNet
accuracy typically reached between 70-80%, depending on the ground truth
annotation dataset. ABCNet performance on the EBV cell type results in
accuracies just below 80%, whereas the IMR90 cell type appears to be more
difficult to predict, with accuracies reaching 70%. Using A/B compartment
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annotations derived from DNase and methylation array [1] results in ABCNet making predictions on values already predicted from these biochemical
assays, and we therefore expect a loss in both model and annotation accuracy. That is, ABCNet cannot leverage contextual information present in
the reference genome if the A/B compartment annotations are incorrect.
As expected, ABCNet accuracies tend to be lower for this group, averaging
between 72.2% and 69.5% with the exception of DNase EBV at 82%.
On the tertiary group (see Table 5.3), which is expected to be the most
challenging containing cancerous hg19 cells, ABCNet averaged exactly 70%
accurate on all 12 datasets. As discussed previously, datasets within this
group are unhealthy, likely resulting in ABCNets lower accuracies when
compared to the secondary data group.
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Chrom
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19
Mean
Variance

mESC
88.95%
91.81%
88.57%
91.50%
91.57%
89.43%
88.12%
91.34%
88.84%
89.98%
85.54%
93.04%
87.35%
89.86%
90.46%
90.66%
88.01%
89.88%
89.53%
89.71%
0.03%

Dataset
Homer 46C
NcoI
75.51%
86.23%
81.69%
84.32%
80.50%
88.17%
49.39%
64.93%
80.73%
76.75%
81.20%
72.02%
76.14%
75.08%
86.54%
88.55%
83.02%
82.84%
84.77%
78.86%
0.87%

Day5
NcoI
70.23%
80.53%
77.68%
80.71%
79.21%
85.53%
54.31%
64.79%
76.65%
75.75%
75.66%
68.00%
73.43%
80.58%
84.15%
81.66%
81.26%
77.05%
79.77%
76.16%
0.56%

Fraser 46C Fraser 46C
HindIII
NcoI
86.02%
85.32%
90.78%
91.31%
85.33%
85.81%
88.20%
89.03%
88.65%
90.21%
87.78%
88.71%
86.89%
86.23%
88.91%
90.21%
85.69%
86.30%
86.37%
86.81%
84.33%
85.26%
87.47%
87.53%
82.43%
84.21%
87.47%
86.45%
88.63%
87.30%
90.48%
88.48%
85.01%
86.68%
88.39%
88.47%
89.86%
90.20%
87.30%
87.61%
0.05%
0.04%

J1
HindIII
85.72%
90.43%
86.95%
91.65%
90.39%
88.33%
88.15%
89.92%
86.02%
86.18%
86.66%
88.99%
82.53%
89.52%
89.10%
90.06%
85.87%
87.69%
90.42%
88.14%
0.05%

Neurons
NcoI
70.01%
84.17%
70.21%
82.58%
81.17%
82.81%
56.38%
66.83%
74.66%
75.88%
81.08%
68.98%
73.48%
76.01%
84.85%
80.08%
81.09%
75.00%
79.48%
76.04%
0.52%

Table 5.1: ABCNet performance on the primary data group (mm10 reference genome). Each row indicates
the withheld testing chromosome, where three ABCNet instances were trained per withheld chromosome
for each dataset. The accuracies listed within this table are the average of all three model instances for that
withheld chromosome and dataset. A total of 399 ABCNet instances were trained and tested.
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Chrom
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19
20
21
22
Mean
Variance

hESC
82.83%
83.77%
81.49%
79.89%
81.68%
81.83%
83.75%
82.40%
83.24%
80.90%
84.66%
80.61%
86.62%
84.02%
78.23%
73.81%
71.87%
85.47%
49.19%
81.57%
84.48%
68.76%
79.59%
0.66%

Dataset
Hi-C 2013
EBV
78.96%
83.21%
82.55%
81.00%
81.20%
79.97%
79.67%
83.91%
82.52%
77.54%
84.75%
81.90%
82.32%
85.57%
79.78%
81.57%
77.14%
83.38%
62.96%
80.96%
83.09%
63.47%
79.88%
0.34%

Hi-C 2014
EBV
78.68%
81.65%
82.30%
76.84%
78.32%
80.06%
76.97%
80.17%
81.55%
75.77%
83.36%
82.64%
77.32%
84.90%
80.14%
84.04%
80.37%
79.50%
65.77%
83.56%
71.54%
68.76%
78.83%
0.24%

Hi-C 2013
IMR90
72.09%
73.19%
72.09%
73.43%
72.39%
68.70%
62.83%
70.16%
72.87%
66.77%
70.36%
73.18%
70.53%
73.96%
70.12%
65.94%
64.07%
70.18%
61.38%
69.51%
74.13%
72.12%
70.00%
0.13%

Hi-C 2014
IMR90
70.69%
73.50%
72.20%
70.92%
72.95%
67.46%
63.87%
69.66%
69.42%
68.30%
75.54%
69.84%
68.76%
71.44%
65.73%
66.98%
68.71%
71.39%
60.44%
63.93%
74.38%
73.93%
69.55%
0.14%

DNase
EBV
89.18%
85.56%
82.83%
74.77%
82.29%
80.94%
88.52%
83.67%
85.59%
86.60%
90.70%
89.11%
82.69%
89.87%
85.93%
81.23%
68.33%
82.20%
57.04%
84.17%
92.25%
61.33%
82.04%
0.83%

DNase
IMR90
75.49%
71.57%
72.85%
67.78%
69.29%
71.67%
71.72%
72.30%
72.20%
68.28%
76.25%
77.05%
68.34%
80.42%
70.89%
78.24%
70.55%
70.23%
64.23%
74.41%
79.17%
65.34%
72.19%
0.18%

Hi-C meth
fibroblast
71.97%
73.38%
67.62%
70.66%
72.01%
69.22%
67.13%
67.20%
68.21%
69.57%
76.08%
68.26%
76.92%
76.47%
73.69%
71.37%
69.55%
68.70%
60.01%
61.31%
68.18%
64.27%
69.63%
0.19%

Hi-C meth
EBV
72.42%
73.59%
72.77%
70.59%
71.79%
73.01%
70.44%
73.50%
68.68%
73.24%
75.73%
76.23%
72.76%
78.68%
75.78%
82.93%
74.23%
65.08%
64.35%
63.76%
67.42%
67.60%
72.03%
0.22%

Table 5.2: ABCNet performance on the secondary data group (hg19 reference genome). Each row indicates
the withheld testing chromosome, where three ABCNet instances trained per withheld chromosome for each
dataset. The accuracies listed within this table are the average of all three model instances for that withheld
chromosome and dataset. A total of 594 ABCNet instances were trained and tested. A/B compartment
datasets to the left of the vertical split are derived from Hi-C. Datasets to the right use estimated A/B
compartments based on methylation array or DNase data [1].
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Chrom
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19
20
21
22
Mean
Variance

Dataset
BLCA
72.84%
72.65%
69.86%
71.55%
65.25%
70.35%
68.79%
71.16%
71.24%
71.53%
73.99%
68.71%
71.92%
75.45%
71.53%
82.55%
75.08%
69.11%
60.34%
57.42%
66.10%
66.80%
70.19%
0.27%
BRCA
75.69%
70.88%
68.20%
68.62%
67.98%
69.85%
69.55%
69.76%
69.68%
73.80%
72.88%
70.27%
68.67%
70.91%
71.44%
81.89%
75.65%
62.91%
66.59%
65.65%
60.61%
48.10%
69.07%
0.42%

COAD
75.16%
75.00%
72.85%
72.92%
71.99%
73.84%
71.96%
75.61%
72.38%
75.03%
76.46%
75.92%
70.92%
80.08%
70.69%
82.10%
68.93%
64.61%
61.11%
55.90%
78.29%
69.92%
72.35%
0.35%

HNSC
72.45%
68.78%
69.52%
67.11%
66.12%
70.03%
69.95%
71.16%
63.05%
72.15%
71.91%
72.16%
69.83%
78.37%
70.47%
78.28%
72.14%
64.67%
60.17%
62.88%
61.82%
70.04%
69.23%
0.22%

KIRC
76.16%
72.97%
72.36%
74.94%
74.05%
72.84%
70.01%
74.21%
68.74%
72.30%
77.11%
73.95%
75.50%
76.42%
73.32%
77.46%
76.26%
57.20%
61.10%
61.33%
67.06%
67.77%
71.50%
0.31%

KIRP
71.49%
71.72%
69.98%
67.20%
68.64%
70.19%
71.18%
73.31%
68.14%
70.91%
72.56%
72.00%
68.02%
74.46%
69.34%
75.23%
67.87%
68.93%
52.52%
58.48%
62.40%
56.04%
68.21%
0.34%

LIHC
73.94%
73.80%
72.43%
70.85%
68.42%
71.17%
70.06%
73.77%
72.05%
72.45%
75.31%
74.57%
70.83%
79.14%
71.33%
78.92%
73.72%
66.79%
66.05%
67.61%
69.17%
69.37%
71.90%
0.12%

LUAD
74.30%
75.91%
71.55%
72.30%
72.63%
73.13%
69.20%
74.14%
72.82%
75.02%
76.14%
73.60%
73.84%
79.28%
75.99%
84.64%
78.13%
70.03%
66.28%
61.21%
68.02%
73.25%
73.25%
0.22%

LUSC
68.55%
69.22%
67.35%
66.97%
64.41%
69.78%
65.36%
69.17%
59.73%
72.80%
72.08%
68.68%
68.93%
74.22%
66.76%
74.22%
63.52%
60.72%
60.59%
57.69%
60.89%
70.83%
66.93%
0.23%

PRAD
74.24%
70.09%
69.28%
70.10%
70.61%
71.65%
69.46%
70.55%
69.22%
69.48%
69.73%
68.99%
69.23%
71.08%
72.78%
70.13%
69.65%
66.28%
66.90%
63.53%
63.89%
68.60%
69.34%
0.06%

THCA
67.51%
69.45%
66.87%
62.16%
67.29%
68.33%
71.99%
69.96%
59.87%
64.66%
66.01%
71.53%
64.76%
69.90%
64.36%
64.36%
62.77%
48.46%
63.88%
59.06%
56.36%
48.81%
64.02%
0.41%

Table 5.3: ABCNet performance on the tertiary data group (hg19 reference genome, cancer cell types). Each
row indicates the withheld testing chromosome, where three ABCNet instances were trained per withheld
chromosome for each dataset. The accuracies listed within this table are the average of all three model
instances for that withheld chromosome and dataset. A total of 792 ABCNet instances were trained and
tested. The tertiary dataset contains only cancerous cells (see Table 3.6 for a description of cell types),
demonstrating ABCNet performance on cells whose genome has undergone significant aberrations.

UCEC
78.01%
81.84%
77.17%
76.98%
75.23%
78.46%
76.17%
75.05%
72.37%
76.34%
81.16%
77.66%
76.14%
82.80%
71.05%
81.01%
68.75%
72.90%
57.31%
57.21%
71.54%
61.90%
73.96%
0.51%

Figure 5.2: DEFNet A/B compartment predictions. Example DEFNet PC1
prediction adjustments (red) from ABCNet’s original predictions (blue)
across chromosome 2 of the mESC annotation dataset (ground truth —
black). Values below the horizontal black line are B compartment bins,
and those above A compartments. Visually, the DEFNet adjusted predictions more closely match the ground truth, removing many PC1 prediction
spikes.

5.2

DEFNet Results

DEFNet is stacked on top of ABCNet model instances, adjusting their
output in an effort to refine the original ABCNet PC1 predictions and
incorporate a greater level contextual information. As previously stated,
ABCNet only accepts one 100 kb bin of genomic sequence at any given
time, where-as DEFNet utilizes neighbouring bin predictions to refine the
final chromosomal output. Shown in Figure 5.2 is an example set of DEFNet
adjusted PC1 predictions.
Five randomly initialized instances of DEFNet are trained for each ABCNet instance listed in Table 5.1. Random initialization resulted in variable
DEFNet model performance, where occasionally a model would fail to learn.
Due to this failure to learn, DEFNet model instances whose accuracies were
below 60% are not included in Table 5.4. In the case of all DEFNet adjusted accuracies residing below 60%, we instead include all instances in
the table. Using this selection methodology, DEFNet averages a net loss of
-0.22% when applied to all ABCNet model instances. If we instead apply
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DEFNet only to ABCNet models whose average accuracy is below 80%, a
1.43% increase in model performance was observed.
Alternatively, we can select the DEFNet instance whose validation accuracy was the highest amongst the five trained for any given ABCNet instance. Though validation accuracy does not directly indicate which model
will perform best on the test set, it is a reasonable indicator of expected
model performance. Table 5.5 shows DEFNet accuracies when using this
selection methodology. No significant change to DEFNet accuracy is seen
when selecting only the highest performing models, with an overall average
change of -0.02% compared to the original selection method. Using this
alternative selection methodology, DEFNet averages a net loss of -0.24%
when applied to all ABCNet models. If these DEFNet models are applied
only to ABCNet models with an average accuracy below 80%, a 1.26%
increase in model performance was observed.
Overall, the resulting accuracy change after stacking DEFNet onto a
given ABCNet model instance appears to depend on the original accuracy
of the ABCNet model. When the ABCNet model predicts A/B compartments with a high degree of accuracy (approx. over 80%), stacking DEFNet
on top does not result in an increase in accuracy, and can sometimes be
detrimental to the original predictions. Model instances with lower accuracy levels (approx. 70%) tend to benefit from a stacked DEFNet, such as
the Day5 NcoI dataset experiencing a 2.09% increase, or cortical neurons
with a 2.14% increase in accuracy when using the first selection methodology described above. For this reason, application of DEFNet to ABCNet
should be selective, and its effects on model output closely monitored.

58

Dataset
mESC
46C ES NcoI
Day5 NcoI
Fraser 46C HindIII
Fraser 46C NcoI
mESC J1 HindIII
Neurons NcoI

ABCNet
89.71%
78.86%
76.16%
87.30%
87.61%
88.14%
76.04%

DEFNet
87.93%
78.93%
78.25%
85.05%
86.43%
87.48%
78.18%
Avg:

Accuracy difference
-1.78%
+0.07%
+2.09%
-2.25%
-1.18%
-0.66%
+2.14%
-0.22%

Table 5.4: DEFNet accuracy change. Change in PC1 prediction accuracy
after applying DEFNet to the ABCNet model instances whose results are
shown in table 5.1. Selective application of DEFNet is likely to improve
model accuracy, as ABCNet models with accuracies below 80% benefit from
DEFNet, where as those above 80% accurate do not.

Dataset
mESC
46C ES NcoI
Day5 NcoI
Fraser 46C HindIII
Fraser 46C NcoI
mESC J1 HindIII
Neurons NcoI

ABCNet
89.71%
78.86%
76.16%
87.30%
87.61%
88.14%
76.04%

DEFNet
88.01%
78.63%
78.13%
84.92%
86.82%
87.48%
78.09%
Avg:

Accuracy difference
-1.70%
-0.23%
+1.97%
-2.38%
-0.79%
-0.66%
+2.05%
-0.24%

Table 5.5: Alternative DEFNet accuracy change. Change in accuracy after
applying DEFNet to the ABCNet model instances whose results are shown
in Table 5.1. Similar to Table 5.4, where DEFNet accuracy is instead
based on the highest performing instance (according to performance on
the validation set).
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5.3

Adv-ABCNet Results

In an effort to improve upon ABCNet performance and reduce its reliance
on GC content, an adversarial layer was added to ABCNet (Adv-ABCNet:
see Section 4.3). We hypothesized that Adv-ABCNet would optimize towards other genomic features (e.g., TEs, TFBSs) present within the reference genome and help improve model accuracy for cell types where GC
content was not a reliable feature. As shown in Table 5.6, Adv-ABCNet
resulted in an overall 1.73% decrease in accuracy. Since GC content is one
of the most important indicators of A/B compartments, these results are
not completely unexpected, but disappointing none the less. We believe
further development of Adv-ABCNet is needed to ensure a more accurate
model.

5.4

SACSANN Comparison

SACSANN, the current state of the art in ML driven compartment prediction, can be used as a baseline on which to evaluate ABCNet performance,
particularly due to its similarity to ABCNet. Where SACSANN predicts
using extracted genomic features and elements, ABCNet must make predictions directly from the reference genome without any preprocessing of
the input. Even though the input passed into each model architecture
differs (where ABCNet predicts directly from the reference genome and
SACSANN from GC content counts, TFBS counts and TE counts), the
chromosome-wise leave-one-out testing methodology is shared between both
approaches. Both ABCNet and SACSANN were trained and tested on five
mESC datasets (see Table 3.4), and their accuracies compared.
The average accuracy of ABCNet + DEFNet on the subset of five
mESC (mm10) datasets was 85.87%, and SACSANN 86.32%, indicating
very similar performance levels between both architectures. Models were
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Chrom
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19

ABCNet
71.39%
83.64%
71.91%
81.79%
81.60%
82.46%
55.61%
66.81%
73.96%
76.11%
78.22%
70.38%
73.48%
76.90%
85.77%
80.99%
80.08%
73.77%
80.57%
76.08%
Difference:

Adv-ABCNet
71.63%
82.75%
73.08%
79.32%
79.20%
81.25%
54.34%
65.97%
72.55%
74.82%
72.80%
68.37%
70.63%
76.84%
83.04%
79.03%
77.42%
74.99%
74.50%
74.34%
-1.73%

Table 5.6: Adv-ABCNet performance. Comparison of ABCNet and AdvABCNet model accuracies for CN (cortical neurons) of the mm10 reference
genome. Each row indicates the withheld testing chromosome, with three
ABCNet and Adv-ABCNet instances trained for each. The accuracies listed
within this table are the average accuracies across all three model instances
for each architecture.
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Chrom
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19
Average:

CN (mm10)
ABCNet + DEFNet SACSANN
72.67%
79.44%
89.33%
88.72%
67.34%
74.71%
85.09%
84.20%
86.00%
86.22%
78.72%
85.18%
58.43%
81.76%
71.64%
86.51%
76.37%
82.59%
78.93%
83.34%
75.23%
90.96%
73.78%
86.72%
77.77%
68.81%
84.08%
88.03%
88.80%
84.61%
80.36%
80.34%
83.03%
82.91%
75.68%
69.04%
80.34%
83.25%
78.08%
82.49%

Table 5.7: ABCNet + DEFNet vs SACSANN on CN mm10. Perchromosome accuracy of ABCNet + DEFNet and SACSANN tested on
the CN (mm10) cell. Overall, ABCNet performs worse than SACSANN
on the CN cell line, primarily due to ABCNet’s difficulty in classifying
chromosome 7 (58.43% vs SACSANN’s 81.76%). However, ABCNet shows
promise, exceeding SACSANN performance on chromosome 13 and 18 by
9.16% and 6.64% respectively.
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Chrom
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19
20
21
22
Average:

hESC (hg19)
ABCNet + DEFNet SACSANN
82.83%
85.61%
83.77%
82.74%
81.49%
86.01%
79.89%
77.78%
81.68%
82.52%
81.83%
80.89%
83.75%
85.32%
82.40%
80.80%
83.24%
79.43%
80.90%
83.24%
84.66%
88.24%
80.61%
83.88%
86.62%
85.49%
84.02%
83.85%
78.23%
73.91%
73.81%
70.23%
71.87%
73.87%
85.47%
76.18%
49.19%
62.58%
81.57%
85.85%
84.48%
84.45%
68.76%
71.30%
79.59%
80.19%

Table 5.8: ABCNet + DEFNet vs SACSANN on hESC hg19. Accuracy
per chromosome of ABCNet with stacked DEFNet, and SACSANN, tested
on the human embryonic stem cell. Both models perform similarly, with
SACSANN 0.6% above ABCNet. ABCNet appears to struggle classifying
bins in chromosome 19, resulting in a 49.19% accuracy.
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Figure 5.3: ABCNet + DEFNet vs SACSANN. A comparison of ABCNet
+ DEFNet (blue) and SACSANN (orange) accuracy and standard deviation per chromosome, averaged across five mESC (mm10) datasets with
standard deviations represented as error bars. Chromosome 7 shows the
greatest standard deviation and lowest accuracies. Chromosomes 1 and 3
appear to be more difficult for SACSANN than ABCNet + DEFNet.
also compared for their performance on CN (mm10) and hESC (hg19) data
in Tables 5.7 and 5.8. For hESC data, ABCNet’s accuracy is closest to
SACSANN’s, which is impressive since ABCNet is applied directly to the
reference genome. Unexpectedly, the ABCNet + DEFNet stack performs
worse than SACSANN on CN (mm10) data. Further analysis into the models latent space may give indications as to why this is the case.
Shown in Figure 5.3 is the standard deviation of both ABCNet (blue)
and SACSANN (orange) model accuracy across all five mESC (mm10)
datasets on a per chromosome basis. Lower standard deviation means accuracies are more closely clustered around the mean, indicating a greater consistency in model performance. The average standard deviation across all
19 chromosomes is smaller for ABCNet with a standard deviation of 0.044,
with SACSANN having a standard deviation of 0.057. ABCNet’s accuracies
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have smaller standard deviations in general (specifically, for chromosomes 1
and 3), implying greater model stability and generalizability across different
cell types when compared to SACSANN.

5.5

Compartment Transitions

Our models were shown to perform worse on genomic bins located at a
transition between A and B compartments, as shown in Table 5.9. This is
due in part to the binarization of PC1 predictions. When evaluating ABCNet performance and comparing to other models such as SACSANN [16],
a model’s accuracy must be calculated. Given the two-class nature of the
problem, binarization is necessary to separate predictions into one of the
two classes (A or B). Current state of the art (SACSANN) primarily uses
binary A/B classifications to calculate model accuracy.
As previously discussed in Section 3.3, normalized PC1 values between
0.0 and 0.5 are considered to be B compartments, whereas values between
0.5 and 1.0 are considered A compartments. When evaluating a model’s
accuracy, A/B compartment predictions were binarized (0 and 1, respectively). The binary conversion out of continuous space loses significant
contextual information, as a normalized PC1 value of 0.02 and a normalized PC1 value of 0.49 are both considered to be in the A compartment
even though we are much more confident the first value (0.02) belongs to
the A compartment than the second (0.49). Models predict continuous PC1
values that are converted to binary compartments and then compared to
the converted target PC1 values. If ABCNet predicts a value of 0.499, and
the true value of the genomic bin is 0.501, the prediction would be considered incorrect as ABCNet technically predicted the A compartment and
the ground truth is considered a B compartment bin.
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Simply removing any ABCNet predictions residing within 5% of this
transitional boundary can result in accuracy improvements of over 3%. Table 5.9 shows the change in model accuracy for a single instance of ABCNet
when bins within fixed distances of the normalized A/B transitional boundary (PC1 = 0.5) are excluded. Two scenarios are listed: A) excluding bins
whose true PC1 value resides within boundarysize and B) excluding bins
whose prediction resides within boundarysize of the transitional boundary.
boundarysize was increased in steps of 0.025. The number of excluded
bins is listed below model accuracies in Table 5.9, along with a count of
the shared genomic bins between both scenarios. As expected, when transitional bins are removed from the chromosome 1 testing set, the testing
set accuracy improves significantly. When removing these transitional bins,
we are removing the most uncertain examples from the dataset. Likewise,
when removing bins based on predicted PC1 values, we are removing bins
of which ABCNet cannot confidently predict their A or B compartment.
Of course, overlap between these two scenarios is expected, wherein bins
residing near the transitional boundary should be more difficult to predict
and result in uncertain model predictions. The intersection ratio measures
the percentage of bins present in both scenarios. A clear improvement to
model accuracy can be seen when excluding bins based on both scenarios.
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boundarysize
A) Actual
B) Uncertain
# Actual
# Uncertain
Intersecting
Intersection Ratio

0
85.79%
85.79%
0
0
0
0.00%

0.025
87.11%
87.02%
78
75
9
6.25%

0.05
88.21%
88.71%
146
175
28
9.55%

0.075
89.31%
90.76%
210
281
58
13.39%

0.1
89.85%
92.46%
187
367
109
20.00%

0.125
90.9%
94.22%
366
473
178
26.92%

0.15
92.00%
95.57%
444
584
261
34.02%

0.175
92.38%
97.48%
516
702
351
40.48%

0.2
93.16%
98.45%
607
794
436
45.18%

Table 5.9: ABCNet performance around transitional boundaries. Accuracies listed are for a single instance
trained on chromosome one of CN (mm10). Two cases are compared; A) excluding bins with a ground
truth PC1 value within boundary size of the A/B transitional boundary, and B) excluding bins with an
ABCNet predicted PC1 value within boundarysize of the A/B transitional boundary. Also included in this
table are the number of bins removed under each Actual or Uncertain technique, along with the intersection
of bins removed by both. As examples near the transitional boundary are removed as per case A, model
accuracy increases, indicating transitional bins are more difficult to predict. Given the removal of all bins as
per case B with a transitional boundary of 0.2 (bins with a predicted PC1 from 0.3 to 0.7), model accuracy
increases to over 98%. The removal of bins as per case B does not require known ground truth annotations
and can therefore be applied to models during testing and/or be employed in real world use cases, marking
uncertain bins accordingly.

5.6

Model Confidence

Similarly to Adv-ABCNet, an additional densely connected output layer
was added in parallel to ABCNet’s densely connected PC1 prediction layer,
predicting instead the “confidence” the model has in its current prediction.
This confidence layer was trained to predict the squared difference between
the ground truth PC1 value and the ABCNet predicted PC1 value. It was
hypothesized that training the model to understand its uncertainty may
assist with its predictions of transitional regions of the genome, or otherwise
difficult to predict regions, indicating to us when the model was unsure of
a prediction.
Relying on self predicted confidence did not prove to be an effective
means of identifying poorly predicted compartments. During preliminary
testing, removing predictions whose confidence was low resulted in a loss of
accuracy. For this reason, the implementation of model confidence was not
pursued further.

5.7

ABCNet Feature Maps

Next, we investigated the active feature maps (i.e., trained kernels — also
called windows) of ABCNet’s convolutional layers. Not all feature maps
within a convolutional layer were shown to be critical to the model’s performance. Many feature maps did not exhibit much activity and did not
appear to contain patterns important to the prediction of A/B compartments. Identifying feature maps that are indicative of A/B compartments
can be done by recording the sum of the output values for each feature map
as it slides across a set of input examples. If a feature map outputs large
positive or negative values, it is likely to have a more significant impact on
the model’s overall predictions for that given example.
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Figures 5.4 and 5.5 plot the absolute activation of each feature map
within the first and second convolutional layers of one ABCNet instance,
for bins with a positive PC1 value (bins of compartment A) belonging to
chromosome 1 of the mESC (mm10) dataset. This particular model was
chosen for its eccentric example of feature map windows, showing a distinct
subset of feature maps with significantly greater activation sums. Figure 5.6
shows the absolute activation of both convolutional layers for a more typical
model, separated into activation for A and B compartment bins. Evaluating
a model’s feature map activations separated by A/B compartment allows for
a greater understanding of which feature is indicative of which compartment
type. For easier viewing, the activation sums plotted in 5.4, 5.5 and 5.6 are
the absolute values of these sums. In every case, a small subset of feature
maps are shown to be far more active than the majority of others.
The importance of the feature map subset shown in Figures 5.4 and
5.5 is further proven by pruning the feature map windows within ABCNet. Pruning removes neurons or kernels within a model by zeroing out
the weights, in an effort to save computation time and reduce memory requirements. We pruned 33% of the feature maps (43 out of 128) from the
second convolutional layer of ABCNet. As shown in table 5.10, removal of
these feature maps had a negligible impact on model performance for the
mESC (mm10) dataset. These results reinforce that feature maps whose
absolute activations are low do not significantly contribute to the model’s
overall prediction of A/B compartments.

5.7.1

Feature Map Effectiveness

Finally, we evaluate the correlation between a feature map’s activations and
the ground truth PC1 values for all training examples within chromosome
1 of the mESC dataset, shown in Figure 5.7.
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Figure 5.4: The absolute of the sum of activations for each feature map
within the first convolutional layer of an ABCNet model instance, for all A
compartment bins belonging to the mESC (mm10) dataset. A small subset
of feature maps are shown to be much more active than the rest, notably
windows 3, 8 and 49.
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Figure 5.5: The absolute of the sum of activations for each feature map
within the second convolutional layer of an ABCNet model instance, for all
A compartment bins belonging to the mESC (mm10) dataset. Similar to
5.4, a small subset of feature maps are shown to be much more active than
the rest, notably window 68.
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Figure 5.6: Typical Feature map activation. The absolute of the sum of
activations for each feature map within the first and second convolutional
layers of an ABCNet model instance, with activation for A and B compartment bins separated, belonging to the mESC (mm10) dataset. The feature
map activations of this model are more typical to ABCNet, however a select
set of windows still overpower the others. Different levels of feature map
activation are shown between bins of compartment A vs B, where feature
map 29 for the first convolutional layer appears to be much more active for
bins belonging to the A compartment. Likewise, many differences are seen
for the second convolutional layer as well.
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Unpruned accuracy
Unpruned loss
Pruned accuracy
Pruned loss

88.66%
15.6226
88.44%
16.2386

Table 5.10: ABCNet pruned accuracy. The accuracy and loss of a single
ABCNet model instance before and after pruning 33% of the models feature
maps within the second convolutional layer, when tested on the mESC
(mm10) cell. Only a 0.22% loss in accuracy is observed after pruning.
On the left of Figure 5.7, the absolute activation of a given feature map
(x-axis) is plotted relative to the true PC1 value of the current genomic
bin (y-axis), for every 100kb bin within the first chromosome of the mESC
(mm10) dataset. The blue and red dots represent A compartment and B
compartment bins respectively, with yellow dots indicating bins within 2.5%
of the transitional boundary. Ideally, this scatter plot would appear to be a
linear, diagonal line perfectly relating a window’s absolute activation with
the ground truth PC1 value.
To measure the effectiveness of a feature map, we fit a receiver operator characteristic curve (ROC - Figure 5.7 right) to the scatter plot data
(Figure 5.7 lef t). A vertical line splits the scatter points into A and B
compartments (those residing right and left of the line, respectively). Beginning at the leftmost point along the x-domain, the boundary threshold
traversing along the entire scatter plot until it reaches the rightmost point
(through 100 steps). The magenta line/ROC depicts the number of correct
A classifications over the number of correct B classifications, based on this
boundary threshold, as it steps across the horizontal axis. Ideally, the magenta line would reach the furthest top right point of the graph, at which
point every A compartment and every B compartment bin would have been
perfectly correlated to the feature maps activation. This is rarely the case
however, as these feature maps learn “sub-features” indicative of an overall
A or B compartment. The feature maps within ABCNet work together to
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Figure 5.7: Feature map activation. ABCNet feature map activation vs.
ground truth PC1 values, evaluated on chromosome 1 of the mESC dataset.
lef t - scatter plot of feature map activations vs. true PC1 values. The activation is calculated as the mean of all resulting values output by the feature
map after sliding the window across the entire input. Red dots represent B
compartments, blue A compartments, and yellow show the examples containing a PC1 value within 2.5% of either side of the transitional boundary.
right - a receiver operator characteristic curve fit to the scatter plot. Consider a vertical line within the scatter plot, classifying examples on the
left side of it as compartment B and examples to the right compartment
A. The line is shifted across the x axis, and the number of correct A/B
compartment classifications plotted.
make an overall prediction, and it is not expected (and was not observed)
that a single feature map would perform better than the sum of those within
the model.
Based on our previous feature map results (see Figures 5.4 and 5.5),
we choose to focus on the feature maps whose activation was greatest. By
plotting the weight values of a feature map (4x11 matrix for feature maps
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within the first convolutional layer, 64x21 for the second), we visualize the
weight matrices ABCNet relies upon to make compartment predictions.
Figures 5.8 and 5.9 plot the weight values of feature maps present within the
first and second convolutional layers respectively. In both figures, ineffective
feature maps are displayed alongside those that are important. Both figures
demonstrate that distinct patterns are present in highly active feature maps,
notably window 3 (Figure 5.8) and window 68 (Figure 5.9), whose weights
appear very well-tuned. Distinct patterns emerge, wherein window 3 results
in a strong positive response for A and T nucleotides occurring next to each
other, along with a strong negative correlation for any other nucleotide.
Likewise, window 68 of the second convolutional layer places significant
emphasis on windows 3, 44 and 61 of the first convolutional layer.
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Figure 5.8: Convolutional layer one feature maps. Feature maps for the
first 16 kernels (windows) of ABCNet’s first convolutional layer. Kernels
within the first convolutional layer accept four channels, each channel representing the presence of one nucleotide (A, C, G or T, one-hot encoded.
A clear pattern within kernels 3 is seen, wherein significant emphasis has
been placed on an A nucleotide being followed by a T nucleotide.
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Figure 5.9: Convolutional layer two feature maps. Feature maps for windows 64 to 71 of ABCNet’s second convolutional layer. A clear pattern
within window 68 is seen, utilizing feature map output from the first convolutional layer in a very intentional manner, including window 3 from Figure
5.8.
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5.7.2

Genomic Sequence Logos

We can employ sequence logos to better understand ABCNet’s trained feature maps. Sequence logos [77] are used to depict genomic patterns of
nucelotides, represented using their A, C, G and T characters. These logos allow for the consideration of many different nucleotides occupying a
single genomic locus, where the nucleotide’s vertical height represents the
probability or importance of it residing at that current position. ABCNet
feature maps contain negative characters, mirrored along the x -axis, indicating a negative weighting to the presence of a given nucelotide in that
position. Figure 5.10 shows the sequence logo belonging to window 3 within
the first convolutional layer shown in Figure 5.8, containing both positive
and negative weighting. Alternatively, a more classical version of this is
seen in Figure 5.11, showing only positive weight values and not allowing
for negatively weighted positions to be included in the logo.
Sequence logos cannot be constructed for ABCNet’s second convolutional layer as this layer’s input does not represent nucleotides. However,
visualizing feature maps of the second layer provides insight into how first
layer’s output is utilized by the second layer. For example, each row within
window 68 (Figure 5.9) represents one of the 64 feature maps that make up
the first convolutional layer. Very high or very low weighting present in a
given row indicates strong significance in that particular feature map’s output. Looking then at the sequence logo of that desirable first layer feature
map can hint at one of the many patterns employed by the second layer
feature map. In this case, window 68 shows significant positive weighting of
windows 3, 44 and 61, as well as significant negative weighting of windows
20, 34 and 58. Visually, distinct patterning is present throughout window
68.
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Figure 5.10: Sequence logo of feature map three belonging to the first convolutional layer of ABCNet (window three of Figure 5.8). Both positive and
negative weightings are present for positions within the 11-nucleotide wide
window. Larger letters indicate a stronger positive or negative weighting
for that nucleotide.

Figure 5.11: Sequence logo of feature map three belonging to the first convolutional layer of ABCNet (window three of Figure 5.8), only excluding
nucleobases resulting in a negative activation. Better demonstrates the
models positive activation when an A nucleobase is seen in position 6, and
a T nucleobase is seen in position 7.

5.8

GC Content Reliance

Window 3 (see Figure 5.11) placed a strong emphasis on the presence of A
and T nucleotides within the genomic sequence. This feature map is therefore a strong indicator of genomic regions low in GC content. Comparing
average GC content counts between A and B compartment bins demonstrates a clear correlation between GC content and A/B compartments.
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Every chromosome within the mm10 reference genome has on average more
GC content within its A compartment bins when compared to B compartment bins belonging to the same chromosome (Figure 5.12).
We calculate the GC content ratio (GCR) (Eq. 5.1) between A and B
compartment bins as follows:

GCRc =

avg(A)c
avg(A)c + avg(B)c

(5.1)

where c is the current chromosome (i.e., chr1, chr2, etc.), and A and
B are the set of GC content counts of 100 kb bins within c for compartment A or B, respectively. The GCR metric compares average GC content
counts between A and B compartment bins for a given chromosome, where
ratios over 50% represent chromosomes whose A compartment bins contain
on average more GC content than B compartment bins. Comparing the
GCR metric calculated from the mm10 reference genome to the accuracy of
57 ABCNet model instances (three per chromosome) trained on the mm10
cortical neurons (CN) dataset begins to signify ABCNet’s reliance on GC
content, as shown in Table 5.11 and Figure 5.13, wherein a clear linear
correlation is seen. Finally, calculating both the Spearman and Pearson
correlations between GCR and ABCNet accuracy results in strong positive correlations of 94.38% and 93.93% respectively, again implying strong
correlation between A/B compartments and their GC content.
Based on Table 5.11 and Figure 5.13, ABCNet was shown to rely on
GC content to make accurate compartment predictions. ABCNet performs
worst on chromosomes 1, 7, 8 and 13 of the CN (mm10) dataset, with
accuracies of 70%, 56.4%, 66.8% and 73.5%, respectively. When considering
GCR, these chromosomes have relatively low GC content ratios of 51.9%,
50.6%, 51.9% and 51.8%, respectively.
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Chrom
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19

GCR
51.90%
53.58%
52.17%
53.43%
53.68%
52.98%
50.61%
51.91%
52.23%
52.41%
52.94%
52.10%
51.79%
52.63%
53.69%
52.93%
53.33%
52.03%
52.78%

ABCNet
Accuracy
70.01%
84.17%
70.21%
82.58%
81.17%
82.81%
56.38%
66.83%
74.66%
75.88%
81.08%
68.98%
73.48%
76.01%
84.85%
80.08%
81.09%
75.00%
79.48%

GCR ABCNet
Rank
Rank Acc Rank Difference
17
16
1
3
2
1
13
15
-2
4
4
0
2
5
-3
6
3
3
19
19
0
16
18
-2
12
12
-1
11
11
0
7
9
0
14
17
-3
18
14
4
10
10
0
1
1
0
8
6
0
5
8
-1
15
13
3
9
7
0
Spearman Corr: 94.38%
Pearson Corr: 93.93%

Table 5.11: GC rank. For each chromosome in the CN (mm10) dataset, the
GC content ratio (GCR) is listed, followed by ABCNet’s testing accuracy.
Also included are the ranked orderings of both GCR and ABCNet Accuracy.
From these ranks, the Spearman and Pearson correlation coefficients have
been calculated. Both Spearman and Pearson statistics result in strong
positive correlations between GC content ratios and ABCNet accuracies.
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Figure 5.12: A vs B compartment GC content. The mean GC content of
all A compartment bins (blue) and B compartment bins (orange) for each
chromosome of the CN (mm10) cell type is shown. For every chromosome,
the bins belonging to the A compartment contain more GC content overall
than those belonging to the B compartment. We can therefore see a strong
correlation between bin compartmentalization and GC content. Noteworthy is chromosome 7, wherein GC content is nearly equivalent between
compartment types.

5.9

Summary

ABCNet was applied to 27 different cell types/lines, demonstrating high levels of accuracy across all three data groups. When combined with DEFNet,
ABCNet accuracy on the primary data group was comparable to that of
SACSANN [16] while predicting directly from the reference genome. ABCNet routinely achieved accuracies over 70% across datasets within the secondary data group (hg19 reference genome), and again demonstrated comparable performance to SACSANN when trained on the hESC dataset (see
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Figure 5.13: GC content vs ABCNet accuracy. Comparison of ABCNet
accuracy vs. the GC content ratio for each chromosome of the CN (mm10)
dataset. A linear trend line has been fitted to the results, with an R2 = 89%,
indicating a strong linear fit between GC content and ABCNet accuracy.
That is, ABCNet performs better on chromosomes with a greater GCR.
Table 5.8). Finally, ABCNet was on average 70% accurate on cancerous
human cells.
ABCNet’s latent space was investigated, revealing a subset of feature
maps that were far more active than the rest. Genomic sequence logos were
generated from these feature maps, revealing distinct patterns indicative
of A and B compartments. It is possible these feature maps correlate to
known genomic features and elements such as GC content (shown clearly
for window 3 of Figure 5.8, and Figures 5.10, 5.11).
DEFNet was stacked on top of all ABCNet instances trained on the primary dataset group in an effort to leverage contextual information spanning
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multiple 100kb genomic bins. DEFNet increased the accuracy of ABCNet
models whose accuracy was below 80% by upwards of 2.14%.
Transitional regions of the genomic sequence (regions where the A/B
compartment is flipping from A to B or vice versa) were shown to be particularly difficult to predict. Removing 100kb bins whose PC1 value was
within 5% of the transitional boundary (PC1 value of 0.5) increased model
accuracies by over 3%. Furthermore, excluding ABCNet predictions near
the transitional boundary was also shown to improve model accuracy.
Lastly, GC content was identified as a significant indicator of A/B compartments, and ABCNet was found to heavily rely on GC content to make
accurate predictions. This reliance resulted in poor performance on chromosomes whose GCR (GC Content Ratio) approached 50% (ie. no significant
difference in GC content levels between A and B regions). Adv-ABCNet, a
derivative of ABCNet, was developed to minimize this reliance using an adversarial layer. Adv-ABCNet performed worse than ABCNet, however this
was expected as GC content is a significant indicator of A/B compartments.
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Chapter 6
Conclusion and Future work
A convolutional neural network for the prediction of PC1 compartment annotations, called ABCNet, was introduced in this thesis. ABCNet showed
great promise on 27 different cell types belonging to two types of species,
the house mouse and the human, as shown in Tables 5.1, 5.2 and 5.3,
achieving an accuracy of 89.71% on the mESC (mm10) dataset. Accuracies approaching 80% were seen when ABCNet was applied to healthy cells
belonging to the human (hg19) reference genome, and an average accuracy
of 70% was seen when evaluating ABCNet on 12 cancerous human cells.
DEFNet, a deep convolutional neural network, was developed to capitalize
on the tendency of genomic bins to continue as the same compartment as
that of their neighbours by smoothing ABCNet predictions in an intelligent
manner (Figure 5.2. When DEFNet was applied to poorly performing ABCNet model instances, model accuracy improved by up to 2.14%. Stacked
together, ABCNet + DEFNet’s accuracies were comparable to that of the
current state of the art, SACSANN [16], without the preprocessing steps required by SACSANN to extract TE and TFSB counts (Tables 5.7 and 5.8).
Furthermore, ABCNet + DEFNet exhibited lower volatility when making
predictions, indicative of greater model consistency across cell types (Figure
5.3).
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Investigation into ABCNet’s latent space was done by evaluating the
independent feature maps within ABCNet. Important feature maps (FM)
were first identified by recording feature map activation (FM output when
convolved across a training example) to identify those that were most active
(Figures 5.4 and 5.5) . Next, feature map windows were plotted visually,
wherein the most active windows were found to exhibit distinct patterns
(Figures 5.8 and 5.9). For feature maps present within the first convolutional window, genomic logos could be created to reveal the sequence
patterns captured within it (Figures 5.10 and 5.11). It was proven that
ABCNet relied on a small subset of feature maps by pruning 33% of the
convolutional windows present in the second layer. We hypothesize an
equivalent (or greater) percentage of feature maps could also be pruned in
the first layer with little detrimental effect to the models overall accuracy.
Further investigation into ABCNet feature maps may result in the discovery
of new genomic features. Alternatively, it may reinforce our understanding
of which transposable elements, transcription factor binding sites, or other
genomic features are important to the formation of A and B compartments
of a given cells genomic sequence.
ABCNet’s reliance on GC content was also identified to be a point of
weakness, wherein model performance would decrease as a chromosomes
GC content ratio approached 50% (Figure 5.13) . Adversarial ABCNet was
developed to reduce model reliance on GC content, employing an adversarial
layer to train the models latent space away from GC content prediction.
Careful consideration of GC content reliance should be considered during any future work on ABCNet or other work closely related to that of this
thesis. Designing machine learning models that are predisposed to learn
genomic elements of a greater complexity is likely important to achieve accuracies greater than those of ABCNet and Adv-ABCNet. SACSANN[16]
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has proven that a variety of TE’s and TFBS’s are indicative of A/B compartments, and a model capable of identifying these elements directly from
the reference genome would likely excel.
Evaluating ABCNet and other regression based neural networks using
their prediction error in addition to their prediction accuracy may paint a
clearer picture as to how a model is performing. If ABCNet were to predict
a PC1 value of 0.49, and the ground truth PC1 was 0.51, a very small error
of 0.02 would have been measured, much more telling of the true scenario
than the binarized representation. It would also account for the opposite,
wherein PC1 values of 0.02 and 0.49 belong to the same compartment but
the prediction error is actually 0.47. Even though the model was technically
correct, it was far off from the true PC1 value.

6.1

Future Work

There exist many avenues one could pursue in an effort to improve both
ABCNet performance and/or the analysis techniques used to investigate
its latent space. An improvement in model performance would likely lead
to stronger feature maps, and improved analysis techniques could highlight
areas of difficulty for the model.
Further refinement of the ABCNet neural network architecture with
the purpose of learning larger or more complex genomic features could be
completed in numerous ways. One could train the model to predict not
only the PC1 value of a given bin but also the TE counts and TFBS counts
utilized by SACSANN [16] directly from the reference genome, pushing the
model to learn feature maps capable of recognizing them. In doing so, the
model’s PC1 predictions may improve and possibly reduce model reliance
on GC content. Alternatively, reducing model reliance on a small subset of
feature map windows using techniques such as dropout at the feature map
level may increase model robustness and feature map diversity.
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Another approach would be to further explore the latent space of our
models. This exploration could be accomplished by decomposing the patterns represented by each feature map window, or evaluating where feature map windows are most active within a given genome to derive their
purpose. Identifying the genomic features utilized by ABCNet to predict
genomic compartments may reveal previously unknown genomic elements
or patterns responsible in part for the 3D conformation of a cells genome.
Revisiting prediction confidence (see Section 5.6) may also allow for a
better understanding of ABCNet models. Excluding or otherwise marking
uncertain bins as unknown can improve our understanding of individual
ABCNet predictions, while indicating which regions of a given genome may
lie outside of the expected distribution the model’s latent space represents.
Knowing when a model’s output is considered uncertain/unknown allows
for improved handling of the prediction in both scientific and real world use
cases. For example, one could “weight” predictions based on model confidence, or uncertain bins could be zeroed out or removed entirely from the
dataset (similar to how N type genomic positions are handled by ABCNet).
There exists significant research within the scientific community surrounding models capable of predicting their own confidence [78]. Models capable
of identifying input examples which lie too far out of the data distribution
to which they were fit (and therefore cannot be predicted on accurately)
is a promising field, and future work will continue to improve upon model
confidence.
Investigation into cross cell or multi cell learning could be done. What
performance might we expect if predicting the compartments of a human
genome using an ABCNet instance trained on the mouse genome? Are
genomic features indicative of A/B compartmentalization the same across
cell types or species? Prost and Cameron et al. [16] discussed the existence
of cross species indicators, wherein a SACSANN model trained on mESC
(mm10) was able to predict on hESC (hg19) with 80.8% accuracy [16],
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implying shared genomic features between the house mouse and human
species. ABCNet could also be trained to predict the five A/B subcompartments (A1, A2, B1, B2, B3) as discovered by Rao et al. (2014) [70],
potentially resulting in more concise compartment predictions.
Finally, one could train ABCNet on many cell types belonging to the
same species simultaneously in an effort to produce a general model applicable to all cell types belonging to it, be it the common house mouse or
human. Alternatively, training ABCNet on a variety of cells from different
species may also yield a strong generalized model capable of predicting A/B
compartments across many different species and cells. Expanding on this
idea, a similarity metric could be discerned from ABCNet by applying it
to a cell type it hasn’t previously seen and evaluating the accuracy of the
model. If ABCNet is able to effectively predict a cell type’s A/B compartments, the 3D conformation and/or sequence composition of the cell type
on which ABCNet was run and the cell type on which ABCNet was trained
is likely to be similar.

6.2

Conclusion

Reducing the need for expensive chromosomal conformation capture techniques, such as Hi-C, by predicting genomic compartmentalization directly
from the reference genome opens the door for commercialization of genomic
conformation analysis. Models such as ABCNet will be critical to the understanding and mass evaluation of genomic conformation. Further investigation into the latent space of ABCNet could lead to the discovery of previously unknown genomic elements or features responsible for a genome’s
3D structure.
Overall, there exists significant potential to advance our understanding
of the genome as well as our ability to apply that newfound knowledge. Everything from the food we eat to the medical treatments we receive depend
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in part on our understanding of the genetic instructions defined by the DNA
within us and the many organisms on which we rely. There is no doubt that
we should continue to push our understanding of these genetic structures
and continually improve the average humans quality of life. Genomics will
be critical to overcoming the many hurdles of this century, and the many
centuries to come.
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