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Visual attention and visual working memory—VWM; our short-term storage system for visual
information—are both inherently limited in their processing capabilities, yet critical to process,
and navigate through, our complex visual environments. How is it that attention and VWM
support efficient visually guided behaviour? A longstanding theory addressing this question
centers on the role of attention in regulating how we use VWM, suggesting that attention serves
as a filter to VWM, restricting access to goal-consistent information. The relationship between
attention and VWM, however, is more complex than this theory suggests and, moreover, is
reciprocal in nature—attention influences the way information is encoded in VWM and, in turn,
the contents of VWM guide subsequent attention. As such, the goal of the present thesis is to
explore the bidirectional interactions between attention and VWM, with a focus on the flexibility
with which the individual mechanisms operate, to extend our understanding of how attention and
VWM, although inherently limited, support efficient behaviour. Here I demonstrate that attention
regulates the flexible distribution of resources in VWM, but also that its contents can be flexibly
prioritized to serve different behavioural needs. Overall, top-down control influences the way
attention and VWM interact as part of a larger system that ultimately guides behaviour.
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INTRODUCTION
Our visual environments are complex. So complex, in fact, that the information available
in these environments at any given time exceeds the processing capacities of our brains. How,
then, are we able to effectively navigate through and engage with our environments? Somehow,
our brains must rapidly identify the visual inputs that are most relevant to a behavioural goal and
ensure that these inputs, and not those that are irrelevant or distracting, are selected for further
processing. As such, multiple cognitive abilities exist and interact to support the most goalconsistent selection, and processing, of visual information. When looking for a friend in a crowd,
for instance, visual working memory (VWM) often stores an internal representation, or template,
of the red t-shirt he was wearing that day, and this template then guides visual attention towards
information in the environment that is visually similar (i.e., red things). This interaction between
VWM and attention ensures that potentially relevant information is prioritized relative to
information that is not (i.e., blue things), enhancing the efficiency of your search.
Despite supporting the visual search process along with several other behaviours, both
mechanisms, but particularly VWM, are highly limited. The capacity of VWM—our short-term
storage system for visual information—for instance, is thought be limited to the equivalent of up
to four objects at a time (Cowan, 2001; Ma, Husain, & Bays, 2014). With such a severe capacity
limitation, how does VWM effectively support visually guided behaviour?
THE FILTER ACCOUNT
A prominent theory that addresses this question centers on the role of attention in gating
access to VWM. By this account, attention—specifically, feature-based attention—serves as a
filter to VWM, restricting any visual inputs that are not consistent with a current feature-based
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goal from being encoded. The groundwork for this theory was laid in 2005 when Vogel and
colleagues used electroencephalography (EEG) to measure contralateral delay activity (CDA)—
an event-related potential (ERP; a component of the EEG signal) thought to reflect VWM
storage (Vogel & Machizawa, 2004). The amplitude of the CDA component has been shown to
scale with the amount of currently represented information, such that greater VWM loads result
in greater CDA amplitudes. Specifically, Vogel and colleagues (2005) measured CDA
amplitudes while participants completed a series of trials in which they remembered the
orientations of bars presented in a specified colour on a cued side of a bilateral memory array for
a subsequent change detection task. Critically, they assessed performance across three memory
conditions: one that required them to encode the orientations of four colored bars (four targets,
no distractors), a second that required them to encode the orientations of two colored bars (two
targets, no distractors), and a third, critical condition that required them to encode the
orientations of two colored bars presented simultaneously with two differently colored distractors
(two targets, two distractors). The authors’ predictions centred on this critical condition: If
participants were able to effectively exclude distracting information from being encoded in
VWM, CDA amplitude in this critical condition should be comparable to the two target, no
distractor condition. If, however, participants were not able to effectively filter distraction, the
CDA amplitude in this critical condition would be comparable to the four target condition.
Indeed, those participants who demonstrated high change detection accuracy were able to
effectively exclude the distractors, while those demonstrating low change detection accuracy
were not. As such, the authors concluded that filtering underlies efficient VWM performance,
and that feature-based attention serves as the mechanism by which access to VWM is granted.
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Further support for this account later came from McNab and Klingberg (2008), who used
functional magnetic resonance imaging (fMRI) to identify the neural correlates of filtering—
specifically, activity associated with adopting a feature-based goal and preparing to filter nonmatching perceptual inputs for encoding. The researchers measured the effects of distraction on
the BOLD signal in human parietal cortex—the region thought to subserve VWM encoding and
maintenance (Todd & Marois, 2004)—and identified regions of the prefrontal cortex and basal
ganglia subserving the preparation to filter distracting information. Altogether, the authors
suggested that the prefrontal cortex adopts a goal and communicates goal-relevant information to
the basal ganglia, which then determines storage in parietal cortex, a theory that was later
popularized by analogy to nightclubs: parietal cortex is the VWM nightclub, the basal ganglia
serve as the club’s bouncer, and the prefrontal cortex writes the guest list (Awh & Vogel, 2008).
By the account described here, we compensate for limited VWM capacity by using attention to
ensure that it represents only the most relevant information.
Critically, the role for attention in regulating VWM encoding as described by this account
is quite limited. That is, attention is described as a simple ‘in or out’ filter system, with no
control over how item representations are encoded. Indeed, there is some evidence for variability
in the precision of successfully encoded representations in VWM (Bays, Catalao, & Husain,
2009; Wilken & Ma, 2004)—what additional role does attention play in the quality of memory?
This currently unanswered question is discussed below in greater detail, and has implications for
the assumptions of the simple filter account.
PRIORITIZATION IN VISUAL WORKING MEMORY
What do we do with this information once it is encoded in VWM? Following successful
selection and encoding, effective interaction with our environments requires the flexible and
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deliberate use of VWM contents to serve behavior. To ensure that VWM contents are used
effectively, representations in VWM can be strategically prioritized based on an individual’s
current goals. This prioritization takes at least two different forms. First, when a representation in
VWM is cued for maintenance, such as with a retroactive cue that indicates an item to be the
most likely target of an upcoming memory test, it is prioritized such that recall performance on
tests of this item is better than that of non-cued representations (i.e., the retro-cue effect; for a
review see Souza & Oberauer, 2016). Second, during visual search, the template of the search
target maintained in VWM is prioritized so that it uniquely interacts with attention, biasing
attentional selection towards visually similar inputs to aid search efficiency (Bundesen, 1990;
Desimone & Duncan, 1995; Duncan & Humphreys, 1989; Wolfe, 1994). The way that items in
VWM are prioritized for subsequent behaviour impacts the way they are represented, and the
role they play in supporting a current goal—whether the goal is to maximize performance on
recall- or detection-based memory tasks, or to enhance search efficiency when looking for a
specific target.
Interestingly, although it has been shown that VWM contents can directly support the
search process during visual search, representations in VWM do not always exert a biasing effect
over visual selection and, when such an effect is observed, not all VWM contents have access to
perception. Theoretically, this is adaptive—it would not, for instance, be advantageous for an
item currently stored in memory to bias visual attention towards perceptually similar inputs if it
was not intended to be a search target. What are the constraints on memory-driven capture?
MEMORY DRIVEN CAPTURE: THE DUAL-STATE MODEL
Visual working memory facilitates the processing of stimuli that match its contents
(Olivers, Meijer, & Theeuwes, 2006; Soto, Heinke, Humphreys, & Blanco, 2005). Olivers and
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colleagues (2006), for instance, presented participants with a to-be-remembered color and, after a
delay period, assessed their memory for it via a recognition test. To assess the attentional effects
of VWM representations, a visual search task intervened the delay period that required
participants to search for a target (i.e., a grey diamond among grey circles), and identify the letter
appearing inside of this target. Critically, on several trials a singleton distractor was included in
the search array, the color of which either matched that of the item currently being represented in
VWM or was unrelated to memory content. Previous work has shown that a salient distractor
captures attention (Theeuwes, 1991); however, here it was observed that attentional capture was
exacerbated when the singleton color matched that of the VWM representation, despite color
being unrelated to the search task. Thus, the authors concluded that VWM automatically biases
the orienting of attention to external stimuli.
Other researchers, however, have failed to observe this automatic orienting effect. In a
series of experiments by Downing and Dodds (2004), for instance, participants were asked to
encode two items at the beginning of each trial: one that would serve as the target of the
upcoming search task for that trial, and one that would serve as the target of a subsequent
memory test. Following the removal of the memory array, participants first completed a visual
search task that required them to indicate whether the previously defined search target was
present or absent, and then a memory test that required them to determine if the presented item
was the same as the previously defined memory target. Critically, on a subset of trials the
memory item reappeared in the visual search task as a distractor. On these critical trials, the
presence of the memory item did not influence search times—that is, the authors did not observe
any evidence of memory-driven attentional capture.
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To reconcile mixed evidence regarding the influence of VWM contents over selection,
Olivers and colleagues (Olivers, Peters, Houtkamp, & Roelfsema, 2011) proposed a dual-state
(or multi-state) model of VWM. The dual-state model suggests that representations in VWM can
be maintained in one of two states: An ‘active’ state, in which an item is deemed currently
relevant and its representation automatically guides attention, and an ‘accessory state’, in which
items are deemed prospectively relevant, and representations do not guide attention. According
to the dual-state model, the automatic biasing effect noted by Olivers et al. (2006) was a result of
VWM being loaded with only a single item—under this circumstance, the encoded item
automatically occupies the active position. In Downing and Dodds (2004), however, the memory
load on a given trial was two items—one actively maintained search target, and one concurrently
maintained memory item. Under this circumstance, the currently relevant search item is
classified as active, and the prospectively relevant memory item is classified as accessory. As
such, while a search template may be maintained in VWM concurrently with other memory
items, its classification in VWM ensures that it is the only item with access to perception.
An important hallmark of the dual-state model is that only a single item can be held
active at a given time. Support for this claim has come primarily from data demonstrating that
search performance is impaired when observers attempt to search for multiple items
simultaneously (Houtkamp & Roelfsema, 2009). Ort and colleagues (2017), for instance,
demonstrated that when two targets are identified for a single search, fixation dwell time is
prolonged while participants alternate between templates—a phenomenon known as a switch
cost. In their experiment, participants performed a visual search task using eye movements.
Specifically, the search array would appear in an unpredictable location on the screen and, to
complete the trial, participants were required to fixate on the search target. Critically, although
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two items were identified as search targets at the outset of the task, on a subset of trials only one
appeared in the array. The researchers observed reliable switch costs on trials where the identity
of the target alternated, suggesting that these critical trials required additional cognitive effort to
update and re-classify stored representations. In sum, the dual-state model describes the
circumstances under which the contents of VWM will guide attention—by this account, only
items that are classified as active may bias attention, and only a single representation may be
active at a given time.
Importantly, this account of how VWM influences attention allows for limited flexibility
in the use of VWM contents. That is, by its most stringent definition, the dual-state model does
not describe flexible use of a VWM representation to guide attention away from matching inputs
when necessary (Arita, Carlisle, &Woodman, 2012; Woodman & Luck, 2007), or any role for
accessory representations in guiding attention, even when behaviourally advantageous (Downing
& Dodds, 2004). Indeed, there is some support for increased flexibility in the literature, raising
the question, is such a strict dual-state account the most appropriate to describe the
VWM/attention interaction?
THE IMPORTANCE OF FLEXIBILITY
Thus far I have highlighted specific abilities that support efficient visually guided
behavior, and two prominent models that describe them. Specifically, the attentional filter
account describes the way that information is filtered for VWM encoding, and the dual-state
model describes the way those representations are modified and shaped for use during behavior.
As is evident from the above, the mechanisms that are at the core of these abilities (i.e., visual
attention and VWM) are inextricably linked: Attention regulates VWM encoding, the contents of
VWM are prioritized according to a behavioural goal and, in some cases, VWM representations
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guide the subsequent orienting of attention. Thus, in order to understand efficient visually guided
behavior it is critical to examine the reciprocal interactions between attention and VWM and the
abilities that they support. In doing so, we also test the constraints on these abilities that are
defined by the models that describe them. That is, it is likely the case that goals can be applied
more flexibly than the current attentional filter and dual-state models suggest, and it is this
flexibility that supports efficient behaviour.
Indeed, there is some evidence that top-down goals can be applied more flexibly than the
prominent theories discussed above might suggest—both during encoding as well as during
VWM maintenance. Since the conception of the original filter account, for instance, continuous
report VWM tests have made it possible for researchers to gather more information about the
quality of memories (Alvarez & Cavanagh, 2004; Wilken & Ma, 2004). Rather than reporting
whether a remembered stimulus had changed at test, participants instead re-create portions of the
remembered displays from memory (i.e., by selecting the remembered color from a continuous
color wheel). As a result, not only can researchers infer successful encoding of the item, but they
can also assess how precisely it was remembered. A critical finding stemming from this
paradigm is that VWM resources are not always equally distributed—that is, some
representations are recalled more precisely than others (Bays, Catalano, & Husain, 2009; Wilken
& Ma, 2004; Zhang & Luck, 2008a). Is attention more than a simple filter? If it is the case that
attention plays a role beyond filtering to ensure that resources in VWM are appropriately
distributed amongst encoded items, the simple filter account requires updating to account for this
capability. Perhaps a ‘filter and distribute’ account is a more appropriate description of
attention’s role in regulating VWM, where attention is more accurately defined as the
mechanism by which relevant information is prioritized for VWM resources.
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Further, although the dual-state model of VWM accounts for some flexible control over
how VWM representations are prioritized for use, there is some evidence to suggest that its
contents can guide attention more flexibly than the current theory states. Previewing a subset of
distractors during search, for instance, allows for their subsequent inhibition—an effect that is
thought to be supported by VWM (Al-Aidroos, Emrich, Ferber, & Pratt, 2012). In other words,
multiple items can be encoded in VWM and can simultaneously bias attention away from
matching stimuli. This presents at least one circumstance under which multiple representations in
VWM are capable of guiding visual search—a notion that is not accounted for by the dual-state
model. Like the simple filter account, there are data that challenge the most critical assumptions
of the dual-state account, suggesting that it, too, requires updating.
To understand how attention and VWM interact, it is important to evaluate how top-down
control may allow flexibility in these interactions. Although it is clear that attention and VWM
are closely linked, the nature of their influence is not well understood. It may be the case, for
instance, that the attention/VWM interaction is primarily cyclical, and their mutual influence is
mostly automatic and inflexible. On the other hand, their mutual influence may be dynamic,
flexible, and highly dependent on the current goal of the observer. As such, through investigating
the primary models describing the attention/VWM relationship and seeking to understand how
flexibly they interact, we gain insight into the role of top-down control in guiding when they do,
and do not, exert an influence over one another.
The overarching goal of the work described in this thesis is threefold. First, I aim to
extend the leading theories regarding the mechanisms that support visually guided behaviour—
namely, the attentional filter model and the dual-state model of VWM—by exploring how they
operate more flexibly than current theories suggest. Second, I aim to re-define the constraints on
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these mechanisms, identifying circumstances under which this flexibility is limited. Third, I aim
to explore the bidirectional relationship between attention and VWM more broadly—
specifically, how their flexibility and reciprocal interactions serve behaviour. As such, Chapters
1 and 2 focus on the role of attention in regulating VWM performance, and Chapters 4 and 5
focus on the inverse—the role of VWM in guiding attention.
In Chapter 1 I demonstrate how feature-based attention serves not only as a filter to
VWM, but also regulates the dynamic distribution of its resources relative to specific, predefined attentional goals. In Chapter 2 I explore the limits of this flexibility, directly comparing
the efficiency of goal-application using external versus internal attention. Chapter 3 provides an
interim summary, and Chapter 4 extends the boundaries of the current dual-state model by
demonstrating that the contents of VWM can be used flexibly and concurrently, both facilitating
and inhibiting matching representations within a single search. Finally, Chapter 4 identifies an
additional constraint on this capability, demonstrating a condition under which attentional
guidance is not observed. Taken together, the work presented here explores attention and VWM
as parts of a broader system, with efficient behaviour relying on their dynamic interactions.

CHAPTER 1: FEATURE-BASED ATTENTION REGULATES THE FLEXIBLE
DISTRIBUTION OF VISUAL WORKING MEMORY RESOURCES.
The information presented in this chapter has been published. Experiment 1 from the original
manuscript has been excluded here and, as such, portions of the introduction and methods in the
following have been adjusted for clarity. The original manuscript can be found here:
Dube, B., Emrich, S. E., & Al-Aidroos, N. (2017). More than a filter: Feature-based attention
regulates the flexible distribution of visual working memory resources. Journal of
Experimental Psychology: Human Perception and Performance, 43(10), 1843-1854.
doi: http://dx.doi.org/10.1037/xhp0000428
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Visual working memory (VWM) is foundational to many human behaviors. For example,
VWM plays an important role in supporting everyday tasks like visual search (Wolfe, 1994), and
individual differences in VWM ability consistently correlate with fluid intelligence (for a review
see Brady, Konkle, & Alvarez, 2011). Yet, the capacity of VWM is severely limited (Cowan,
2001; Ma et al., 2014). How can this memory system usefully support behavior when it can only
precisely represent an amount of information equivalent to about three or four visual objects?
One long standing theory attributes this capability to the role that feature-based attention plays in
filtering access to memory (McNab & Klingberg, 2008), an account made popular by analogy to
nightclubs: Feature-based attention is the bouncer in the brain that ensures only the best
information gains access to VWM (Awh & Vogel, 2008), in turn optimizing the use of this
limited resource. Nearly a decade later, however, there has been a shift in the way we
conceptualize VWM architecture, with much of the conversation now focusing on the flexible
distribution of resources within memory—a trait not readily attributable to the filter mechanism
as it currently stands. Thus, in the present study we revisit the filter account of how feature-based
attention regulates VWM performance.
ORIGIN OF THE FILTER ACCOUNT
The foundation to the filter account derived from work by Vogel and Machizawa (2004)
who recorded ERPs to the onset of lateralized visual memory arrays. Shortly after the onset of
the array, and persisting through the memory retention interval, a negative voltage was recorded
over the hemisphere contralateral to the memorized array. The amplitude of this component was
modulated by the number of remembered items and reached an asymptote at the same array set
size for which behavioral measures of VWM performance also plateau. The authors therefore
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suggested that this lateralized activity, which they referred to as the contralateral delay activity
(CDA), subserves the encoding and maintenance of objects within VWM.
Vogel and colleagues capitalized on this indirect measure of memory activity by using it
to examine the role of distraction in VWM performance (Vogel et al., 2005). Here, participants
were asked to memorize the orientations of a set of target lines presented in one color (e.g., red)
while ignoring any distractor lines presented in another color (e.g., blue), inducing participants to
prioritize items using feature-based attention. To assess whether participants were able to
successfully prevent distractors from being encoded in memory, Vogel et al. tested whether
varying the number of distractors affected the amplitude of the CDA. Interestingly, they found
that not only did some participants fail to ignore distractor items, but the ability to ignore
distractor items correlated with individual differences in overall performance on the memory
task. The authors reasoned that individual differences in VWM performance may not reflect how
much information an individual can store; indeed, under some circumstances low-performing
individuals may store more information (i.e., both targets and distractors) than high performing
individuals. Instead, differences in performance may be primarily determined by an individuals’
ability to filter distraction.
When relevant information is presented amongst distractors, how exactly is its selection
accomplished? McNab and Klingberg (2008) addressed this question with a functional magnetic
resonance imaging (fMRI) study designed to identify the neural activity associated with the
adoption of a feature-based goal and the accompanying preparation to filter out non-matching
distractors presented at encoding. Some trials of this study, referred to as distraction trials,
paralleled the design used by Vogel et al. (2005), though adapted for fMRI. On these trials,
participants were instructed to memorize the locations of a set of red circles that were either
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presented alone or with distracting yellow circles. By measuring the effect of the presence of
distracting stimuli on the amplitude of BOLD activity in parietal cortex—the fMRI index of
VWM encoding and maintenance (Todd & Marois, 2004)—McNab and Klingberg were able to
assess the extent to which participants unnecessarily stored the distracting yellow circles in
memory. The authors also extended this paradigm by including no-distraction trials for which
participants were instructed to memorize the locations of all stimuli, both red and yellow. By
testing for differences in BOLD activity following the instruction to either filter (distraction
trials) or not (no distraction trials), McNab and Klingberg identified areas of prefrontal cortex
and the basal ganglia that play a role in the preparation to filter distracting information. Of note,
activity in the globus pallidus in particular correlated inversely with the parietal measure of
unnecessary storage, suggesting that this region plays a critical role in filtering information to
determine whether or not access to VWM is granted. As Awh and Vogel eloquently suggested in
2008, when a feature-based goal is adopted, prefrontal cortex writes the guest list for the
nightclub and passes it along to the globus pallidus: the bouncer in charge of turning away
unwanted guests. Together with the findings of Vogel et al. (2005), this study provides a clear
picture of the cognitive and neural mechanisms through which feature based attention regulates
VWM performance by filtering distraction, and this filtering account continues to actively
influence investigations of VWM performance (Jost & Mayr, 2016; Liesefeld, Liesefeld, &
Zimmer, 2014; Vissers, van Driel, & Slagter, 2016).
REASONS TO QUESTION THE FILTER ACCOUNT
When the filtering account was first proposed, the leading framework defining VWM
architecture was the longstanding discrete capacity ‘slot’ model (Luck & Vogel, 1997)—the
fundamental claim of which is that VWM is divided into a limited number of slots capable of
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representing an item with fixed precision. According to this model, each individual’s upper limit
on VWM storage is defined by the number of equal-precision items that he or she can maintain
(i.e., the number of slots), and items that exceed this fixed capacity are forgotten. Under this
assumption, ensuring that these slots are filled with the correct information—a goal that can be
accomplished entirely with filtering—is indeed an effective way to control performance.
The assumptions of the discrete capacity model, however, have since been challenged,
primarily based on the results of a series experiments using partial report working memory tasks
(Bays, Catalano, & Husain, 2009; Wilken & Ma, 2004; Zhang & Luck, 2008a). In these tasks,
participants report one aspect of the probed memory item on a continuous scale (e.g., by
choosing a color on a color wheel) and, by examining the distribution of a participant’s responses
it is possible to identify how different sources of error contributed to their response biases. For
example, it is possible to estimate the frequency with which the participant failed to encode the
probed item and responded with a guess (guess rate), how often they reported the incorrect item
from the memory array (non-target errors), and, for items they did correctly remember, how
precisely those items were represented within memory (precision; Bays et al., 2009; Zhang &
Luck, 2008a; see also van den Berg, Awh, & Ma, 2014 for additional parameters that can be
estimated from partial report tasks). One of the major discoveries emerging from such tasks is
that memory precision is not fixed: When participants are told that one item in the memory array
is more likely to be probed than others, that item is represented with greater precision (Zhang &
Luck, 2008a), and precision also varies with the number of items that participants are asked to
remember (Bays & Husain, 2008). Based on these findings, variants of discrete capacity models
have been proposed that allow for changes in precision by, for example, using multiple memory
slots to encode a single item. As well, a competing class of models, termed continuous resource

15
models, has been proposed. According to this class of models, memory is not restricted to a fixed
number of slots, but can be divided across any number of items, with each division leading to a
reduction of precision (Alvarez & Cavanagh, 2004; Wilken & Ma, 2004). Thus, beyond
influencing whether an item is encoded in memory or not (i.e., filtering), feature-based attention
may also regulate the distribution of resources across items within memory.
Recent work has offered further support for the notion that VWM resources can be
distributed flexibly among items based on their task relevance (Emrich, Lockhart, & Al-Aidroos,
2017; Klyszejko, Rahmati, & Curtis, 2014; Zokaei, Gorgoraptis, Bahrami, Bays, & Husain,
2011). Using a varied number of spatial cues across multiple set sizes, Emrich and colleagues
manipulated the likelihood that certain items in the memory array would be probed, with cue
validity ranging from 8% to 100%. They observed that higher cue validity was associated with
higher subsequent memory precision. Interestingly, the relationship between cue validity and
precision followed a power law, which is the expected relationship if memory is accomplished
using a neural population code that is distributed across items based on cue validity (Bays,
2014). Equivalent patterns were also observed for other measures of memory performance,
including guess rates and non-target errors. In a similar study, Klyszejko and colleagues found
that varying the probability of feature-based cues affected the standard deviation of participants’
response errors, likely reflecting a change in precision, although a full investigation of response
errors was not conducted (Klyszejko et al., 2014). Similarly, when participants perceive two sets
of dots simultaneously moving in two distinct directions, memory responses are more precise
when one direction of motion is cued (Zokaei et al., 2011). Together, these studies reinforce the
flexibility of VWM representations, and point to a broader role for attention (generally speaking)
in regulating VWM performance.
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The assumptions that were widely accepted at the time the filter theory was proposed
have since been challenged, and examinations of VWM architecture have since centered more on
the flexible, dynamic nature of encoding and resource allocation—a process that is not easily
accomplished through filtering alone. In fact, when we revisit the data on which the original
filter account was based, there is evidence that activity in the globus pallidus of the basal ganglia
associated with the preparation to filter may actually serve a broader function than simply
blocking the encoding of distractors. Specifically, Emrich and Busseri (2015) reanalyzed the
original dataset that linked decreased activity in the globus pallidus to the inefficient encoding of
irrelevant information (McNab & Klingberg, 2008). Their analysis revealed that, although this
neural activity is a strong predictor of the encoding of distracting information, the encoding of
distracting information is not an important or sufficient predictor of memory performance once
other factors are accounted for. Rather, performance was strongly predicted by the level of
activity in the globus pallidus directly, suggesting that this activity (previously associated with
the preparation to filter information out) may actually be involved in more processes than once
thought. Along with the numerous developments about VWM architecture, this development
highlights the importance of revisiting the filter account. Specifically, there seems to be a need to
broaden our understanding of the ways in which attention—particularly feature-based
attention—contributes to VWM performance.
EXPERIMENT 1: INTRODUCTION
In the present study we re-examine the role of feature-based attention in regulating VWM
performance: Does feature-based attention affect aspects of performance unrelated to filtering,
can evidence of filtering be found after controlling for any such other effects, and, if so, how
flexible is control over feature-based attention? Given that these questions serve to extend our
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understanding of the filter account, we have adapted the paradigms employed in the original
papers. Namely, in McNab and Klingberg (2008), and Vogel, McCollough, and Machizawa
(2005), the memory arrays included distractors that were entirely task irrelevant. In contrast to
this, in the present study each individual item in a given memory array is always at least
minimally relevant. This allows us to assess participants’ memory for these items relative to
those which are more highly prioritized. Participants completed a partial report procedure in
which they memorized the colors of six items (squares and circles) presented in a display, and
we manipulated feature-based attention by instructing participants that one shape was always
more likely to be probed for recall than the other. To assess the flexibility of attention we
manipulated the strength of the feature-based goal so that, across blocks, the likelihood of
probing an individual item ranged from 16.6% to 100%. According to the original description of
the filtering account, this probability manipulation should have minimal impact on memory
performance across this broad range, with the exception that performance should be better on
tests of the high probability shape relative to low. We also estimated the contribution of guesses,
non-target responses, and memory precision to participants’ errors. To the extent that featurebased attention acts as a filter, we should see effects of attention on guess rate. Beyond
determining which items are, and are not, represented in memory, attention may also affect how
items are represented, and we assessed such changes through non-target errors and precision. To
preview our results, the value of the attentional goal affected all measured aspects of memory
performance, suggesting that feature-based attention flexibly regulates multiple aspects of VWM
performance, both by filtering and by redistributing resources within memory.
Experiment 1 served as a comprehensive examination of memory performance across a
wide range of probabilities that was made possible through separate manipulations of the number
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of high and low probability items in the memory display. This goal was principally motivated by
the desire to assess changes in memory performance as a function of a changing top-down goal,
but also by a recent report examining manipulations of spatial attention. In this report, Emrich
and colleagues (2017) demonstrated that memory precision (i.e., performance on model
parameters reflecting representational quality) changed as a power law function of probe
probability, which is the predicted relationship if memory is distributed by dividing a neural
population code amongst multiple VWM representations (Bays, 2014). Accordingly, here we
assessed the effects of feature-based attention across the range of probabilities by fitting each
measure of memory performance to probability using a power law, and testing for a non-zero
exponent parameter.
EXPERIMENT 1: METHODS
PARTICIPANTS
Twenty-seven undergraduate students from the University of Guelph (ages 18-23, M =
18.89) participated for partial course credit or $10. Two participants did not complete the
experiment, resulting in a final sample of 25. Participants had normal or corrected-to-normal
vision and no color blindness.
STIMULI, APPARATUS, AND PROCEDURE
Participants reported the colours of memory items using a 360-degree color wheel. The
color wheel used in all reported experiments was created based on the CIELAB color space with
the intention that colors would differ only in hue and not in luminance, and the perceptual
difference between two adjacent colors anywhere on the wheel would be comparable. This color
wheel was calibrated to experimental monitors using a colorimeter (Konica Minolta CS-100A)
and the color wheel was adjusted for each monitor. The colors of memory items on each trial
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were randomly selected from the color wheel with the constraint that all colors were separated by
a minimum of 40 degrees on the wheel. All stimuli were viewed on a 1280 x 1024 CRT monitor
using a 75 Hz refresh rate with a grey background, and viewing distance was fixed at 57 cm
using a head and chin rest. See Figure 1 for a schematic of the trial array.

Figure 1. Example trial sequence from Experiment 1. Actual stimuli were presented on a grey
background.

Memory array stimuli were six 1° x 1° colored circles and squares, equally spaced around
a central fixation point, visible on screen for 500 ms. Participants were asked to memorize the
items and, following a 900 ms delay, a black outline of each stimulus in the original memory
array reappeared on the screen surrounded by a color wheel, and one item was probed (outlined
in bold). Participants indicated the color of the probed shape as it appeared in the initial array by
clicking the corresponding color on the color wheel surrounding the test array. Trials were
blocked by condition, and at the beginning of each block participants were provided with
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instructions indicating the high-probability shape, the proportion of the memory array that would
match the high-probability shape (one, two, three, or all six items), and how predictive this cue
would be of the identity of the probe (ranging from 33% to 100%). There were seven conditions
in total, across which we manipulated both the proportion of high- and low-probability items and
the predictive validity of the featural cue. Table 1 presents the number of high- and lowprobability items in each condition, along with the probability that any individual item would be
probed. Participants completed a total of 1,200 trials, with a division of trials among blocks that
allowed for 100 high-probability trials per condition (the required minimum for reliable
modeling).

Table 1. Probe Likelihoods for High and Low Priority Items Across Trial Types
High probability items

Low probability items

Number of items

Probability (%)

Number of items

Probability (%)

Condition 1

1

100

0

N/A

Condition 2

1

50

5

10

Condition 3

1

33

5

13.4

Condition 4

2

50

0

N/A

Condition 5

2

33

4

8.25

Condition 6

3

33.3

0

N/A

Condition 7

6

16.6

0

N/A

ANALYSIS
We assess VWM performance using a number of measures all based on raw response
error (i.e., the angular degree of distance between the color of the probed item and the
participant’s response). We first calculated the variability of responses for each probability
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condition by taking the standard deviation of participants’ response errors (SDresponse). Here,
lower values reflect responses distributed more closely around the target color, which we
interpret as generally reflecting more precise representations in VWM.
Using a three-parameter mixture model (Bays et al., 2009), we further broke raw
response errors down into three separate components that each reflect different aspects of VWM
performance. This model asserts that three different distributions contribute to the likelihood of a
given response: a uniform distribution reflecting the proportion of random guesses; a Von Mises
distribution reflecting the proportion of responses centered around the actual color of the probed
item, the standard deviation of which is inversely related to VWM fidelity; and the proportion of
reports that are centered around non-probed items (i.e., ‘swap’ reports of non-targets, likely a
consequence of a spatial binding error). In order to account for these non-target errors, Bays and
colleagues developed this three-parameter mixture model from the standard two parameter
mixture model proposed by Zhang and Luck (2008a) which included only a uniform distribution
and a von Mises distribution. For the precise mathematical definition of this model see Equation
2 in Bays et al. (2009). We used Maximum Likelihood Estimation (MLE) to decompose raw
errors into these three parameters via MATLAB and the MemToolBox library (Suchow, Brady,
Fougnie, & Alvarez, 2013).
It has been argued that some variability in memory performance is a consequence of
random fluctuations in memory fidelity across items within a trial, and this source of variance is
captured in a class of models termed variable precision models (Fougnie, Suchow, & Alvarez,
2012; van den Berg, Shin, Chou, George, & Ma, 2012). To assess whether any observed effects
of our probability manipulation are influenced by also accounting for random fluctuations in
fidelity, we modelled SDresponse using a variable precision model that has been previously shown
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to provide a good account of memory performance: the VP-A-NT model reported by van den
Berg et al. (2014). This model assumes that memory is a continuous resource distributed across
all memory items and, as such, it does not include a parameter reflecting random guesses. This
model does, however, estimate how an item’s precision (𝐽)̅ changes as a power law function (α)
of the number of memorized items. Further, along with the contribution of random fluctuations
in memory fidelity, this model estimates how the likelihood of making non-target errors changes
with set size (NTslope). Model fitting was accomplished via MATLAB and a collection of
functions provided by van den Berg et al. (2014). Notably, the code was adjusted to allow for our
probability manipulation to replace the traditional set size manipulation—to accomplish this we
input “set size” as the inverse of probability (Emrich et al., in press). Our primary interest was
whether this variable precision model would reveal comparable effects of our probability
manipulation on precision (α) and non-target errors (NTslope) to those revealed by the threeparameter mixture model.
We collapsed across condition and treated probability as the predictor of performance.
We fit metrics of VWM performance to probability using a power-law function, and tested for
relationships by comparing the exponent parameter against zero (i.e., no relation). We also report
the proportion of variance explained (R2) for all metrics as a measure of goodness of fit. There
were two exceptions to this analysis. We do not report an R2 value when fitting 𝐽 ̅ to probability
given that 𝐽 ̅ is, itself, calculated using a power-law function. We also tested for linear changes in
non-target errors (NTslope) in the variable precision analysis, rather than fitting to a power law
function, to match the assumptions of the VP-A-NT model.
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EXPERIMENT 1: RESULTS AND DISCUSSION
The relationships between metrics of VWM performance and probability are depicted in
Figure 2 and Table 2; the latter also reports additional parameters of the variable precision
model. Prior to conducting analyses on mixture model parameters, we removed any condition
data for each participant with model fits characterized as outliers. Specifically, we removed
model estimates if guess rate equaled zero (these tended to be associated with an inflated
corresponding standard deviation parameter), or standard deviation fell below 5 degrees or above
105 degrees (the value associated with random selection of colors). If more than 25% of a given
participant’s data was removed, we removed the entire participant. This resulted in the complete
removal of one participant, and the removal of a single condition for nine other participants. The
mixture model analyses also identified a minimal contribution of non-target errors (< 1% of
trials), and we did not examine the relationship between this parameter and probability. Some
variance was attributed to non-target errors in the variable precision model and, thus, we did
examine this relationship through the NTslope parameter. All measures of working memory
performance varied statistically significantly with probability, with the power-law function
providing a good description of the relationship where appropriate (all R2-values > .7): SDresponse,
t(24) = -13.12, p < .001, R2 = .708; mixture model guess rate, t(23) = -5.38, p < .001, R2 = .807;
mixture model standard deviation, t(23) = -3.56, p = .002, R2 = .915; variable precision α, t(24) =
-10.08, p < .001; variable precision NTslope, t(24) = 5.38, p < .001.
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Table 2. Average VP-A-NT parameter values
VP-A-NT Parameters

Experiment 1

𝐽̅1

α

Τ

κr

NTslope

702.50

-1.30

2097.76

23.66

.00019

Figure 2. Effects of the probe likelihood manipulation on various measures of VWM
performance. Probe likelihood reflects the probability that the probed item would be selected as
the probe at the beginning of the trial. (A) SDresponse at each probe likelihood. (B) For
comparability with the measures of precision visualized in this figure, 𝐽 ̅ (Jbar) is plotted as 1/𝐽 ̅ so
that smaller values reflect better VWM performance. (C) Estimates of guess rates and (D)
standard deviations derived from the mixture model.
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Together, the reported analyses of SDresponse, mixture model parameters, and variableprecision model parameters, reveal a consistent interpretation of how feature-based attention
influences VWM performance. On the one hand, in line with filtering accounts, the observed
effect of probability on guess rate indicates that one role of attention is to influence whether or
not an item will be encoded in memory. Interestingly, we advance our understanding of this
attentional filter by demonstrating that it can be employed flexibly so that the likelihood of
encoding an item in memory varies with the probability with which that item will be probed. On
the other hand, feature-based attention also regulates other aspects of VWM performance. As the
value of a feature-based attentional goal increases, items matching that goal are represented with
greater precision and are less likely to be misreported as a non-target. Thus, similar to the effect
on guess rate, here attention regulates performance flexibly based on the value of the attentional
goal.
Thus, these data support the conclusion that feature-based attention regulates more than
filtering in three ways: First, numerous measures of VWM performance vary with probability,
revealing a consistent interpretation that item strength and fidelity are affected by goal value.
Second, changes in performance do not appear to be limited to just high-probability items, but
extend across the range of measured probabilities (8.25% to 100%). Third, changes in
performance appear to vary with probability as a function of a power law, and this fit appears to
be particularly strong for measures of precision (both in the mixture model and variable precision
model analyses). While a formal comparison of competing models is necessary to assess if a
power-law function provides the best fit of this data, these results are nevertheless consistent
with the flexible division of a continuous VWM resource that is distributed across all memory
items based on the probability that each will be probed. These clear effects on precision provide
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a strong demonstration that, beyond filtering, feature based attention regulates how precisely an
item is represented in memory.
CHAPTER 1: DISCUSSION
Taken together, the data reported here support the conclusion that feature-based attention
does more to regulate VWM performance than simply restrict the encoding of distractors.
Beyond filtering, feature-based attention also redistributes resources in VWM across items
according to their relative likelihood of being probed in a subsequent memory test. Here, we
demonstrated that this distribution can be based on priorities assigned to specific shapes in an
array. We focused specifically on feature-based attention given our intention to address the
original filter account, support for which has come from tasks where participants filter items
based on their features. However, our larger body of work extends beyond feature-based
attention, providing evidence that manipulations of spatial attention have the same consequences
for behavior in VWM tasks as those reported here (Emrich et al., 2017). Thus attention, in
general, seems to regulate VWM performance by filtering and distributing resources to items in
accordance with the goal of the observer.
The suggestion that attention plays a broader role during encoding—and that the breadth
of this role is actually better captured by a filter and redistribute account rather than filtering
alone—fills an important gap in the existing literature. As we discussed previously, in revisiting
the data reported by McNab and Klingberg in 2008 (i.e., the data that served as one of the
fundamental bases for the original filter account), our colleagues demonstrated that VWM
performance is better predicted directly by activity in the globus pallidus, previously termed
‘filter set activity’, than indirectly through neural measures of unnecessary storage (Emrich &
Busseri, 2015). Emrich and Busseri concluded that ‘filter set’ activity is associated with more
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than just filtering, and that perhaps we should “give the bouncer a raise”. We can now speculate
with some confidence that variance in this activity also reflects the strategic distribution of
resources.
INTERPRETING GUESS RATES
There is ongoing debate regarding the architecture of VWM—is it a fixed number of
discrete slots or a continuous resource that can be flexibility divided—and, at times, a major
point of contention within this debate has been the existence of guessing (Bays et al., 2009; Luck
& Vogel, 2013; Zhang & Luck, 2008a). Whereas discrete capacity models of memory predict
that guessing should occur any time the memory array exceeds the number of slots, continuous
resource models initially argued that, since resources can be divided evenly among all items in
an array, observers never actually guess. Here we show that, when you allow for the
redistribution of VWM resources by attention, both the discrete and continuous resource models
can reasonably predict guessing behavior. That is, by strategically prioritizing memory items,
there will at times be circumstances under which guessing on a subset of trials is a consequence
of the strategy adopted by the observer (i.e., when some items are assigned zero priority).
Here we assessed how the various parameters of VWM performance (including guess
rate) change across a wide range of probabilities, allowing us to examine the nature of these
changes. Interestingly, all tested measures—VWM error (i.e., SDresponse), guess rates, and both
reported measures of precision (i.e., the SD parameter of the mixture model and 𝐽 ̅ values derived
from the VP-A-NT model)—were reasonably explained by a power law relationship with probe
probability. Similar power law relationships for these parameters were also observed by Emrich
et al. (2017), following the manipulation of spatial attention. The effect on measures of precision
is, perhaps, not surprising given that Bays and Husain (2008) showed a similar relationship
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between precision and memory load; the authors argued that if VWM items are represented by a
neural population code, then the predicted effect of dividing this code among items is a decrease
in precision that follows a power law. Why does guess rate exhibit the same relationship? One
possibility is that guesses are not a direct consequence of filtering, rather an indirect consequence
of the redistribution of resources within VWM. That is, if dividing VWM resources also causes
an increased likelihood of failing to encode, maintain, or recall items, this would explain why
guess rate followed the same power law relationship as precision. Though interesting in theory,
this idea will require more investigation in order to formally assess, including a comprehensive
examination of whether a power law function provides the best explanation of changes in guess
rate.
WHEN DOES AN ATTENTIONAL GOAL INFLUENCE MEMORY PERFORMANCE?
The effects of attention on VWM performance could reasonably be arising at any stage of
information processing from initial perception to VWM maintenance. Indeed, many documented
effects of feature-based attention are measured during purely perceptual tasks (i.e., where visual
information is accessible to the retina; e.g., Maunsell & Treue, 2006; Moore & Egeth, 1998;
Sàenz, Buraĉas, & Boynton, 2003). Moreover, for arrays of information presented
simultaneously, such as the memory arrays in the present study, activity associated with colorbased attention is measureable in humans as early as 100 ms post stimulus onset (Zhang & Luck,
2008b), suggesting an early perceptual locus.
While there are well-established effects of feature-based attention on initial perception,
there is reason to question whether these perceptual effects are the source of the biases to VWM
performance observed in the present study, in particular those on precision. Specifically, there is
little evidence that feature-based attention influences the quality of perceptual representations—
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an effect that would translate well to our observed effects on VWM precision—rather, the data
point to a different effect. Namely, feature-based attention appears to alter the priority of stimuli
in the visual field, such that stimuli possessing relevant features are processed first (Moore &
Egeth, 1998). For example, feature based attention has large effects in tasks where multiple
stimuli compete for representation, such as visual search (Bacon & Egeth, 1997; Kaptein,
Theeuwes, & van der Heijden, 1995), but only minimal effects when stimuli are presented one at
a time, such as rapid serial visual presentation tasks (Farell & Pelli, 1993). Thus, the effects of
feature-based attention on initial perception are only measureable when stimuli are in direct
competition with one another for representation, which is consistent with behavioral data (Moore
& Egeth, 1998) suggesting that feature-based attention alters priority rather than resolution.
Consequently, the difference in the nature of the effects of feature-based attention on initial
perception and VWM points to the possibility that some of the effects observed in the present
study are not simply a by-product of biases to initial perception.
Further, there is evidence that when information pertinent to an attentional goal is
provided after VWM encoding (i.e., in the form of a retro-cue displayed after the removal of a
memory array), it can reliably affect VWM performance. The presentation of a spatial retro-cue,
for instance, enhances change detection (Griffin & Nobre, 2003; Sligte, Scholte, & Lamme,
2008), and can affect the estimates of both guess rate as well as precision derived from a partialreport task (Gunseli, van Moorselaar, Meeter, & Olivers, 2015a). It is likely that the effects
observed in the present study reflect biases of feature-based attention to multiple stages of visual
representation. In any case, attention is undoubtedly having a lasting influence on VWM
performance in a way that is not accounted for by the existing filter account.
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RECIPROCAL INTERACTIONS BETWEEN VWM AND FEATURE-BASED ATTENTION: EVIDENCE
FROM VISUAL SEARCH

Beyond understanding the limitations on VWM capacity, assessing the role that attention
plays in regulating VWM performance is important for understanding other behaviors. Visual
search, for instance, relies heavily upon both feature-based attention as well as VWM: Attention
prioritizes information for access to VWM based on its belonging to a relevant category or
possessing a relevant feature and, when selected, the items in a search array are assessed relative
to a search target maintained actively in VWM (Bundesen, 1990; Desimone & Duncan, 1995;
Wolfe, 1994). Feature-based attention, thus, guides visual search and, when additional
information (such as which targets are most likely to be relevant) is available, an observer can
likely capitalize on this information to improve search. Moreover, as is evident in visual search,
the relationship between VWM and attention is not unidirectional: As shown in the present
study, feature-based attention biases the contents of VWM; however, there is also a body of
work demonstrating that the contents of VWM bias feature-based attention (Olivers et al., 2011).
While further investigation is required to assess whether the effects of attention on memory can
reciprocally alter the effects of memory on attention (Hollingworth & Hwang, 2013),
understanding this potential interplay between attention and memory will be an important step
for fully understanding how feature-based attention regulates memory in everyday tasks like
visual search.
THE LEAKY FILTER ACCOUNT
Thus far, we have described our data as evidence that, beyond acting as a filter that gates
access to memory, feature-based attention allows the strategic distribution of resources within
memory. There is, however, an alternative interpretation. We have long known that the filter
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mechanism is imperfect (McNab & Klingberg, 2008; Vogel et al., 2005), occasionally allowing
distracting information to leak into memory. Perhaps participants in our study treated lowprobability items on a given trial as distractors to be ignored, and our observed changes in
memory precision are simply a consequence of strategic control over the leakiness of the filter
used to exclude the distractors. For example, in the current experiment, as the likelihood of
probing high-probability items decreased, the associated precision decreases may simply have
been a consequence of more low-probability items being encoded in memory, creating increased
competition for memory resources. By this leaky filter account, the decreases in precision are a
consequence of the encoding of more items in VWM (with equal precision), rather than the
strategic reallocation of some resources from high- to low-probability items.
One way to contrast these two accounts is to compare the precision of high- and lowprobability items from individual conditions within our study. Whereas our original strategic
distribution account predicts high- and low-probability items within a condition should be
encoded with higher and lower precision, respectively, the leaky filter account predicts no
difference, because resources are distributed evenly across all encoded items. This comparison is
most easily accomplished using our Condition 2 precision data (𝐽)̅ , where one high-probability
item was cued (50%), leaving five low-probability items (10% each). Consistent with the
strategic distribution account, high-probability items (M = 190.64, SEM = 39.33) were
remembered with statistically significant greater precision than low-probability items (M =
37.66, SEM = 8.34) in this condition, t(23) = -4.87, p < .001. Though these data are most
consistent with our original interpretation, more work is necessary to completely disentangle
these two accounts and isolate the mechanism by which the strategic control over VWM
performance is possible. You might consider, for instance, that a filter in the traditional sense
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does not exist at all, and that the way to keep items out of VWM is simply to assign them zero
resources. On the other hand, perhaps it is best to think of our effects as being accomplished
through a filter alone that can both regulate the likelihood that items are encoded and their
precision. Regardless, we believe that the message of the present data is the same: A simple
interpretation of the filter account in which feature-based attention gates access to memory is
insufficient; feature-based attention also allows the strategic distribution of resources within
memory.
SUMMARY AND CONCLUSION
Here we discuss both existing and new data to offer an extended function of the filter
mechanism proposed nearly a decade ago. Rather than granting access to VWM resources to
individual items in an all-or-none fashion, attention plays a more sophisticated role, determining
the relative priority of the items competing for VWM representation and assigning VWM
resources to each that are proportional to their value. This broader role for attention suggests that
the original framework describing how attention controls VWM performance requires updating:
The filter mechanism, described as the “bouncer in the brain”, is, indeed, doing more than just
bouncing irrelevant information, or granting or denying guests access to a nightclub. We suggest
that, in addition to gating access to VWM resources, this bouncer also acts as the hostess of the
nightclub, determining VIP status and, consequently, how much of the club’s valuable resources
should be allocated to a given guest based on his or her relative importance.
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CHAPTER 2: LIMITS TO THE FLEXIBLE REDISTRIBUTION OF RESOURCES IN
VISUAL WORKING MEMORY AFTER ENCODING

Content in this section is taken from the following manuscript in preparation:
Dube, B., Lockhart, H. L., Rak, S., Emrich, S. E., & Al-Aidroos, N. (in prep). Limits to the
flexible redistribution of resources in visual working memory after encoding.

To compensate for our complex visual environments, attention acts as a filter that gates
access to VWM (Awh & Vogel, 2008; McNab & Klingberg, 2008), prioritizing aspects of a
visual scene that are congruent with a behavioral goal for encoding. The work described in
Chapter 1 has highlighted the efficiency with which this mechanism operates: The prioritization
of visual information is flexible, such that items that are most relevant (i.e., those that have a
greater likelihood of being relevant for a given task) will be allocated a greater share of VWM
resources. The distribution of these resources is strategic, and the fidelity of a given
representation held in memory will parallel its relative importance (Dube, Emrich, & AlAidroos, 2017). Importantly, however, this capability has only been identified when a goal is
known to the observer while visual information is still present in the environment. In reality, a
behavioral goal may be adopted after encoding has taken place. That is, you may not know the
relative priorities of remembered items until after they have been removed from view. In the
present study, we investigate whether the same flexibility is observed in the re-distribution of
resources among remembered items when a behavioral goal is adopted after encoding.
THE STRATEGIC DISTRIBUTION OF VWM RESOURCES AT ENCODING
An early theory describing the role of attention in regulating VWM performance
described it as a filtering mechanism, whereby items in the environment that are consistent with
a given goal are prioritized for encoding at the expense of irrelevant information (Awh & Vogel,
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2008; McNab & Klingberg, 2008). By this account, attention works to minimize the likelihood
that distracting information will unnecessarily consume capacity. Our recent work has extended
this account and expanded on the role that attention plays in this process. Specifically, not only
does attention gate access to VWM resources, but it determines the proportion of those resources
that are allocated to the individual items that are encoded.
For instance, if an observer’s goal is to precisely recall the colour of a shape presented
among others in an upcoming memory test, the knowledge that the square is the shape that will
most likely be tested will benefit performance, and manipulating how likely that square is to be
the target of the upcoming memory test will determine the size of that benefit. In our recent
work, we had participants remember the colours of either 4 or 6 shapes (2 circles and 2 squares,
or 3 circles and 3 squares) presented concurrently in a memory array. Across four separate
blocks of trials, we manipulated the likelihood that a given shape would be probed for a memory
test on each trial (i.e., one of the circles or one of the squares) via a probability assignment (i.e.,
60, 70, 80, or 90% likely) communicated to them at the beginning of each trial. Increases in
probe likelihood resulted in proportional increases in the likelihood that a goal relevant shape
would be encoded, and also in the precision with which its colour was reported at test. That is, a
shape that is 80% likely to serve as the target will be remembered more frequently, and with
greater precision, than when that shape is 60% likely to be probed (Dube et al., 2017). Thus, the
value of a feature-based attentional goal, when known by the observer prior to encoding,
determines how VWM resources are distributed among encoded items.
This effect has also been noted with spatial, rather than feature-based, attention. Emrich and
colleagues (2017) provided spatial cues concurrently with a memory array consisting of a
various number of colored squares. Across conditions, they manipulated the number of cues used
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as well as their validity, thereby manipulating the probe likelihood of the individual items in the
array across a range of probabilities. Here it was again shown that greater probe likelihoods are
associated with better memory performance—that is, these items are more likely to be
remembered, and are remembered more precisely. In fact, memory performance was better
predicted by attentional priority than by set size, highlighting its importance in regulating VWM
performance.
Importantly, the effects of both feature-based and spatial attention on the flexible distribution
of VWM resources have only been noted under circumstances in which goal relevant
information was provided prior to encoding. That is, when the relative priorities of items in a
memory array are known at the time of its presentation, those priorities are used in determining
how those items will be represented. Goal-defining information, however, is not always available
at the time of encoding. Indeed, some goals are adopted after encoding has already taken place
during the maintenance of VWM representations that were originally encoded with equal
priority.
THE SENSITIVITY OF VWM REPRESENTATIONS DURING MAINTENANCE
There is growing evidence that the representations that are maintained in VWM across
memory delays are not static, and that they continue to be shaped during maintenance. Spatial
cues presented after encoding, for instance, will improve performance on tests of the cued item
relative to a baseline (Griffin & Nobre, 2003; Gunseli, van Moorselaar, Meeter, & Olivers,
2015b; Lepsien, Griffin, Devlin, & Nobre, 2005; Matsukura, Luck, & Vecera, 2007). These cues
are presented after the decay of iconic memory, suggesting that the benefits to performance that
they afford are instead due to internal shifts of attention towards the cued representation in
memory, as opposed to external shifts of attention to perceptual information that is currently
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visible (see Sligte, Scholte, & Lamme, 2008). Griffin and Nobre, for instance, presented
participants with an array of four differently colored crosses, one of which was tested for recall
at the end of the trial (i.e., does the probe stimulus match the item originally presented in this
location?). The design consisted of non-cued trials as well as cued trials, during which
researchers provided participants with either a pre-cue (i.e., a cue presented before the onset of
the memory array) or a retro-cue (i.e., a cue presented 1,500-2,500 ms following the removal of
the memory array) that indicated to participants which of the four stimuli was most likely to be
tested on that trial. Both pre- and retro-cues were 80% valid; that is, they correctly cued the tobe-tested item or representation on 80% of cued trials. The researchers found the same pattern of
benefits across both cue types. Namely, accuracy was better on validly cued trials than on noncued trials, and worst on invalidly cued trials, in both pre- and retro-cue conditions. Thus,
retrospectively indicating to participants which representation in VWM should be prioritized—or
to which item in VWM they should shift their focus of internal attention—benefits performance
on tests of the cued representation, and hinders performance on tests of the non-cued
representations.
Such retroactive shifts of attention modulate the contents of VWM and, interestingly,
ongoing retention can be adjusted based on task demands. In a double retro-cue paradigm, for
instance, the costs associated with an invalid retro-cue can be reversed (van Moorselaar, Olivers,
Theeuwes, Lamme, & Sligte, 2015). Specifically, van Moorselaar and colleagues (2015)
provided participants with either one or two sequential retro-cues during the retention interval of
a change detection task. The performance costs that were observed following an invalid retro-cue
in the single cue condition were eliminated in the double cue condition when an invalid cue was
followed by a second, valid cue. Thus, the re-orienting of internal attention to a representation
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from which the observer had previously disengaged can restore the quality of that representation
in memory back to baseline. Indeed, the notion that a latent VWM representation can be restored
in human cortex has some precedence in the literature (see Sprague, Ester, & Serences, 2016).
Further, there is some evidence that the behavioral effects of retro-cues are somewhat flexible:
Gunseli and colleagues (2015) noted that, when retro-cues are probabilistic in nature (i.e., when
they validly predict the to-be-tested item less than 100% of the time), their effect varies with
perceived cue reliability. That is, the costs to performance on tests of the non-cued
representations are greater when the retro-cue is 80% valid relative to when it is 50% valid (i.e.,
non-predictive). As such, it is feasible that representations in VWM can be flexibly modulated
during maintenance—perhaps in the same way that we have previously observed during
encoding.
EXPERIMENT 2.1: INTRODUCTION
Providing participants with the relative priorities of to-be-remembered items prior to
encoding allows for the flexible distribution of VWM resources such that the most important
items will be represented with the greatest precision. Likewise, cueing participants to re-focus
their internal attention to a relevant representation in VWM after encoding has already taken
place causes that representation to be prioritized in VWM. Is this prioritization via internal
attention flexible? That is, VWM resources can be flexibly distributed among to-be-encoded
items, but can VWM resources be flexibly redistributed among already encoded items? In the
present study, we aim to answer this question across two experiments in which observers encode
four shapes (two circles and two squares). Across both experiments, a feature-based retro-cue is
provided during the retention interval on each trial indicating which of the representations is
most likely to be probed. Critically, we manipulate the validity of this retro-cue across a range of
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probabilities (i.e., 60, 70, 80, and 90% in Experiment 2.1), and assess the effect of this
manipulation on both the likelihood that the color of the probed representation will be
successfully recalled at test, and how precisely it is recalled. To preview our results, despite an
overall benefit to performance on tests of the cued versus non-cued representations, we find no
evidence that manipulating the validity of the cue had any further influence on performance.
Although the magnitude of the benefit of a pre-cue is sensitive to cue value, we do not find the
same effect here: The magnitude of the retro-cue benefit is not sensitive to cue value,
highlighting an important limit to the flexible re-distribution of VWM resources post-encoding.
EXPERIMENT 2.1: METHOD
PARTICIPANTS
Thirty-five undergraduate students (27 female) from the University of Guelph between
the ages of 18 and 27 (M = 19.22) participated for partial course credit. All participants reported
having no color blindness and normal (or corrected-to-normal) vision.
STIMULI AND APPARATUS
Experimental stimuli were colored shapes presented on a grey background, viewed on a
1280 x 1024 CRT monitor using a 75 Hz refresh rate, with viewing distance fixed at 57 cm using
a head and chin rest. Trial colors were drawn from a 360-degree color wheel (as used in Dube,
Emrich, & Al-Aidroos, 2017), with the constraint that colors presented on a single trial were
separated from each other by a minimum of 50 degrees on the wheel.
PROCEDURE
See Figure 3 for a schematic of the trial sequence. The procedure used here was modeled
after that used in Experiments 1a and 1b in Dube et al. (2017). On each trial, participants
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memorized the colors of four shapes (two circles and two squares) presented for 300 ms. The
shapes were 1.2° in width and height and were placed in 4 of 12 possible locations along an
imaginary circle with a 4° radius centered on fixation. Following an interval of 1,000 ms (during
which only a fixation point was presented), a retro-cue in the form of a written word appeared on
the screen that informed participants of the shape that would most likely be the target of the
upcoming memory test (i.e., one of the circles or one of the squares). This word was presented
for 500 ms and, following a second fixation interval of 1,000 ms, a probe screen appeared that
presented the black outlines of all four initially presented shapes surrounded by a color wheel
(distance from fixation to its outer edge was 12°, and its orientation was randomized on each
trial). Participants reported the original color of the probed shape (i.e., the shape that was
outlined in a thick black line) by clicking the corresponding color on the wheel. This probe
screen was visible until participants made a response, and a 500 ms inter-trial interval followed.
Participants completed four blocks of 150 trials. At the beginning of each block, they
were given explicit information regarding the validity of the cue for the duration of that block.
That is, the likelihood that the cue would validly indicate the to-be-tested memory item was
manipulated across blocks such that it was either 60%, 70%, 80%, or 90% valid. The order of the
blocks was randomized for each participant.
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What color was the probed item?
Until response

Figure 3. Example trial sequence from Experiment 2.1. Actual stimuli were presented on a grey
background. Trial depicts a valid retro-cue, or a high probability probe trial.
ANALYSIS
As in Chapter 1, here we assess VWM performance across a number of metrics derived
from raw response error (i.e., the degree of separation between the color of the probed shape and
the color reported by the participant on the color wheel). We first calculate the standard deviation
of their raw response errors (SDresponse) in each probability condition to get a measure of response
variability, which we interpret as being inversely related to precision (i.e., a smaller standard
deviation reflects responses more closely centered on the target color).
We used a three-parameter mixture model (Bays et al 2009), to decompose raw response
errors into three components reflecting different aspects of VWM performance. According to
this model, three distributions contribute to the likelihood of a given response: a uniform
distribution that reflects the proportion of random guesses; a Von Mises distribution centered on
the color of the probed item (the standard deviation of which is inversely related to item

41
precision in VWM); and Von Mises distributions centered on the colors of the non-probed items
in the memory array reflecting trials during which participants incorrectly reported the color of
an item not probed (i.e., swap reports).
We provide an analysis of both valid and invalid probe trials for raw response error (here
referred to as SDresponse); however, the paradigm used here results in a low number of invalid cue
trials, particularly in the 90% probability condition. These trials cannot be reliably modeled and,
as such, we report model parameter estimates only for validly cued trials across each of the
conditions of Experiments 2.1 and 2.2.
In order to further assess the influence of our probability manipulation on precision, we
also subjected response errors in Experiment 2.1 to a variable precision model—specifically, the
VP-A-NT model reported by van den Berg et al. (2014), also used in Experiment 1 in Chapter 1.
This model assumes visual working memory resources are distributed among all memory items
and, as such, it does not include a parameter reflecting random guesses. It does, however,
provide an estimate of changes in item precision (𝐽)̅ as a power law function (α) of the number of
memorized items. As in Dube et al. (2017) and Emrich et al. (2017), the model was fit using
MATLAB and a set of functions provided by van den Berg et al. (2014), and the “set size” input
was replaced with the inverse of probability in order to assess changes in precision as a function
of our probability manipulation.
EXPERIMENT 2.1: RESULTS AND DISCUSSION
RAW ERROR
As a preliminary assessment of memory performance, we first analyzed participants’ raw
response errors (SDresponse). Specifically, we examined the variability of participants’ responses
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as a function of the validity of the memory probe (valid vs. invalid), and the probability
associated with the cue (see Figure 4a). We subjected raw response errors to a 2 (Probe Type:
Valid vs. Invalid) x 4 (Probability: 60, 70, 80, 90) within subjects analysis of variance
(ANOVA). Results indicated a statistically significant main effect of probe type, F (3, 34) =
14.57, p < .001, such that participants’ raw responses were, in general, less variable on valid
probe trials, M = 62.32, than invalid probe trials, M = 74.23. That is, participants benefitted from
the retro-cue, confirming that they indeed attended to and implemented the cues in VWM. The
main effect of probability failed to reach statistical significance, F < 1; however, the interaction
was statistically significant, F (3, 102) = 4.18, p = .008. As such, we followed up with two 4-way
ANOVAs examining SDresponse as a function of probability for valid and invalid probe trials
separately. For valid probe trials, the effect of probability on response variability was statistically
significant, F (3, 102) = 2.95, p = .036, suggesting that response variability decreased as
probability increased; however, for invalid probe trials, this effect failed to reach statistical
significance, F ( 3, 102) = 1.45, p = .233. Importantly, however, here our main question concerns
the precision of item representations in VWM—a metric that is difficult to isolate with SDresponse
alone. That is, SDresponse conflates sources of error that must be disentangled to provide an
isolated measure of precision. The results of this modeling are discussed below.
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Figure 5. Effects of the probe likelihood manipulation on various measures of VWM
performance. A) SDresponse values across probability conditions for valid (High Probability; HP)
and invalid (Low Probability; LP) cue trials. Estimates of B) guess rates (Pguess); C) non-target
reporting (Pnon-target); and D) precision (SD) across all probability conditions for validly cued
trials. Error bars in this and in all subsequent figures represent within-subjects standard error
(Morey, 2008).
MIXTURE MODELING
To more clearly interpret the SDresponse results reported above, we next decomposed
SDresponse values into separate distributions reflecting random guesses, non-target reports, and
precision of successfully retained representations. If the main effect of probability on response
variability for valid probe trials noted above indeed reflects the flexible distribution of VWM
resources among those items successfully encoded, this pattern of results should be replicated in
the standard deviation parameter of the mixture model. If, however, the effect noted above is
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driven by a factor other than precision—such as, for instance, increased non-target reports in the
60% condition relative to the 90% condition for valid probe trials—then we should observe no
main effect of probability on the estimates of standard deviation. See Figure 4bcd for mixture
model results.
As in Dube et al. (2017), prior to conducting these analyses, we removed condition data
for each participant that was characterized as an outlying model fit. Specifically, we removed
guess rate estimates of 0 as these tended to be associated with inflated standard deviation
estimates, and we removed standard deviation estimates that were less than 5 or greater than
105—the value associated with chance responding. In line with the removal procedures followed
in Dube et al., if more than 25% of conditions were removed for a given participant, we removed
that participant entirely from the dataset. This resulted in the removal of one participant’s whole
data set, and a single condition for 6 other participants.
GUESS RATES. To assess whether manipulating the likelihood that a cued item would
be probed influences the likelihood that the cued item will be successfully encoded, we first
subjected model estimates of guess rate on valid probe trials to a 4-way repeated measures
ANOVA. This analysis yielded no significant main effect of probability, F (3, 81) = .124, p =
.946, suggesting that, despite evidence that participants effectively used the provided retro-cue,
the probability that the cue would be valid did not have any further influence over the observers’
guess rates. That is, guessing did not decrease linearly with cue validity.
NON-TARGET REPORTS. We next performed a 4-way repeated measures ANOVA on
model estimates of non-target reports. Here, the ANOVA revealed a marginally nonsignificant
main effect of probability, F (3, 81) = 2.433, p = .071. Thus, across the probability conditions,
there is some evidence for an associated change in non-target reporting such that, with a greater
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probe likelihood, participants were less likely to mistakenly report a non-target than with a lesser
probe likelihood.
STANDARD DEVIATION. We subjected model estimates of standard deviation to the
same 4-way repeated measure ANOVA as described above. This analysis yielded no statistically
significant main effect of probability on standard deviation, F (3, 81) = 1.822, p = .150,
suggesting that the precision of item representations in VWM did not improve as a function of
the probe likelihood associated with the retro-cue. That is, manipulations to the likelihood that a
cued representation would be probed at test did not influence the precision with which the stored
representations were maintained. Indeed, though not statistically significant, standard deviations
were numerically higher in the 90% condition, which is opposite to the pattern observed for
SDresponse.
VARIABLE PRECISION MODEL
We next decomposed participants’ errors using a competing model of memory
performance described in van den Berg et al. (2014) known as the VP-A-NT. We previously
used this model in Dube et al. (2017) to assess the generalizability of the reported effects of
probability, and here we use it with a similar goal. In line with the most critical questions in this
paper, our primary interest in this analysis is whether or not manipulations of probe likelihood
influence model estimates of memory precision and non-target errors. The VP-A-NT assumes
that the relationship between memory precision (𝐽)̅ and set size (here probability) follows a
power law and, as such, any effect of our probability manipulation on precision will cause the
model estimate of the exponent parameter in the power-law function (α) to be non-zero. Visual
inspection of the precision graph (Figure 5) suggests that precision does not change as a function
of probe likelihood, as supported by a non-significant one-sample t-test comparing the estimated
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slope parameter, M = -.18, SD = 1.24, against zero, t (34) = -0.87, p = .392. Thus, in line with the
results of the mixture model, these data demonstrate that the validity of the retro-cue did not
influence the precision with which the cued representation was stored.
Similarly, we test for an effect of probability on non-target reporting via the NTslope
parameter, where a non-zero value reflects a change in non-target reporting as a function of the
probability manipulation. Given that we do see an effect of the probability manipulation on
SDresponse, but no such effect on the parameters reflecting precision, it is likely that this effect
emerges in other parameters. Indeed, a one-sample t-test performed on the NTslope parameter, M
= .004, SD = .0005, yielded a significant result, t(33) = 4.832, p < .001, suggesting that nontarget reports did, in fact, decrease with increases in probability. In line with the results of the
mixture model analysis, the probability manipulation only affected the rate of non-target
reporting, and not memory precision.
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Figure 6. Variable precision model estimates of precision (𝐽)̅ .
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The results of Experiment 2.1 suggest that, although it is clear that participants can make
use of a retro-cue (i.e., a main effect of validity on SD response; Figure 4a), resources in VWM
cannot be flexibly redistributed post-encoding. That is, manipulating the reliability of the cue that
signals to observers which representation is the most relevant does not modulate the size of the
retro-cue benefit on memory precision. Interestingly, this is not what was found in Dube et al.
(2017) using a pre-cue: When goal-relevant information is available to the observer prior to
encoding via a pre-cue, the size of the benefit incurred by that cue scales with its reliability. The
distribution of resources among to-be-encoded items via external attention is flexible and
strategic; however, the ability to redistribute resources among already encoded representations
based on the validity of a retro cue necessitates flexibility in the use of internal attention.
Perhaps this level of flexibility is not possible using internal attention.
EXPERIMENT 2.2: INTRODUCTION
The findings described above are discrepant from those described in Dube et al. (2017),
in which goal-relevant information was signaled to the observer via a pre-cue. It may be the case
that internal attention is less flexible than external attention; however, we cannot make this claim
without ruling out a potential alternative explanation. Despite the current Experiment 2.1 being
designed to closely resemble that of Experiments 1a and 1b in Dube et al., there is a critical
difference. Namely, due to the nature of the cues implemented, the cue used in Dube et al. was
constant across all trials and all blocks of the experiment (i.e., a static cue; a participant’s target
shape was determined to be either circle or square at the start of the experiment); however, in the
current Experiment 2.1 the cue varied on each trial (i.e., a variable cue; the target shape was
indicated to participants on each trial following encoding of the memory array). Rather than
being a limitation of internal attention per se, the probability manipulation may not have been
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effective in Experiment 2.1 due to the updating of the target shape on each trial. As such, in
Experiment 2.2 we tested whether or not we would observe the same flexibility in the
distribution of resources via external attention with a variable retro-cue.
EXPERIMENT 2.2: METHODS
PARTICIPANTS
Forty-one new undergraduate students (32 female) from the University of Guelph
participated for partial course credit. Participants were between the ages of 17 and 26 (M =
18.22) and reported having normal (or corrected-to-normal) vision and no color blindness.
PROCEDURE
The procedure for Experiment 2.2 was similar to that of Experiment 2.1 with noted
exceptions. Experimental trials were blocked such that participants completed trials with both a
pre-cue (two blocks) and a retro-cue (two blocks). Retro-cue trials followed the same procedure
as in Experiment 2.1. Pre-cue trials began with the 300 ms presentation of a word (either ‘circle’
or ‘square’) indicating which shape was most likely to serve as the memory probe at the end of
the trial. After a 1,000 ms fixation interval, the memory array (two circles and two squares of
various colors) was presented for 300 ms and, after an additional 1,000 ms fixation interval, the
probe screen appeared until a response was made. As in Experiment 2.1, participants were
provided with information at the beginning of each block regarding the likelihood that the word
cue would validly identify the to-be-tested shape. To preserve power, in Experiment 2.2 we
included only the 60% and 80% probability conditions. Thus, each participant completed four
blocks of trials—a 60% valid retro-cue, an 80% valid retro-cue, a 60% valid pre-cue, and an 80%
valid pre-cue—the order of which was randomized for each participant. See Figure 6 for a
schematic of the trial sequence.
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Figure 7. Example trial sequence from Experiment 2.2. Actual stimuli were presented on a grey
background. Pre-cue and retro-cue trials were blocked. Trial depicts a valid retro-cue, or a high
probability probe trial.

EXPERIMENT 2.2: RESULTS AND DISCUSSION
RAW ERROR
As an initial assessment of memory performance, we first analyzed raw response errors
(SDresponse). Across cue types (i.e., pre- vs. retro-cues), we examined the variability of
participants’ responses on valid trials as a function of the validity of the probability assigned to
the cue (60% vs. 80%). See Figure 7ab for results of both validly and invalidly cued trials. We
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subjected raw response errors to a 2 (Cue Type: Pre- vs. Retro-Cue) x 2 (Probability: 60% vs.
80%) within subjects ANOVA. Results indicated a statistically significant main effect of cue
type such that, in general, participants’ responses were less variable when given a pre-cue, M =
58.05, relative to a retro-cue, M = 66.76, F (1, 36) = 13.07, p < .001, as well as a statistically
significant main effect of probability such that, in general, participants responses were less
variable when the cue was 80% (M = 60.18) relative to 60% (M = 64.63), F(1,36) = 11.20, p =
.002. The interaction approached statistical significance, F (1,36) = 2.82, p = .10, and subsequent
planned paired samples t-tests indicated a statistically significant difference as a function of
probability in the pre-cue condition, t (36) = 3.13, p = .003, such that performance was again
better in the 80% condition relative to the 60% condition, but no such difference as a function of
probability in the retro-cue condition, t (36) = .36, p = .72. Thus, we observed both pre- and
retro-cue benefits; however, the magnitude of this benefit was only modulated by cue reliability
(i.e., probability) in the pre-cue condition, not in the retro-cue condition, even with a variable
feature-based goal.
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Figure 8. Effects of the probe likelihood manipulation on raw response errors (SDresponse) across
cue type (pre-cue vs. retro-cue) on A) valid probe trials (i.e., trials on which the cue validly
identified the probed shape) and B) invalid probe trials (i.e., trials on which the cue did not
validly identify the probed shape).
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MIXTURE MODELING
In line with the analyses conducted for Experiment 2.1, and in line with those that were
conducted in Dube et al. (2017), we then decomposed SDresponse values into distributions
reflecting random guessing, non-target reports, and precision of the representations that were
successfully reported. If the flexibility noted in Dube et al. (2017) is afforded only under
conditions in which the goal relevant information is held constant across multiple trials, and the
static nature of the pre-cue used in those experiments indeed explains the discrepancy between
resource distribution following a pre- and retro-cue, then we should observe no effect of
probability on the estimates of standard deviation here for either pre- or retro-cues given that the
goal relevant information is now variable from trial-to-trial. See Figure 8abc for mixture model
results.
The criteria for the removal of individual condition data and whole participants was the
same as described in Experiment 2.1. These criteria resulted in the removal of a single condition
for 8 participants and the removal of 2 whole participants.
GUESS RATES. To assess whether manipulating the reliability of the cue influenced the
likelihood that the cued item would be successfully encoded across both pre- and retro-cues, we
subjected model estimates of guess rates on valid probe trials to a 2 (Cue Type: Pre- vs. Retrocue) x 2 (Probability: 60% vs. 80%) repeated-measures ANOVA. This analysis yielded a
significant main effect of cue type, F (1,26) = 9.70, p = .004, suggesting that guess rates were
significantly lower when participants were given a pre-cue (M = 0.27) relative to a retro-cue (M
= 0.36). The main effect of probability, as well as the interaction, failed to reach significance, Fs
< 1.
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NON-TARGET REPORTS. Across cue types, we assessed whether instances of nontarget reports were influenced by the probability manipulation by subjecting model estimates of
swap errors to the same 2 x 2 repeated-measures ANOVA described above. Results indicated a
significant main effect of probability, F (1,26) = 4.51, p = .04, such that, on average, instances of
non-target reporting were lower in the 80% condition (M = 0.05) relative to the 60% condition
(M = 0.07). Neither the main effect of cue type, F (1,26) = 2.18, p = .15, nor the interaction, F <
1, reached significance.
STANDARD DEVIATION. To assess the effect of the probability manipulation on the
precision of the representations in VWM across pre- and retro-cues, we subjected estimates of
precision (i.e., SD) to the same 2 x 2 ANOVA detailed above. Results indicated a significant
main effect of cue type, F (1,26) = 16.94, p < .001, such that, in general, representations were
more precise in the pre-cue condition (M =18.03) relative to the retro-cue condition (M = 22.05).
The main effect of probability was marginally nonsignificant, F (1,26) = 2.96, p = .09, and the
interaction was not significant, F (1,26) = 1.09, p = .31. Subsequent planned paired samples ttests indicated a statistically significant effect of probability in the pre-cue condition, t (30) =
2.06, p = .049, but no such effect in the retro-cue condition, t (31) = 0.20, p = .85. As such, the
precision of the probed representation increased with probability in the pre-cue condition, but not
in the retro-cue condition.
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Figure 9. Effects of probe likelihood manipulation across cue type on three parameters of the
mixture model. Specifically, estimates of A) guess rates (Pguess); B) instances of non-target
reporting
(Pnon-target); and C) precision (SD).
Discussion
The results of Experiment 2.2 replicate the results of Dube et al. (2017) with a variable
feature-based goal: Even when the goal-relevant shape changes from trial-to-trial, the likelihood
that it validly identifies the to-be-tested item influences memory performance (i.e., the variability
in participants’ responses and the precision with which it is stored in memory). As such, it is
unlikely that the flexibility of external attention is afforded only when goal-relevant information
is held static. Rather, the inability of the observer to flexibly redistribute resources in VWM
based on the reliability of a retro-cue is likely due to a limitation of internal attention.
CHAPTER 2: DISCUSSION
In the present study, we demonstrate an important distinction between internal and
external attention. While it is possible to shift the focus of attention to prioritize a relevant item
using both internal and external attention, the effects of this reorienting are much less flexible for
internal attention (i.e., after encoding has already taken place). Using a cue—either prior to or
post-encoding—to indicate to an observer which of a set of items is most relevant on a given trial
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will result in the prioritization of that representation, ultimately benefitting recall performance.
Manipulating the reliability of that cue will influence the size of the pre-cue benefit, but will not
influence the size of the retro-cue benefit. Thus, participants can flexibly distribute resources
among items in VWM using external attention, but this flexibility is severely limited using
internal attention.
WHAT DO RETRO-CUES DO?
In order to understand retro-cue effects, it is important to consider how they are acting on
representations maintained in VWM. Indeed, there are several theories describing how retro-cues
benefit memory performance (for a review see Souza & Oberauer, 2016). A retro-cue may, for
instance, protect the cued representation from decay that would otherwise occur across time
during the maintenance period or, similarly, it may protect the cued representation from
perceptual interference during this interval. By both of these accounts, the retro-cue signals to the
observer that the cued representation is behaviorally relevant, prompting the representation to be
insulated from interference that the remaining representations are subject to. The strengthening
and refreshing hypothesis, on the other hand, suggests that the re-focusing of attention to a
relevant item in VWM strengthens its trace in VWM, enhancing its accessibility for recall. This
process, known as refreshing (Chun & Johnson, 2011; Rerko & Oberauer, 2013), is thought to
benefit the cued item by strengthening item representations, as well as their context binding. All
of the above-mentioned hypotheses would likely predict that graded prioritization via a retro-cue
is not possible. That is, it is unlikely that the amount of attention that is focused on a cued
representation would translate to amount of protection or refreshing—the item is either
prioritized (i.e., protected/refreshed), or not. As such, these accounts are consistent with the
current findings.
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Sprague and colleagues (2016) have suggested, however, that VWM representations can
be enhanced post-encoding. Specifically, that the degradation of fidelity that occurs in VWM
with increases in memory load can be reversed following a retro-cue. The researchers used
fMRI-based image reconstruction to identify degraded representations following increased load,
and to identify several regions in which a retro-cue prompted their substantial recovery. This
suggests that representations in VWM are initially encoded with latent information that can be
used to enhance memory for a relevant representation. If it is the case that a retro-cue prompts
the retrieval of ‘hidden’ information about a cued item, then manipulating the validity of the
retro-cue could feasibly have the same effect on VWM performance as such probability
manipulations at encoding. This is, however, not the case—regardless of how retro-cues affect
VWM representations, the effect is all-or-none.
RESOURCE DISTRIBUTION AT ENCODING
When does the flexible distribution of resources occur? In Dube et al. (2017), based on
previous accounts of feature-based attention (i.e., Bacon & Egeth, 1997; Kaptein et al., 1995) as
well as the patterns in our own data (Dube et al., 2017; Emrich et al., 2017), we suggest that our
observed effect occurs at VWM encoding rather than at initial perception. Here we continue to
explore this question. Specifically, we test whether the flexible distribution of VWM resources,
indeed, occurs at VWM encoding, or if it occurs during item maintenance. In the current
experiments, we replicate this effect (i.e., the flexible distribution of VWM resources) when
goal-relevant information is provided via a (variable) pre-cue; however, we clearly demonstrate
that this effect is not observed when goal-relevant information is instead provided via a retro-cue
after encoding. As such, we propose that the flexible distribution of VWM occurs at encoding,
and not during item maintenance.
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This point is worth emphasizing here for an important reason. Specifically, it has
implications for an emerging theory of VWM known as the target confusability model (TCM).
The TCM centers on the idea that physical properties of the stimuli that are used in typical VWM
tasks (i.e., color) are independent of their psychological properties (Schurgin, Wixted, & Brady,
2018). For instance, when measured in physical distance on a color wheel, green is farther (or
more different) from red than blue is; however, to an observer, the psychological distance
between red and green versus red and blue is comparable. Proponents of this theory argue that
there is no real distinction between guess rates and precision in the behavioral data arising from
continuous report tasks and suggest that performance can instead be explained within a signal
detection framework using a single-parameter model. Critically, however, another central
component of this theory is the claim that VWM errors arise during retrieval and not at
encoding. Taken together, the data reported here and in Dube et al. (2017) are antithetical to this
view: We demonstrate circumstances under which unequal representations—and thus, VWM
error—are shaped at encoding, and not afterwards. As such, the current data are not reconcilable
with the emerging TCM—a point that future research should address.
FLEXIBILITY AT ENCODING
In addition to demonstrating that a feature-based goal can be applied less flexibly postencoding via internal attention, the current data adds to our understanding of how flexibly goals
can be applied at encoding via external attention. Specifically, the experiments reported in Dube
et al. (2017) all provided static goal information; that is, the feature-based goal was provided at
the beginning of the experiment and remained consistent throughout. In order to assess whether a
static goal is necessary for flexibility, in the current Experiment 2.2 we incorporated a pre-cue
condition where the goal-relevant information changed from trial to trial, and this information
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was presented at the beginning of each trial. As such, here the feature-based goal was variable,
and required constant updating.
Interestingly, even with a variable feature-based goal, we replicated the findings reported
in Dube et al. (2017): When a goal is applied at encoding, resources in VWM are distributed
relative to its value. This in important for two reasons: First, it demonstrates that the flexibility
observed by Dube et al. (2017) was not afforded simply because the goal never required updating
and, second, it demonstrates increased flexibility via external attention. That is, even with a
dynamic goal that requires constant updating, it is still effective in regulating flexible resource
distribution in VWM.
CONCLUSION
When the relative priorities of items in a memory array are known at the time of
encoding, participants can strategically regulate the distribution of VWM resources during
encoding such that item precision is proportional to item relevance. That is, the extent to which
an item in the environment is prioritized influences the precision with which it is represented in
VWM and subsequently recalled. This capability, however, is limited once the items have
already been encoded. Using internal attention, an item representation can be strengthened with a
feature-based or spatial cue; however, this cannot be done flexibly. That is, retroactively
prioritizing an item representation benefits memory performance, but the extent to which that
item is prioritized has no further effect on the precision with which it is recalled. This highlights
an important difference in the flexibility of internal and external attention, and an important limit
to the top-down control over VWM. Top-down control—such as adopting a specific attentional
goal—allows for VWM to be used strategically and flexibly to suit our changing needs. This
flexibility allows us to partially circumvent the capacity limitations of VWM; however, the
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extent to which top-down control can regulate behaviour is not without its own limit. The
research described here identifies an important constraint on goal-driven behavior.

CHAPTER 3: INTERIM SUMMARY
The work discussed thus far contributes to our understanding of how attention influences
VWM encoding in two important ways. First, it demonstrates that attention regulates visual
working memory performance more flexibly and dynamically than previous theories would
suggest and, second, it establishes constraints on this capability and conditions under which it
is—and is not—possible. Indeed, the flexibility with which we can implement attentional goals
is a critical point in understanding how we maximize VWM efficiency. Specifically, information
in the environment is prioritized based on its relevance to a behavioural goal, and these relative
priorities determine which portions are ultimately selected for encoding, as well as the fidelity of
the individual representations in VWM. Attention, then, serves a more important role than
simply determining what is encoded—it also determines how much of the VWM resource is
allocated to each item.
This work highlights an important component of how attention interfaces with VWM to
support goal-directed behaviour. The relationship between these two mechanisms, however, is
not unidirectional: Attention prioritizes information for access to VWM resources, and, in turn,
the contents of VWM play a critical role in guiding subsequent attention. Visual search, for
instance, is a behaviour that relies heavily on VWM: A template that represents the target of the
search is maintained actively in VWM and, when selected, items in the search environment are
assessed relative to this template (Bundesen, 1990; Desimone & Duncan, 1995; Wolfe, 1994).
Further, a relevant representation in VWM will exert a biasing effect over attentional selection,
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such that selection is guided towards, or away from (Woodman & Luck, 2007) search items that
share its features. A prominent theory—the dual state model of VWM-driven attentional
capture—currently identifies constraints of VWM-guided attention; however, evidence exists to
suggest that this process may, too, be more flexible than this theory suggests. As such, the
following chapters of this thesis will focus on this remaining direction of the interaction between
attention and VWM, exploring the flexibility with which the contents of VWM can be used to
guide attention (Chapter 4), and related constraints (Chapter 5).

CHAPTER 4: VISUAL WORKING MEMORY SIMULTANEOUSLY GUIDES
FACILITATION AND INHIBITION DURING VISUAL SEARCH
The information presented in this chapter has been published. While minor alterations have been
made to the published version in the following, the original manuscript can be found here:
Dube, B., Basciano, A., Emrich, S. E., & Al-Aidroos, N. (2016). Visual working memory
simultaneously guides facilitation and inhibition during visual search. Attention,
Perception, & Psychophysics, 78(5), 1232-1244. doi: https://doi.org/10.3758/s13414016-1105-8.

Visual search—the process of trying to find one visual item amid distractors—can be a
complex and attention demanding task, yet one we regularly perform with a high level of
efficiency (Wolfe, 1994). In some instances, such efficiency of search is supported by VWM.
For example, VWM can be used to store the identity of the stimulus you are looking for: the
target template (Carlisle, Arita, Pardo, & Woodman, 2011; Woodman & Arita, 2011). Notably, a
by-product of storing a target template in VWM is that search is guided toward stimuli sharing
the template’s features (Bundesen, 1990; Desimone & Duncan, 1995; Duncan & Humphreys,
1989; Olivers, Meijer, et al., 2006; Woodman, Luck, & Schall, 2007). Beyond supporting this
guidance, VWM also improves the efficiency of search by maintaining a record of processed
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distracting information in a search display so that it can be subsequently ignored; known as
visual marking (Al-Aidroos et al., 2012; Watson & Humphreys, 1997). Thus, VWM contributes
to visual search via two distinct processes: It facilitates the processing of stimuli resembling the
target template, and inhibits previously evaluated distractors to prevent them from being
reselected. Can VWM support both processes simultaneously? Such an ability would have
implications for models of how VWM guides attentional selection, and in particular the ongoing
debate about whether guidance is limited to a single item in memory (Olivers, 2009; Olivers et
al., 2011), or whether the full contents of VWM can be used to bias attention (see Beck,
Hollingworth, & Luck, 2012 for evidence in support of this view). Thus, the present study aims
to identify whether or not VWM can be used to simultaneously support processes of facilitation
and inhibition.
VWM-BASED FACILITATION DURING VISUAL SEARCH
The ability to guide search based on knowledge of the search target has long been a core
component of theories of visual search (Bundesen, 1990; Duncan & Humphreys, 1989; Wolfe,
1994). Moreover, there has long been evidence that, at least for some visual searches, this
guidance is accomplished by representing the search template within VWM (for a review see
Soto, Hodsoll, Rotshtein, & Humphreys, 2008). For example, single-unit recordings in monkeys
during the delay period between when a search target is specified and when the search display is
presented have revealed increased firing of inferotemporal neurons that preferentially respond to
the target feature, and more rigorous firing of these already active neurons when the target later
appears in the search display (Chelazzi, Duncan, Miller, & Desimone, 1998; Chelazzi, Miller,
Duncan, & Desimone, 1993). This pattern is consistent with a biased-competition model of
attention in which higher-level representations (i.e., working memory) bias selection through a
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top-down influence on activity within perceptual cortices (Desimone & Duncan, 1995). Here, the
representation of the target template in VWM guides selection toward the search target by
facilitating perceptual activity associated with stimuli resembling the template, so that these
stimuli are selected over the competing signals produced by search distractors.
More recently, the emphasis of research in this field has been to use behavioural and eventrelated potential (ERP) measures in humans to investigate the search conditions under which this
guidance occurs (Dalvit & Eimer, 2011; Olivers, 2009; Olivers, Meijer, et al., 2006; Soto et al.,
2005). Consistent with the facilitatory VWM-based effects observed by Chelazzi and colleagues
(1993, 1998), search distractors capture attention (i.e. increase search time) to a greater extent
when they resemble the content of VWM representations (Olivers, Meijer, et al., 2006; Soto et
al., 2008). Of most relevance to the present study are the investigations using ERPs that clarify
when target templates are stored in VWM, and when other memory systems are used, such as
long-term visual memory (Carlisle et al., 2011; Woodman & Arita, 2011). Using the
contralateral delay activity (CDA) as an index of VWM activity (Vogel & Machizawa, 2004),
Carlisle and colleagues (2011) demonstrated that the contribution of VWM in the maintenance of
the target template dissipates quickly during variable searches, where the identity of the target
changes across trials. Specifically, they found that the CDA can be observed after participants
first learn the identity of a new search target, but not after the search target repeats for about
seven trials. This pattern provides converging evidence of a role for VWM in maintaining the
target template, and clarifies that VWM only meaningfully contributes throughout the duration
of variable searches, where the target changes each trial, and not static searches, where the
target remains the same.
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VWM-BASED INHIBITION DURING VISUAL SEARCH
Beyond the facilitation afforded by VWM-based search templates, VWM can also guide
inhibitory processes during search (Al-Aidroos et al., 2012; Belopolsky & Theeuwes, 2009;
Brockmole & Henderson, 2005; Castel, Pratt, & Craik, 2003; Downing & Dodds, 2004; Emrich,
Al-Aidroos, Pratt, & Ferber, 2009, 2010; Sawaki & Luck, 2011; Theeuwes, Olivers, & Chizk,
2005; Woodman & Luck, 2007). For example, as stimuli are identified as distractors during a
search, VWM maintains a record of these distractors so that they can subsequently be ignored.
To demonstrate this role, Emrich and colleagues (2010) investigated the consequences of a
concurrent VWM load on search performance, which should interfere with inhibition and slow
search. Because VWM is capacity limited, the effect of a concurrent load will vary depending on
whether or not the number of search distractors exceeds the putative 3 to 4 item capacity of
memory1 (see Emrich et al., 2010, Figure 1). Consistent with these predictions, Emrich and
colleagues tested search set sizes above capacity and observed increases in overall search time
following increases in the concurrent VWM load, until load reached the capacity of memory.
Further evidence for VWM-based inhibition has come from the preview search paradigm
(Watson & Humphreys, 1997). During preview searches, a subset of the search distractors are
revealed to the participant before the rest of search display. Accordingly, this paradigm allows
direct control over the amount of information that participants should be inhibiting at the time
the search begins. While there are numerous mechanisms that support preview effects, both

1

Emerging resource models challenge the 3 to 4 item limit by suggesting that, rather than a
discrete item limit, VWM storage is limited by a resource pool shared dynamically among items
(Bays, Catalano, & Husain, 2009; Bays & Husain, 2008, Keshvari, van den Berg, & Ma, 2013).
Regardless of the number and quality of items individuals can remember in VWM tasks, when
observers use VWM of simple visual stimuli to guide behaviour, the effect is limited to about 3
or 4 visual objects (Alvarez & Cavanagh, 2004; Emrich, Ruppel, Al-Aidroos, Pratt, & Ferber,
2008, Al-Aidroos et al., 2012).

63
through the inhibition of previewed items and the facilitation of non-previewed items (for
reviews see Donk, 2006; Olivers, Humphreys, & Braithwaite, 2006), Al-Aidroos et al. (2012)
reported a task that adequately isolates the contribution of VWM-based inhibition, so that the
capacity for inhibition can be quantified and compared against VWM. In this study they had
participants search for the letter ‘H’ among a number of non-previewed distracting letters, and
also added between 1 and 7 previewed distractors to the search (see Figure 9 for a similar
design). To the extent that previewed distractors are successfully inhibited, each additional
distractor should have little impact on search time. Put differently, the effectiveness of preview
inhibition in this paradigm can be measured as the search slope across the number of preview
distractors: More effective preview inhibition will result in shallower search slopes. Consistent
with a role for VWM in contributing to the inhibition of previewed distractors, Al-Aidroos and
colleagues observed that preview inhibition was more effective when the number of previewed
distractors was below (0 to 3), than above (4 to 7), the capacity of VWM: The search slope
across preview set sizes 0 to 3 was close to zero ms/item, and the slope across preview set sizes 4
to 7 was equivalent to the slope of non-preview searches. Building off of this finding, AlAidroos and colleagues observed that individual differences in preview inhibition capacity
correlated with individual differences in VWM capacity, and that the capacity of preview
inhibition was specifically tied to the number of inhibited distractors, rather than other factors
like search difficulty. This study provides direct converging evidence for VWM-based inhibition
during search, and establishes a paradigm for measuring this contribution of memory separately
from the contributions of other preview mechanisms.
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EXPERIMENT 3.1: INTRODUCTION
The theories and evidence discussed thus far point to two important functions of the
representations in VWM: Information matching relevant representations is facilitated in search,
and information matching representations that are known to be irrelevant are inhibited. Is it the
case that VWM can either support the facilitation or the inhibition of matching stimuli, or can
VWM support both of these processes concurrently? To the best of our knowledge, no
experiment has directly tested for the operation of both roles at the same time, and current
theories regarding VWM-based guidance of attention offer support both for and against each
possibility. Olivers and colleagues (Olivers et al., 2011), for instance, have proposed a divide in
VWM that allows for relevant representations to bias attention in visual search. By this account,
items in VWM are classified into two functionally different categories: an active item that
represents the target template and biases attention toward perceptually similar inputs, and
remaining accessory items that are represented in VWM but do not directly influence the
selection of perceptual inputs. The researchers suggest that interactions between selective
attention and VWM are only evident for a single item when it is granted access to the active
position: When observers are required to maintain an item in VWM while completing an
intervening search task for a consistent target, a singleton in the search array matching the
memory item will capture attention (Dalvit & Eimer, 2011; Olivers, 2009; Olivers et al., 2006;
Soto et al., 2005); however, this capture effect disappears if the target of the visual search is
variable and, thus, supported by VWM (Downing & Dodds, 2004; Peters, Goebel, & Roelfsema,
2009; Woodman & Luck, 2007). Consequently, it appears as though VWM-based guidance in
search is possible for only a single active representation. If only one representation can influence
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the selection of perceptual inputs, it may be the case that concurrent inhibition and facilitation is
not possible, and VWM can only support one of these processes for a given search.
The division in VWM proposed by Olivers and colleagues, however, inherently claims
that there are separate consequences for the items placed into different states of memory. While
it has been shown numerous times that accessory items do not guide facilitation during search
(Downing & Dodds, 2004; Houtkamp & Roelfsema, 2006; Wodman & Luck, 2007; although see
Beck et al.2012), perhaps it is the case that accessory representations have the opposite effect.
That is, while search is guided toward stimuli matching the active representation, search may be
concurrently guided away from stimuli matching the accessory representations. Indeed, there is
some evidence of the inhibition of accessory items in a visual search with a variable search target
(i.e., a target supported by VWM; see Downing & Dodds, 2004, Exp 2), though this study failed
to observe simultaneous facilitation. It, thus, remains an open question whether the full contents
of VWM can simultaneously guide both facilitation and inhibition during search, and resolving
this question will place constraints on contemporary models of the memory-based guidance of
attention. Accordingly, in the present study we test for simultaneous VWM-based inhibition and
facilitation during search.
Al-Aidroos and colleagues (2012) demonstrated how to use a preview-search paradigm to
test for the contribution of VWM to inhibition during search. This previous study only employed
a static search target (i.e., the letter ‘H’), a condition where the search target template should be
maintained in long-term memory (Carlisle et al., 2011). The primary purpose of Experiment 3.1
was to replicate the paradigm of Al-Aidroos (2012) with a variable search target to test whether
the signature of VWM-based inhibition continues to be observed when VWM is also used to
maintain the target template. Participants completed blocks of preview searches with either a
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static target or variable targets, and we varied the number of previewed distractors. In the static
condition we should be able to replicate the results of Al-Aidroos et al. (2012); a shallower
search slope across preview set sizes below VWM capacity (0 to 3 previewed items), and a
steeper search slope above (4 to 7 previewed items). Note that here we have assumed capacity to
be 3, which is consistent with previous data from VWM tasks demonstrating performance
decrements when the number of to-be remembered items exceeds this limit (Cowan, 2001; Luck
& Vogel, 1997) as well as with the capacity limit assumed by Al-Aidroos et al. (2012). If, and
only if, VWM can simultaneously support the target template and preview inhibition, we should
observe the same pattern in the variable search target condition.
EXPERIMENT 3.1: METHODS
PARTICIPANTS
Thirty-five volunteers, 18-30 years of age (M = 21.8, SD = 2.74): 16 males, 3 left-handed,
participated for monetary compensation. Participants were members of the general community
recruited through posters and online postings, and were naïve to the purpose of the experiment.
All participants reported having normal or corrected-to-normal vision and no color blindness. All
participants provided written and informed consent and were fully debriefed immediately
following the experiment. Three participants were removed from the reported analyses because
they responded to more than 20% of catch trials (described below), and one participant was
removed for not following instructions during the experiment, resulting in a final sample of 31
participants.
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APPARATUS AND STIMULI
This experiment was conducted on a Mac computer with a 32-bit color LCD monitor and
responses were made via keyboard button-press on an Apple keyboard at a viewing distance of
approximately 50 cm. All displays were presented at a resolution of 1680 x 1050 pixels. The
experiment was controlled using Java and a Windows operating system. This setup was used for
all subsequent experiments. Experimental stimuli were green uppercase letters (approximately
0.5 degrees of visual angle in width and height), viewed on a black background with a white
fixation stimulus (0.4 x 0.4°). Stimuli were presented in an array on a virtual 8 x 8 square grid,
with adjacent grid positions separated by 2.25° to encourage participants to use eye movements
to complete the search task (Al-Aidroos et al., 2012). The sizes and positions of the stimuli used
here should be sufficient to prevent density effects at large preview set sizes (Cohen & Ivry,
1989,1991; Pashler, 1987).

Figure 10. Trial sequence in Experiment 3.1 for A) preview trials, and B) no preview trials.
Actual stimuli were green letters on a black background.
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PROCEDURE
On all trials, participants performed a visual search to determine the presence of a target
letter (see Figure 9). We used a blocked design that alternated between three blocks of static
searches and three blocks of variable searches, with the starting block type determined randomly.
Search targets for static blocks were determined at the beginning of the experimental session by
randomly selecting three letters from the English alphabet (excluding ‘O’ and ‘Q’); variable
search targets and search distractors for each trial were selected randomly without replacement
from the remaining 21 letters. Note that for variable searches the target was changed on every
trial. The identity of the variable target was drawn randomly on each trial. On screen instructions
were presented at the beginning of each block to indicate the type of target that would be used
(i.e., static or variable).
Within every block there were two types of search trials—preview trials and no-preview
trials, both consisting of three phases. First, a target cue was presented 1º above the fixation
stimulus for 500 ms, informing the participant of the search target for the current trial, followed
by a 1 s delay. Next, a 1 s preview phase occurred during which some of the search distractors
could be previewed. On no-preview trials this phase contained only the fixation stimulus, and on
preview trials 1, 2, 3, 4, 5, or 7 search distractors were presented. Participants were informed at
the beginning of the experiment that they should ignore these letters as they would remain visible
during the search and would never contain the search target. Shortly before the end of the
preview phase (150 ms) the circle was removed from the fixation stimulus to alert participants
that the next phase of the experiment was about to start. The final phase was the search phase.
Either 8 distractors were added to the display (on catch trials), or 7 distractors and 1 target. On
no-preview trials, 8, 11, or15 distractors were added to equate total set sizes with some preview
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conditions (i.e., preview conditions with 0, 3, or 7 previewed items plus search distractors).
Participants had up to 4 s to report whether the target was to the left or right of fixation by
pressing ‘Z’ or ‘/’, respectively. If no target was present, participants were instructed to withhold
responding. No-target catch trials were included to ensure that participants searched both sides of
the display prior to responding.
Practice trials were included to familiarize participants with the task, followed by six
blocks of 60 experimental trials and 6 catch trials (396 trials in total). The locations of search
stimuli were randomized every trial. Participants performed an articulatory suppression task
(reciting a string of four letters out loud) throughout each block to minimize the use of verbal
memory (Baddeley, 1986).
Three within-participant conditions were included: target type (static vs. variable),
preview type (preview vs. no-preview), and set size. Manipulations of set size differed across
preview conditions, with 7 levels for preview trials (0, 1, 2, 3, 4, 5, or 7 previewed distractors
plus 8 non-previewed distractors) and 3 levels for no-preview trials (8, 11, or 15 non-previewed
search distractors presented together; set sizes comparable to 0, 3, or 7 previewed distractors plus
8 additional distractors in the preview condition). Trials with set size 0 were treated as both
preview and no-preview trials.
It should be noted that because the variable-target condition in the current paradigm
encourages participants to use VWM for two different components of the task (i.e., remembering
previewed items and remembering the search target), participants are effectively performing a
dual task. Under such circumstances, testing for the simultaneous performance of both tasks is
complicated by the potential for task switching (i.e., using VWM to remember preview items on
some trials, and search targets on others). By design, however, this experiment makes task
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switching unlikely. Participants can only complete the variable-target search task if they
remember the identity of the search target. Consequently, to the extent that participants achieve a
high level of accuracy on the search task, any evidence of VWM-based preview inhibition can be
attributed to the simultaneous use of VWM for maintaining the search target and guiding the
inhibition of preview items.
EXPERIMENT 3.1: RESULTS AND DISCUSSION
Error trials (3.5%) and trials for which reaction times (RTs) did not fall within 2.5
standard deviations of the condition mean for the participant (2.3%) were excluded from the
analyses below. When describing analyses, the number of items that were previewed in the
preview condition is written in parentheses next to indications of search set size. Accuracy across
conditions was compared using a 2 (preview type: preview vs. no-preview) x 2 (set size: 11(3)
and 15(7)) x 2 (target type: static vs. variable) repeated measures ANOVA. Aside from a main
effect of target type, F(1,30) = 18.77, MSE = .072, p < .001, indicating that accuracy was
improved in static as compared to variable searches, and a main effect of set size, F(1,30) =
27.28, MSE = .047, p < .001, indicating that accuracy decreased as set size increased, all other
main effects and interactions were not significant, F<1, indicating that there were no previewtype effects or preview-type interactions being driven by speed-accuracy trade-offs.
Visual search RTs are summarized in Figure 10. Looking at Figure 10, there appears to
be a preview benefit in that, overall, preview trials had faster RTs than no-preview trials, and
overall a shallower search slope. While preview effects are conventionally measured as
differences in search slope (e.g., Watson and Humphreys, 1997), our predictions about slope
vary with set size, thus we focus first on overall changes in search RT. To assess whether search
times were statistically significantly faster in preview conditions than no preview conditions, we
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restricted analyses to the set sizes common to both the preview and no-preview condition, and
compared RTs using a 2 (preview type: preview vs. no-preview) x 2 (set size: 11(3) and 15(7) x
2 (target type: static vs. variable) repeated-measures ANOVA. A main effect of preview type
was evident, F (1,30) = 49.72, MSE = 3.21 x 104, p < .001, ηp2 = .624, indicating that participants
had significantly lower search times in the preview condition. Further, there was a main effect of
set size, F (1,30) = 129.81, MSE = 1.36 x 104, p < .001, ηp2 = .812; RTs increased as a function
of set size. Notably, there was no main effect of target type nor any significant two or three-way
interactions: target type x preview type interaction, F(1,30) = 2.69, MSE = 2.15 x 104, p = .112,
all other F-values < 1. Collectively, these initial analyses align with the analyses of search slopes
from past preview studies: Participants are faster to locate a target when they are able to preview
a subset of the distractors in the search array. Moreover, for set sizes at, or above, working
memory capacity, the preview advantage is consistent (i.e., visual inspection of the graph
suggests that the difference between search RTs in the preview and no-preview conditions is the
same at set size 13(5) as it is at set size 15(7)).
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Figure 11. Mean search RTs in both preview and no preview conditions when A) the search
target is static and B) the search target is variable. For both search target types, search slopes in
the preview condition are shallower for set sizes below VWM capacity than above. Error bars are
95% confidence intervals excluding between subject variance (Cousineau, 2005). Floating
numbers represent slopes for preview conditions below and above VWM capacity, and for the
no-preview condition. Note that, in the no-preview condition, search set size is defined as
preview set size + 8.

The primary aim of Experiment 3.1 was to test for VWM-based preview inhibition during
both static and variable searches by comparing search slopes in the preview condition across
preview set sizes below (0, 1, 2, 3) versus above (4, 5, 7) VWM capacity. Linear regression was
used across the set sizes below (0 to 3) and the set sizes above (4 to 7) capacity to calculate
respective slopes. In support of the conclusion that VWM-based preview inhibition occurs for
both target types, a 2 (target type: static vs. variable) x 2 (capacity: below vs. above) repeated
measures ANOVA of these search slopes revealed a significant main effect of capacity, F(1,30)
= 7.4, MSE = 4.16 x 103, p = .011, ηp2 = .198, and no main effect of target type or interaction,
both F-values < 1. As can be seen in Figure 10, search slopes below VWM capacity are close to
10 ms/item, suggesting that previewed distractors were mostly ignored. For previewed–distractor
set sizes that exceed VWM capacity, however, search slopes increase suggesting a decrease in
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the effectiveness of preview inhibition. Of most interest, the significant main effect of capacity
did not interact with target type, suggesting that this pattern occurred for both static and variable
searches.
As a more direct investigation of this question, we used a priori one-tailed t-tests to test
for the signature of VWM-based preview inhibition in the static and variable conditions
separately. For static search targets the search slope was significantly shallower when the
number of previewed items was below VWM capacity (M = 12.67, SD = 54.05), than above (M
= 44.87, SD = 84.91), t(30) = -1.85, p = .037. The same was true for variable search targets: The
search slope below capacity (M = 9.67, SD = 66.24) was shallower than the search slope above
capacity (M = 40.45, SD = 65.93), t(30) = -1.81, p = .041. These results suggest that VWM-based
preview inhibition is more effective below VWM capacity than above using both a static and
variable target. Given that the two roles for VWM studied in the variable search target condition
are occurring simultaneously, it might be reasonable to predict that there may be some
interference. That is, using VWM for the target template should reduce the VWM-resources for
preview inhibition. Through visual inspection of Figure 10, it does appear that preview inhibition
reaches its capacity around preview set size 3 for static searches, and preview set size 2 for
variable searches; however, our study was not designed to address this point and provides
insufficient power to assess this difference using inferential statistics.
In summary, the finding that preview inhibition is as effective with a variable search
target as it is with a static search target suggests that, even when VWM resources are required to
maintain the identity of a search target, VWM-based preview inhibition is still evident. Here, the
inclusion of a variable search condition allowed us to assess whether target template
maintenance and distractor inhibition could operate simultaneously. Our results indeed provide
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support for this hypothesis. To further verify that both facilitation and inhibition are being used,
we can capitalize on a central characteristic of target template maintenance by VWM: attentional
capture by items resembling the target template. If VWM was supporting the identity of the
target template without facilitating matching items in search, or if VWM was not supporting the
template at all, attentional capture effects would not be evident. We conducted Experiment 3.2 to
investigate this point: During preview searches with a variable target, will we observe evidence
for VWM-based inhibition of previewed distractors (as in Experiment 3.1) and, at the same time,
VWM-based facilitation of stimuli that resemble the target template?
EXPERIMENT 3.2: INTRODUCTION
The aim of Experiment 3.2 was twofold: to replicate the results from Experiment 3.1 and
to test for evidence of attentional capture due to the contents of VWM. Specifically, if the target
template is being stored in VWM then any search items resembling the target template should
capture attention. This prediction is based on previous studies that have demonstrated
preferential processing of stimuli that resemble the contents of VWM (i.e., those that share
features) compared to those that do not (Dalvit & Eimer, 2011; Eimer & Kiss, 2010; Olivers,
2009; Olivers et al., 2006; Olivers & Eimer, 2011).
To test this prediction, in Experiment 3.2 participants once again performed preview
searches for a specific letter, however when the search target was specified at the beginning of
each trial it was presented using a randomly selected color, and a color singleton was added to
the search display that either matched, or did not match, the color of the target template.
Although color was irrelevant to the present task, if the target template is maintained in VWM,
matching singleton distractors should produce greater attentional capture than non-matching
singletons, leading to a significantly greater slowing of search times.
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EXPERIMENT 3.2: METHODS
PARTICIPANTS
Thirty-three volunteers, 18-34 years of age (M = 21.6, SD = 3.22): 15 males, 3 lefthanded, participated for monetary compensation. Participants were members of the general
community recruited through posters and online postings, and were naïve to the purpose of the
experiment. All participants reported having normal or corrected-to-normal vision and no color
blindness. All participants provided written and informed consent and were fully debriefed
immediately following the experiment. Three participants were removed from the reported
analyses because they responded to more than 20% of catch trials, resulting in a final sample of
30 participants.

Figure 12. Trial sequences in Experiment 3.2 for visual searches with A) a matching distractor
and B) a non-matching distractor.
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APPARATUS AND STIMULI
Figure 11 depicts a standard trial sequence, and the stimuli used in Experiment 3.2.
Changes to Experiment 3.2 were made to accommodate the manipulation of attentional capture
by a coloured singleton. The background was lightened to a medium grey and stimuli were
presented in seven colours (black, green, yellow, blue, red, brown, and purple). Letters were
presented in boldface to elicit a stronger sensory signal, facilitating attentional capture.
Otherwise, the stimuli and apparatus were identical to those used in Experiment 3.1.
PROCEDURE
This task included only the critical conditions from Experiment 3.1 to test for the
signature of VWM-based preview inhibition: Only the preview condition was used, and only
with two preview set sizes below (1 and 3) and two preview set sizes above (5 and 7) VWM
capacity. All but one of the search stimuli were presented in the same color, randomly selected
from the pool of seven colors. The remaining search item was presented in a different randomly
selected color, and thus served as a singleton. To ensure that color was task irrelevant, the search
item presented as a singleton was selected randomly from all search stimuli including the target.
The results from trials with target singletons are excluded from the analyses below as this trial
type had low power and, unlike distractor singleton trials, does not provide a clear test of our
hypotheses. There were two within-participant conditions: distractor type (matching vs. nonmatching) and set size (1, 3, 5, or 7 previewed items plus eight additional items). Participants
completed practice trials to ensure familiarity with the task prior to completing eight blocks of 40
experimental trials and 8 catch trials (384 trials in total). In all other respects, the design and
procedure of Experiment 3.2 was identical to Experiment 3.1.
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EXPERIMENT 3.2: RESULTS AND DISCUSSION
We analyzed search accuracy as a function of distractor condition to test for distractorrelated speed-accuracy trade-offs. There was no significant difference in accuracy on matching
(5.13% incorrect) and non-matching (5.19% correct) colour singleton conditions, t (29) = .13, p
= .90. For all further analyses, error trials (5.16%) and trials for which RTs did not fall within 2.5
SDs of the participant’s mean RT for the relevant condition (1.58%) were excluded.
Figure 12 depicts the visual search RT results. We first tested for the signature of VWMbased inhibition by conducting a 2 (VWM capacity: below vs. above) x 2 (distractor type:
matching vs. non-matching) repeated-measures ANOVA on the observed search slopes. As
would be expected based on visual inspection, there was no main effect of distractor type on
search slope, F (1, 29) = .83, MSE = 2.88 x 103, p = .37; however, there was a significant main
effect of VWM capacity, F (1, 29) = 10.87, MSE = 4.77 x 103, p = .003, ηp2 = .388. Thus, VWMbased preview inhibition was observed for both distractor conditions. No two-way interaction
was evident, F < 1.
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Figure 13. Visual search RTs for Experiment 2. RTs are slower when the distractor in the search
array matches the target template, indicating template facilitation, and search slopes are more
efficient below VWM capacity than above, indicating VWM-based inhibition. Error bars are
95% confidence intervals excluding between subject variance (Cousineau, 2005). Floating
numbers represent search slopes for both distractor conditions (matching and non-matching)
below and above VWM capacity.

To specifically assess VWM-based preview inhibition for each distractor condition
separately, a priori, one-tailed t-tests compared search slopes above and below capacity. As
anticipated, when the number of previewed items was below capacity, search slopes in both the
matching and non-matching conditions were significantly shallower than when the number of
previewed items exceeded capacity, t (29) = -2.24, p = .02, and, t (29) = -2.38, p = .01,
respectively. These findings illustrate the signature of VWM-based preview inhibition,
replicating previous research as well as the results of Experiment 3.1.
The primary aim of Experiment 3.2 was to assess attentional capture of items resembling
the target template. To determine whether distractor type affected search performance, we
analyzed search RTs using a 2 (distractor type: matching vs. non-matching) x 4 (preview set size:
1, 3, 5, 7) repeated-measures ANOVA. There was a significant main effect of preview set size, F
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(2.3, 66.2) = 27.86, MSE = 1.29 x 104, p < .001, ηp2 = .58 indicating longer search times for
larger preview set sizes (degrees of freedom have been adjusted because we could not assume
sphericity for this test). Additionally, there was a significant main effect of distractor type, F (1,
29) = 7.01, MSE = 6.69 x 103, p = .013, ηp2 = .17, such that the presence of a matching colour
singleton impaired search performance to a greater degree than did the presence of a nonmatching colour singleton. No significant interaction between preview set size and distractor
type was observed, F < 1.
In summary, Experiment 3.2 provides two important findings. First, it replicates the
results of Experiment 3.1, once again suggesting that VWM-based preview inhibition occurs
even in variable searches that require VWM to maintain the target template. Second, Experiment
3.2 offers evidence that the target template is, indeed, stored in VWM and, further, that items
resembling this target template are facilitated during visual search. This finding in particular falls
in line with previous work by Watson and Humphreys (2005) that presented irrelevant colour
distractors during the preview phase. The items disrupted the preview benefit only when their
colour matched that of the anticipated target, suggesting that the inhibition of old stimuli occurs
alongside the maintenance of an anticipatory set for new items. Here we demonstrate
simultaneous inhibition of the previewed items and facilitation of items sharing features with the
target in the search phase.
CHAPTER 4: DISCUSSION
The primary purpose of the present study was to assess whether or not the contents of
VWM can be used to simultaneously guide inhibition and facilitation of items during visual
search. Using a preview search paradigm we tested whether VWM can support the inhibition of a
subset of previewed search distractors while also maintaining the identity of the search target, in
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turn guiding attention toward target-matching items. Across two experiments we found that
when participants are able to preview a subset of distractors in a search task with a variable
target, the signatures of VWM-based preview inhibition and VWM-based target facilitation can
both be observed; namely, more effective preview inhibition when the number of previewed
items is below VWM capacity, and attentional capture by distractors that resemble the search
target, respectively. Together these results suggest that VWM can guide both facilitatory and
inhibitory attentional abilities at the same time.
IMPLICATIONS FOR THEORIES OF VWM GUIDED ATTENTION
To reconcile mixed evidence regarding the role of VWM contents in guiding attention
(Downing & Dodds, 2004; Olivers et al., 2006), Olivers and colleagues (2011) proposed a dualstate model of VWM that identifies when these representations will guide attention and when
they will not. By their account, representations in VWM are divided into one of two states: active
or accessory. Only those representations in the active state guide attentional selection, and only
one representation may occupy the active position at a time. The data that we report here reveal
additional constraints that inform our understanding of this model: In our experiments, multiple
VWM representations on a given trial guided attentional selection and, further, attention was
simultaneously guided toward stimuli matching the target template, and away from previewed
distractors in the search array.
Can our results be reconciled with the dual-state model? We do offer indirect support for
a division in VWM representations: We observed that different VWM representations can have
different attentional effects. Within the context of a visual search, the dual-state model suggests
that the target of the search will occupy the active position when it is variable (i.e., changes from
trial-to-trial), and no interference from any accessory items will be evident. If, however, VWM
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resources are not required to support the constant updating of a search target, then an accessory
item may move into the active position and will guide attention during search. Here we see
evidence that the target template does indeed occupy the active position (i.e., template-matching
distractors are facilitated in search), but there is also evidence that additional (accessory)
representations (i.e., the previewed distractors) were inhibited during search. Perhaps it is the
case that, while only one representation can facilitate processing, multiple representations may
guide inhibition during search, biasing attention away from goal irrelevant information. Indeed,
there is some evidence for an inhibitory role of accessory memory items (Downing & Dodds,
2004). Specifically, Downing and Dodds noted that the presence of an accessory memory item in
a visual search array resulted in enhanced target recognition (i.e., faster reaction times),
suggesting that the memory-matching stimulus was more easily ignored than other distractors.
An alternative explanation for our results, however, is that multiple items are capable of
guiding attention, irrespective of VWM state (active vs. accessory) or attention type (facilitation
vs. inhibition). Consistent with this alternative, Beck et al. (2012) have demonstrated that visual
search can be concurrently guided by two target templates in VWM, potentially indicating
VWM-based facilitation by multiple representations. The researchers examined eye movements
in a visual search task and noted that, when selectively attending to only one of two colours in an
array, observers searched consecutive items in one colour before switching. This switch from
one template to the next resulted in a switch cost (i.e. a time delay between fixation on the final
item of the first attended colour and fixation on the first item of the second attended colour).
Interestingly, when asked to attend to two colours at the same time, observers were able to
switch their gaze back and forth between the two colours frequently, demonstrating no switch

82
cost between items. It may, then, be possible for attentional selection to be driven by more than
one template in VWM.
In summary, our results are incompatible with the claim that only one representation in
VWM can guide selection at a time: How guidance by multiple representations is accomplished,
however, remains an open question. Drawing from the dual-state model (Olivers et al., 2011), it
may be the case that only one representation can guide selection through facilitation, however,
this interpretation entails that accessory-state VWM representations can nevertheless
concurrently guide selection through inhibition. Alternatively, our results are also consistent with
the conclusion that multiple VWM representations can actively guide selection through either
facilitation or inhibition (Beck et al., 2012). Regardless, our results provide constraints on all
models of VWM-based attention: Multiple VWM representations can concurrently guide
selection through inhibition and, at the same time, a separate VWM representation can guide
selection through facilitation.
SPATIAL VERSUS OBJECT WORKING MEMORY
How might multiple VWM representations be capable of supporting both inhibition and
facilitation simultaneously? One possible answer is that this ability is accomplished through
separate spatial and object subdivisions of VWM, each of which is supported by a distinct neural
substrate (see Luck, 2008). Whereas search target templates are typically defined by non-spatial
features and thus are likely predominately supported by the object subdivision of VWM, the
inhibition of previewed distractors could be accomplished based on only spatial information, and
the spatial subdivision. This account would help explain, for example, why search is guided by
the full contents of memory in our tasks, but only by a single item in the tasks support the dualstate model of VWM-based attention. By this account, only a single representation in the object
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subdivision can support facilitation at a time (consistent with the dual state model), while
multiple spatial representations guide inhibition. Consistent with this explanation, Al-Aidroos et
al. (2012), observed that individual differences in the capacity of preview inhibition correlated
with a measure of spatial working memory, and not color working memory. While there is some
appeal to this account, our assessment is that there is currently inadequate data to support it, and
also reason to believe it is incorrect.
First, it is presently unclear whether spatial working memory alone supports the preview
benefit reported here and in Al-Aidroos et al. (2012). Indeed, the authors were quite reserved in
the conclusions that they drew from this finding, pointing out the methodological limitations of
their colour memory task. Further, despite reports that object and spatial working memory may
be segregated in posterior regions (Gnadt & Andersen, 1988; Miller, Li, & Desimone, 1993), the
superior parietal lobe specifically subserves the preview effect (Allen, Humphreys, & Matthews,
2008; Humphreys et al., 2004; Olivers, Smith, Matthews, & Humphreys, 2005), and this region
has been shown to be implicated in both spatial and object working memory (Xu & Chun, 2006).
Indeed, previous studies have demonstrated that changing the identities of previewed distractors
is disruptive to the preview benefit (Jiang, Chun, & Marks, 2002; Kunar, Humphreys, Smith, &
Hulleman, 2003), and Emrich and colleagues (2010) have provided support for the involvement
of non-spatial memory in inhibition during search. Thus, from this work alone, it is not clear that
it is the spatial subsystem of VWM that more heavily supports the preview benefit.
Despite the fact that the demands of a particular task will dictate whether spatial or nonspatial working memory is relied upon more heavily, the two are intricately linked, with some
researchers suggesting that location is an obligatory feature of object memory (Jiang, Olson, &
Chun, 2000), and that it is in fact not necessary to regard spatial and non-spatial memory as
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separate systems (Rajsic & Wilson, 2014). Moreover, independent of the debate regarding which
working memory systems may or may not be involved in preview inhibition, it remains the case
that the present data demonstrate concurrent guidance of attention by multiple VWM
representations—A point that adds constraints to existing models of VWM-based guidance of
attention. The question of how different VWM subsytems contribute to attentional guidance in
dual-state models remains an open question.
COMPARING PREVIEW SEARCH AND VISUAL SEARCH
To what extent can we generalize conclusions drawn from a preview search paradigm to
more conventional non-preview visual searches? In the present experiments we used the preview
paradigm to directly control which search distractors participants processed first, and measured
whether these specific distractors were successfully inhibited. Presenting a subset of search
distractors before the rest of the search display, however, creates differences between previewed
and non-previewed distractors, such as temporal discontinuities (Jiang et al.,2002) and
differences in physical salience (Donk & Theeuwes, 2001, 2003). Do the present results about
the VWM-based inhibition of previewed distractors tell us about how distractors are inhibited in
non-preview searches?
There is both neurophysiological and behavioral evidence to suggest that, beyond
previewed distractors, VWM also supports the inhibition of non-previewed distractors. The
CDA, an event-related potential associated with VWM maintenance, has been observed while
participants complete a visual search task (Emrich et al., 2009). In this study, the visual search
target was static throughout the duration of the experiment, and thus the CDA activity cannot be
attributed to maintenance of a target template. Moreover, the magnitude of this component,
which is associated with the amount of information stored in VWM, increased relatively slowly
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after the onset of the search display and took longer to reach peak amplitude in participants with
greater VWM capacities, consistent with the interpretation that as participants reject search
distractors, these distractors are encoded in memory until capacity is reached. To further examine
the involvement of VWM in search, Emrich and colleagues (2010) manipulated the extent to
which VWM resources were available to an observer while performing visual search by
including a concurrent VWM change detection task. As would be expected if VWM supports the
inhibition of a small number of rejected search distractors, increases in a concurrent memory
load caused increases in overall search time, and not search slope. This effect was proportionate
to the memory load until VWM capacity was reached—when observers were required to
maintain more than four items, no further increases in search reaction times were observed.
These two studies suggest that VWM-based inhibition does not only operate on previewed
distractors, and that the observation of simultaneous guidance of inhibition and facilitation by
VWM in the present study generalizes to more conventional non-preview searches.
INHIBITION OF EYE MOVEMENTS OR PERCEPTUAL PROCESSING?
The present tasks were designed to encourage participants to make eye movements
during their visual searches. Notably, when search can be completed covertly (i.e., without eye
movements), the signature of VWM-based inhibition is not evident (see Al-Aidroos et al., 2012,
Exp. 2B). Might this pattern indicate that VWM-based inhibition only influences where
participants look, or does VWM-based inhibition directly influence covert spatial attention?
Although the results of Al-Aidroos et al. (2012) may suggest that any effect of VWMbased inhibition on perceptual processing is an indirect consequence of effects on eye
movements, their findings do not speak to this issue as clearly as it may seem. There are
numerous mechanisms that allow observers to prioritize new information over old (Donk, 2006;
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Olivers, et al., 2006), and the constraints of a task determine which of these mechanisms will
ultimately guide behaviour. In particular, when preview searches are completed covertly, the
preview effect tends to be dominated by a highly effective, seemingly unlimited capacity
mechanism (Al-Aidroos et al. 2012, Exp 2B). The observed preview benefit in such searches is
likely guided, in part, by attentional capture from the onset of non-previewed search items (Donk
& Theeuwes, 2001), and other potentially capacity unlimited inhibitory mechanisms (Von
Mühlenen, Watson, & Gunnell, 2013). The contribution of VWM-based preview inhibition can
only be observed through measures of behavioural performance when other preview mechanisms
are prevented from guiding the search process (e.g., by allowing participants to move their eyes,
which disrupts the sensory signals that capture attention). Accordingly, it remains possible that
VWM-based inhibition has a direct influence on covert spatial attention. Indeed, the
electrophysiological results of Emrich and colleagues (2009), provides evidence that VWMbased inhibition contributes to search efficiency even when participants complete searches
without eye movements. While further investigation is required to confirm whether the effect is
direct or indirect, what is clear from the present study is that VWM representations can be used
to simultaneously guide perceptual processing though inhibition and facilitation.
In sum, VWM is capable of simultaneously guiding two seemingly opposing processes:
the facilitation of a target and the inhibition of distractors. Taken together, these findings indicate
that the full contents of VWM can flexibly, and simultaneously, bias the selection of visual
information, influencing the efficiency of visual search.
Though it is clear from the data presented in this chapter that we have this capability, it is
also true that information in VWM is not always used flexibly, nor is it always used to guide
attention. Under what circumstances do the contents of VWM guide attention? Thus far I have

87
discussed two different types of prioritization in VWM. Chapters 1 and 2 focused on
prioritization for resources in VWM, and Chapter 4 focused on prioritization for use in search. Is
prioritization for search required in order to grant an item—or items—template status, or is
prioritizing an item such that it is stored with the greatest precision sufficient to allow that
representation to interact with attention? The following chapter addresses this question,
exploring the circumstances under which memory-driven capture is observed.

CHAPTER 5: PROBABILISTIC RETRO-CUES DO NOT DETERMINE STATE IN
VISUAL WORKING MEMORY
The information presented in this chapter has been published. While minor alterations have been
made to the published versions in the following, the original manuscript can be found here:
Dube, B., Lumsden, A., & Al-Aidroos, N. (2018). Probabilistic retro-cues do not determine state
in visual working memory. Psychonomic Bulletin & Review, doi:
https://doi.org/10.3758/s13423-018-1533-7

Visual working memory (VWM)—our ‘online’ storage system for visual information—is
highly capacity limited. As such, a number of attentional mechanisms exist that control what,
and how, information is stored in memory, to ensure that the most useful information is available
to guide subsequent behaviour. For example, an important representation in VWM can be
reinforced by retroactively cueing it (i.e., pointing to the location in which it previously
appeared) during the retention interval of a VWM task (Griffin & Nobre, 2003; Landman,
Spekreijse, & Lamme, 2003). By indicating which item in memory is most likely to be probed in
the upcoming memory test, such retro cues can enhance recall of the cued item. Moreover, the
effect of retro-cues varies with perceived cue reliability when retro-cues are probabilistic in
nature: Retro-cues that indicate which item in memory will be tested with 80% validity, for
instance, have a greater effect on recall than those that indicate the to-be-tested item with 50%
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validity (Gunseli et al., 2015b). Thus, the effect of retro cues on recall varies with their
reliability, and deterministic (i.e., 100% valid) and probabilistic retro-cues differ with respect to
their effects on memory performance.
In addition to enhancing recall, retro-cues—specifically deterministic retro-cues—have
also been shown to alter the state of item representations in VWM, making the cued
representation ‘active’ (Olivers, Meijer, et al., 2006; van Moorselaar, Theeuwes, & Olivers,
2014). Given that deterministic and probabilistic retro cues have variable effects on VWM recall,
here we seek to determine whether probabilistic and deterministic retro-cues also differ in their
influence over item state in VWM.
According to the dual-state model (Olivers et al., 2011), items in VWM are represented
in either of two functionally different states, and the state of a representation determines how it
will guide behaviour. This model draws from visual search studies: While searching for a
particular object in the environment, we often maintain the identity of our search target in VWM
(Carlisle et al., 2011; Woodman & Arita, 2011; Woodman, Carlisle, & Reinhart, 2013). This
representation, known as the attentional template, interacts with attentional selection to provide a
competitive advantage to perceptual inputs sharing its features (Desimone & Duncan, 1995;
Duncan & Humphreys, 1989). The dual-state model (Olivers et al., 2011) was proposed to
account for the observation that the attentional template can guide selection, while other items
concurrently stored in VWM do not (Houtkamp & Roelfsema, 2009; Judith C. Peters et al.,
2009). According to this model, at most one item in memory can be represented in an active state
and will consequently bias attention towards perceptually similar inputs; all other items are
represented in an accessory state and are shielded from perceptual inputs, preventing them from
biasing selection.
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Some of the evidence supporting the dual-state model has come from studies using
deterministic retro-cues to manipulate whether items are represented in an active or accessory
state. Olivers and colleagues (2006, Experiment 6), for instance, instructed participants to
remember the colors of two sequentially presented circles for a later memory test. One of these
two circles was then retroactively cued, indicating with 100% validity that it would be tested at
the end of the trial. A visual search task intervening the memory test required participants to
locate a shape singleton presented among distractors, one of which was an additional singleton
that carried a color that was either related to the cued item in memory, related to the non-cued
item in memory, or unrelated to either memory item. Reaction times to locate the target were
significantly longer when the singleton distractor was related to the cued item in memory than
when it was related to the non-cued item or unrelated to either, suggesting that only the cued
representation was maintained in a state that actively biased attention. In a follow-up study, van
Moorselaar and colleagues (2014, Experiment 4) confirmed that non-cued items did not capture
attention by virtue of being represented in an accessory state, rather than because they were
removed from memory, by testing both memory items (the retro-cue indicated which item would
be tested first). Thus, deterministic retro-cues that identify a memory item as being more
immediately relevant also determine the representational fate of all items in VWM: The cued
item occupies the active position, while the non-cued item is held as accessory.
Do probabilistic retro-cues exert the same influence over item state in VWM? It is
tempting to assume that their influence is the same; however, probabilistic and deterministic
retro-cues do not exert the same influence over recall performance in VWM tests. In an
experiment that focused on the costs of invalid retro-cues in a probabilistic design, Gunseli and
colleagues (2015) manipulated the reliability of a retro-cue across two different conditions: 80%
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and 50%. The retro-cue benefitted performance on valid trials in both conditions; however, a cost
on invalid trials was only observed with a highly reliable cue (i.e., when there was a low
probability the non-cued item would be tested). The authors reasoned that observers adjusted the
mechanisms underlying the retro-cue effect in response to perceived cue reliability, suggesting
that retro-cue reliability plays an important role in how the cues are utilized, and how they affect
recall performance. If the mechanisms that underlie the retro-cue effect are, indeed, flexible, it is
reasonable to question whether a probabilistic retro-cue would have the same influence over item
state in VWM as a deterministic retro-cue.
EXPERIMENT 4: INTRODUCTION
Here we directly compare the effects of deterministic and probabilistic retro-cues on the
state of items in VWM. We use a paradigm modeled after Hollingworth and Hwang (2013), in
which participants complete a visual search during the retention interval of a retro-cue VWM
task. We adjusted this task, however, such that trials end either in a visual search or a VWM
recall probe, as in Kiyonaga, Egner, & Soto (2012), in order to reduce the motivation to resample the cued item when it appears as a distractor during search (known as perceptual
resampling; Woodman & Luck, 2007). To preview our results, we find that, although
probabilistic retro-cues influence subsequent recall in our memory task, we show no differences
in reaction times on the search task when a color singleton in the search array matches the cued
versus the non-cued memory item. In contrast, we provide evidence that, following a
deterministic retro-cue, reaction times are significantly lengthened when the singleton matches
the color of the cued item relative to when it matches the color of the non-cued item. Thus, we
conclude that probabilistic retro-cues are insufficient to determine the state of representation in
VWM.
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EXPERIMENT 4: METHODS
PARTICIPANTS
Thirty-five undergraduate students from the University of Guelph between the ages of 18
and 23 (M = 19.29) participated for partial course credit. All participants reported having normal
or corrected-to-normal vision and no color blindness.
STIMULI AND APPARATUS
Experimental stimuli were viewed on a 1280 x 1024 CRT monitor using a 75 Hz refresh
rate with black background (3.2 cd/m2), and responses were made via a standard keyboard.
Participants sat in a dimly lit room, and viewing distance was fixed at 57 cm using a head and
chin rest. The colors of the memory items on each trial were randomly selected from a 360degree color wheel (created in CIELAB color space such that experimental stimuli were
isoluminant at 47.5 cd/m2; as used in Dube, Emrich, & Al-Aidroos, 2017) with the constraint that
they were separated by a minimum of 50 degrees on the wheel. Search stimuli were white
Landolt squares.
PROCEDURE
Each trial began with the 360 ms presentation of a memory array comprising two squares
(1.2° in width and height) placed randomly in two of eight possible positions equally spaced
around an invisible circle with a 5.5° diameter, all centered on a central fixation point with 0.07°
radius (see Figure 13). After the removal of the array and a delay of 400 ms, a line cue extended
from fixation and pointed to the location previously occupied by one of the memory items,
retroactively indicating it to be the most important item on that trial. This retro-cue remained on
screen for 200 ms and, following another 400 ms delay, the trial ended in one of two ways: a
memory test or a visual search. We used memory trials to assess the retro cue effect on memory
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retrieval, and visual search trials to assess its effect on memory state—the division of these trials
removed the motivation to resample the color on search trials (Woodman & Luck, 2007). On
memory trials (55% of trials), the items presented in the initial memory array were re-drawn to
the screen, but only one was colored in. Its color was either the same as at initial presentation
(50% of memory trials) or it differed by 30 degrees on the color wheel, and participants were
instructed to use their left hand on the keyboard to press the letter ‘s’ to indicate that it was the
same, or ‘d’ to indicate that it was different. On search trials, eight Landolt squares (4.4° in width
and height) were drawn to the screen, spaced equally around fixation with the same eccentricity
as the memory array. Search distractors were presented with the gap on either the top or the
bottom of the square, and participants searched for a single target with the gap on the left or right
side. Participants were instructed to use their right hand on the keyboard to press the right arrow
key if the gap appeared on the right, or the left arrow key if the gap appeared on the left, as
quickly as possible. On each search trial, one of the search distractors (chosen randomly) was
uniquely colored. On a third of search trials, the color of the singleton matched that of the cued
memory item (match cued), on another third the singleton color matched that of the non-cued
memory item (match non-cued), and on the remaining trials the color of the singleton did not
match either item in memory (novel).
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Figure 14. Example trial sequence. Example memory test shows a no-change trial, and example
visual search task shows a match-cued singleton distractor. Actual background color was black.

Participants completed 6 blocks of trials (95 trials per block: 50 memory and 45 search in
each), across which we alternated between two cue validity conditions: 70% and 100%.
Participants were explicitly told at the beginning of the experiment that the validity conditions
would alternate, and an instruction screen at the beginning of each block reminded them of their
current condition. Cue validity was described as how often the cue would correctly predict the
tested item (i.e., 7 out of 10 trials will probe the cued item vs. all trials will probe the cued item).
In blocks with 70% cue validity, the retro-cue validly cued the to-be-tested memory item 35 of
the 50 memory trials, whereas blocks with 100% cue validity correctly indicated the to-be-tested
item on all 50 memory trials. Cue validity of the initial block of trials was pseudocounterbalanced across participants. In total, participants completed 545 experimental trials: 300
memory and 245 search, randomly intermixed.
EXPERIMENT 4: RESULTS AND DISCUSSION
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We removed participants with a greater than 50% error rate on either the memory test or
the search task, resulting in the removal of five participants from the data set and a final sample
of thirty participants.
MEMORY TEST
In probabilistic (i.e., 70% valid) retro-cue blocks, mean change detection accuracy was
statistically significantly higher in the valid cue condition (68.5%) than in the invalid condition
(64.73%), t(30) = -2.53, p = .017, suggesting that participants effectively used the cue to
prioritize the relevant item for retention. Mean change detection accuracy did not differ between
the valid probabilistic retro-cue condition and the deterministic retro-cue condition (69.53%),
t(30) = .869, p = .392. Thus, although participants used the cue to effectively prioritize the cued
item, there was no statistically detectable difference in performance when the valid cue was 70%
vs. 100% reliable (see Figure 14).

p = .017
0.72

p = .392

Accuracy (%)

0.70

Cue Reliability
70%

0.68

100%

0.66
0.64
0.62
0.60
Valid

Invalid
Validity Condition

Figure 15. Change detection accuracy across experimental conditions.
Error bars in this figure are adjusted within-subject standard error (Morey,
2008).
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SEARCH TASK
REACTION TIMES. For each participant, reaction times in each condition were
trimmed to 2.5 standard deviations, resulting in the loss of, on average, 7% of trials. We
subjected reaction times on correct trials to a 3 (Singleton Condition: Match Cued, Match NonCued, Novel) x 2 (Cue validity: 70%, 100%) within-subject ANOVA, yielding no significant
main effect of singleton condition or cue validity, F(2,58) = 1.206, p = .307, and, F(1,29) = 2.42,
p = .131, respectively, and a significant interaction, F(2,58) = 3.677, p = .031 (see Figure 15).
Looking at probabilistic (i.e., 70% valid) retro-cue conditions only, we again observed no effect
of singleton condition on search reaction times, F(2,58) = .517, p = .599, suggesting that, with a
probabilistic retro-cue, there are no differences in attentional capture between any of the
singleton conditions. Looking, however, at deterministic (i.e., 100% valid) retro-cue conditions
only, we observed a reliable effect of singleton condition on search reaction times, F(2,58) =
3.977, p = .024, ηp2 = .121. Further paired samples t-tests revealed statistically significantly
longer reaction times in the match cued singleton condition relative to both the match non-cued
condition, t(29) = 2.484, p = .019, and the novel singleton condition, t(29) = 2.400, p = .023.
Reaction times in the match non-cued and novel conditions did not significantly differ, t(33) = 0.35, p = .73. Thus, when a retro-cue is probabilistic, although observers effectively use it to
prioritize the cued item for retention, the cue does not determine which VWM representation will
interact with selection during a subsequent visual search task. When a retro-cue is deterministic,
however, search times are significantly lengthened when a singleton is present in the display that
matches the cued item, suggesting that deterministic retro-cues do cause the cued item to be
maintained in an active state that interacts with selection during visual search.
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p = .023
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Figure 16. Search response times across experimental conditions. Error
bars in this figure are adjusted within-subject standard error (Morey,
2008). Note that the singleton was always a distractor and never a target.

ACCURACY. See Table 3 for a full list of accuracies. Overall, target discrimination
accuracy was high (M = 90.6%). To assess the contribution of speed-accuracy trade-offs to the
observed reaction times, we subjected target discrimination accuracy scores to a 3 (Singleton
Condition: Match Cued, Match Non-Cued, Novel) x 2 (Cue Reliability: 70%, 100%) repeatedmeasures ANOVA. Results revealed a significant main effect of singleton condition, F(2,58) =
4.138, p = .021, but no main effect of cue reliability and no significant interaction, F(1,29) =
.160, p = .692, and, F(2,58) = .628, p = .537, respectively. To directly compare accuracy scores
in the critical conditions, we performed two separate paired samples t-tests comparing accuracies
in the match cued and match non-cued conditions within each cue reliability condition (70% and
100%). There was no significant difference between accuracy scores in the match cued and
match non-cued conditions when the cue was 70% reliable, t(30) = -0.27, p = 0.79, nor when it
was 100% reliable, t(30) = 0.81, p = 0.42. Thus, the critical differences in response times
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between the match cued and match non-cued conditions cannot be explained by related
differences in target discrimination accuracy.
Table 3. Target detection accuracy across conditions (%)
Singleton Conditions
Match Cued

Match Non-Cued

Novel

70% Valid Cue

90.04

89.75

91.90

100% Valid Cue

89.18

90.25

91.61

EXPERIMENT 4: DISCUSSION
Here we demonstrate an important functional difference between probabilistic and
deterministic retro-cues. Despite both being an effective means of prioritizing an item in VWM
to benefit a subsequent VWM task, only deterministic—not probabilistic—retro-cues bring the
cued item into an active state. That is, probabilistic retro-cues are not sufficient to make a VWM
representation active: With a probabilistic retro-cue, no memory-driven biases are observed
during perception.
EVALUATING AN ALTERNATIVE TO THE DUAL-STATE MODEL
Research suggests that intentionally classifying an item as ‘active’ inherently grants it a
special status in VWM that allows it to interact with perceptual representations (Olivers &
Eimer, 2011; Peters, Roelfsema, & Goebel, 2012). Subsequent investigations of the dual-state
model, however, have assessed an alternative theory: Namely, that greater importance placed on
the ‘active’ item causes it to be maintained with greater representational quality than the
remaining items in VWM (Hollingworth & Hwang, 2013; van Moorselaar et al., 2014). By this
account, the observed effects on attention are a byproduct of the quality of the representation in
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VWM rather than functionally different states. Hollingworth and Hwang (2013) directly tested
this account by assessing the relationship between the quality of a VWM representation and its
biasing affect over attention during visual search. They reported evidence in support of the dualstate model, demonstrating that a cued item may still exert a bias over attention despite being
maintained with precision comparable to the other, non-cued item in memory. The results of the
current experiment strengthen this conclusion: Here we provide evidence that a cued item may
be better remembered but that this does not translate to an automatic biasing effect over
attention. Simply prioritizing an item for a subsequent memory test using a probabilistic retrocue will not bring that item into an active state, despite enhancing memory performance for that
item.
Though we agree with the conclusions of Hollingworth and Hwang it is worth
mentioning that the retro-cue employed in their paradigm was, in fact, probabilistic in nature.
They observed no evidence to suggest that the non-cued item in memory exerted any bias over
attention, suggesting that it had effectively moved into an accessory position and that the
remaining cued item in memory occupied the active position. They did not, however, include a
condition to directly test the biasing effect of the cued item during search. The results of the
current experiment suggest that a probabilistic retro-cue is not sufficient to move an item into an
active state and, thus, it is not likely that they would have observed any bias towards a search
item matching the cued memory representation during search. This is an important point for
future work that intends to use retro-cues to intentionally characterize items in VWM.
WHY IS VWM STATE NOT AUTOMATICALLY BIASED BY A PROBABILISTIC RETRO-CUE?
The results reported here highlight the influence of strategy on the fate of items in VWM.
That is, simply reallocating attention within VWM is not sufficient to characterize an item’s
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representation—with more than one item in VWM, there is something inherently strategic about
the active/accessory distinction. When one memory item is strongly prioritized (as was the case
with a deterministic retro-cue signaling irrelevancy of the non-cued item in the current
experiment), this may cause the observer to drop the remaining item(s) from VWM completely,
resulting in only a single item occupying VWM—a circumstance that is conducive to its
automatic classification as active. In this case, the classification of the cued representation as
active is not a direct consequence of the cue, rather it is a direct consequence of that item being
the only item represented in memory. Indeed, Gunseli and colleagues (2015) attributed enhanced
costs of invalid cues at higher cue reliabilities to the likely removal of the non-cued item from
memory. When the non-cued item in the memory array remains relevant to the task, however,
additional control may be required to move the cued item into an active state, a move that bares
no strategic advantage for the task. It is worth noting, however, that an aspect of our data makes
this interpretation unlikely: If the non-cued item was removed from memory following a
deterministic retro-cue, greater resources would be allocated to the cued representation in this
condition relative to the probabilistic retro-cue condition (i.e., resources would not be divided
among two representations). Here we observed no significant differences between memory
performance on tests of the cued representations in the 70% and 100% conditions, suggesting
that the same number of items are present in memory in both conditions. The mechanism by
which deterministic retro-cues cause the cued representation to be classified as active is still
unknown, and more research is required in order to understand it. Despite this, the relevant
behavioral effects of deterministic and, perhaps more importantly, probabilistic retro-cues are
clear. While it cannot be determined whether probabilistic retro-cues can never influence the
state of items in VWM (perhaps, for instance, probabilistically cueing a target for an upcoming
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visual search task would be sufficient for its activation), it is certainly not the case that
probabilistic retro-cues signaling relative priority for recall are sufficient to bring the cued
representation into an active state.
The results reported here define important limitations to the utility of probabilistic retrocues in VWM tasks: Probabilistic retro-cues can improve memory retrieval without altering
state. The implications of this finding are both practical and theoretical in nature: It highlights the
importance of considering strategy when interpreting retro-cue effects and, perhaps more
importantly, it supports the claim that item state in VWM is separable from its precision. That is,
it is not simply an item’s precision in memory that underlies its biasing effect over attention;
rather, there is something deliberate and unique about the active distinction.
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GENERAL DISCUSSION
In sum, this thesis explores the bidirectional relationship between attention and VWM.
Through this work I have expanded current theories of how each mechanism influences the other
by, in each case, highlighting how the mechanisms can be used much more flexibly than
prominent theories would suggest, and identifying constraints to this flexibility. The overarching
goal of this research program is to further our understanding of visually guided behaviours—the
efficiency of which is argued here to be determined by top-down control over the dynamic
interactions between the mechanisms that support them. Specifically, Chapter 1 demonstrates
that attention—both feature-based (Dube et al., 2017) and space-based (Emrich et al., 2017)—
regulates VWM performance to align with dynamic and variable goals, both by gating access to
VWM and determining the appropriate distribution of its resources. This capability, however, is
constrained to external attention. Indeed, in Chapter 2 we demonstrate that, despite the ability to
refocus internal attention to a relevant representation post-encoding, the benefit to memory
performance does not scale with how relevant that representation is. On the other hand, once
VWM encoding has taken place, its contents can be used flexibly to concurrently facilitate and
inhibit the processing of matching items where appropriate, as discussed in Chapter 4. Finally, in
Chapter 5 I demonstrate that attention is only guided by VWM when a representation is
deliberately classified as a search template —VWM representations do not guide attention
simply by virtue of being prioritized for VWM resources. The additional flexibility observed at
the interface of attention and VWM—and the knowledge of circumstances under which this
flexibility is possible—extends two prominent theories (the implications of which are discussed
below). This work serves as a broader exploration of the mechanisms that support visually
guided behaviours by evaluating their interactions and the flexibility with which they operate.
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IMPLICATIONS FOR THE ATTENTIONAL FILTER ACCOUNT
Initial attempts to understand the mechanism that supports the efficient use of capacity
limited VWM focused on attention as a filter, restricting access to VWM resources to only items
deemed goal relevant (Vogel & Machizawa, 2004). This account, however, does not capture a
component of VWM performance that emerged with the introduction of partial report tasks
(Zhang & Luck, 2007)—specifically, that item representations in VWM are not always encoded
with equal precision, and performance varies across remembered items. As such, in Dube et al.
(2017) we addressed whether feature-based attention was serving as more than a simple filter.
Indeed, manipulating the relative priorities of to-be-encoded items results in proportional
changes in memory fidelity, and we determined that beyond gating access to VWM, featurebased attention also regulates resource distribution based on dynamic top-down goals. This
flexibility, however, is constrained to external feature-based attention: when dynamic top-down
goals are applied to representations post-encoding, resource re-distribution lacks the flexibility
observed at encoding. Consequently, here we highlight an important limitation to the
predominant theory describing the influence of attention over VWM encoding. We propose that
the simple filter account does not sufficiently describe the full scope of the role of attention and,
as such, requires updating. Based on the data described in Chapters 1 and 2 (as well as in Dube et
al., 2017 and Emrich et al., 2017), we recommend that the influence of feature-based attention on
VWM performance is better captured by a more dynamic filter and distribute account where, at
encoding, feature-based attention both determines which items are encoded and the precision
with which they are stored. By this account, attention is more than a simple filter, and plays an
additional, more flexible role in regulating the quality of memory.
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DISENTANGLING ENCODING FROM PERCEPTION
Chapter 2 highlights an important constraint on the flexibility reported in Chapter 1, and
raises an interesting question regarding the nature of the benefit to VWM that is observed when
attentional goals are implemented at encoding. Could it be that, rather than directly regulating
how information is encoded in VWM, feature-based attention simply regulates the quality of
perceptual representations? By this account, the noted effects on VWM performance could
simply be a by-product of an effect that is occurring at initial perception. A similar point was
raised in Dube et al. (2017) where it was argued that, rather than influencing perceptual quality,
feature-based attention alters the priority of information for VWM resources (i.e., which stimuli
are processed first?). This argument is particularly compelling given that the tasks in which
feature-based attention has the largest effects are those that require stimuli to compete for
representation (i.e., visual search; Bacon & Egeth, 1997; Kaptein et al., 1995) relative to tasks in
which stimuli are presented one at a time (i.e., rapid serial visual presentation; Farrel & Pelli,
1993). The distinction between external and internal attention that is made in across Chapters 1
and 2, however, requires that this question be revisited.
Although this is a point that should be considered further in future research, the design of
the experiment reported in Chapter 1 allows us to assess for preliminary evidence that the effects
are, indeed, happening at encoding. Specifically, given that we can plot precision values across a
broad range of probe likelihoods, we can evaluate whether or not the data are well fit by a
power-law function—the predicted pattern of results when memory is defined as a neural
population code and is distributed across items based on cue validity (Bays, 2014; Emrich et al.,
2017). Specifically, Bays and colleagues (2008, 2009) as well as Wilken and Ma (2004), argued
that memory should be defined as a single, continuous resource that must be distributed amongst
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encoded items. As such, increasing the number of items in memory (or adjusting their relative
importance; Emrich et al., 2017), results in a proportional loss of fidelity. Although we did not
compare fits to determine if the power-law function was the best fit for the data, the power-law
function did provide a good fit for the relationship between cue validity and precision across all
relevant metrics (R2 values ranging from 0.708 to 0.915). Emrich and colleagues (2017),
however, did evaluate multiple model fits, and reported that the data were best fit by a power
law. Although we cannot rule out that our manipulation changes the quality of initial perception,
the current data are consistent with what would be expected from a division from memory
resources and, as such, favor the notion that feature-based attention alters priority for resources
in VWM. Thus, we suggest that the effects observed in Chapter 1 are not simply a by-product of
an effect on initial perception.
VWM ARCHITECTURE
Competing models of VWM architecture have been proposed to explain its capacity
limit. The most prominent of these models argue either that VWM is organized into discrete
‘slots’ (i.e., ‘slot’ models), or that it is characterized by a single, continuous resource (i.e.,
resource models). The slot model account of VWM architecture defines the capacity limit as a
discrete item limit, arguing that no more than 3-4 visual items can be stored at a given time
(Luck & Vogel, 1997). On the other hand, resource models argue that there is no limit to the
number of items can be stored concurrently, but that with the addition of each item the pool of
resources is divided more thinly (Alvarez & Cavanagh, 2004; Wilken & Ma, 2004). While our
data do not speak directly to this debate (in fact, our data are consistent with the predictions of
both models), we do offer preliminary support for resource models.
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The primary prediction of resource models of VWM is that an increase in set size will
result in a proportional decrease in assigned resources, consistent with the division of the neural
population within which VWM representations are coded (Bays, 2014). Although ours is not a
direct manipulation of VWM load, Emrich and colleagues (2017) demonstrated that probability
manipulations are highly comparable (and, in fact, are better predictors of VWM performance).
As such, the fact that our data are well fit by a simple power-law function is consistent with a
prediction that is specific to resource models. It should, however, also be mentioned that since
the slot model’s initial conception, its premises have been adapted to account for unequal item
representations such as what is observed in Chapter 1. Specifically, the ‘slots + averaging’ model
suggests that, while there is a discrete limit to the number of items that can be concurrently
maintained in VWM, a single representation that is deemed most relevant may, for instance,
occupy two slots. These dual-representations are then averaged together, resulting in more
precise recall for that item (Zhang & Luck, 2008a). Relatedly, the ‘slots + resources’ model
suggests that VWM architecture is best characterized as a combination of a discrete item limit
and a continuous resource, whereby there is a maximum number of items that can be encoded
and also a pool of resources that can be distributed flexibly between them (Zhang & Luck,
2008a). These models, then, can also account for the flexible distribution of resources reported in
Chapter 1. Critically, although based on the observed pattern of data we do suggest that our work
provides preliminary support for resource models, the experiments were not designed to test the
predictions of competing models of VWM architecture and, as such, cannot speak directly to this
debate. While the exact nature of the capacity limit in VWM remains unclear, the work described
in Chapters 1 and 2 both extends our understanding of the successful encoding of representations
and defines a new constraint on how VWM contents are shaped during maintenance.
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IMPLICATIONS FOR THE DUAL-STATE MODEL OF VWM
The representations that are successfully encoded in VWM—although concurrently
maintained—do not necessarily serve the same behavioural goal. One representation may, for
instance, be encoded to serve as a template for a current visual search target, while the remainder
are intended to serve a prospective behaviour, such as an upcoming recall task. As such, the
dual-state model describes a functional division between representations in VWM. By this
account, an item that is intended to serve a current behavioural goal is stored in an ‘active’ state,
while the prospectively relevant representations are stored in an ‘accessory’ state (Olivers et al.,
2011). The primary difference between the two states is the extent to which they exert a biasing
effect over attention. An actively maintained representation is granted access to perception such
that attention is guided to—or away from—elements of the environment that share its features.
Accessory representations, on the other hand, are shielded from perceptual inputs and do not
interact with attention until deemed currently relevant. An important hallmark of this theory,
however, is that only one representation may occupy the active position at a given time. That is,
no more than a single representation may serve as a template for a given search. Though it has
previously been demonstrated that this active representation can be used somewhat flexibly—
either to facilitate or inhibit the processing of matching stimuli (Woodman & Luck, 2007)—there
is evidence to support that, regardless of its use, only one item may drive attention at a time (Ort
et al., 2017; van Moorselaar et al., 2014; but see Beck et al., 2012). Van Moorselaar and
colleagues (2014), for instance, demonstrated that a single item in VWM (when encoded alone)
drives attentional capture during search. For memory loads beyond a single item, however,
attentional capture is no longer evident.
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In the work reported in Chapter 4 we clearly observe attentional guidance by multiple
representations concurrently maintained in VWM. Observers can inhibit multiple previewed
distractors within a single search and, beyond this, in a single experimental task we observe both
memory-driven facilitation (i.e., attentional capture) and memory-driven inhibition (i.e., preview
inhibition). Critically, these findings are not compatible with the core assumptions of the dualstate account. Not only do we provide evidence for the flexible use of VWM contents to
facilitate or inhibit the processing of matching visual inputs, but we demonstrate clear evidence
that multiple representations in VWM can interact with attention at a time—both of which are
capabilities that extend beyond what the most stringent versions of the dual-state model describe.
As such, we propose to extend the functionality of ‘active’ representations that is purported by
the dual-state model. Although we do not observe direct evidence that more than one
representation can facilitate the processing of matching inputs, we certainly provide evidence
that inhibition can be guided by multiple representations. Further, the functional division
between the states in VWM is not as stringent as the current theory suggests: During search, nontarget representations are not always shielded from perceptual inputs. Indeed, it is likely that
these representations can, under appropriate circumstances, serve as negative templates for
search, driving attention away from perceptually similar inputs. This highlights an interesting
distinction between facilitation and inhibition that is yet to be explored—specifically, it may be
the case that inhibition of memory-matching information is less resource demanding than
facilitation.
Despite arguing for additional functionality of non-target representations, we do provide
support for another hallmark of the dual-state model—namely, that the ‘active’ classification is
both deliberate and unique. In Chapter 5 we demonstrate that prioritizing a representation for
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resource allocation in VWM (similar to the observed effects in Chapter 1) is not the same as
prioritizing a representation so that it may occupy the active position in memory (with further
support for this notion presented in Dube & Al-Aidroos, 2019). This provides support for the
notion that an active item in VWM is, in fact, distinct from the remaining representations—in
order to be granted access to perception, a representation must be deliberately prioritized via a
distinct mechanism.
CONTROL OVER RECIPROCAL INTERACTIONS
The work discussed in this thesis—as well as a large body of work in the field more
generally—has focused on understanding how we are able to use VWM to usefully guide
behaviour despite its inherent limitations. The answer was originally thought to be centred on
attention—specifically, its role in ensuring that only relevant information consumed valuable
VWM resources. Here, however, we have demonstrated that not only do we have more flexible
control over how attention regulates VWM performance, but that we also have more flexible
control over how VWM contents subsequently guide attention. As such, we argue that the
answer to this question should instead focus on the dynamic, bidirectional relationship between
attention and VWM, and the flexibility with which these mechanisms interact. I have discussed at
length how flexibility at the level of the underlying mechanisms supports efficiency in visually
guided behaviours—the resources allocated to items in VWM are proportional to their
behavioural relevance, even with a changing top-down goal, and the contents of VWM can be
used flexibly based on task demands—but what additional role do reciprocal interactions play?
Despite their mutual influence, the effect of attention on VWM encoding and the biasing
effect of VWM on attention are independent of one another and depend uniquely on top-down
goals. That is—interactions between attention and VWM are reciprocal, but they are not cyclical,
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in that they are interrupted by top-down control. For instance, although attention determines
representational quality in VWM, representational quality in VWM does not, in turn, underlie
VWM-driven attentional biases (Dube & Al-Aidroos, 2019; Dube, Lumsden, & Al-Aidroos,
2018). Rather, we can implement top-down goals during VWM maintenance that are
independent of how resources are allocated to determine which representations are most relevant
for current behaviour—even when a prospective behaviour requires a different item to be the
most precisely represented. Although attention and VWM are inextricably linked, each
mechanism’s influence over the other can be guided by separate behavioural goals. That is not to
say, however, that attention and VWM cannot simultaneously support the same goal—under
conditions that do not necessitate unequal distribution of resources (i.e., without a probability
manipulation similar to Chapters 1 or 2), a search template that is maintained concurrently with
prospectively relevant memory items will be automatically represented with the greatest
precision (Rajsic, Ouslis, Wilson, & Pratt, 2017). Without an explicit attentional goal applied at
encoding to regulate resource distribution, attention biases encoding to benefit the search
template, theoretically to strengthen its bias to perception. An item that is represented most
strongly in VWM, however, is not automatically granted active (or template) status (Dube & AlAidroos, 2019), theoretically to ensure that attention is not unnecessarily captured by irrelevant
and distracting environmental stimuli. Thus, the way that attention and VWM interact is adaptive
in nature, and changes based on current goals and needs. Attention and VWM, then, form an
interactive system that supports flexibly implemented top-down goals, both at the level of the
individual mechanisms and at the level of the system more generally.

110
CONCLUSION
The present thesis refines existing theories of how VWM supports efficiency in visually
guided behaviours. More specifically, here I extend two prominent theories related to the
interaction between attention and VWM: the attentional filter account and the dual-state VWM
account. In both cases, I offer evidence that the mechanisms at the centre of the theories can be
used more flexibly than the current literature would suggest, and identify new constraints
surrounding their effectiveness. To understand how we ensure VWM efficiency, rather than
focusing on attention as a ‘gatekeeper’ to VWM, I argue that we should instead focus on the
flexibility with which top-down goals can be implemented during both encoding and
maintenance and, more broadly, how the interactions between attention and VWM are regulated
as part of a larger system to prioritize and implement these goals.
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