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In the study of time-to-event data, an important feature is the ability to
include time-varying covariates. Concerns have been raised over the use of Cox models
in the presence of internal time-varying covariates. Multi-state models have been
proposed as an acceptable alternative approach for internal time-varying covariates.
A motivating example throughout this thesis is the development of bipolar
disorder. It has been proposed that bipolar disorder progresses in a predictable sequence of clinical stages. In Chapter 2 the objective is to compare Cox models and
non-parametric multi-state models in the presence of other psychiatric diagnoses.
These diagnoses are coded as binary time-varying covariates in a Cox model or as
states in a non-parametric multi-state model.
A common assumption in Cox models with time-varying covariates is that
the effect of a covariate on the event of interest is constant and permanent after it
has changed. Chapter 3 presents a modification to the usual Cox model for binary
time-varying covariates that allows the influence of a covariate to exponentially decay

over time. Methods for generating data using the inverse cumulative density function
for the proposed model are developed. Likelihood ratio tests and AIC are investigated
as methods for comparing the proposed model with the commonly used permanent
exposure model. A simulation study is performed and three different example data
analyses are presented.
One advantage to parametric multi-state models is the inclusion of misclassification. Until now, this approach has largely been confined to exponential waiting
times within each state. In Chapter 4 we introduce Bayesian parametric multi-state
models with unknown misclassification of states and Weibull distributed waiting times
between states. Weibull waiting times allow transitions between states to depend on
the time spent in the current state, a feature lacking in exponential waiting times. To
fit the proposed Bayesian model, a Markov chain Monte Carlo (MCMC) MetropolisHastings algorithm is employed. The motivating example on the progression of bipolar
disorder is presented along with simulation results. From the example analysis, there
is evidence that assuming Weibull waiting times is an improvement over assuming
exponential waiting times in the study of bipolar disorder.
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Chapter 1
Introduction
1.1

Survival analysis
Researchers are often interested in modelling the time until some event of

interest, such as death. This is usually done using survival analysis, or time-to-event
analysis. Specifically, researchers are often interested in the probability that the time
of the event of interest T occurs after some time t. This is known as the survivor
function S(t),
S(t) = P (T > t) .

(1.1)

Another important quantity related to the time to the event of interest is the rate at
which subjects experience the event. This is known as the hazard rate α(t) which,
for continuous time, can be written as (Andersen and Keiding, 2002),

P (T ≤ t + ∆t| T ≥ t)
,
∆t→0
∆t

α(t) = lim

(1.2)

or for discrete time as,
α(t) = P (T = t|T ≥ t) .

(1.3)

2
Another related function of interest is the cumulative hazard function A(t),
which for continuous time is defined as (Klein and Moeschberger, 2003),

Z

t

α(u)du,

A(t) =

(1.4)

0

or for discrete time is defined as

A(t) =

t
X

α(u).

(1.5)

u=0

1.1.1

Cox proportional hazards models
In survival analysis, in order to assess the effect that covariates have on the

time of an event, the Cox proportional hazards model is often used (Cox, 1972). This
model allows covariates to affect the hazard function in the following way,

0

α(t|Z) = α0 (t)eβ Z ,

(1.6)

where β is a vector of regression coefficients of length p, Z is a vector of corresponding
covariates of length p, and α0 (t) is a baseline hazard function that does not need to
be specified. Under the Cox proportional hazards model, changes in covariate values
have a multiplicative effect on the hazard of the event of interest. The Cox model
has the benefit of allowing for time-varying covariates, Z = Z(t), that could change
over time. With time-varying covariates it is no longer assumed that the hazard of
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the event of interest is proportional between subjects over the entire study period, as
their covariates can change over time. For this reason, models involving time-varying
covariates will be referred to as Cox models.
One assumption often made implicitly when using Cox models with timevarying covariates is that the effect of the covariate is dependent only on the value of
the covariate and not the time since it last changed. For example, if we are estimating
the effect of an organ transplant on the hazard of death, researchers may code organ
transplant as a time-varying covariate with a value of 0 before transplant and 1 after
transplant. Fitting a Cox model to this data in the usual way would then assume
that the multiplicative effect of a transplant on death is the same for someone who
just recently had a transplant as someone who had a transplant further in the past.
This may not be realistic.

1.1.2

Multi-state models
Building on the concepts used in survival analysis, multi-state models were

introduced as a tool to use with time-to-event data. In multi-state models it is
assumed that there are multiple mutually exclusive states that subjects can occupy
over time. Focus is often given to the transition intensities λ(t) between states,
which are analogous to the hazard rates in traditional survival analysis (equation 1.2).
Traditional survival analysis can be viewed as multi-state models with two states, an
“alive” state and a “dead” state (Meira-Machado et al., 2009). States can either
be transient, meaning subjects pass through them, or absorbing, meaning that once
entered, they can never be left. Using multi-state models in survival analysis, it is
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possible to expand the number of transient (alive) states to account for changes in
subjects prior to death, such as diagnoses of illnesses. The number of absorbing states
can also be expanded to allow for competing risks. In continuous time the transition
intensities are denoted,

P (X(t + ∆t) = k|X(t) = h)
,
∆t→0
∆t

λ(hk) (t) = lim

(1.7)

where X(t) is the state at time t, and h and k are possible states in the model.
Sometimes there is interest in the probability that a subject that is known
to be in state h at time s will be in state k at time t. This is denoted P (hk) (s, t),

P (hk) (s, t) = P(X(t) = k|X(s) = h, Xs− ),

(1.8)

where Xs− is the history of X(s) up to time s (Andersen and Keiding, 2002).
To simplify estimation and inference, it is often assumed that the probability
of future states does not depend on the history apart from the current state. This
is known as the Markov assumption, and it simplifies the previous equation, making
the probability of future states only depend on the current state (Hougaard, 1999),

P (hk) (s, t) = P(X(t) = k|X(s) = h).

(1.9)

Through covariates and other modifications it is possible to avoid the strict Markov
assumption and allow transition probabilities to depend on some of a subject’s history
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outside of their current state (Jackson, 2011).

1.1.3

Internal covariates
Kalbfleisch and Prentice (2002) distinguish between two different types of

time-varying covariates in survival analysis: external and internal time-varying covariates. External time-varying covariates are considered external to the subject under
study and their values are not dependent on the subject. For example, the weather
outside may affect the hazard of death from an acute myocardial infarction (heart
attack); however, the weather is measurable and independent of the subject (even
if the subject is deceased). In this case, weather would be an external time-varying
covariate. In contrast, internal covariates depend on the current status of the subject
under study and are not predetermined. For example, if a subject’s blood pressure
is measured over time and used in a model to estimate the hazard of death, once a
subject has died blood pressure can no longer be measured. Note that predictable
time-varying covariates such as age, or randomized treatments are considered external. The effect of internal covariates on the hazard of an event of interest may be
incorrectly estimated since the internal covariate may change based on the time of
the event of interest. Causal inference is also problematic with internal covariates;
for example, the impending occurrence of death from other sources may change the
subject’s blood pressure (Kalbfleisch and Prentice, 2002; Aalen et al., 2008).
It has been recommended that states in multi-state models be used to account for internal covariates (Cortese and Andersen, 2010). For categorical timevarying covariates this is fairly straightforward: each possible value of the time-
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varying covariate can be represented by a different state in the multi-state model.
One could then investigate the transition intensities between the different states,
which may also depend on other covariates in the model.
To obtain estimates of the transition intensities in a multi-state model, techniques used in traditional survival analysis can be implemented. Parametric models
such as those that assume exponential waiting times can be used (Jackson, 2011).
In a parametric multi-state model, the times between transitions (or sojourn times)
follow known distributions. The simplest parametric multi-state model is one that
assumes exponential waiting times; this represents a constant hazard of transitioning
from one state to another. Alternatively, if there are no covariates unaccounted for
by the states in the model, non-parametric models that use an altered form of the
Nelson-Aalen estimator can be used to estimate the cumulative transition intensities
(Putter et al., 2007; de Wreede et al., 2010). Another popular category of multistate models is the semi-parametric multi-state model that allows covariates to affect
the transition intensities between states. Semi-parametric models model the separate
transition intensities such that (Putter et al., 2007),

(hk)

λ(hk) (t|zi (t)) = λ0

(hk)

where λ0

0

(t) exp{β (hk) zi (t)},

(1.10)

0

(t) is the baseline hazard for the transition from state h to state k, β (hk) is

a vector of regression coefficients of length p, and zi (t) is a covariate vector of length
p for the ith individual.
Once transition intensities are estimated for a multi-state model, it is possi-
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ble to obtain estimates of the state probabilities over time using the Aalen-Johansen
estimator (Aalen and Johansen, 1978). This estimator uses changes in the cumulative
Ru
transition intensities, Λ(hk) (u) = 0 λ(hk) (t)dt, to estimate the probability that a subject will be in a given state at a given time (Putter et al., 2007; Aalen and Johansen,
1978),

Y 

b t) =
P(s,


b
I + dΛ(u)
,

(1.11)

u∈(s,t]

b t) is a matrix that contains elements Pb(hk) (s, t), the estimated probability
where P(s,
of being in state k at time t given a subject was in state h at time s, I is the identity
b
b
b
matrix, dΛ(u)
is the change in Λ(u)
at time u, and Λ(u)
is a square matrix with nonb (hk) (t).
diagonal entries made up of the cumulative transition intensity estimates, Λ
b (hk) (t) (Andersen et al., 1993).
b (hh) (t) = − P
The diagonal entries are defined as Λ
k6=h Λ
Datta and Satten (2001) showed that the Aalen-Johansen estimates are valid even if
the underlying process is non-Markov.

1.2

Bayesian inference
For parametric models such as parametric multi-state models, methods must

be used to obtain estimates of the parameters in the model. In classical frequentist
statistics, researchers often use methods to find point estimates of the parameters
that maximize the likelihood function for the model of interest. A commonly used
alternative is Bayesian inference (Gelman et al., 1995). Under the Bayesian inference
framework, it is assumed that the parameters of interest are not constants, but in-
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stead are themselves random variables with distributions. In particular, inference is
made using the estimated distribution of the parameters conditional on the observed
data; this is referred to as the posterior distribution, π(θ|D), where θ represents the
parameters of interest and D represents the observed data. Using Bayes’ theorem,
π(θ|D) can be related to the likelihood function,

π(θ|D) =

L(D|θ)π(θ)
.
f (D)

(1.12)

In order to calculate the posterior distribution using Bayes’ theorem, the distribution
of the parameters independent of the data (π(θ), also known as the prior distribution), and the distribution of the data independent of the parameters (f (D)), are
required. However, since f (D) is independent of the parameters of interest, the posterior distribution is proportional to the likelihood function multiplied by π(θ),

π(θ|D) ∝ L(D|θ)π(θ).

(1.13)

Note that if the prior distribution is the uniform distribution, the posterior distribution is then proportional to the likelihood.

1.2.1

Metropolis-Hastings Markov chain Monte Carlo
Once the posterior distribution is known up to some constant of propor-

tionality (equation 1.13), it is then possible to obtain samples from the posterior
distribution. This can be accomplished in various ways; one well-established way
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is by using the Metropolis-Hastings Markov chain Monte Carlo method (Metropolis et al., 1953; Hastings, 1970). In general, this method produces samples from a
distribution of interest (in this case the posterior distribution, π(θ|D)) by iteratively
moving throughout the parameter space.
Before the MCMC algorithm can begin, initial starting values for the parameters are required. Starting at some initial position within the parameter space (θ(0) ),
at each iteration k a new proposed position (θ(p) ) is generated from some proposal
distribution conditional on the current parameter position f (θ(p) |θ(k) ). An acceptance
probability is then calculated as,

(p)

A(θ |θ

(k)



π(θ(p) |D)f (θ(k) |θ(p) )
π(θ(k) |D)f (θ(p) |θ(k) )



L(θ(p) |D)π(θ(p) )f (θ(k) |θ(p) )
L(θ(k) |D)π(θ(k) )f (θ(p) |θ(k) )

) = min
= min



.

(1.14)

The proposed position θ(p) is then accepted with probability A(θ(p) |θ(k) ), or else it is
rejected. If the proposed position is accepted then θ(k+1) = θ(p) , and if it is rejected
then θ(k+1) = θ(k) . This process repeats for each iteration, k, until the algorithm is
instructed to stop, often once a maximum number of iterations are completed. One
advantage of this type of algorithm is that even if it is stopped, it can be easily
resumed.
In the original algorithm proposed by Metropolis et al. (1953), the proposal
distribution f (θ(p) |θ(k) ) was assumed to be symmetric (e.g. the Normal(θ(k) , σ 2 )),
such that f (θ(p) |θ(k) ) = f (θ(k) |θ(p) ). This simplifies the calculation of the acceptance
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probabilities by removing the need to calculate the proposal densities,

(p)

A(θ |θ

(k)


) = min

L(θ(p) |D)π(θ(p) )
L(θ(k) |D)π(θ(k) )


.

(1.15)

Once it is believed that a stationary distribution is obtained for the samples of θ,
the resulting sample can be treated as a sample from the posterior distribution. The
sample distribution can then be used to perform inference, such as estimating the
mean, median, mode, or finding credible intervals for the parameters of interest.

1.3

Bipolar disorder data
As described in further detail in Chapter 2, a motivating example for the

investigation of internal categorical covariates in survival analysis is the progression
of bipolar disorder. Bipolar disorder is known to be highly heritable in the sense that
it is rare that people without a family history of bipolar disorder are diagnosed with
bipolar disorder (McGuffin et al., 2003; Duffy et al., 2007). However, even among
people with a family history of bipolar disorder, only a fraction of them eventually
get diagnosed with bipolar disorder (Duffy et al., 2014). It is believed that early
childhood intervention by psychiatric professionals may decrease the likelihood of
later developing bipolar disorder (Duffy et al., 2007, 2014). One of the main goals of
the ongoing research into bipolar disorder is to identify children at increased risk of
developing bipolar disorder within the population of those with a family history of
bipolar disorder (Duffy et al., 2007).
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1.4

Overview of the thesis
In Chapter 2 non-parametric multi-state models and Cox models in the

presence of internal time-varying covariates are compared. Specifically, predictions
using cumulative incidence functions based on a non-parametric multi-state model
and a Cox model fit to the bipolar disorder example data are compared.
In Chapter 3 a modification to the Cox model that allows the effect of
a binary time-varying covariate to exponentially decay over time is proposed and
developed. This model is a modification of a model proposed in Cox and Oakes
(1984) with methods presented for data generation and model fitting, as well as
for performing hypothesis tests on the necessity of the decaying modification to the
Cox model. Simulations under various parameterizations and three illustrative data
analyses are also presented.
Chapter 4 introduces Weibull multi-state models with misclassification, a
modification to parametric multi-state models. Misclassification has previously been
used with parametric multi-state models assuming the simpler exponential distribution for waiting times between states (Jackson et al., 2003; Jackson, 2011; Duffy
et al., 2014). In this chapter, a description of misclassification is presented along with
a brief introduction to the Weibull distribution. Complications that arise due to integrals in the likelihood function that have no closed form are briefly discussed along
with proposed numerical methods to overcome these obstacles. Methods for fitting a
Bayesian model are then presented using a Metropolis-Hastings Markov chain Monte
Carlo algorithm. A simulation study is presented to assess the performance of the
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novel model fitting algorithm along with an example data analysis on the bipolar
disorder data set.
Lastly, Chapter 5 includes discussions and final thoughts on the research
presented in Chapters 2-4, as well as an addendum of work related to the effect of a
binary time-varying covariate in Cox models that was not included in Chapter 3. In
addition, potential future work is discussed throughout Chapter 5.
Charles D.G. Keown-Stoneman is the principal author of any included manuscripts
and had a major role in the design of the research, and the preparation and writing
of the manuscripts.
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Chapter 2
Multi-state models for investigating possible
stages leading to bipolar disorder
Background
There is increasing evidence that non-mood and depressive disorders in
children at familial risk reflect the early stages in the development of bipolar disorder (Duffy et al., 2010). Duffy et al. (2010) suggested that specific types of psychopathological manifestations are precursors for bipolar disorder in this high-risk
population. Specifically, they showed that individuals at familial risk for bipolar
disorder develop the illness in a forward sequence of clinical stages: evolving from
non-mood disorders followed by minor mood disorders, then major mood disorders,
and finally bipolar disorder (Figure 2.1).

Well

Non-mood
disorders

Minor mood
disorders

Major mood
disorders

Bipolar
disorder

Figure 2.1: Proposed stages for bipolar disorder.

In this developmental clinical staging model, non-mood disorders include
Chapter 2 has been published in the International Journal of Bipolar Disorders (Keown-Stoneman et al.,
2015)
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primarily anxiety and sleep disorders, and in a subgroup of offspring from lithium
non-responsive parents, attention deficit hyperactivity disorders (ADHD), and learning disabilities. Minor mood disorders comprise depressive disorders not otherwise
specified, dysthymia, cyclothymia and adjustment disorders. Major mood disorder
refers to major depressive disorder (single episode or recurrent). The last category,
bipolar disorders, includes bipolar not otherwise specified, bipolar I and bipolar II
disorders, and in the offspring of lithium non-responders schizoaffective disorder. Understanding the natural history of psychiatric disease is a critical advance supporting
the identification of associated markers of illness risk and development. This approach has been very successful in other complex heritable medical diseases such as
cancer and cardiovascular illness (Thompson et al., 2007; Carlson et al., 2009; Yancy
et al., 2013). It is pertinent to test and develop the most rigorous analytic techniques
to test the latter association as they involve the use of complex longitudinal data,
and appropriate statistical analysis of data obtained from longitudinal investigations
remains an important but challenging problem.
The Cox proportional hazard model (Cox, 1972) is a common and familiar choice among investigators to examine longitudinal time to event data. However,
there is concern over the validity of Cox models in the presence of time-varying covariates (Kalbfleisch and Prentice, 2002). It has been suggested that multi-state models
can be used as an alternative to Cox models to address some of these limitations
(Cortese and Andersen, 2010).
The clinical staging model proposed by Duffy et al. (2010) has previously
been investigated using parametric multi-state models (Duffy et al., 2014). In order
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to assess the effectiveness of multi-state models when compared to Cox models we
fit a non-parametric multi-state model with states representing the proposed stages
of bipolar disorder and compared this to a Cox proportional hazards model in which
the preceding stage of major depressive disorder is treated as a time-varying covariate (Cox, 1972). The focus of this analysis is the effect of major depressive disorder
on the risk of developing bipolar disorder in order to more easily demonstrate the
statistical comparability between Cox models and multi-state models.

2.1
2.1.1

Methods
Data background
As part of an ongoing longitudinal study, data were collected on 229 offspring

from well characterized families with one parent having a confirmed history of bipolar
disorder based on the best estimate procedure and blind consensus review (Duffy
et al., 2007). In all families that were included, the other parent had no lifetime
history of major affective disorder, schizophrenia, schizoaffective disorder, substance
use disorder or personality disorder at baseline (Duffy et al., 2007). Bipolar disorder
is highly heritable, therefore these offspring were at a much higher risk of developing
bipolar disorder than the general public (McGuffin et al., 2003; Duffy et al., 2007).
All offspring were recruited into the study between the ages of 7 and 25 from eligible
families in which the proband parent was receiving long-term treatment in a mood
disorders specialty clinic in either Ottawa or Halifax (Duffy et al., 2007). A more
detailed description of the collection methods can be found in Duffy et al. (2007).
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The high-risk subjects were re-evaluated annually to ascertain if they had
developed any new psychopathology according to DSM-IV criteria (American Psychiatric Association, 2000; Duffy et al., 2010). In addition to a research psychiatrist
that conducted the interviews, all diagnoses were also confirmed by “blind consensus
review using all available clinical information by at least two additional research psychiatrists” (Duffy et al., 2010). The total number of subjects that experienced each
diagnosis is shown in Table 2.1.

Table 2.1: Number of subjects that experienced the different diagnoses from the full
dataset with 229 subjects.
No Diagnoses Non-mood Minor Mood Major Mood Bipolar
61
92
91
83
21

Whenever possible, multiple offspring were recruited from the same family.
Of the 229 subjects, 99 individual families were represented. In order to preserve
independence between observations, one subject from each of the 99 families was
randomly selected for this analysis. The number of observed diagnoses from the randomly selected subjects is shown in Table 2.2. The dates of episodes were documented
through prospective observation and diagnoses were decided on consensus review and
based on semi-structured clinical interviews by research psychiatrists. For the analyses performed in this paper the time scale is age in years rather than calendar time.

Table 2.2: Number of subjects that experienced the different diagnoses from the
subset of the dataset with 99 subjects.
No Diagnoses Non-mood Minor Mood Major Mood Bipolar
21
45
40
38
10
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2.1.2

Cox models
Often when studying the probability of a single event occurring over time,

survival analysis is used. An important concept in survival analysis is the hazard
function, α(t). The hazard function is the rate at which an event occurs at time t
given that the event has not occurred up to the instant before time t,


α(t) = lim

∆t→0

P(T ≤ t + ∆t|T ≥ t)
∆t


,

where T is the event time and P(T ≤ t) is the probability that the event has occurred
before or at time t. When the effects of covariates are of interest, a commonly used
method of analysis is the Cox proportional hazards model (Cox, 1972).
The Cox model is a form of semi-parametric regression which allows covariates to affect the hazard of some event. In this case the hazard rate is modelled
as:

α t|xi (t) = α0 (t)eβ1 x1i (t)+β2 x2i (t)+···+βp xpi (t) ,

(2.1)

where α0 (t) is a baseline hazard function that is often unspecified, β1 , β2 , ..., βp are
regression coefficients, and x1i (t), x2i (t), ..., xpi (t) are covariates for subject i. Note
that the covariates can change with time. We can interpret the effect of a covariate
as follows: A one unit increase in xi1 (t) multiplies the hazard by eβ1 , holding all other
covariates constant.
Another function of interest is the cumulative incidence, the probability of
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experiencing the event before time t (Breslow, 1972; Klein and Moeschberger, 2003),

CIF (t) = P (T ≤ t)
= 1 − e−

Rt
0

α(u)du

(2.2)

= 1 − e−A(t) ,

where A(t) is the cumulative hazard. In practice, events are observed at discrete
times, t(1) ≤ t(2) ≤ ... ≤ t(n) and the cumulative incidence can be estimated using the
Breslow estimator (Breslow, 1972):
(
[ (t) = 1 − exp −
CIF

)
X

∆Â(s) ,

(2.3)

s≤t

where the sum is over all event times observed up to time t, and ∆Â(s) is the change
in the estimated cumulative hazard at time s. Suppose we want to estimate the CIF
for a person with a single time-varying covariate that takes the value x∗ (s) at time s.
The estimator used by the survfit function (Therneau, 2013) in R (R Core Team,
2016) can be expressed as (modified from (Kalbfleisch and Prentice, 2002)):
n
o
δ(s) exp β̂x∗ (s)
n
o
∆Â(s) = P
n
i=1 Yi (s) exp β̂xi (s)

(2.4)

where δ(s) is the number of events at time s, Yi (s) is an indicator variable which is 1
if subject i is at risk at time s, and xi (s) is the value of the covariate for subject i at
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time s.
Kalbfleisch and Prentice (2002) identified the importance of distinguishing
between internal and external covariates when using a Cox model. External covariates
are completely determined at the start of the study (e.g. a person’s sex or age) or are
random but external to the subject (e.g. the weather). Internal covariates are random
measurements on the subject that vary with time and may be affected if the event
of interest occurs. For example, if the event of interest is death, then blood pressure
would be an internal time-varying covariate, as it is a characteristic of the subject that
varies with time and is affected by the event of interest, in the sense that it cannot be
measured after death. Modelling of internal covariates can be difficult as the effect of
the covariate on the event of interest may be complicated by the effect of time. For
example, the effect of a covariate may not be observed until a time lag has passed
(Kalbfleisch and Prentice, 2002). Assuming that the effect of the internal covariate is
correctly specified, including the correct lag and functional form, the interpretation of
a regression coefficient in (2.1) is still valid (Kalbfleisch and Prentice, 2002). However,
estimates of the cumulative incidence function corresponding to (2.2) are considered
invalid in the presence of internal covariates because the distribution of the covariate
may depend on the event time (Kalbfleisch and Prentice, 2002). Multi-state models
are sometimes suggested as a solution to this problem (Cortese and Andersen, 2010).
In this paper, we will consider Cox models with time to bipolar disorder as
the response, and preceding diagnoses as time-varying covariates. Preceding diagnoses
are considered internal covariates because they are measured on the subject and vary
with time, and because once a diagnosis is received, the subject cannot subsequently
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receive a diagnosis of a less severe disorder, in accordance with diagnostic convention
(American Psychiatric Association, 2000). However, there is a problem with this
approach, namely that traditional survival analysis allows only one outcome. On the
other hand, we are interested in building a more complicated model. Therefore, in
the next section we discuss multi-state models that allow multiple outcomes.
In this paper, preceding diagnoses are coded so that they take a value of 0
before and 1 after the diagnosis. The Cox models were fit using the coxph function
from the survival R package using R version 3.0.2 for Windows 64bit (R Core Team,
2016).

2.1.3

Multi-state model
In multi-state models, individuals move between states over time. The pa-

rameters of interest are the transition rates between states, also called the intensities.
An important assumption often used to simplify multi-state models is the Markov
assumption, which assumes that the transition rate is independent of both the length
of stay in the current state (sojourn time) and which states were visited prior to the
current state. For a Markov multi-state model, the rate of transitioning from state h
to another state j at time t is given by (Andersen and Keiding, 2002)


λhj (t) = lim

∆t→0

Phj (t, t + ∆t)
∆t


,

(2.5)

where Phj (s, t) is the probability of being in state j at time t given a subject was in
state h at time s.

21
The state probabilities can be expressed in matrix form as

P (s, t) =

T

(I + ∆Λ(u)) ,

u∈(s,t]

with entries Phj (s, t), where I is the identity matrix,

T

is a product integral (Kalbfleisch

and Prentice, 2002), and ∆Λ(u) is a matrix with elements ∆Λhj (u), the change in the
cumulative transition rate between state h and state j at time u. State probabilities
b (s, t), which is a matrix with
can be estimated using the Aalen-Johansen estimator P
elements Pbhj (s, t) (Aalen and Johansen, 1978),

b (s, t) =
P

Y 


b
I + ∆Λ(u)
,

(2.6)

u∈(s,t]

b
b
where ∆Λ(u)
is the change in the matrix Λ(u),
which is a matrix with elements
b hj (u) which are estimates of the cumulative hazard of transitioning from state h to
Λ
state j at time u,
b hj (t) =
Λ

X δhj (s)
s≤t

Yh (s)

,

where δhj (s) is the number of observed transitions from state h to state j at time s,
and Yh (s) is the number of uncensored subjects in state h at time s. For multi-state
models where all subjects start in state W at time 0, we can define the CIF for an
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absorbing state Z as:

CIFZ (t) = P (TZ ≤ t)
= PW Z (0, t)


Y
=
(I + ∆Λ (u))
u∈(0,t]

(2.7)

W,Z

where TZ is the time of transition into state Z from any other state.
It has previously been noted that the choice of a state structure for a multistate model is important, and not unique for each situation (Hougaard, 1999; KeownStoneman, 2013). A good state structure can simplify calculations and make interpretation of the model more straightforward. The state structure must be complicated
enough to accommodate all the pathways observed in the data, yet simple enough to
allow meaningful inference.
The mstate package for R was used to fit all multi-state models for this
paper (de Wreede et al., 2010; R Core Team, 2016). Using the mstate package, one
can estimate cumulative transition rates Λ(u), and state probabilities P (s, t).

2.2
2.2.1

Results
Cox model
A Cox model is now presented with time to bipolar disorder as the event

of interest and one time-varying covariate representing the absence or presence of a
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major depressive disorder:

αi (t) = α0 (t) exp{β1 xi (t)}

where αi (t) is the hazard of bipolar disorder for subject i, i = 1, 2, ..., n; α0 (t) is the
baseline hazard, β1 is a regression coefficients to be estimated, and xi (t) is a timevarying covariate that is equal to 1 if subject i had major depressive disorder by time
t, and 0 otherwise. Table 2.3 shows the results of the Cox model with major mood
as a time-varying covariate.

Table 2.3: Results from the Cox model.
Covariate

DF

Major mood

1

Parameter
Estimate
1.62327

Standard
Error
0.71466

χ2

p-value

5.1593

0.0231

Hazard
Ratio
5.070

From the Cox model, there is evidence that the hazard of bipolar disorder is
increased by the onset of major depressive disorder (p = 0.0231). In particular, it is
estimated that having a diagnosis of major depressive disorder multiplies the hazard
of bipolar disorder by 5.070 (Table 2.3).

2.2.2

Multi-state model
As an alternative approach, we fit a multi-state model which has states

representing the 5 different stages proposed in Duffy et al. (2010). We defined an
individual’s state at time t as the most severe diagnosis, up to that point. While the
staging hypothesis illustrated in Figure 2.1 shows a linear progression through stages,
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not all subjects were observed to pass through every stage/state. To accommodate
these individuals, skipping of stages is allowed in the multi-state model. However,
backward transitions are not allowed. For instance, a person can move from well
to major mood disorder (skipping non-mood disorder and minor mood disorder) but
cannot transition from major mood disorder to minor mood disorder. The state structure of the 5-state multi-state model is shown in Figure 2.2.

Well

Non-mood
disorders

Minor mood
disorders

Major mood
disorders

Bipolar
disorder

Figure 2.2: State structure of 5-state multi-state model for bipolar disorder.

No regression estimates are available because the events that were previously
treated as covariates are now treated as states. However, one method of visualizing
the results of the multi-state model is shown in Figure 2.3. The horizontal axis represents age in years. The vertical axis shows the cumulative probability of being in a
particular state or a less severe state. For instance, at age 20, the estimated probability of being in Non-mood or Well is approximately 0.40, and the probability of being
in the Minor Mood, Major Depressive or Bipolar Disorder stage is approximately
1 − 0.40 = 0.60. The height of a shaded region at a particular age represents the
estimated probability of being in the corresponding state at that age. Thus the probability of being in the Minor Mood stage at age 20 is approximately 0.61−0.40 = 0.21.
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Figure 2.3 was produced by the mstate package using the Aalen-Johansen estimator (de Wreede et al., 2010).

Figure 2.3: Estimated probability of being in each state over time given starting in
the well state at age 0, based on a non-parametric model fit using mstate.

An estimate of the cumulative incidence of bipolar disorder can be obtained
as in equation (2.7) with Z = BD. It was estimated that 23.21% of high-risk offspring
developed bipolar disorder by age 29. This is shown in Figure 2.4. Ninety-five percent
confidence intervals for the multi-state model CIF were obtained using the delta
method to obtain point-wise standard errors and the complementary log-log approach
to obtain point-wise confidence intervals (Kalbfleisch and Prentice, 2002).
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Figure 2.4: Estimated cumulative incidence of bipolar disorder using the multi-state
model.

2.3

Discussion: Comparison of models
When assessing a temporal association between two variables (e.g. depres-

sion and subsequent bipolar disorder), it is unclear how two popular methods, Cox
proportional hazards and multi-state models compare. Both the Cox proportional
hazards model and the multi-state model have benefits in the analysis of bipolar disorder. One advantage of treating previous events as states in a multi-state model
approach over treating them as covariates in a Cox model is that the multi-state
model does not assume proportional hazards. However, the Cox model has a more
straightforward interpretation of covariate effects than non-parametric multi-state
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models and allows tests to be performed to determine if the effect of a covariate is
significantly different from zero. A disadvantage of the multi-state model approach
is that it cannot handle continuous internal covariates as states unless they are first
transformed into categories, as they must be represented by discrete states. Also,
since the hazard function is estimated separately for each transition, prediction based
on non-parametric multi-state models may be more susceptible to bias due to sparse
data.
As stated above, the focus of the Cox model is usually regression coefficients,
while the focus of a multi-state model is state (stage) probabilities, hence the two
approaches are generally not directly comparable. However, they will both produce
conditional cumulative incidence functions (CIF). Here we estimated the conditional
CIF of bipolar disorder after age 18 given a high-risk subject had major depressive
disorder prior to age 18. The selection of major depressive disorder and 18 years
old was arbitrarily chosen as an example of a conditional CIF. Since we assume the
Markov property that the hazard of transitioning is independent of the length of
stay in the current state, and that the subject has not been diagnosed with bipolar
disorder before age 18, it is inconsequential when major depressive disorder occurred,
as long as it was before age 18.
To estimate the conditional CIF given major mood was diagnosed prior to
age 18, from the Cox model, we used the Breslow method to estimate the cumulative
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incidence (Breslow, 1972; Klein and Moeschberger, 2003):

[
CIF

(Cox)

(t|x(t) = 1, t ≥ 18) = 1 − exp{−Â(t|x(t) = 1, t ≥ 18)}
(
)
t
X
= 1 − exp −
∆Â(s|x(s) = 1) ,
s=18

where Â(t|x(t) = 1, t ≥ 18) is the estimated cumulative hazard of bipolar disorder
from time t onward, given major mood was diagnosed prior to age 18. This was
estimated from a Cox model fit to the entire dataset, then the estimated changes
in the cumulative hazard were used to construct the probability of bipolar disorder
beyond age 18 given major mood was present.
To estimate the conditional CIF from the multi-state model, the AalenJohansen estimator of the transition probability matrix was used (Aalen and Johansen, 1978). The estimated conditional CIF is then given by:

[
CIF

(M SM )

b (18, t)
(t|X(18) = M M ) = P
M M,BD
" t
#

Y
=
I + ∆Λ̂ (s)
s=18

M M,BD

b (18, t) is a matrix of the Aalen-Johansen
where X(t) is the state occupied at time t, P
b (18, t)
estimates and P
M M,BD is the element that corresponds to the estimated probability of being in the bipolar disorder (BD) state at time t given the subject was in
the major mood disorder (M M ) state at time 18, I is the identity matrix, ∆Λ̂ (s)
is a matrix of the changes in the cumulative transition intensities at time s, and s
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indexes the observed transition times between states.
Figure 2.5 shows the estimated probability of bipolar disorder given a diagnosis of major mood before age 18. It is apparent that the CIF from the Cox
model has more steps than that from the multi-state model. This is because the Cox
estimate jumps at every bipolar disorder event, while the multi-state model estimate
only jumps at bipolar disorder events corresponding to an individual in the major
depressive state. Nevertheless, it is clear that the two approaches produced very
similar results. Furthermore, simulations (not shown) indicate that for exponentially
distributed sojourn times, as sample size increases the two estimators converge.
Figure 2.5: Estimated probability of bipolar disorder given major mood before age
18 and no bipolar disorder at age 18.

Using the multi-state model approach we obtained estimates of the probability of high-risk offspring being in the various proposed stages of bipolar disorder.
As an example analysis, when major mood disorder was assumed to have occurred
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prior to age 18, the Cox model estimate of the probability of bipolar disorder appears
to be very similar to the multi-state model estimate (Figure 2.5). Using the same
methods as in Figure 2.4, 95% confidence intervals were obtained for the multi-state
model CIF in Figure 2.5 (Kalbfleisch and Prentice, 2002).
In summary, if assessing the association between longitudinal variables is
the primary interest for researchers then Cox models with time-varying covariates are
recommended. If predicting the probability of entering future states, as in CIFs, is the
primary interest then multi-state models are preferred. However, we have shown that
Cox models can also be used to construct conditional CIFs. As shown in Figure 2.3
it is possible to include all of the stages of bipolar disorder as states in a multi-state
model. Although this paper only included a Cox model with major mood disorder
as a time-varying covariate for simplicity, it is also possible to include time-varying
covariates that represent the presence of the two other previous stages, non-mood and
minor mood. It would also be possible to test for interactions between the different
stages.
It should be noted that multi-state models can also allow for other covariates
to affect the transition intensities between states. Although the choice of using one
randomly selected offspring from each family did not have a considerable effect on
the results (data not shown) further work into the modelling of bipolar disorder could
include more complex analyses that account for familial correlation.
Although they are unlikely to completely replace the Cox model, the multistate model is another useful tool for investigating the relationships among different
events over time.
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Chapter 3
Exponential decay for binary time-varying
covariates in Cox models
3.1

Introduction
One advantage of the Cox model, first described in Cox (1972), is the ability

to include time-varying covariates in the model. Often this is a binary covariate that
codes for the occurrence of an event. An assumption often made implicitly is that
the effect of the covariate at time t is dependent only on the value of the covariate
at time t and not the time since it last changed. For example, if the effect of an
organ transplant on the risk of death is being estimated, researchers may code organ
transplant as a binary time-varying covariate with a value of 0 before transplant and
1 after transplant. Fitting a Cox model to these data in the usual way would then
assume that the effect of a transplant on the hazard of death is the same for someone
who just recently had a transplant as someone who had a transplant further in the
past. This will be referred to as the permanent exposure model.
Some work has been done to allow the regression coefficients in Cox models
Chapter 3 is under review at the journal Statistics in Medicine
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to depend on time (Aalen, 1989; Hastie and Tibshirani, 1993; Nan et al., 2005). The
Aalen additive model (Aalen, 1989) and the models proposed in Hastie and Tibshirani
(1993) and Nan et al. (2005) all depend on the time since the start of the study in some
way, and not the time that the covariate changed. In the Aalen additive model, it is
assumed that the hazard function is a linear combination of covariates and regression
coefficients, and that the regression coefficients vary with time, such that (Aalen et al.,
2008; Aalen, 1989)
αi (t) = α0 (t) +

P
X

βp (t)Xip (t)

p=1

where αi (t) is the hazard of failure for subject i = 1, ..., n, α0 (t) is a baseline hazard,
βp (t) is a time-varying regression coefficient, Xip (t) is the corresponding covariate
for subject i, and p indexes the P covariates in the model. In the Aalen model, it is
assumed that the regression coefficients are common to all of the subjects, and depend
on the time since the start of the study. Changes in the covariates are assumed to be
additive and have a linear relationship with the hazard. Alternatively, the alterations
to the Cox model in Hastie and Tibshirani (1993) and Nan et al. (2005) can be
specified as
αi (t) = α0 (t) exp

( P
X

)
bp (t)Xip (t)

p=1

where bp (t) is a smoothed function of time, and it is assumed that the covariates have
multiplicative effects on the hazard (Hastie and Tibshirani, 1993; Nan et al., 2005).
These time-varying regression coefficients may be appropriate in some cases where
the covariate is believed to equally influence all subjects under study. However, it is
possible that a change in an individual’s binary time-varying covariate will influence
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the outcome in a way that depends on the time since the covariate changed, not the
time since the beginning of the study.
Cox and Oakes (1984) briefly introduced a model for transient treatment
effects where the effect of a binary time-varying explanatory variable on the hazard
exponentially decays over time such that

αi (t|β1 , β2 , γ) =






α0 (t) exp β1 + β2 e−γ(t−ui ) , if t ≥ ui



α0 (t),

(3.1)

if t < ui

where β1 , β2 and γ are parameters to be estimated. In this model, the baseline hazard
is α0 (t) and the effect of a change in the explanatory variable at time ui is exp(β1 +β2 ).
The effect decays to exp(β1 ) as t → ∞. When fit to the well-known Stanford heart
transplant data (Crowley and Hu, 1977), Cox and Oakes (1984) noted that the partial
likelihood function contained multiple local maxima, leading to difficulties finding
maximum likelihood estimates for the parameters. Mauger et al. (1995) used the
model introduced in Cox and Oakes (1984) to investigate the influence of kidney
transplant on patient survival. Mauger et al. (1995) then added the assumption of a
constant baseline hazard in order to estimate survival functions for patients with and
without kidney transplants. Neither Cox and Oakes (1984) nor Mauger et al. (1995)
introduced methods for generating data from their models or methods to perform a
hypothesis test to assess if their model is preferable to the permanent exposure model.
In Section 3.2 we will introduce the proposed modification to the Cox and
Oakes model along with methods for finding the maximum likelihood estimates for the
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parameters in the model. Section 3.3 includes methods for generating data under the
proposed model, and results from simulations to assess the performance of the model
fitting procedures under the proposed model and the permanent exposure model. In
Section 3.4 we apply our proposed model to three example data sets. Section 3.5
includes discussions of our findings and possible future research.

3.2

Exponential decay model
Suppose that a covariate change for individual i = 1, 2, ..., n, occurs at time

ui , and this covariate change is thought to influence the hazard of the event of interest.
Then it would be common to code this as a binary time-varying covariate Zi (t) that
takes the value 0 before ui and 1 after ui . This will be referred to as the permanent
exposure covariate. For subjects that did not have an observed covariate change, the
covariate Zi (t) equals 0 for 0 < t < ∞.
In order to allow the influence of a change in a time-varying covariate to
depend on the time of the change, we can construct a continuous time-varying covariate Z(t) with possible values 0 ≤ Z(t) ≤ 1. We propose allowing the time-varying
covariate to decay over time exponentially with rate γ:

Zi (t|γ) =





exp {−γ(t − ui )} , if t ≥ ui



0,

(3.2)

if t < ui .

Note that when γ = 0 this definition of the time varying covariate reduces to that
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of the permanent exposure model. Under the Cox model, the hazard function for
subject i would then be

αi (t|β, γ) =






α0 (t) exp βe−γ(t−ui ) , if t ≥ ui



α0 (t),

(3.3)

if t < ui

where β and γ ≥ 0 are parameters to be estimated, and α0 (t) is the baseline hazard.
This model will be referred to as the exponential decay model and is equivalent to a
simplification of the Cox and Oakes model (equation 3.1) where β1 = 0.
We define the ‘influence’ of a covariate for the Cox and Oakes model to be
β1 + β2 Zi (t|γ), while the influence of the permanent exposure and exponential decay
model is βZi (t|γ), which is equivalent to the Cox and Oakes model influence when
β1 = 0. Figure 3.1 shows the influence of the permanent exposure, Cox and Oakes,
and the exponential decay covariates. Note that the influence of the exponential
decay covariate approaches 0 as t → ∞ for 0 < γ < ∞. By contrast, the influence
in the Cox and Oakes model approaches β1 as t → ∞ goes to infinity. As γ → 0
the influence of the exponential decay covariate approaches that of the permanent
exposure covariate.
We fit the exponential decay model (equation 3.3) using the partial likelihood
(Cox, 1972). The partial likelihood contribution for subject i is (Kalbfleisch and
Prentice, 2002)
Li (β, γ) =

exp {βZi (ti |γ)}
Pn
j=1 Yj (ti ) exp {βZj (ti |γ)}

!δ i
(3.4)

where ti is the event or censoring time for subject i, δi is an indicator variable which is
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1 if ti is an event time and 0 if ti is a censoring time, and Yj (ti ) is an indicator variable
which is 1 if subject j is at risk at time ti and 0 otherwise. Additional information

Influence (β1 + β2Zi(t))

Influence (βZi(t))

on the model fitting process is given in section 3.2.1.

β1 + β2

β

0

0
ui

(a) Permanent exposure

Influence (βZi(t))

-γ(t - ui )

β1

t

ui

β1 + β2e

t

(b) Cox and Oakes

β

-γ(t - ui )

βe

0
ui

t

(c) Exponential decay

Figure 3.1: Influence for time-varying covariates in a Cox model assuming permanent
exposure, Cox and Oakes, or exponential decay models, where an observed change in
the explanatory variable occurs at time ui .

3.2.1

Model fitting and assessment
All analyses were performed using the R software package (R Core Team,

2016). The coxph and Surv functions from the survival package (Therneau, 2013)
were used to fit the permanent exposure models. Custom code was written to calculate the log partial likelihood function and the corresponding first partial derivatives
(Appendix A.1) for the exponential decay model. The nlminb function was then used
to minimize the negative of the log partial likelihood function to find the maximum
likelihood estimates for the model parameters. The nlminb function was chosen for
its ability to efficiently minimize multivariate functions with box constraints. Box
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constraints were used to ensure that the γ estimates remained positive. The permanent exposure estimate of β was used as the initial value for the regression coefficient
and γ = 0.001 was used as the initial value for the rate parameter. The standard
error (SE) of β̂, is calculated as the square-root of the corresponding diagonal element of the inverse of −H where H is the empirical matrix of second derivatives of
the log partial likelihood function. Significance of β is assessed using Wald tests, i.e.
assuming (β̂ − β)/SE(β̂) is asymptotically Normal(0, 1) (Cox, 1972).
Two methods were used for comparing the null hypothesis γ = 0 (permanent
exposure model) against the alternative hypothesis γ > 0 (exponential decay model).
The first method used the Akaike information criterion (AIC), where the model with
the lowest AIC is chosen as the preferred model (Akaike, 1974). Note that

AIC = 2k − 2l(β̂, γ̂)

where l(β̂, γ̂) is the estimated maximum log partial likelihood, and k is the number of
parameters estimated in the model. The second method used a likelihood ratio test
(LRT) with statistic (D)




D = −2 l(β̂pe ) − l(β̂exp , γ̂)

where l(β̂pe ) is the estimated maximum log partial likelihood with a permanent exposure covariate and l(β̂exp , γ̂) is the estimated maximum log partial likelihood with
an exponential decay covariate. As outlined in Self and Liang (1987), a standard
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likelihood ratio test is not valid when a parameter is being tested at a boundary, as is
the case here when γ = 0. When only one parameter is being tested at its boundary,
Self and Liang (1987) suggest using a 50/50 mixture of χ20 and χ21 for the distribution
of the likelihood ratio test statistic under the null hypothesis (γ = 0). The p-value
for this test can be calculated as

p=





1,

if D = 0




0.5P(χ21 ≥ D), if D > 0.

3.3

Simulations
Simulations were performed to assess bias and variability of parameter es-

timates. Also, two testing methods, AIC and likelihood ratio tests were investigated
for comparing the exponential decay and permanent exposure model.

3.3.1

Data generation
Statistical procedures here are investigated via simulations, so it is impor-

tant to be able to generate event times from our proposed model. Austin (2012)
illustrated how to generate data from the permanent exposure Cox model with a
binary time-varying covariate and three distributions for the baseline hazard: exponential, Weibull, and Gompertz. He also showed how to generate data from a model
where the binary time-varying covariate changes from 0 to 1 and back multiple times.
Finally, he showed how to generate data from a model with a very simple continuous
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time-varying covariate that takes values Z(t) = kt, where k is a positive constant.
Here we develop a method to generate data from our exponential decay
model. This is based on the inverse cumulative distribution function (cdf); (see
Appendix A.2). For the proposed exponential decay covariate with a constant baseline
hazard, α0 (t) = λ, event times can be generated using the inverse of the cdf as follows:

Ti = F −1 (Ui )




i)
− log(U
,
if − log(Ui ) < λui
λ
=

i
h



i)
− γ1 log β −1 Ei−1 γ log(U
+ γui + Ei(β) + ui , if − log(Ui ) ≥ λui
λ

where Ui is a random variable from a uniform(0,1), ui is the time of the change in the
Rx t
covariate, β is the regression coefficient, γ is the rate of decay, and Ei(x) = −∞ et dt
is the positive exponential integral (Miller and Hurst, 1958).
For all simulations presented in this paper, a baseline hazard with rate λ =
α0 = 0.1 was used, and covariate jump times ui were randomly generated from a
uniform(0,20) distribution. If the generated event time Ti was less than the generated
covariate change time ui , then no covariate change is observed for that subject.
In the simulations, 1000 data sets of 500 subjects were generated under all
possible combinations of parameter values β = {− log(10), − log(5), log(5), log(10)},
γ = {0, 0.05, 0.1}. The values for γ were selected to represent the permanent exposure
model (γ = 0) as well as modest decay rates with approximately the same order of
magnitude as the baseline hazard, while the β values were selected to cover a wide
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range of effect sizes. Note that as γ increases the influence of the covariate on failure
times will decay faster. Hence, if γ is large compared to the baseline hazard, the
influence of the covariate will become negligible soon after a covariate change.

3.3.2

Simulation results
Table 3.1 shows parameter estimates and estimated standard deviations for

the various simulations. Also shown is percent relative bias (or percent bias if the
true parameter is 0). Overall we found that the model fitting procedure performed
very well; in all cases the absolute percent relative bias for β is under 6% and for γ
is under 8%.
Table 3.1: Parameter estimates from 1000 simulations of 500 subjects for the exponential decay model with various values of β and γ (Note: log(5) = 1.609 and
log(10) = 2.303).
% Relative
% Relative
β
Mean[β̂]
SD[β̂]
Bias (β̂)
γ
Mean[γ̂]
SD[γ̂]
Bias (γ̂)
−2.303 −2.404
0.295
−4.39
0.00
0.005
0.009
0.49∗
−1.609 −1.688
0.222
−4.86
0.00
0.006
0.011
0.56∗
1.609
1.625
0.107
0.96
0.00
0.008
0.012
0.75∗
2.303
2.328
0.104
1.11
0.00
0.010
0.016
1.03∗
−2.303 −2.386
0.369
−3.62
0.05
0.053
0.024
6.00
−1.609 −1.658
0.281
−3.04
0.05
0.054
0.030
7.99
1.609
1.609
0.122
−0.03
0.05
0.050
0.028
−0.08
2.303
2.296
0.118
−0.28
0.05
0.047
0.030
−6.49
−2.303 −2.399
0.451
−4.19
0.10
0.106
0.036
5.91
−1.609 −1.693
0.347
−5.20
0.10
0.107
0.045
7.31
0.10
0.103
0.040
2.89
1.609
1.613
0.128
0.24
2.303
2.298
0.126
−0.21
0.10
0.098
0.034
−1.71
*When a model parameter is 0, the bias × 100 is reported instead of the percent
relative bias, e.g. (Mean[β̂] − β) ∗ 100.

The distribution of the parameter estimates is shown in Figures 3.2 and 3.3.
It appears that the estimates of both β and γ are approximately normally distributed
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under the simulated values. When β is negative there is some evidence of negative
skewness (Figures 3.2(a) and 3.2(b)). There also appears to be positive skewness in
the distributions of the γ estimates, which is not unexpected for parameter values
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Figure 3.2: Boxplots of β̂ from simulations with three levels of γ. The true β is
marked with a dotted line.
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Figure 3.3: Boxplots of γ̂ from simulations with four levels of β. The true γ is marked
with a dotted line.
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We also investigated AIC as a model selection criterion and a likelihood
ratio test of γ = 0 versus the alternative γ > 0. Simulations were performed under
the permanent exposure model (γ = 0) and various values of β (Table 3.2). The AIC
procedure performed very well, choosing the correct model more than 90% of the time.
The likelihood ratio test did not perform well as indicated by the empirical type I
error rate. For all values of β considered, using the likelihood ratio test, the null
hypothesis was rejected at rates outside the Wald-type 95% interval for α = 0.05:
(0.0365, 0.0635). Interestingly, when β was negative the likelihood ratio test was
not conservative enough, rejecting the null hypothesis at a rate of 0.065 and 0.066
(Table 3.2). On the other hand, when β was positive the likelihood ratio test was
overly conservative, rejecting the null hypothesis at a rate of 0.029 and 0.027 (Table
3.2).
Table 3.2: AIC performance and empirical Type I error rates from LRT of H0 : γ = 0
vs Ha : γ > 0 when the true value of γ = 0 (i.e. the exponential decay model is
not correct), using 1000 simulations of 500 subjects for each parameter combination
(Note: log(5) = 1.609 and log(10) = 2.303).
Parameters Proportion of LRT Proportion of AIC that
β
γ
with p < 0.05
selected correct model
−2.303 0
0.065
0.904
−1.609 0
0.066
0.902
1.609 0
0.029
0.949
2.303 0
0.027
0.951
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Table 3.3: Rejection rates from LRT of H0 : γ = 0 vs Ha : γ > 0 and performance of
AIC when the true value of γ > 0 (i.e., the exponential decay model is the correct
model), using 1000 simulations of 500 subjects for each parameter combination (Note:
log(5) = 1.609 and log(10) = 2.303).
Parameters
Proportion of LRT Proportion of AIC that
β
γ
with p < 0.05
selected correct model
−2.303
0.05
0.943
0.960
−1.609
0.05
0.842
0.881
1.609
0.05
0.669
0.730
2.303
0.05
0.502
0.567
−2.303
0.10
0.997
0.997
−1.609
0.10
0.976
0.984
1.609
0.10
0.965
0.977
2.303
0.10
0.943
0.960

When data were generated from the model with the exponentially decaying
covariate, the exponential decay model was correctly preferred over the permanent
exposure model a majority of the time (Table 3.3). As would be expected, as γ
approaches 0 both selection methods are more likely to select the permanent exposure model over the exponential decay model. It also appears that as β increases,
the probability of correctly selecting the exponential decay model decreases for both
methods (Table 3.3). We believe this could be because as β increases the rate at which
subjects are removed from the risk set increases following a covariate change. This
rapidly shrinking risk set in turn decreases the available information to distinguish
between a permanent effect and an exponential decay effect as time progresses.
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3.4
3.4.1

Example analyses
Stanford heart transplant example
The exponential decay model and the permanent exposure model were fit

to the Stanford heart transplant data as presented in Cox and Oakes (1984). These
data include tied event times, and the Breslow method for approximating the partial likelihood function was used in the presence of ties (Breslow, 1972). The heart
transplant data also include ties between transplant times (covariate) and death times
(event of interest). For these “Type 2” ties, it is commonly assumed that changes in
covariates occur before event times. However, it has been shown that this approach
is not optimal (Xin et al., 2013). For this reason the random jitter method described
in Xin et al. (2013) was used for such ties. Table 3.4 shows the estimated parameters
for the proposed model, and the permanent exposure model.
Table 3.4: Parameter estimates from permanent exposure and exponential decay
models fit to the Stanford Heart Transplant Data. P-values for H0 : β = 0 vs Ha :
β 6= 0 were calculated using Wald tests, p-values for H0 : γ = 0 vs Ha : γ > 0 were
calculated using LRT.
β̂
γ̂
log partial
Model
AIC
(p-value) (p-value) likelihood
−0.294
–
Permanent exposure
-835.448 1672.90
(0.202)
(–)
a
−0.294
0
Exponential decay
-835.448 1674.90
(0.153)
(1.00)
a
Maximum likelihood at boundary of γ, equivalent to permanent exposure model

From Table 3.4 both models indicate that transplant has no significant effect on
survival as the p-values for the Wald tests of H0 : β = 0 vs Ha : β 6= 0 were both greater
than 0.05. There is evidence that the permanent exposure covariate is preferable
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compared to the exponential decay model based on the AIC scores and the likelihood
ratio test (p = 1.00). The exponential decay model converged to the permanent
exposure model as the γ estimate was 0 which corresponds to a permanent exposure
model.

3.4.2

Colon cancer example
Data on the hazard of death given a recurrence of cancer as described in

Laurie et al. (1989) and Moertel et al. (1995) and made available in the survival
package (Therneau, 2013) were used to explore the use of the exponential decay model.
Subjects who fully recovered following surgery for colon cancer were followed and the
time to recurrence of cancer, and the time to death were recorded for all 929 patients.
At the beginning of the study the 929 patients were randomized into three groups,
two treatment groups and a control group. Here we consider only the 315 patients
in the control group in our analysis. In this example the outcome is death and the
covariate is a recurrence of cancer, with ui representing the time of recurrence.
Table 3.5: Parameter estimates from permanent exposure and exponential decay
models fit to assess the impact of cancer recurrence on death. P-values for H0 : β = 0
vs Ha : β 6= 0 were calculated using Wald tests, p-values for H0 : γ = 0 vs Ha : γ > 0
were calculated using LRT.
β̂
γ̂
log partial
Model
AIC
(p-value)
(p-value)
likelihood
1.528
–
Permanent exposure
-1414.705 2831.41
(< 0.0001)
(–)
2.112
0.172
Exponential decay
-1401.833 2807.67
(< 0.0001) (< 0.0001)

Both models indicate that cancer recurrence significantly increased the hazard of death (Table 3.5). There was evidence from the AIC values and the likelihood
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ratio test that the proposed exponential decay model was an improvement over the
permanent exposure model indicating that the effect of cancer recurrence drops over

Exponential Decay
Permanent Exposure

0.0

0.5

Influence
1.0

1.5

2.0

time.

ui

u i + 1.876

ui + 8

Time (years)

Figure 3.4: Estimated influences (βZi (t)) of a recurrence of cancer on the hazard
of death from the permanent exposure and exponential decay covariates, where an
observed recurrence of cancer occurs at time ui .

According to the exponential decay model, the influence of cancer recurrence on the
hazard of death is higher than the permanent exposure covariate predicts for 1.876
years following a recurrence of cancer and is lower after that time (Figure 3.4).

3.4.3

Bipolar disorder example
Data on the hazard of bipolar disorder given major depression as described

in Duffy et al. (2007) were also used to demonstrate the use of the exponential decay
model. Subjects that were deemed to be at a high risk of developing bipolar disorder,
based on family history, were followed over time to determine possible early indicators
of bipolar disorder. For the purposes of this example, we selected a diagnosis of
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major depression as the covariate, with ui representing the time of a diagnosis of
major depression that may affect the hazard of bipolar disorder, the event of interest.
The time that a subject was last assessed by a psychiatrist was used as a censoring
time. Since the collected data included multiple subjects from the same 99 families,
the version of the data described in Keown-Stoneman et al. (2015)[Chapter 2] which
randomly selected one subject from each family were used for this analysis.
Table 3.6: Parameter estimates from permanent exposure and exponential decay
models fit to assess the impact of major depression on the onset of bipolar disorder.
P-values for H0 : β = 0 vs Ha : β 6= 0 were calculated using Wald tests, p-values for
H0 : γ = 0 vs Ha : γ > 0 were calculated using LRT.
γ̂
log partial
β̂
Model
AIC
(p-value)
(p-value) likelihood
1.623
–
Permanent exposure
-35.367
72.734
(0.023)
(–)
1.665
0.00618
Exponential decay
-35.365
74.730
(0.0007) (0.474)

It was determined from the AIC values and the likelihood ratio test (p
= 0.474) that the proposed model was not an improvement over the permanent
exposure model (Table 3.6). The exponential decay covariate produced a similar
β estimate to the permanent exposure covariate. The analysis suggests that major
depression increases the risk of bipolar disorder and that this risk does not decrease
over time.

3.5

Discussion
We have shown that the proposed exponential decay model can be fit with

relative ease and relatively low bias using the nlminb non-linear optimization function.
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Possible applications of the proposed model include any scenarios where an exposure
is observed, or a treatment is administered, and its influence is believed to decay over
time to 0, but the rate at which it decays is unknown. An important contribution
of this paper is the ability to generate data from the exponential decay model. This
will allow for further investigation or extensions of the proposed model.
It is interesting to note that based on a grid search of the log partial likelihood of the Stanford heart transplant data we found multiple local maxima in the
partial likelihood of the exponential decay model, as noted in Cox and Oakes (1984)
for the Cox and Oakes model, with the global maximum at the MLE of the permanent
exposure model. It had been hoped that the exclusion of the second β parameter from
the Cox and Oakes model might have avoided the multiple maxima problem, but this
was not the case. The complication of multiple local maxima in the exponential decay
model was not observed in a grid search of the colon cancer example, and the bipolar
disorder example, nor was it observed in a random subset of the generated data sets.
Not all of the generated data sets were investigated for multiple maxima due to the
time required to perform a grid search of the parameter space.
One of the motivations for the Cox and Oakes model was the possibility
that the effect of a covariate on the hazard of the event of interest would change
from increasing the hazard to decreasing it after some amount of time. For example,
assuming the covariate represents surgery and the event of interest is death, it is
conceivable that directly following surgery there would be an increased risk of death,
but after some time there would be a decrease in the hazard of death for those that
survived long enough following surgery. However, there may be applications for which
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the effect of the covariate would drop to 0, as in the exponential decay model. For
instance, the effect of a treatment, such as hypnosis or acupuncture, on smoking
cessation might decrease over time.
When we attempted to fit the Cox and Oakes model to the Stanford heart
transplant data and the colon cancer example data sets, we found that the Cox and
Oakes model did not produce plausible estimates, as parameter estimates were very
extreme. We did not observe this problem with the bipolar disorder example, but the
AIC indicated that the Cox and Oakes model was not an improvement over the exponential decay model or the permanent exposure model. We also found that the Cox
and Oakes model was fairly sensitive to initial parameters in the optimization algorithm, often leading to problems of false convergence (based on the nlminb function’s
criteria), whereas the proposed exponential model did not appear to be as sensitive
or as prone to false convergence problems. Note that the exponential decay model
has one fewer parameter than the Cox and Oakes model, and so may be easier to fit
in some situations with limited data.
Further work could involve using different types of decay for the influence
of a time-varying covariate change, such as a linear decay. Work could also be done
on generating data from a modification of the proposed model with different forms of
baseline hazard corresponding to the Weibull, gamma, or Gompertz distributions.
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Chapter 4
Weibull multi-state models with misclassification
4.1

Introduction
In multi-state models it is assumed that there are multiple mutually exclu-

sive states that subjects can occupy over time. Focus is often given to the transition
intensities λ(t) between states, which are analogous to the hazard rates in traditional
survival analysis.
One approach for fitting multi-state models is parametric multi-state models. In parametric multi-state models the waiting times between states are assumed
to follow some known distribution such as the exponential, Weibull, or gamma distributions.
The msm package (Jackson, 2011) for R (R Core Team, 2016) was developed
to fit parametric multi-state models with waiting times that follow exponential distributions. This is done by estimating the transition intensities, which are constant
Chapter 4 has been submitted to the journal Communications in Statistics - Simulation and Computation
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with respect to time, and can be viewed in a matrix λ,



(11)

(12)

λ
λ

 (21)
λ
λ(22)

λ=
 ..
..
 .
.


λ(n1) λ(n2)

(1n)

··· λ




(2n) 
··· λ 

.. 
..
.
. 


(nn)
··· λ

where λ(rs) is the transition intensity from state r to state s, and λ(rr) = −

P

s6=r

λ(rs) ,

as each row must sum to 0. Some entries of the λ matrix can be fixed at 0 if transitions
from one state to another are not possible in the model. This form of parametric
multi-state model assumes that the transition intensities are constant with respect
to time, leading to exponential distributions for the waiting times in each state. The
Markov assumption is also applied to this form of parametric multi-state model; that
is, it is assumed that the transition intensities depend on the current state, and not
the state history prior to entering the current state (Jackson, 2011; Cox and Miller,
1965).

4.1.1

Misclassification in parametric multi-state models
One advantage of the parametric multi-state models in the msm package is

that they allow for possible misclassification of states (Jackson et al., 2003). For
example, let Xi (t) be the true state for subject i at time t, and let Oi (t) be the
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observed state at time t. The misclassification of states can then be expressed as,

ers = P (Oi (t) = s|Xi (t) = r) .

(4.1)

Here, and in Jackson et al. (2003), these misclassifications are assumed to be independent of time, and can be displayed in a matrix E,

 e11 e12


 e21 e22

E=
 ..
..
 .
.


en1 en2

where err = 1 −

P

s6=r


· · · e1n 


· · · e2n 



.
..
.
. . 


· · · enn

ers . To be consistent with Jackson et al. (2003), we will refer

to the E matrix as the ‘misclassification matrix’; however, it should be noted that
diagonal entries of the E matrix are actually the probabilities of correctly classified
states. Often many of the ers terms in the E matrix are fixed to 0 if researchers do not
have reason to believe that state r may be misclassified as state s. If misclassification
is introduced into a model then the transition intensities in λ correspond to the true
underlying multi-state model for the true states (Xi (t)) and not the observed states
(Oi (t)).
Given the transition intensities and exponential waiting times it is possible
to estimate the transition probability matrix based on the Chapman-Kolmogorov
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equation (Jackson, 2011),
P(t) = Exp(λt)

(4.2)

where Exp(·) is a matrix exponential function, and P(t) is a transition probability
matrix with elements Prs (t),

Prs (t) = P(Xi (v + t) = s|Xi (v) = r).

(4.3)

Due to the memoryless property of the exponential distribution this probability is
independent of the time v of the last observed state Xi (v) = r.

The Weibull distribution is often used as a time-dependent alternative to the
exponential distribution in multi-state models (van den Hout and Matthews, 2008;
Li and Zhang, 2015). Li and Zhang (2015) showed that multi-state models with
Weibull waiting times outperform models with exponential waiting times when used
with oncological clinical trial data. Li and Zhang (2015) also showed that the Weibull
distribution performed well in simulations, even when data were generated from other
distributions. Previous work on fitting Weibull multi-state models with misclassification has been considered (van den Hout and Matthews, 2008); however, complications
evaluating the log-likelihood function were noted as this function contains integrals
that have no closed form. To overcome this problem they used the trapezoidal rule
to approximate the log-likelihood. The multi-state model used in their research contained three states, which limits the number of integrals in the log-likelihood that
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require approximation. As a computationally simpler alternative, van den Hout and
Matthews (2008) also presented a piecewise-constant model. Another approach recommended to overcome the integrals with no closed form in the log-likelihood of a
Weibull multi-state model was presented in Huzurbazar (2004). Huzurbazar (2004)
recommended using saddlepoint approximations in order to find approximate distributions needed to evaluate the moment-generating functions of Weibull multi-state
models.
In Section 4.2 we will present the Weibull distribution and properties of
multi-state models with Weibull waiting times. In Section 4.2.1 we discuss progressive multi-state models using Weibull waiting times and misclassification based on
the motivating example on bipolar disorder. Numerical approximations for the distribution of the sum of Weibull variables are introduced in Section 4.2.2, and the
Markov chain Monte Carlo algorithm for fitting a Bayesian model is presented in
Section 4.2.3. Section 4.3 presents results from a simulation study based on the motivating example, with a five state multi-state model. In Section 4.4 we present the
results from our model fit to example data on the progression of bipolar disorder.
Lastly, in Section 4.5 we discuss our findings.

4.2

Weibull waiting times
Researchers in various fields such as medicine and engineering use parametric

multi-state models, and often the exponential distribution is not sufficient to model
the hazard of transitions between states (Huzurbazar, 2004). However, if transition
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intensities λ(rs) (t) depend on time, then equation (4.2) no longer holds.
We now demonstrate fitting parametric multi-state models using waiting
times that follow Weibull distributions with misclassification instead of exponential
distributions with misclassification. There are various ways in the literature to parameterize the Weibull distribution. In this paper the following forms for the probability
density, hazard function, and survival function of the Weibull distribution are used
(Huzurbazar, 2004),

f (t|ω, ν) = νω ν tν−1 exp{−(ωt)ν }
λ(t|ω, ν) = νω ν tν−1
ν

S(t|ω, ν) = e−(ωt)

ω, ν > 0, t ≥ 0

where ω is a rate parameter (1/ω is a scale parameter), and ν is a shape parameter.
Note that the exponential distribution is a special case of the Weibull distribution
when the shape parameter ν = 1.
Using a Weibull distribution for waiting time in a state requires that the
elements of the λ matrix of transition intensities vary with time,

(11)
(12)
 λ (t|u1 ) λ (t|u1 )

 (21)
 λ (t|u2 ) λ(22) (t|u2 )

λ(t) = 

..
..

.
.


λ(n1) (t|un ) λ(n2) (t|un )


· · · λ(1n) (t|u1 ) 


(2n)
· · · λ (t|u2 ) 



.
...
..



· · · λ(nn) (t|un )
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where λ(rs) (t|ur ) is the hazard of entering state s at time t conditional on ur , the time
of entering the current state r. The waiting time in a state then follows a shifted
Weibull distribution with transition intensities given by (Huzurbazar, 2004).

λ(rs) (t|ur ) =



 0

if t < ur

(4.4)


 ν ω νrs (t − u )νrs −1 if t ≥ u .
r
r
rs rs

4.2.1

Progressive model for bipolar disorder
A motivating example for using multi-state models with Weibull waiting

times is the investigation of progression in psychiatric diagnoses leading to bipolar
disorder in offspring deemed to be at a high-risk of bipolar disorder due to a family
history of the disorder (Duffy et al., 2014). Since it is reasonable to assume that the
hazard of psychiatric diagnoses will change with age, exponential waiting times are
likely not appropriate for this type of data. Based on previous work on describing
the trajectory of developing bipolar disorder, it was assumed that there are five clinical stages in the development of bipolar disorder: well, non-mood disorders, minor
mood disorders, major depression, and bipolar disorder (Duffy et al., 2014; KeownStoneman et al., 2015). It is also assumed that the five stages must progress in order
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(Duffy et al., 2014), implying the following transition intensity matrix:




(11)
(12)
0
0
0 
λ (t) λ (t)




(22)
(23)
 0
λ (t) λ (t)
0
0 






(33)
(34)
λ(t) =  0

0
λ
(t)
λ
(t)
0






(44)
(45)
 0
0
0
λ (t) λ (t)




0
0
0
0
0

Misclassifications are necessary in the analysis of the bipolar disorder example as times are not observed for all transitions. For example, some subjects are observed in state 1 then observed entering state 3, which would be impossible under the
assumed model. We will assume that times of entering states (diagnoses) are recorded
without error, but that intermediate transitions may not have been observed. This
leads to a form of misclassification, and the corresponding misclassification matrix
would be


1


e21



E = e31



e41


e51


0

0

0

e22

0

0

e32 e33

0

e42 e43 e44
e52 e53 e54

0


0



0



0


e55

Since it is assumed that subjects may be in higher states than we last observed, but
not in lower states than observed, ers = 0 for all r < s.
Subjects are removed from the risk set once they reach the absorbing state
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(state 5). All individuals that were not observed entering state 5 are considered censored at the time of their last follow-up appointment. At censoring times individuals
may have previously transitioned into any of the four transient states (states: 1,2,3,4);
however, subjects may not be in the state in which they were most recently observed
transitioning into prior to their censoring time, because some transitions may have
been missed since the last observed transition (diagnosis). Therefore, it is possible
that at censoring times, subjects may be in their last observed state or any of the
more severe states.

Trs is the time that has elapsed between the transition into state r and the
transition into state s. In this model the times between successive states, Tj,j+1 ,
are assumed to follow a Weibull distribution, therefore Tj,j+2 , Tj,j+3 , ..., etc., are the
sum of Weibull random variables. The likelihood function for subjects i = 1, 2, ..., n
with observed transitions j = 1, 2, ..., mi would then be (adapted from Jackson et al.
(2003)),

L(ω, ν, E) =
=

n
Y

Li (ω, ν, E)

i=1
"m
n
Y
Yi
i=1

#



fTrij sij (tij − tij−1 |ω, ν) × P Oi (timi ) = simi −1 |Xi (timi −1 ) = simi −1

j=1

where Oi (timi ) is the “observed” state at the censoring time timi and is carried forward
from the last observed transition Oi (timi−1 ) = simi −1 , Xi (timi −1 ) is the true state at
the last observed transition time timi −1 , and fTrs (t|ω, ν) is the density for Trs =
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Ps−1

k=r

Tk,k+1 , the sum of the Weibull transition times between states r and s. Note

that for j = 0, ti0 is the time subject i entered the study. In the absence of left
censoring, as in this paper, ti0 = 0 for all subjects. If s is the state directly after r
(i.e., s = r + 1) then fTrs (t|ω, ν) = fTrs (t|ωrs , νrs ) is the standard density of a Weibull
distribution with parameters (ωr,r+1 , νr,r+1 ).
For example, if a subject is diagnosed with non-mood disorders (state 2)
at age 5 then bipolar disorder (state 5) at age 20, the subject’s contribution to the
likelihood function would be,

Li (ω, ν, E) = fT12 (5|ω12 , ν12 ) × fT25 (15|ω23 , ω34 , ω45 , ν23 , ν34 , ν45 ) × e55 .

(4.5)

In this case, since the first transition did not skip any states, fT12 (t|ω12 , ν12 ) is simply
the density of a Weibull(ω12 , ν12 ) distribution. However, fT25 (t|ω23 , ω34 , ω45 , ν23 , ν34 , ν45 )
is the density of a sum of Weibull variables T25 = T23 + T34 + T45 . Thus, the probability density function (pdf) for the sum of multiple Weibull random variables would
need to be known. Previous work regarding the distribution of the sum of independent non-identically distributed Weibull variables has found no closed form for the
pdf; however, it is still tractable numerically (Nadarajah, 2008; Yilmaz and Alouini,
2009; Huzurbazar, 2004). Estimation of the pdf for sums of Weibull random variables
will be addressed further in Section 4.2.2. The final term e55 is a parameter to be
estimated that represents the probability that a final observed state before censoring
was state 5 conditional on the true final state being state 5 (i.e., the probability of
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correctly classifying someone that is in state 5).
The likelihood contribution for a subject censored at time timi with their last
observed transition into state s at time timi −1 would then be (adapted from Jackson
et al., 2003),

Li (ω, ν, E) =

"m
Yi

#
fTrij sij (tij − tij−1 |ω, ν) × P (Oi (timi ) = s|Xi (timi −1 ) = s)

j=1

where,
P (Oi (timi ) = s|Xi (timi −1 ) = s) =

5
X


P (Oi (timi ) = s|Xi (timi ) = r)

r=s

× P (Xi (timi ) = r|Xi (timi −1 ) = s)
=

5
X



ers P (Xi (timi ) = r|Xi (timi −1 ) = s)

r=s

= ess P (Ts,s+1 > timi − timi −1 )
+

4
X

ers P (Ts,r < timi − timi −1 < Ts,r+1 )

r=s+1

+ e5s P (Ts,5 < timi − timi −1 )
= ess S(timi − timi −1 |ωs,s+1 , νs,s+1 )
+

4
X

ers P (Ts,r < timi − timi −1 < Ts,r+1 )

r=s+1

+ e5s P (Ts,5 < timi − timi −1 )

where ers are parameters to be estimated and S(t|ωs,s+1 , νs,s+1 ) = e−(ωs,s+1 t)

(4.6)

νs,s+1

is

the survival function for a Weibull(ωs,s+1 , νs,s+1 ) random variable. In Section 4.2.2
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we propose numerical methods to estimate P (Ts,r < timi − timi −1 < Ts,r+1 ).
For example, if a subject is diagnosed with non-mood disorder (state 2) at
age 7 then is censored at age 20 without any new diagnoses, the subject’s likelihood
contribution would be
"
Li (ω, ν, E) = fT12 (7|ω12 , ν12 ) e52 P (T25 < 13) +

4
X

#
er2 P (T2,r < 13 < T2,r+1 )

r=2

(4.7)
h
= fT12 (7|ω12 , ν12 ) e52 P (T25 < 13)
+ e22 P (13 < T23 )
+ e32 P (T23 < 13 < T24 )
i
+ e42 P (T24 < 13 < T25 ) .

4.2.2

(4.8)

Numerical approximations of distributions for sums of Weibull variables
We propose to estimate pdfs and the probabilities of occupying state r at

time timi given a state s at time timi −1 (P (Ts,r < timi − timi −1 < Ts,r+1 )) from the
sum of Weibull variables by generating the waiting times separately using rweibull
in R and summing them. Note, the rweibull function and the related functions in R
uses the shape= ν and scale= 1/ω parameterization of the Weibull distribution. To
estimate P (T24 < 13 < T25 ) from the above example, we generated N = 10000 values
from T23 ∼ Weibull(ω23 , ν23 ), T34 ∼ Weibull(ω34 , ν34 ), and T45 ∼ Weibull(ω45 , ν45 ).
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We are then able to obtain the estimate,

P (T24 < 13 < T25 ) = P (T23 + T34 < 13 < T23 + T34 + T45 )
PN
1T +T <13<T23i +T34i +T45i
≈ i=1 23i 34i
,
N

(4.9)

where 1T23i +T34i <13<T23i +T34i +T45i is an indicator function which is 1 if T23i + T34i <
13 < T23i + T34i + T45i and 0 otherwise, and i indexes the N generated values of each
transition time. With these generated values we are also able to estimate the pdf for
the sums of the Weibull distributions (e.g. fT25 (t)) using the density and approxfun
functions in R (R Core Team, 2016).

4.2.3

Parameter estimation
In order to obtain parameter estimates for θ = (ω, ν) and E, we used

Bayesian inference techniques and a Markov chain Monte Carlo (MCMC) algorithm.
In Bayesian inference, it is assumed that the parameters of interest have distributions
of their own. The goal in Bayesian inference is to generate data from the joint
distribution of the parameters π(θ, E|D) given the observed data D. This joint
distribution is proportional to the likelihood multiplied by the prior distributions of
the parameters,

π(θ, E|D) ∝ L(D|θ, E)π(θ, E)
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where D is the observed data, π(θ, E|D) is the posterior distribution of the parameters given the data, L(θ, E) is the likelihood function, and π(θ, E) is the joint prior
distribution of the parameters.
A Metropolis-Hastings MCMC algorithm with independent uniform priors
for parameters was used. Specifically uniform(0, 100) priors were used for all elements
of ω and ν, and uniform(0, 1) priors were used for elements of E. Using uniform priors
makes the posterior distribution proportional to the likelihood,

π(θ, E|D) ∝ L(θ, E).

Proposal values for the parameters were generated using independent normal distributions. Each proposed ωrs , νrs pair was updated as a block (i.e., each proposed pair
was accepted or rejected together) (Rizzo, 2007). Variances for the proposed jumps
were tuned based on diagnostic plots from at least 1000 iterations of the algorithm.
Proposed values for rows of the misclassification matrix E were obtained using the
multinomial Dirichlet distribution, which has the desired quality of constraining the
sum of the rows to be equal to 1. The Dirichlet distribution is parameterized by M
positive parameters for M variables which are constrained to the interval [0, 1] and
must sum to 1. If x = (x1 , x2 , ..., xM ) follows a Dir(γ) distribution then its density
function is (Martin et al., 2011),

P

M
M
Γ
γ
i=1 i Y γ −1
fDir (x|γ) = QM
xi i ,
i=1 Γ (γi ) i=1

0 ≤ xi ≤ 1 ∀i,
0 ≤ γi ≤ 1 ∀i.

(4.10)
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Once the chain has converged based on visual inspection of diagnostic plots, expected
values of the parameters are calculated based on the sample from the posterior distribution.
The following pseudo code and Figure B.1 in Appendix B outline the proposed algorithm,
Pseudo code:
1. Use method of moments estimates as described in Rinne (2008, pg. 458) or
random positive numbers for initial Weibull parameter values, ω (0) , and ν (0)
(0)

from θ (0) and randomly set initial ers values from the matrix E(0) .
2. For iteration k, estimate unknown pdfs for the sum of multiple Weibull variables
fˆTrs (t|θ (k) ) using smoothed numerical approximations from 10,000 generated
values from the separate Weibull distributions.
(p)

(p)

(k)

(k)

2
2
3. Propose new parameter values ω12 , ν12 from N (ω12 , σ12
) and N (ν12 , σ12
), where
2
is a tuning parameter that is increased or decreased to achieve a relatively
σ12

efficient acceptance probability between 0.2-0.5 (Gelman et al., 1996).
4. Estimate pdf fˆTrs (t|θ (p) ) using numerical approximations,
(p)

(p)

(k)

(k)

(k)

(k)

where θ (p) = (ω12 , ν12 , ω23 , ν23 , ..., ω45 , ν45 ).


L(θ (p) ,E(k) )
5. Calculate A = min 1, L(θ
using the estimated pdfs to estimate the
(k)
,E(k) )
likelihood given the data.
(k+1)

6. With probability A, set ω12
(k+1)

and ν12

(k)

= ν12 .

(p)

(k+1)

= ω12 and ν12

(p)

(k+1)

= ν12 , else set ω12

(k)

= ω12
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k+1
k+1
k
k
, ...)
, ν12
7. Repeat steps 2-6 for each ωrs , νrs pair using (ω12
, ν12
, ...) in place of (ω12

for parameters already updated.
(p)

8. Propose new values ers using a multinomial Dirichlet distribution for each row
(k)

of E centred around the current ers values.


L(θ (k+1) ,E(p) )×fDir (E(k) |cE(p) )
9. Calculate AE = min 1, L(θ
using (4.6) and the esti(k+1)
,E(k) )×f (E(p) |cE(k) )
Dir

mated pdf functions to estimate the likelihood given the data, where c is a
tuning parameter that controls the variance of E(p) and is increased or decreased to achieve a relatively efficient acceptance probability between 0.2-0.5
(Gelman et al., 1996).
10. With probability AE , set E(k+1) = E(p) , else set E(k+1) = E(k) .
11. Repeat steps 2-10 updating k with each iteration until all parameter chains have
converged on reliable distributions.
Simulated data from known Weibull distributions were used to assess the
performance of the model. The model is also applied to the illustrative dataset on
bipolar disorder.

4.3

Simulation
A five state multi-state model was fit to a randomly generated example

dataset using seven MCMC chains. To assess how the model fitting procedure was
performing with a five state multi-state model, data were generated on 1000 subjects
with transition times following Weibull distributions with parameter values based on
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estimates from the bipolar disorder data assuming no misclassification (Table 4.1).
Censoring times were independently generated using the uniform(10,50) distribution.
Table 4.1: Weibull parameter estimates used for generating data from a 5 state model
Transition
1→2
2→3
3→4
4→5

Shape (ν̂)
1.72
1.44
2.25
1.10

d
Scale (1/ω)
10
8
7.5
5

Misclassification was then introduced by randomly removing some state transition
observations using the following probabilities,



1


e21



E = e31



e41


e51

0

0

0

e22

0

0

e32 e33

0

e42 e43 e44
e52 e53 e54





0
0
0
0
0  1

 

 


0.8
0
0
0
0   0.2


 

 
.
=
0.32
0.6
0
0
0

  0.08

 

 
0   0.016 0.064 0.12 0.8 0 

 

 
0.0064 0.0256 0.048 0.32 0.6
e55

However, due to the finite sample size, the true number of misclassified states at the
censoring times did not exactly follow these probabilities. The randomly generated
dataset produced the following empirical misclassification matrix, with corresponding
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empirical misclassification rates,


Eemp

 1


0.189



= 0.080



0.008


0.009


0
0.811
0.272
0.067
0.027

0

0

0 


0
0
0 



.
0.648
0
0 



0.160 0.765
0 


0.053 0.313 0.598

In order to assess convergence of the model, seven independent MCMC
chains were run. To make the model fitting as efficient as possible, the seven chains
were run in parallel using the parallel package in R (R Core Team, 2016). Each
chain had a different random start using random uniform distributions for the Weibull
parameters, specifically uniform(1,5) for shape parameters and uniform(5,20) for scale
parameters, and random Dirichlet starts for the misclassification rates. The first 1000
iterations of each chain were discarded as burn in, then after every subsequent run
of 1000 iterations of all seven chains the refined Gelman-Rubin statistic from Brooks
and Gelman (1998) for each parameter was calculated to assess convergence (Gelman
and Rubin, 1992; Brooks and Gelman, 1998). The stopping criterion for the algorithm was selected as the point when all modified Gelman-Rubin statistics were less
than 1.1. The results from the samples from the posterior distribution can be found
in Table 4.2, where MAP is the maximum a posteriori estimate for the parameter;
specifically, for each transition we found the MAP estimates of the joint posterior
distribution for the two Weibull parameters. To find the MAP estimates (Gilks et al.,
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1995), the maximum was obtained from a two-dimensional kernel smoothed joint density of each shape/scale pair using the kde2d function from the MASS package in R
(Venables and Ripley, 2002).

After running 5000 iterations post burn in of the seven chains, the GelmanRubin statistics for all parameters were less than 1.1, and after visual inspection it
appeared that all seven chains had converged for all parameters. Figures 4.1 and
4.3 show MCMC chains fit to the generated dataset. Figures 4.2 and 4.4 present
histograms of the posterior samples obtained from the Bayesian MCMC chains.

Figure 4.1: Seven Weibull parameter chains with random starts (burn in removed).
Each chain is a different colour and dashed black lines mark true parameter values.
The top row of plots represent samples from the posterior for the shape parameters
and the bottom row of plots represent samples for the scale parameters. The first
column of plots are parameters for the transition from state 1 to state 2, the next
column for state 2 to 3 and so on.
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Figure 4.2: Histograms for the Weibull parameter posteriors. Dashed black lines mark
true parameter values. The top row of plots represent samples from the posterior for
the shape parameters and the bottom row of plots represent samples for the scale
parameters.
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Figure 4.3: Seven misclassification parameter chains with random starts (burn in
removed). Each chain is a different colour and dashed black lines mark true parameter
values. The orientation of the plots is the same as the E matrix, such that e21 is in
the top left and e55 is in the bottom right.
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Figure 4.4: Histograms of misclassification parameter posteriors. Dashed black lines
mark true parameter values. The orientation of the plots is the same as the E matrix,
such that e21 is in the top left and e55 is in the bottom right.

Table 4.2 presents the results for the estimated Weibull parameters from the
generated dataset fit using seven MCMC chains.
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Table 4.2: Weibull parameter summary statistics for the generated five state model,
fit using the MCMC algorithm.
Shape (ν)

Transition
1→2
2→3
3→4
4→5

True
Shape
1.72
1.44
2.25
1.1

Posterior
Mean (ν)
1.758
1.354
2.194
1.051

Transition
1→2
2→3
3→4
4→5

True
Scale
10
8
7.5
5

Posterior
Mean (1/ω)
10.03
8.373
7.963
5.376

MAP (ν)
1.759
1.387
2.213
1.074

MAP (1/ω)
9.898
8.26
7.984
5.058

95% Credible
Interval (ν)
(1.630, 1.890)
(1.209, 1.504)
(1.990, 2.403)
(0.904, 1.193)
Scale (1/ω)
95% Credible
Interval (1/ω)
(9.512, 10.609)
(7.574, 9.360)
(7.498, 8.459)
(4.474, 6.810)

σ
bν
0.067
0.075
0.105
0.073

Mean(ν)
Percent
Relative Bias
2.23
-5.94
-2.49
-4.43

MAP(ν)
Percent
Relative Bias
2.27
-3.68
-1.66
-2.32

σ
b1/ω
0.281
0.457
0.244
0.594

Mean(1/ω)
Percent
Relative Bias
0.30
4.67
6.17
7.51

MAP(1/ω)
Percent
Relative Bias
-1.02
3.25
6.45
1.15

Based on the percent relative bias it appears that MAP estimates tended
to perform better than the posterior mean estimates for the Weibull parameters (Table 4.2).
The estimated misclassification matrix from the five state multi-state model
was calculated as

1


eˆ21
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 0.097
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eˆ55
0.011


0
0.910
0.239
0.052
0.023

0

0
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0
0
0 



0.664
0
0 



0.152 0.750
0 


0.049 0.300 0.618
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and 95% credible intervals,

95% credible intervals (Ê) =

(1, 1)



(0.005, 0.226)



(0.007, 0.214)



(0.002, 0.139)


(0.001, 0.026)

−


−

−

−





(0.774, 0.995)
−
−
−




(0.088, 0.380) (0.546, 0.792)
−
−




(0.002, 0.162) (0.029, 0.279) (0.621, 0.871)
−


(0.007, 0.044) (0.026, 0.075) (0.250, 0.349) (0.567, 0.672)

From the simulation it appears that the model fitting procedure has worked
fairly well. All of the true Weibull parameters and empirical misclassification rates
are contained in the corresponding credible intervals. For the purposes of the example
data analysis on bipolar disorder, the Weibull parameters are of most interest, while
the misclassification rates are considered nuisance parameters.

4.4

Example data analysis: Bipolar disorder
The example data on progression of bipolar disorder contains information on

offspring that were deemed to be at a high-risk of developing bipolar disorder based
on their family history (Duffy et al., 2007, 2014). These subjects were followed over
time by a research team of psychiatrists, and dates for any psychiatric diagnoses were
recorded. In the original data, some subjects belonged to the same families (siblings).
In order to avoid problems with lack of independence, the data as described in Keown-
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Stoneman et al. (2015), which randomly selected one subject from each family, were
used for this analysis. This gave a final sample size of 99 subjects.
A five state progressive multi-state model with misclassification was fit to
investigate the progression to bipolar disorder. The definitions for the five states are
as follows, with the number of subjects that were observed in each state in parentheses
(Duffy et al., 2014):
1. Well (99)
2. Non-mood disorders (44)
3. Minor mood disorders (38)
4. Major mood disorders (35)
5. Bipolar disorder (10).
Table 4.3 presents the results for the Weibull parameters from the five state
multi-state model for bipolar disorder. For each Weibull parameter the mean, MAP
estimate, 95% credible interval, and estimated standard deviation (b
σ ) are shown.
As in Section 4.3, the MAP estimates were obtained from a two-dimensional kernel
smoothed joint density of each shape/scale pair using the kde2d function from the
MASS package in R (Venables and Ripley, 2002). Since some of the estimated joint
posteriors of the Weibull parameter pairs appear quite skewed (Figure 4.5), the MAP
estimate appears to be a more plausible point estimate for the parameters than the
mean. In particular, the distribution for the waiting times between state 4 and state
5 are quite skewed (Figure 4.5(d)).
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Table 4.3: Weibull parameter estimates for five state model for bipolar disorder

Transition
1→2
2→3
3→4
4→5

Posterior
Mean(ν)
1.743
0.719
2.211
0.814

Shape (ν)
95% Credible
MAP(ν)
Interval (ν)
1.778
(1.248, 2.271)
0.721
(0.287, 1.194)
2.592
(1.144, 3.548)
0.890
(0.330, 1.604)

σ
bν
0.260
0.217
0.627
0.333

Posterior
Mean(1/ω)
10.482
27.639
11.204
99.106

Scale (1/ω)
95% Credible
MAP(1/ω)
Interval (1/ω)
10.349
(8.229, 13.419)
22.564
(8.031, 65.293)
8.869
(7.307, 20.249)
30.989
(9.338, 538.437)

(a) Weibull scale and shape for transitions
from state 1 to state 2

(b) Weibull scale and shape for transitions
from state 2 to state 3

(c) Weibull scale and shape for transitions
from state 3 to state 4

(d) Weibull scale and shape for transitions
from state 4 to state 5

σ
b1/ω
1.318
14.609
3.407
137.318

Figure 4.5: Density heatmaps of Weibull scale and shape for transitions based on
samples from the posterior. Dashed lines indicate the estimated mean for the parameters while dotted lines indicate the two-dimensional maximum a posteriori (MAP)
estimates
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The estimated misclassification matrix from this model was,
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with 95% credible intervals,
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−

−

−





(0.425, 0.930)
−
−
−




(0.002, 0.259) (0.615, 0.978)
−
−




(0.002, 0.213) (0.005, 0.335) (0.477, 0.938)
−


(0.002, 0.256) (0.003, 0.334) (0.004, 0.448) (0.307, 0.868)

While it can be seen that the misclassification matrix produced wide credible intervals,
the diagonal entries corresponding to the correct classifications were consistently high
compared to the off-diagonal misclassifications rates. For our purposes the Weibull
distributions for the waiting times within states were of more interest than the misclassification rates, which were considered nuisance parameters.
To further investigate the estimated densities for the waiting times and the
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estimated transition intensities between states, plots were produced based on the
MAP point estimates for the Weibull parameters (Figure 4.6).

(a) Estimated density plots for the Weibull distributions fit to the Bipolar Disorder example.

(b) Estimated transition intensity plots for the
Weibull distributions fit to the Bipolar Disorder example.

Figure 4.6: Plots based on estimated MAP Weibull parameters fit to the bipolar
disorder dataset.

Interestingly, the densities for waiting times in states 2 and 4 are very skewed
(Figure 4.6(a)) and initially have their highest hazards of transitioning out of them
quickly after entering them (Figure 4.6(b)); however, if a subject stays in those states
past the initial couple of years, their hazard of progressing into the following state
decreases over time. Conversely, the longer a subject stays in states 1 or 3, the higher
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their estimated hazard of progressing to the next state. Note that the often-used
exponential waiting time assumes that all of the transition intensities are constant
over time, which is a poor assumption for each transition intensity except possibly
the transition from state 4 to 5, which is fairly constant (Figure 4.6(b)). The assertion that the Weibull distribution is required over the exponential distribution for
transitions from states 1 to 2 and from states 3 to 4 is supported by the credible
intervals for the shape parameters (ν) (Table 4.3). As stated earlier, the exponential
distribution is a special case of the Weibull distribution when the shape parameter
equals 1. Neither credible interval for the transitions from states 1 to 2 nor from
states 3 to 4 contain 1 (Table 4.3).

4.5

Discussion
In this paper we have presented methods for fitting multi-state models with

Weibull waiting times and misclassification of states. It was possible to fit a five
state multi-state model with misclassification using our methods with sample sizes
as small as 99. Based on the simulation, it appears that the Bayesian MCMC approach has performed well. The model fitting procedure tended to do a better job
of estimating the Weibull parameters than the misclassification rates; however, the
Weibull parameters are expected to be of more interest to researchers. Care should be
taken when interpreting point estimates for the Weibull parameters as it was found
that the joint distribution for the Weibull parameters of each transition can be quite
skewed. For that reason, and based on the estimated bias in the simulation results,
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it is recommended that the joint MAP estimates for the pairs of Weibull parameters
in each waiting time distribution be used over the simple arithmetic means.
Much of the R code used was specifically written for the analyses performed
in this paper. Further work could be done to generalize the approach to allow for
flexible inputs with different numbers of states and various misclassification assumptions. Using Weibull waiting times in each state we have assumed that time spent
in the current state was the only factor that influenced the hazard of transitioning
into the next state. It would also be fairly straightforward to incorporate covariates
that influence the transition intensities in a multiplicative manner, as in a Weibull
proportional hazards model.
From the example data analysis on the progression of psychiatric diagnoses
to bipolar disorder, there is compelling evidence that the exponential distribution is
not adequate, and that the use of the Weibull distribution is an improvement. This
seems reasonable, as time is certainly a factor in the hazard of developing psychiatric
disorders, particularly at an early age (Duffy et al., 2014). By using the Weibull
distribution instead of the exponential distribution, the Markov assumption that the
transition intensities depend only on the current state is relaxed, so that transition
intensities may also depend on the amount of time spent in the current state. The
inclusion of time-varying transition intensities in this type of research may have implications with regard to clinical interventions. For instance, our estimate that high-risk
subjects with minor mood disorders (state 3) have increasing transition intensities to
major mood (state 4) with time may indicate higher priority for intervention. Subjects
diagnosed with non-mood disorders (state 2) that did not progress to minor mood
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disorders (state 3) within the first few years appear to be at a low and decreasing risk
of progressing toward minor mood disorders (state 3). None of the time-dependent
aspects of these transitions would be available had exponential waiting times been
used instead of Weibull waiting times.
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Chapter 5
Discussion
5.1

Multi-state models and Cox models
Throughout this thesis, methods for accounting for time-varying categori-

cal covariates in survival analysis have been investigated and extended. In general,
based on the results in Chapter 2 within the analysis of the bipolar disorder data,
there were advantages and disadvantages when accounting for internal time-varying
covariates using states in non-parametric multi-state models and time-varying covariates in a Cox model. The recommended method depends on the information that is
required from the data analysis. If testing the hypothesis that the internal covariate
is associated with the event of interest, the Cox model can easily do so, while the
non-parametric multi-state model cannot.
One advantage of multi-state models is the ability to estimate cumulative incidence functions, the probability the event of interest occurs before time t
(CIF (t) = P (T ≤ t)). In particular, suppose that T represents the time of entering
the final absorbing state from the initial state. Using the Aalen-Johansen estimator to
estimate the CIF from a multi-state model accounts for all possible pathways through
intermediate states to the final absorbing state (the event of interest). That is, spec-
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ification of the state history, including which intermediate states were entered and at
what time, is not required in order to estimate the CIF from a multi-state model. It
was shown in Chapter 2 that given some covariate history the conditional CIF can
be estimated from a Cox model; however, this requires that the covariate history be
known a priori. For example, in Chapter 2 a conditional CIF is estimated assuming
a covariate jump at age 18. Without fixing the time of the covariate jump, the CIF
cannot be estimated from the Cox model. When covariate histories were fixed in a
Cox model and a non-parametric multi-state model, predicted conditional CIF functions were very similar. Future work could look more closely into possible scenarios
that would produce differences in the CIF estimates from the two approaches.

5.2

Time-varying effects for binary time-varying covariates
in Cox models
The work presented in Chapter 3 shows promise as an extension to the Cox

model. Methods are presented for fitting the proposed exponential decay model, as
well as methods for generating data under the model. Unfortunately, based on the
simulations, neither AIC nor the likelihood ratio test performed consistently well. Of
particular concern is that with negative β values the likelihood ratio tests were less
conservative than the nominal 0.05 type I error rate.
While not presented in Chapter 3, two other forms of time-varying effects
for binary time-varying covariates were investigated. Specifically, a linearly decaying
effect that allows the effect of a covariate change to linearly decay from the regression
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coefficient (β) back to the baseline (Appendix C; Figure C.1(a)), and an interval
effect that equals the regression coefficient (β) at the time of the covariate change
and returns to the baseline after some time interval (Appendix C; Figure C.1(b))
were examined. However, both of these covariate forms led to problems in the model
fitting process.
In the case of the linearly decaying covariate, the likelihood function was
continuous but the derivative and score function for the decay parameter (φ) were
not. In the case of the interval effect, the likelihood function for φ, which controls
the length of time of the effect, conditional on the regression coefficient β, was a
step function. Both of these lead to problems for common methods of maximum
likelihood estimation based on gradient descent of the negative log partial likelihood.
In addition to issues finding maxima for the likelihood functions, under both of these
models many simulated datasets appeared to have maximum likelihood estimates
that approached β̂ = −∞. These estimates occurred when large enough values of φ
in either model led to separation in the data. More specifically, shrinking the linear
decay period (φ−1 ) or shortening the interval effect can cause the covariate influence
to return to zero for each subject before they experience the event of interest, inducing
separation.
One area that should be explored further is the occurrence of multiple local
maxima in the log partial likelihood function of the Stanford Heart transplant data.
Multiple maxima were observed under the Cox and Oakes (1984) model as well as
under the exponential decay model proposed in Chapter 3. The occurrence of multiple
local maxima in the log partial likelihood was not observed in either of the other
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example data analyses or in any of the simulations. The simulation datasets were
all generated using an exponential baseline hazard; perhaps a more complex baseline
hazard function would induce multiple local maxima in the log partial likelihood
function.
In Chapter 3, methods for generating data using an exponential baseline
hazard and the proposed exponential decay model are presented. Further work could
expand on this by allowing for other baseline hazard functions, such as those that correspond to the Weibull or gamma distributions. This could also help better evaluate
the performance of AIC and the likelihood ratio test in determining if the proposed
model is an improvement over the simpler permanent exposure model.

5.3

Weibull multi-state models with misclassification
In Chapter 4, a parametric multi-state model with misclassification and

Weibull distributed waiting times between transitions is presented. Previous work
on bipolar disorder progression had either used a non-parametric multi-state model
that allowed skipping of states and no misclassification, such as in Chapter 2, or had
assumed an exponential distribution for the waiting times between state transitions
(Duffy et al., 2014). From the results in Chapter 4 there was evidence that the Weibull
distribution can be a necessary improvement over the exponential distribution. By
using the Weibull distribution the transition intensities are able to increase, decrease,
or stay constant over time (Klein and Moeschberger, 2003; Rinne, 2008). As noted in
Section 4.5, it would be straightforward to add other covariate effects to the model
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presented in Chapter 4 in a multiplicative manner, as in the Weibull proportional
hazards model (Cox, 1972).
Assuming a Weibull distribution for the transition intensities led to complications in the calculation of the likelihood function for a model with misclassification.
Specifically, the density for the sum of independent Weibull variables is required for
subjects that appear to skip states. This was overcome using a numerical approximation, that appeared to work well. More rigorous methods of numerical integration,
such as the integrate function in R, were also attempted (R Core Team, 2016), and
sometimes led to more precise estimates, but at a large cost in computational time.
The use of non-deterministic numerical approximations in the calculation of the likelihood function meant finding maximum likelihood estimates would be difficult using
common methods such as Newton-Raphson. Under such methods, the randomness of
the likelihood estimates would make convergence difficult to assess. This is one of the
main reasons Bayesian inference methods using a Metropolis-Hastings MCMC algorithm were used in Chapter 4. The randomness added to the likelihood function from
the numerical approximations does not prevent the use of Bayesian MCMC methods;
however, it should be noted that the small amount of added randomness will hypothetically increase the variance of the posterior distributions of the parameters, and
therefore lead to wider credible intervals.
One area of possible future work could include some form of cure rate model
(Tsodikov et al., 2003) for the methods proposed in Chapter 4. In the proposed
Weibull model it is implicitly assumed that all subjects will eventually reach all five
states given sufficient time. For models where the outcome is death, this assumption
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is reasonable; however, when the outcome of interest is a psychiatric diagnosis this
may not be a reasonable assumption. It is probable that given sufficient time some
subjects will never be diagnosed with bipolar disorder; for that reason, some form
of adjustment that accounts for an insusceptible portion of the population could be
added to the model.
In addition to the future work already discussed, the inclusion of frailty or
some other form of adjustment for correlated observations would be a useful extension
to the proposed methods in Chapters 3 and 4. The full dataset on bipolar disorder
presented in Duffy et al. (2014) includes observations on subjects from the same
family. In order to avoid problems that arise with correlated observations, one subject
was randomly selected from each family for the analyses in this thesis. If the models
could be adjusted to allow correlated observations, such as via frailty models, it would
be of great use.
As a final note, as pointed out in Kalbfleisch and Prentice (2002), one must
be careful not to infer causality when using internal time-varying covariates, including
in any of the models tested or proposed throughout this thesis. For example, while
it is possible that an onset of major depression may cause an increase in the risk of
bipolar disorder, it is also possible that some external confounding variable causes the
risk of both major depression and bipolar disorder to rise, or that an imminent onset
of bipolar disorder causes major depressive symptoms before developing into bipolar disorder. For this reason, inference should be restricted to associations between
internal time-varying covariates and events of interest, whether in a Cox model, a
multi-state model, or any other model.
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Appendix A
Appendix to Chapter 3
A.1

Exponential decay covariate gradient for the log partial
likelihood
Using the log of the partial likelihood (equation 3.4) the gradient for the

parameter γ in the exponential decay model is
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where Yj (t) = 1 if subject j is at risk at time t, and 0 otherwise, Xi (t) = 1 if ui < t
and 0 otherwise.
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The gradient with respect to β of the exponential decay model is given by
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A.2

Function for generating data with the exponential decay
covariate
The following is a description of how we generate data with the proposed

exponential decay covariate and a constant baseline hazard. It is well known that
if T = F −1 (U ) where U is a uniform(0, 1) random variable, then T comes from the
distribution with cdf F (Devroye, 2006).
For ui > ti , and a constant baseline hazard function, α0 (x) = λ, the cdf of
T , the time to the event of interest, is (Austin, 2012)

F (ti ) = 1 − exp {−λti } .

Then

Ti = F −1 (Ui ) = −λ−1 log(Ui )

will have a distribution from the proposed exponential decay model. Note that we
have used the fact that 1 − U also has uniform(0, 1) distribution.
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For ui < ti ,
 
Z
F (ti ) = 1 − exp − λui + λ

ti


exp {β exp {−γ(x − ui )}} dx

.

ui

We evaluate the integral using the method of substitution. Let w = βe−γ(x−ui )
⇒ dx =

−dw
γβe−γ(x−ui )

Z

=

−dw
γw

x=ti



⇒

exp βe

−γ(x−ui )

x=t

ew
dw
x=ui γw
Z x=ti w
e
−1
= −γ
dw
x=ui w
h
ix=ti
= −γ −1 Ei(w)
x=ui
h
ix=ti
= −γ −1 Ei(βe−γ(x−ui ) )
Z

dx = −

x=ui

x=ui

where Ei(x) =

Rx

et
dt
−∞ t

is the positive exponential integral (Miller and Hurst, 1958).




⇒ F (ti ) = 1 − exp −λ ui − γ

−1

h
ix=ti 
−γ(x−ui )
Ei(βe
)
x=ui




= 1 − exp −λ ui + γ −1 Ei(β) − γ −1 Ei(βe−γ(ti −ui ) ) .

Then

hγ
i
1
log(Ui ) + γui + Ei(β) + ui
Ti = F −1 (Ui ) = − log β −1 Ei−1
γ
λ
We can then generate data with the exponential decay covariate using the
following,
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Ti =



 −λ−1 log(Ui )

if − log(Ui ) < λui


 − 1 log β −1 Ei−1  γ log(Ui ) + γui + Ei(β) + ui
γ
λ

if − log(Ui ) ≥ λui ,

We used the expint Ei function from the gsl package to approximate the
exponential integral (Hankin, 2006) and the uniroot function in R to find solutions
for Ei−1 (y). Note that Ei−1 (y) = x has two solutions for y < 0, and the correct
solution has the same sign as β.
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Appendix B
Appendix to Chapter 4
B.1

MCMC flowchart
START
•Set initial θ (0) and E(0)
•Generate data given θ (0)
•Estimate fˆTrs (t|θ (0) ) for s > r + 1
set k = 0

•Propose new randomly generated θ (p)
from a normal distribution centred around θ (k)
•Generate data given θ (p)
•Estimate fˆTrs (t|θ (p) ) for s > r + 1



L(θ (p) ,E(k) )
•Calculate A = min 1, L(θ
(k)
,E(k) )
•Generate U ∼ U nif (0, 1)
if U < A
(k+1)

k =k+1

if U > A

(p)

•Set θ (k+1) = θ (k)
k =k+1
•Set fˆTrs (t|θ (k+1) ) = fˆTrs (t|θ (k) )

•Set θ
=θ
•Set fˆTrs (t|θ (k+1) ) = fˆTrs (t|θ (p) )

(p)

•Propose new values ers from a multinomial Dirichlet distribution
(k)
for each row Er , with expected values equal to the ers values
and including a variance tuning parameter c



(p)
(k)
(p)
(k+1)
r )×fDir (Er |cEr )
•Calculate AEr = min 1, L(θ(k+1) ,E(k)
(p)
(k)
L(θ
,Er )×fDir (Er |cEr )
for each row r of E
•Generate Ur ∼ U nif (0, 1)
if Ur < AEr
(k+1)

•Set Er

if Ur > AEr
(p)

= Er

(k+1)

•Set Er

(k)

= Er

Figure B.1: Flowchart of Metropolis-Hastings MCMC
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Appendix C
Appendix to Chapter 5
C.1

Alternative time-varying covariate effects
A linear decay effect and an interval effect were attempted as alternatives

to the exponential decay effect presented in Chapter 3.
βZi (t)

βZi (t)

β

β

β(1 - ϕ(t - ui ))

0

0
ui

ui + ϕ-1

t

(a) Influence for a linear decay covariate.

ui

ui + ϕ -1

t

(b) Influence for an interval covariate.

Figure C.1: Influence for time-varying covariate effects omitted from Chapter 3.
The linear decay covariate was coded as,

Zi (t|φ) =



 1 − φ(t − ui )

if ui < t < ui + φ−1


 0

otherwise,

where φ is the rate of the linear decay which would need to be estimated, and ui is
the time of the binary covariate change.
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The hazard function for subject i would then be,

αi (t|β, φ) =



 α0 (t) exp {β − βφ(t − ui )}

if ui < t < ui + φ−1


 α0 (t)

otherwise,

Alternatively, the effect of Zi (t|φ) may be constant over a certain time interval φ:
Zi (t|φ) =



 1

if ui < t < ui + φ


 0

otherwise.

Here φ would again need to be estimated. The hazard function for subject i would
then be,
αi (t|β, φ) =



 α0 (t) exp {β}

if ui < t < ui + φ


 α0 (t)

otherwise.

